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1 Introduction

Since the advent of the field of genetics and the discovery of DNA as genetic
material, there has been interest in the study of genetic disorders and the role
of genes in human traits. Some genetic disorders, such as cystic fibrosis and
hemophilia, are caused by mutations within a single gene, and have been ex-
tensively studied and used to model the role of specific genes. However, most
human traits, including susceptibility to diseases, are not directly caused by
a single genetic mutation. It has become clear that complex traits, such
as susceptibility to cancer, are influenced by complex interactions between
many genes. Genome-wide association studies have been used to identify
many loci that influence susceptibility to different forms of cancer, without
previous knowledge of the function or location of these loci [1]. However,
the identification of these potentially important loci can have little practical
effect on clinical treatment, or insight into the mechanisms of disease origin,
without analysis of the genes at these loci and the pathways in which they
function. Identification of the genes and pathways that may be related to
survival from different cancers has the potential to improve classification of
cancers into subgroups that would allow for more individualized and targeted
therapy. Though it may be possible to examine the genes at each locus indi-
vidually, approaching the analysis using systems genetics offers an ability to
better understand the complex relationships that contribute to phenotypic
differences [2].

While genome-wide association studies focused heavily on the use of
single-nucleotide polymorphisms (SNPs) to identify correlations between loci
and cancer susceptibility, many other types of genomic data have become
available over the past couple of decades with the development of high-
throughput technologies [3]. Some types of available genomic data include
gene expression, copy number variation (CNV), methylation, and proteomic
data [4]. Though each data type provides a view of a portion of the molec-
ular basis for complex traits, integration of these types of data allows for
a more complete and contextual view of complex traits. An integrative ap-
proach is important, as it has been shown that integrating data from multiple
sources improves performance when classifying gene function [5]. Addition-
ally, an integrative approach allows relationships between genomic features
to be taken into account, which leads to models that are more biologically
interpretable. A systems genetics approach incorporates numerous forms of
genomic data, allowing for potentially greater performance, while improving
our understanding of the complex molecular relationships that define com-
plex traits.

2



A systems genetics approach to genomic analysis allows for the investi-
gation of molecular interactions in a context that is more relevant to clinical
work, due to the presence of multiple genomic differences, as opposed to
a single change. Genomic analysis is often performed based on the “central
dogma” of biology, that is, information flows from DNA to RNA to proteins to
metabolites, and finally to a trait. However, complex traits, including those
that determine susceptibility to many diseases, are controlled by a multi-
directional network of molecular interactions. The flow of information can
and does still occur in the order of the central dogma, but additional interac-
tions are possible, such as proteins affecting transcripts or genes, metabolites
affecting proteins, and many more [2].

Ovarian cancer is one complex disease that would benefit from a systems
genetics analysis. Ovarian cancer causes the fifth most female deaths out of
any cancer, with an estimated 22,280 new cases and 14,240 deaths caused
by ovarian cancer in 2016 [6]. Additionally, because of screening difficulties,
approximately 70% of ovarian cancer patients present with advanced-stage
cancer [7]. Consequently, five- and ten-year survival rates for ovarian cancer
patients remain low, approximately 45% and 30%, respectively, with low
rates of improvement over the last 10 years [6]. Because this cancer often
presents at a later stage, has been difficult to treat, and has little variance
in current treatment options, it is an ideal candidate for investigation using
integrative genomics and systems genetics approaches. This could allow us
to better understand the molecular mechanisms underlying the disease and
identify biomarkers for improved diagnosis and treatment strategies.

In this study, data from The Cancer Genome Atlas (TCGA) were used.
Begun in 2005, TCGA seeks to apply genome analysis techniques to data
from 33 types of cancer in an effort to better understand the molecular basis
of cancer. TCGA has collected numerous types of genomic data for each
of these types of cancer, including exon sequencing, copy number variation
(CNV), DNA methylation, mRNA expression and sequence, and microRNA
expression, from a total of over 11,000 patients. In this work, we specifically
looked at the TCGA ovarian cancer data, and focused on the 505 patients
for whom clinical, gene expression, methylation, and copy number variation
data are available. The data are provided at varying levels of processing
with Level 1 corresponding to the raw data, Level 2 to normalized signals
and Level 3 to processed data aggregated at the gene level or mapped to
the genome. Level 3 data were used for all three types of genomic data
considered.

In addition to the genomic data, a wide range of clinical information is
available for the individuals included in the TCGA data. However, some of
the information was not used in this analysis, either because of large num-
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bers of missing data or a lack of variability in the category. For example,
information about radiation treatment was recorded for some patients, but
was missing for over 90% of the patients in the study. Detailed chemother-
apy treatment records are also provided, but, because of the lack of variation
among the chemotherapy treatments the patients underwent, this informa-
tion was not used in the analysis. Still other variables were formatted as large
blocks of text, which were not useful for the analysis. After removing these
variables, the clinical variables that were used in this analysis were the age of
the patient at initial diagnosis, patient race, the clinical stage of the cancer at
diagnosis, the grade of the tumor at diagnosis, and the anatomic neoplasm
subdivision, which described the relative location of the tumor within the
patient’s ovary, as well as time of death or time of most recent contact if the
patient was not known to have died.

The goal of this thesis project is to build and compare models for pre-
dicting patient survival. We first considered the clinical data alone, then
added each genomic data type separately to the clinical data, and we finally
integrated the various genomic datasets to the clinical data. Using the model
selection and cross-validation methods described in the Statistical Methods
section, we sought to build an interpretable model to predict survival. The
predictive power of the different models were evaluated using different crite-
ria and we demonstrate that there is a substantial gain in prediction accuracy
when integrating the various genomic data sets to the clinical data.

2 Statistical Methods

2.1 Survival Analysis

The goal of many biomedical analyses is to assess the effect of relevant vari-
ables on time to event, where the event could be death, relapse or other
outcomes. In our analysis, the failure time corresponds to the number of
days until patient death from initial diagnosis. As is true in many studies
involving time to event, the data contain censored individuals, for whom the
event of interest (death), is not observed within the follow-up window. Be-
cause of the presence of these censored individuals, the analysis of the effects
of variables on patient survival requires a number of analytical techniques
contained in the field of survival analysis [8]. Survival analysis techniques
account for the presence of censored individuals, allowing for more accurate
quantification of the effects of variables.

Survival analysis operates based on the assumption that the time to an
event T is the realization of a random process [9]. The event time T there-
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fore follows a probability distribution that can be described through several
functions: a survivor function, a probability density function, and a hazard
function. A survival function gives the probability of the event occurring
after a time t. In the case where the event of interest is death, it gives the
probability of surviving past time t [9]. Therefore, the survivor function is
defined as:

S(t) = P (T > t).

Survival functions are often constructed for different treatment groups or
clinical conditions , and then compared to assess whether one group survives
longer or has a better survival trajectory than the others.

Additionally, the probability density function defines the instantaneous
change in survival at time t. The probability density function is therefore
defined as:

f(t) = −dS(t)

dt

or, alternatively, as:

f(t) = lim∆t→0
P (t ≤ T < t+ ∆t)

∆t
.

The third distribution that is useful for survival analysis is the hazard func-
tion, which quantifies the instantaneous risk of an event occurring at time
t [9]:

h(t) = lim∆t→0
P (t ≤ T < t+ ∆t|T ≥ t)

∆t
.

Hazard functions can also be created for different subgroups of individuals,
and can be used to determine whether one group is more at risk for death
than another.

2.1.1 Kaplan-Meier Analysis

A commonly used approach for survivor curve estimation is the Kaplan-Meier
method, which was shown in 1958 by Kaplan and Meier to be the nonpara-
metric maximum likelihood estimator [10]. Since the survival function is the
probability that the event time T is greater than t, in the case of data with-
out censoring, Ŝ(t) is the proportion of individuals still alive at time t [11].
Similarly, in the case that all censoring occurs at the same time c, when
t ≤ c, Ŝ(t) is still the proportion of individuals with event time greater than
or equal to t.

When some of the censoring times are less than some event times, how-
ever, a different method must be used in order to obtain the estimate of the
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survival curve. This method supposes that there are k distinct event times
t1 < t2 < ... < tk, and that at each time tj, there are nj individuals who have
not been censored or experienced an event before time tj. These nj individ-
uals are said to be “at risk” at time tj. Then, letting dj be the number of

people who die at time tj, the Kaplan-Meier estimator Ŝ(t) at time t ≥ tj is
defined as:

Ŝ(t) =
∏
j:tj≤t

[
1− dj

nj

]
.

Additionally, the variance for Ŝ(t) is commonly estimated using Greenwood’s
equation:

V ar(Ŝ(t)) = Ŝ(t)2
∑
tj≤t

dj
nj(nj − dj)

.

The Kaplan-Meier estimates can be used to graph a survival curve, which
shows the change in the expected proportion of surviving individuals over
time [11].

Survival curves can be created for different treatment groups or disease
subgroups, and plotted on the same graph to give an idea of any difference
in survival experience between groups. In order to check the significance of
any difference between survival curves, the log-rank test or the Wilcoxon test
can be used [11]. Both tests are based on the deviations between observed
and expected number of events. The expected number of events in group i
at time tj is given by

eij = nij
dj
nj
,

where dij and nij are respectively the observed number of events and the
number of subjects at risk in group i at time tj; dj =

∑
i dij and nj =

∑
i nij,

i.e., the total number of deaths and total number at risk across all groups at
time tj.

The log-rank statistic is calculated by summing the differences between
the observed and expected number of events for one group across all failure
times: ∑

j

(d1j − e1j).

The Wilcoxon statistic differs in that it weighs the deviations between ob-
served and expected number of events by the number of individuals still at
risk at each time [12]: ∑

j

nj(d1j − e1j).
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The test statistics, which follow a χ2-distribution with I − 1 degrees of free-
dom when comparing I groups, are evaluated by squaring the log-rank or
Wilcoxon statistic and dividing it by its corresponding estimated variance.

2.1.2 Cox Proportional Hazards Model

Another important tool in survival analysis is the Cox proportional hazards
model, which is a semiparametric method for estimating the hazard function
for an individual at a given time [13]. Proposed in 1972 by Sir David Cox,
this model relies on the combination of the eponymous proportional hazards
model and an estimation method proposed by Cox called partial likelihood
estimation. The Cox regression model is written as:

hi(t) = λ0(t) exp{β1xi1 + ...+ βpxip}.

This model gives the hazard for individual i at time t as the product of a
baseline hazard function λ0(t), which is unspecified and can take any form,
and the exponential of a linear function of p covariates [13]. The model is
thus nonparametric in terms of the baseline hazard, but assumes a parametric
form for the effect of the predictors on the hazard.

The hazard for any individual is a fixed proportion of the hazard for any
other individual written as:

hi(t)

hj(t)
= exp{β1(xi1 − xj1) + ...+ βp(xip − xjp)}.

Because λ0(t) cancels out, this ratio of hazards remains constant over time.
In order to fit the Cox proportional hazards model, Cox proposed a maxi-
mum partial likelihood method, which splits the likelihood function for the
model into two parts. One part depends on β alone, while the other depends
on both λ0(t) and β [14]. Cox’s partial likelihood maximization focuses on
the part of the likelihood function that only depends on β. Because some
information about β is in the other part of the likelihood function, and be-
cause this method finds the estimates without specifying the baseline hazard,
the estimates of β are not fully efficient, though the loss of efficiency is often
minor [14]. In order to maximize the partial likelihood function, it is first
necessary to define the likelihood function [14]. Suppose n independent indi-
viduals are followed. For each individual i, define ti to be the time of event
or censoring, δi to be the censoring indicator, and xi to be the vector of p
covariates. The partial likelihood function is a product of the likelihoods for
all observed events. If J events are observed, it is written as:

PL =
J∏
i=1

Li,
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where Li is the likelihood of the i-th event. Each individual likelihood Li,
which we will define as the event for individual i at time ti, is calculated in
the following way: Given that an event occurred at time ti, what is the prob-
ability that it happened to subject i, rather than any of the other subjects
still at risk at time i. Defining R(ti) as the set of all individuals still at risk
at time ti, the likelihood is written as:

Li =
hi(ti)∑

j∈R(ti) hj(ti)
.

Then, defining the hazard for each individual at each time using the propor-
tional hazards model, the baseline hazard function λ0(t) cancels out and the
likelihood for each event simplifies to:

Li =
eβxi∑

j∈R(ti) e
βxj

.

Because λ0(t) cancels out, it is possible to estimate β without defining the
baseline hazards function [14].

The total partial likelihood can therefore be written as:

PL =
n∏
i=1

{
eβxi∑

j∈R(ti) e
βxj

}δi
.

Censored cases contribute information pertinent to the risk set but not to the
numerator. As is standard, the partial likelihood is optimized by maximizing
the natural log of the partial likelihood function, which is

lnPL =
n∑
i=1

δi

βxi − ln

 ∑
j∈R(ti)

eβxi

 .
This function can be maximized with a variety of algorithms to obtain the
estimate for β.

2.2 Model Selection

When dealing with a large number of explanatory variables to choose from,
finding the best model is often a trade-off between prediction accuracy and
interpretation. Fitting a model with more explanatory variables can often
increase prediction accuracy, but greater numbers of explanatory variables
create models that are more difficult to interpret and can lead to model
overfitting [15]. A goal of many regression analyses is to optimize a model’s
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prediction accuracy while keeping the number of predictors low. One common
method for this task is best-subset regression, which evaluates all possible
models, i.e., all possible subsets of variables. However, when dealing with a
large number of predictors, this exhaustive method becomes computationally
expensive, because the number of possible models when there are k predictors
is 2k. For large values of k, all-subset regression becomes impractical and
other methods are needed to select models efficiently. Another commonly
used approach is stepwise selection, which starts with a base model, and
adds or drops one or more explanatory variables every “step” based on some
pre-specified criterion, such as t-test p-value, Akaike’s information criterion
(AIC) or Mallow’s Cp. Although computationally fast to implement, this
procedure has the disadvantage of being incremental and performing choices
that are locally optimal at each step, but are globally suboptimal; it cannot
go back to revise choices made in earlier steps.

2.2.1 Univariate Model Selection

One commonly used approach for selecting predictors is simply to include or
exclude a predictor based on the significance of that predictor in a univari-
ate analysis, after correcting for multiple testing. One major disadvantage
of this approach is that it does not evaluate the joint effect of predictors,
and may discard variables that are not informative individually but bring
important information and reach statistical significance in the presence of
other variables. It is also susceptible to selecting multiple predictors that are
correlated.

In this analysis, the univariate variable selection method was used to
select variables to include in a Cox proportional hazards model. The uni-
variate selection was first applied to the clinical variables. For the genomic
data, each marker was evaluated adjusting for clinical variables that were
deemed relevant.

2.2.1.1 Multiple Testing Problem

One issue that arises with the univariate model selection method is that of
multiple testing. For k possible predictors, we are evaluating k hypothesis
tests each at a significance level α. For a single test, the significance level α
defines the probability of a Type I error, also called a false positive, in which
a true null hypothesis is incorrectly rejected. Therefore, the probability that
no Type I error occurs is 1−α. However, as the number of significance tests
increases, the probability of at least one false positive increases. For k tests,
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the probability of at least one false positive can be calculated as:

P (At least one false positive) = 1− (1− α)k.

Therefore, for larger values of k, the probability of at least one false positive
approaches 1. Additionally, the expected number of false positives for k
hypothesis tests at significance level α is kα. For 100 hypothesis tests run at
a significance level of 0.05 each, the probability of at least one false positive is
approximately 99.5%, and we would expect to get 5 false positives. In order
to correct for this problem of multiple testing, several methods to control
the family-wise error rate or limit the number of false positives have been
developed.

2.2.1.2 Bonferroni Correction

A popular and simple approach for adjusting significance tests to account
for the problems that arise as a result of multiple testing and control the
family-wise error rate is the Bonferroni correction. For k hypothesis tests
at significance level α, this adjustment can be accomplished in one of two
equivalent ways: evaluate each test at significance level α

k
, or adjust each p-

value by multiplying it by k then evaluate the adjusted p-value at significance
level α. This adjustment targets the family-wise error rate, that is, the
probability of at least one false positive, making it:

P (At Least One False Positive) = 1−
(

1− α

k

)k
≤ α.

The Bonferroni correction lowers the probability of the entire group of hy-
pothesis tests containing a false positive to the significance level α, and re-
duces the expected number of false positives to approximately α. For smaller
values of k, the Bonferroni correction can be appropriate, but for larger val-
ues of k, the cutoff for significance becomes so small that very few, if any,
of the hypothesis tests pass the corrected significance threshold and, the
probability of Type II error – failing to reject the null hypothesis when it is
false – increases significantly. Since we are evaluating the significance of tens
of thousands of predictors, the Bonferroni correction becomes prohibitively
conservative, and we risk dismissing significant predictors, increasing the
probability of Type II errors.

2.2.1.3 False Discovery Rate

An alternative to controlling the family-wise error rate is to control the false
discovery rate. This method was first suggested by Benjamini and Hochberg
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[16]. Table 1 summarizes the situation in which k significance tests are
evaluated. In the table, U and S correspond to the correct designation of a
null hypothesis as true and false, respectively. T corresponds to a Type II
error, in which a false null hypothesis is not rejected. V corresponds to Type
I error, or a false positive. Benjamini and Hochberg define the false discovery
rate as the proportion of erroneously rejected null hypotheses. This can be
written as V

V+S
.

Table 1: Number of errors committed when testing k significance test [16].
Null Hypothesis Declared not-significant Declared significant Total

True U V k0

False T S k - k0

Total k −R R k

The Benjamini and Hochberg false discovery rate (FDR) procedure works
as follows: when k significance tests are being performed, they result in k
p-values. The p-values are ordered from smallest to largest, so that

P(1) ≤ P(2) ≤ P(3) ≤ . . . ≤ P(k)

where P(1), P(2), P(3), . . . P(k) are the ordered p-values. Let q be the desired
false discovery rate, and denote Hi as the hypothesis test corresponding to
P(i). Identify m to be the largest i for which P(i) ≤ i

k
q, then reject all null

hypotheses Hi for i ≤ m [16].
The above procedure restricts the false discovery rate to be less than

or equal to q. This procedure is more useful for situations in which large
numbers of predictors are being tested, such as in genomic analysis. In
our univariate model selection, p-values from Cox models on single genomic
variables adjusting for clinical variables were corrected using the Benjamini
and Hochberg FDR method, and the false discovery rate was chosen so that
a similar number of predictors were selected with this method and the lasso
method (Section 2.2.2).

2.2.2 Selection via the Lasso Method

Another popular method for variable selection is the lasso method, short
for “least absolute shrinkage and selection operator.” The lasso creates inter-
pretable models like the best-subset, stepwise, and univariate model selection
methods, but does so based on a method that is more stable or resistant to
small changes in the data [15].
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2.2.2.1 Lasso in Regression

Using the lasso estimate for regression model selection begins with the tra-
ditional regression setup. Suppose the data are (xi, yi) where yi are the
responses and xi is the vector of p covariates for individual i = 1, 2, ..., N .
A tuning parameter λ ≥ 0 is chosen, and the goal of the lasso method is to
find β = (β1, β2, ...βp) that minimizes the error of the regression, subject to

the constraint
∑
j |βj| ≤ λ. The lasso estimate (α̂, β̂) is defined as

(α̂, β̂) = arg min


N∑
i=1

yi − α−∑
j

βjxij

2
 subject to

∑
j

|βj| ≤ λ. (1)

The solution of this equation, a quadratic programming problem with linear
inequality constraints, is possible through a number of stable algorithms.
This equation leads to the following result: if λo is the sum of the coefficients
of the full least squares estimate and λ0 > λ, the solutions will shrink towards
0 and some coefficients may be squeezed to be exactly equal to 0 [15]. Because
the solution can be found via stable algorithms and some coefficients will be
set to 0, the lasso method creates interpretable models that are resistant to
slight changes in the original data. The solution to Eq.(1) is equivalent to
minimizing

N∑
i=1

yi − α−∑
j

βjxij

2

+ λ
∑
j

|βj|, (2)

where the tuning parameter λ controls the amount of regularization and is
chosen via cross-validation.

2.2.2.2 Lasso in Cox Proportional Hazards model

The lasso method has been extended for variable selection in the context
of the Cox proportional hazards model to create interpretable models and
minimize model error [17]. Just as in the lasso method used for linear regres-
sion, the lasso method applied to the Cox proportional hazard model uses a
tuning parameter λ > 0, and specifies that

∑
j |βj| ≤ λ. This method differs,

however, in that it solves for β that maximizes the partial likelihood function
defined in Section 2.1.2, subject to the constraint

∑
j |βj| ≤ λ [15].

2.2.2.3 Implementing the Lasso Method

We implemented the lasso method using the glmnet package in R [18]. The
cv.glmnet function calculates the lasso coefficients and the null deviance ex-
plained by a model at a number of λ values. The default setting evaluates
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the model at 100 different values for λ, though it can stop early if the change
in the percent of deviance explained falls below a certain threshold [18]. The
cv.glmnet function also executes k-fold cross-validation (Section 2.3.1) using
the coefficients calculated at each λ, and returns the mean standard error of
the predictions for each λ. It is then possible to select the value of λ that
minimizes the cross-validated mean standard error, and to view the coeffi-
cients for that value of λ. We used the cv.glmnet function to choose the
lasso model with the lowest cross-validated error, and selected the predictors
whose coefficients were nonzero in this model. For categorical variables with
more than two levels, we chose to include the predictor in our model if at
least one of its coefficients was nonzero in the lasso model.

We used the above method to select the clinical variables to include in our
Cox proportional hazards model. For the genomic variables, we performed
lasso adjusting for the relevant clinical variables, because we sought to iden-
tify biomarkers that bring additional information. This is accomplished by
setting the penalty factor on the clinical variables to zero when implementing
the lasso, so that the coefficients remain nonzero and are kept in the model.
Therefore, this method selected the genomic variables that were significant
in the presence of clinical variables. Additionally, because of the large num-
ber (> 30, 000 when combining CNV and Gene Expression) of predictors
we were evaluating using the lasso, we wanted to account for the fact that
the cv.glmnet function might take alternate paths and might not converge
to the same model each time. We therefore ran 20 iterations of the lasso
method described above, with the clinical variables fixed by setting their
penalty factor to zero. We then chose the lasso model with the minimum
cross-validated mean standard error out of all twenty iterations. In order
to address the downward bias of the regression coefficient estimates in the
lasso-penalized model, we refitted the Cox survival model using the selected
genomic markers and adjusting for the relevant clinical variables.

2.3 Model Evaluation

After performing variable selection via the lasso method, it is of interest to
estimate the predictive accuracy of the model. In linear regression, residual
standard error is used as a proxy of prediction accuracy, but this strategy
fails to quantify the model’s ability to make predictions for new data [19].
A number of methods have been developed to test a model’s ability to make
predictions on new data, which revolve around the principle of using a subset
of the data to fit the model (referred to as the “training set”), and then use
that fitted model to make predictions on the subset of the data that was
not used to train the model (referred to as the “testing set”). One common
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method for training and testing the model is the holdout method, in which the
data are divided randomly into two groups, one used to train the model, and
the other used to check the prediction performance of the trained model. This
process improves upon the evaluation power of the residuals, since it assesses
the model’s ability to predict for new data, and it takes relatively little time
to compute compared to some other methods [20]. However, because the
evaluation can differ heavily based on which data points are included in the
training set, and which are included in the testing set, the variance for this
method is high. An improvement upon this method, k-fold cross-validation,
estimates the ability to assess model prediction for new data while decreasing
the variance of the estimate.

2.3.1 K-fold Cross-Validation

K-fold cross-validation begins with the random partition of the data into k
subsets [19]. Then, a method similar to the holdout method is repeated k
times. Each time, one of the k subsets is used as the testing group, while
the other k− 1 subsets are combined into a larger subset that is used as the
training group. Each of the k subsets is used as the testing group exactly one
time, which means each data point is included in the testing group exactly
once. The predicted values for each data point are then used to estimate
the prediction accuracy of the model. Because more data are included in the
training group for each iteration than in the holdout method, the variance
of the estimate for model accuracy is decreased. This increased precision
of the estimate comes at the expense of increased computing time, as the
model must be fitted k times, compared to 2 for the holdout method. This
increases the number of calculations required to make an estimate of the
model accuracy by a factor of approximately k/2.

The estimate of model prediction accuracy can also be improved through
repetition of the k-fold cross-validation method [19]. If the k-fold cross-
validation is to be repeated B times, each iteration starts with the random
assignment of the data into k groups, which are used to calculate predictions
for each data point via the k-fold cross-validation method. The data are then
re-assigned into k random groups for the next iteration, and the procedure
is repeated B times. Repeating the k-fold cross-validation accounts for the
randomness in partitioning the data and can allow for a better understanding
of the model’s ability to predict for new data, thus, giving an idea of the
variance of this estimate.

For each model selected, we generated 100 linear predictors for each indi-
vidual using 100 iterations of 10-fold cross-validation. These linear predictors
were then used to assess the model’s prediction performance (Section 2.4).
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2.4 Assessing Prediction Performance

In order to assess the performance of the Cox proportional hazards model,
Haibe-Kains et al. [21] suggest a number of accuracy measures to rely on:
sensitivity and specificity, time-dependent receiver operating characteristic
(ROC) curves, and the concordance index.

2.4.1 Sensitivity and Specificity

Sensitivity and specificity are a commonly used pair of values for evaluating
model performance in classification. Sensitivity is defined as the propor-
tion of positive event occurrences that are correctly classified as such, while
specificity is defined as the proportion of negative event occurrences that are
correctly identified as such. The key principle behind determining specificity
and sensitivity lies in defining how the events are predicted by the model
to occur or not occur. Typically, a continuous variable x is used as the
determining factor, with a cutoff point c identified. Data for which x > c
are classified as positive event occurrences, while data for which x ≤ c are
classified as negative event occurrences. In survival analysis, the sensitivity
and specificity are calculated at a specific time t, because the status d(t) of
each individual can change over time, where d(t) = 1 if an individual has
died prior to time t, and d(t) = 0 if an individual is still alive at time t. The
sensitivity (SE) is defined as

SE(c, t, x) = P (x > c|d(t) = 1)

and the specificity (SP) is defined as

SP (c, t, x) = P (x ≤ c|d(t) = 0).

The better a model’s predictive ability, the higher its specificity and sensi-
tivity.

2.4.2 Time-dependent ROC Curve

Another method for assessing model prediction is the time-dependent ROC
curve. The ROC curve is the plot of sensitivity vs (1 - specificity), with
the cutoff point c as the parameter that is changed. The area under the
ROC curve (AUC) is the value used to assess model performance; the closer
the area under the curve is to one, the better the predictive power. The
ROC curve can be used to assess the performance of a continuous variable
for binary classification. In the case of survival analysis, the continuous
quantity used to define sensitivity and specificity may be taken to be the
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linear predictor from the Cox proportional hazards model, and the binary
classification is the event occurrence at time t [22]. Because event occurrence
depends on time in survival analysis, it is appropriate for this analysis to use
time-dependent ROC curves.

In order to assess the difference in predictive power between the different
models, the linear predictors from each of the 100 iterations of the 10-fold
cross-validation were used to calculate the time-dependent ROC curve at
30-day intervals for five years. Because cancer treatment outcomes are often
expressed as five-year survival rates, we chose five years as our cutoff time for
prediction performance evaluation. The AUC of each time-dependent ROC
curve was calculated, giving 100 AUC values for each time. These 100 AUC
values at each time t were used to generate 95% confidence intervals for the
mean AUC at t. The 95% confidence intervals for different models at time t
were then compared to determine if differences in prediction performance at
time t were significant.

2.4.3 Concordance Index

Yet another method for assessing model performance is the concordance in-
dex, which computes the probability that the predicted survival times are
correctly ordered [23]. The concordance index, also referred to as c-index, is
defined as:

c-index =

∑
i,j∈Ω 1{ri > rj}

|Ω|
,

where Ω corresponds to the set of all pairs of subjects (i, j) with survival
times ti > tj, 1{ri > rj} = 1 if the predicted hazards satisfy ri > rj and
equals 0 otherwise. The closer the c-index is to 1, the better the ordinal
predictive power of the model. To give an estimate of the uncertainty in the
concordance index for a given model, one hundred concordance indices were
calculated for each model using the one hundred linear predictors estimated
from the repeated 10-fold cross-validations. The mean of these concordance
indices, as well as the 2.5th and 97.5th percentiles, were calculated and used
to create a 95% confidence interval for the concordance index of each model,
which were used as another metric to determine if the difference in predictive
power was significant.

2.5 Integrative Analysis

After building models that identified clinical, gene expression, and CNV vari-
ables that have a significant effect on survival, we sought to build a more
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biologically interpretable model by incorporating the effects of methylation
and copy number variation on gene expression. Methylation is known to di-
rectly affect gene expression levels, as methylated genes have been shown to
be effectively “turned off” in mammalian cells [24]. Therefore, methylation
does not directly impact survival, but can do it indirectly by affecting the
transcription level of a gene, which in turn could affect survival. Addition-
ally, methylation is known to have local effects; it influences the expression
of genes in its area, not elsewhere in the genome. Therefore, when consider-
ing methylation data, we considered the effects of methylation sites on the
expression of the gene whose promoter region they map to.

We also sought to evaluate the effect of CNVs with their role in mind.
Copy number variation has been shown to have an impact on levels of gene
expression through the increase in the number of copies of a gene (i.e. if more
copies of a gene are present, transcription of the gene is more likely to occur),
and through effects on transcription regulation [25]. Unlike methylation,
which can only modulate gene expression but cannot directly affect survival,
copy number variation can impact survival in various ways. Therefore, we
allowed CNVs that were not found to be associated with gene expression
levels to be related to the survival outcome.

In order to incorporate this biological relationship into our model, and
in order to produce more biologically interpretable models, we identified the
methylation sites and CNV markers that affect the expression levels of the
genes we found to be associated with the survival outcome. This was accom-
plished by building a linear model that relate methylation and CNV markers
to the expression level of each of the significant genes from our lasso-selected
models, then using the lasso technique to select significant methylation and
CNV variables. Since methylation has only a local effect, for each gene, we
only considered methylation sites that map to the promoter region of the
gene. Since copy number variation can be trans-acting and affect the tran-
script abundance of genes anywhere in the genome, we considered all of the
CNV data.

Upon selecting methylation and CNV variables that had a significant im-
pact on gene expression, we revisited the model that relates gene expression
and CNV to survival in the presence of clinical variables. However, only
the subset of CNVs not associated with gene expression were considered for
direct effect on survival. The premise is that CNVs found to modulate tran-
script abundance have their effect on survival already captured via the link
between gene expression and survival. Making these CNVs available for di-
rect association with survival could lead to their selection at the detriment
of the gene expression levels to which they are related, by making these un-
likely to be selected. We expect our modeling strategy to incur negligible, if
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any, loss of predictive power for the survival outcome, but it could provide
substantial gain in elucidating the underlying molecular mechanisms. Figure
1 gives a schematic representation of the two integrative models considered.

Figure 1: The top diagram shows the first approach used to relate CNV
and gene expression to survival. The lower diagram shows the integrative
approach with the dotted box indicating the subset of CNVs not related to
gene expression being considered for association with survival.

3 Results

3.1 Clinical Variable Analysis

The clinical variables examined consisted of patient age at diagnosis, patient
race, the clinical stage of the cancer at diagnosis, the grade of the tumor
at diagnosis, and the anatomic neoplasm subdivision, which described the
relative location of the tumor within the patient’s ovary. Summary statistics
for each variable are given in Table 2.

A univariate Cox model was calculated using each of the clinical vari-
ables as the lone explanatory variable, to check for a significant relationship
between the variable and survival. The coefficients from the univariate mod-
els, and the corresponding standard errors to the coefficients, are are also
reported in Table 2. In order to determine which variables had a significant
relationship with survival, the p-value from the likelihood ratio test for each
model was examined at a significance level of α = 0.05. The p-values of the
likelihood ratio test for each univariate model are also included in Table 2.
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Table 2: Summary statistics and univariate Cox model results for clinical
variables.
Variable Summary* Univariate Cox Model Likelihood Ratio

β̂ ± SE (p-value) Test p-value
Age 59.7 ± 11.5 0.0211 ± 0.0056 (0.0002) 0.0002
Clinical Stage 0.0062

I 12 (2.4%) -0.623 ± 0.711 (0.381)
II 25 (5.0%) -0.982 ± 0.385 (0.011)
III 391 (77.4%) REF
IV 77 (15.2%) 0.218 ± 0.166 (0.187)

Race 0.0621
White 462 (91.5%) REF
Not White 43 (8.5%) 0.444 ± 0.224 (0.048)

Tumor Grade 0.077
G3 428 (84.7%) REF
Not G3 77 (15.3%) -0.287 ± 0.167 (0.086)

ANS 0.0807
Bilateral 372 (73.7%) REF
Left 71 (14.1%) -0.375 ± 0.185 (0.042)
Right 62 (12.2%) 0.078 ± 0.191 (0.681)

*Summary statistics include mean ± SD for continuous variables and n (%) for categorical variables

The univariate models showed that two of the five clinical variables ex-
amined had a significant relationship with survival. Age and clinical stage
both showed significant relationships with survival, with p-values of 0.0002
and 0.0062, respectively. The other clinical variables, race, tumor grade, and
anatomic neoplasm subdivision, did not show significant relationships with
survival at a 0.05 significance level.

The two clinical variables that had significant relationships with survival
in the univariate analysis, age and clinical stage, were then used to fit a
multivariable Cox model. One hundred iterations of 10-fold cross-validation
were used to assess model prediction performance. Table 3 contains the
mean cross-validated regression coefficient for each of the univariate-selected
clinical variables and the associated 95% confidence interval from the cross-
validation. The multivariable Cox models from the cross-validation were also
used to calculate the mean AUC at each 30-day interval for the first five years
after initial diagnosis, as well as the 95% confidence interval for the mean
AUC at each time. Figure 2 shows the AUC confidence intervals over time
for the univariate-selected model using only clinical variables. Additionally,
the mean concordance index and the associated 95% CI are reported in Table
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9.

Table 3: Mean regression coefficients and 95% confidence intervals estimated
from 100 iterations of 10-fold cross-validation multivariable Cox model fits
with selected variables. * Indicates significance at α = 0.05 level.

Variable
Univariate Selection

β̂ (95% CI)

Lasso Selection

β̂ (95% CI)
Age 0.021 (0.017, 0.025)* 0.023 (0.020, 0.028)*
Race

White
Not White

Not Included REF
0.547 (0.413, 0.709)*

Tumor Grade
G3
Not G3

Not Included REF
-0.260 (-0.366, -0.145)*

Clinical Stage
I
II
III
IV

-0.535 (-1.255, -0.025)*
-0.932 (-1.207, -0.706)*
REF
0.247 (0.135, 0.384)*

-0.433 (-1.175, 0.058)
-0.88 (-1.164, -0.652)*
REF
0.28 (0.158, 0.425)*

ANS
Bilateral
Left
Right

Not Included
REF
-0.472 (-0.592, -0.321)*
0.091 (-0.040, 0.232)

None of the five clinical variables were dropped by the lasso. The coef-
ficient of the indicator variable for Clinical Stage I was zero in the selected
model, but since the other categories of Clinical stage had nonzero coeffi-
cients, the Clinical Stage variable was still included.

100 iterations of 10-fold cross-validation were used to assess model pre-
dictive performance. Table 3 contains the mean cross-validated regression
coefficient for each of the lasso-selected clinical variables and the associated
95% confidence interval from the cross-validation. The multivariable Cox
models from the cross-validation were also used to calculate the AUC confi-
dence intervals over time as in the univariate-selected model.

Figure 2 shows the AUC confidence intervals over time for both models.
The concordance index for each iteration of 10-fold cross-validation was also
calculated. Table 9 gives the mean concordance index and confidence interval
for both models.
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Figure 2: AUC over time for the univariate-selected and lasso-selected clinical
variable models. Solid lines correspond to mean AUC; dotted lines indicate
95% confidence intervals.

There does not appear to be any significant difference between the pre-
dictive ability of the model created using the lasso and the model developed
using univariate selection. Though the univariate model has higher AUC for
the first year, the two models perform essentially equivalently from then on
as the 95% confidence intervals overlap. Similarly, the concordance index
confidence intervals for the two models overlap. Both of these results indi-
cate a negligible difference in the predictive power of the model that comes
with the addition of race, tumor grade, and anatomic neoplasm subdivision
as explanatory variables.

3.2 Gene Expression

After evaluating the predictive ability of a model based on clinical variables
only, we identified gene expression variables that had a significant effect on
survival, controlling for the clinical variables identified in Section 3.1. We
considered the Level 3 gene expression data that consist of normalized and
aggregated signal intensities for 12,042 genes. In order to compare the pre-
dictive abilities of a model selected with the univariate selection method and
one selected via the lasso, we used each method to select a model. For the
univariate selection method, as noted in Section 2.2.1, we evaluated the sig-
nificance of each gene expression variable in the presence of all the clinical
variables that had been selected by the lasso. We set the cutoff false discov-
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ery rate for selecting gene expression variables so that this model contained
a similar number of genes as the lasso-selected model. For the lasso method,
to account for the different paths the cv.glmnet algorithm may have taken to
solve for the optimal model, we ran 20 iterations of the cv.glmnet function,
and selected the model with the minimum cross-validated error. We ran 100
iterations of 10-fold cross-validation using the set of genes selected with each
approach in order to assess the predictive power of each model.

Table 4 lists the genes selected with the univariate and lasso methods.
It also provides the mean cross-validated regression coefficient for each gene
expression and the associated 95% confidence interval from the multivariable
Cox model including all selected genes and clinical variables. There were 12
genes selected by both approaches, 13 selected with the univariate approach
only, and 4 with the lasso approach only.

Table 4: Cross-validated mean regression coefficients and corresponding 95%
confidence intervals from multivariable Cox models of selected gene expres-
sion variables adjusting for clinical variables. Coefficients are taken from 100
iterations of 10-fold cross-validation. * Indicates significance at α=0.05 level.

Gene Name Univariate Selection Lasso Selection
adjusting for Clinical Variables adjusting for Clinical Variables

β̂ (95% CI) β̂ (95% CI)
AADAC -0.001 (-0.058, 0.0544) -0.102 (-0.16, -0.052)*
ANXA4 0.179 (0.113, 0.268)* 0.133 (0.069, 0.217)*
GGT1 -0.780 (-1.132, -0.451)* -0.589 (-0.865, -0.259)*
HMG4L -0.141 (-0.234, -0.044)* -0.243 (-0.325, -0.155)*
NEFM 0.145 (-0.167, 0.544) 0.73 (0.464, 1.007)*
PART1 -0.132 (-0.186, -0.075)* -0.125 (-0.176, -0.072)*
PIN1L -0.368 (-0.661, -0.076)* -0.259 (-0.543, 0.033)
PLA2G2D -0.452 (-0.747, -0.105)* -0.83 (-1.04, -0.606)*
PRAME 0.0123 (-0.024, 0.055) -0.075 (-0.108, -0.041)*
SLC37A4 -0.154 (-0.039, -0.308)* -0.249 (-0.373, -0.137)*
TREML2 -0.992 (-1.247, -0.742)* -0.789 (-1.028, -0.543)*
WDR45L -0.037 (-0.133, 0.052) -0.207 (-0.3, -0.118)*
QPRT -0.126 (-0.185, -0.059)* ———
RPS6KA2 0.210 (0.129, 0.301)* ———
PAQR5 0.316 (0.185, 0.405)* ———
GAP43 0.321 (0.071, 0.585)* ———
RPS27L 0.162 (0.072, 0.258)* ———
HSPB7 0.379 (0.125, 0.611)* ———
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SMUG1 -0.117 (-0.217, -0.006)* ———
WIF1 0.018 (-0.079, 0.100) ———
BLK -0.049 (-0.254, 0.175) ———
LRRN3 0.209 (0.047, 0.343)* ———
CD3G -0.613 (-0.793, -0.438)* ———
DAP -0.284 (-0.378, -0.190)* ———
LRIG1 -0.115 (-0.166, -0.067)* ———
ELA3A ——— -0.59 (-0.927, -0.512)*
INTS8 ——— 0.421 (0.335, 0.503)*
PAX2 ——— -0.16 (-0.218, -0.07)*
REN ——— -0.191 (-0.277, -0.086)*

Using the 95% confidence interval to assess significance for each variable,
out of the 25 genes selected by the univariate approach, 19 were also sig-
nificant in the multivariable Cox model at α = 0.05. Four of the six gene
expression variables that were not significant were among the twelve variables
that were also selected by the lasso. The other two that were not significant
were chosen by the univariate selection only.

Only one out of the 16 genes selected by the lasso was not significant at
the α=0.05 level in the multivariable Cox model. This variable, PIN1L, was
one of the thirteen selected by both model selection methods, though it was
significant in the multivariable Cox model fitted on the univariate-selected
genes.

In order to compare the prediction ability of both models, we calculated
the AUC value for each iteration of 10-fold cross-validation at every 30-day
interval for the first five years after initial diagnosis. Then, using the 100
AUC values for each time, we generated a 95% confidence interval for the
AUC at a given time for a given model. Figure 3 shows the 95% confidence
intervals for the AUC values for the five-year ROC curves under the two
models. The confidence interval from the lasso model is entirely greater than
the confidence interval from the univariate-selected model. We can therefore
say that the lasso-selected model is significantly better at predicting five-year
survival than the univariate-selected model.
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Figure 3: 95% confidence intervals for the AUC of the 5-year survival ROC
curve for the models with univariate-selected and lasso-selected gene expres-
sion variables, accounting for clinical variables.

To visualize the difference in prediction ability of the two models over
time, Figure 4 shows the 95% confidence interval of the AUC for each model
over the first five years after diagnosis. The univariate-selected model per-
forms slightly better initially, though the difference is not significant. After
approximately 3 years, the lasso model performs significantly better.

Figure 4: AUC over time for the univariate-selected and lasso-selected gene
expression models adjusting for clinical variables. Solid lines correspond to
mean AUC; dotted lines indicate 95% confidence intervals.
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Compared to the models that only considered clinical variables, the mod-
els including gene expression performed significantly better. Figure 3 shows
that the five-year AUC values for the clinical-variables-only model are signif-
icantly lower than those of the two gene expression models, with the lasso-
selected gene expression model giving the best 5-year survival prediction.

3.3 Copy Number Variation (CNV)

After we assessed the prediction ability of models built with clinical variables
only, and with gene expression variables accounting for clinical variables, we
moved on to identifying copy number variants (CNVs) with a significant
effect on survival. Since the lasso-selected models matched or surpassed
the prediction ability of the univariate-selected models for clinical variables
only, and for gene expression variables controlling for clinical variables, we
decided to only consider lasso-selected models for CNV variables and for our
integrative analysis. Due to the larger number of CNV variables, and the fact
that we expected no loss in prediction ability by not considering a univariate-
selected model, we deemed the computational expense of univariate selection
on the CNV unnecessary.

We began with 22,618 level 3 CNV variables, which correspond to normal-
ized signals of aggregated regions per gene. We executed the lasso selection
method, using 20 iterations of the lasso with the penalty factor of the clini-
cal variables set to zero to force them into the model and ensure they have
nonzero regression coefficient estimates. After determining the CNVs to be
included in the model, we used 100 iterations of 10-fold cross-validation to
evaluate the prediction performance of the model.

Table 5 contains all the CNV variables that were selected by the lasso
along with their mean cross-validated regression coefficients and associated
95% confidence intervals. 15 CNV variables were selected by the lasso, but
two of the selected CNVs, LAMTOR5 and CYMP, were nearly identical,
with over 99% of patients having the same value for LAMTOR5 and CYMP.
We therefore chose to only include LAMTOR5 in the model, giving us 14
CNVs in the model. All 14 were significant at the α=0.05 significance level
in the cross-validated multivariable models.
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Table 5: Cross-validated mean regression coefficients and corresponding 95%
confidence intervals from multivariable Cox models of lasso-selected copy
number variants (CNV) adjusting for clinical variables. Coefficients are taken
from 100 iterations of 10-fold cross-validation. * Indicates significance at
α=0.05 level.

CNV Probe Name β̂ (95% CI)
CD7 -0.401 (-0.492, -0.318) *
CTNNA2 0.371 (0.159, 0.591) *
OXCT1 -0.196 (-0.329, -0.05) *
PSMC4 0.433 (0.371, 0.507) *
SLC7A1 0.311 (0.177, 0.516) *
LAMTOR5 -0.669 (-0.794, -0.534) *
TMX2 -0.478 (-0.701, -0.349) *
ARL14 -0.391 (-0.571, -0.245) *
TOX2 0.268 (0.028, 0.472) *
KIAA1755 0.454 (0.244, 0.673) *
DGKH 0.241 (0.068, 0.37) *
SLC24A5 0.363 (0.25, 0.473) *
RESP18 0.416 (0.254, 0.552) *
FLJ46284 0.667 (0.552, 0.79) *

In order to assess the predictive performance of the lasso-selected CNV
model, we compared its AUC values for the five-year ROC curve to those from
the lasso-selected gene expression model and clinical variables only model.
Figure 5 shows the 95% confidence intervals of the five-year AUC for the
three models. From the figure, it is clear that the lasso-selected CNV model,
controlling for clinical variables, significantly outperforms the lasso-selected
model that uses only clinical variables. However, the lasso-selected gene
expression model outperforms the lasso-selected CNV model.
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Figure 5: 95% confidence intervals for the AUC of the 5-year survival ROC
curve for lasso-selected models using clinical variables only, gene expression
variables controlling for clinical variables, and CNV variables controlling for
clinical variables.

In order to visualize the difference in performance between the models
over time, Figure 6 shows the 95% confidence intervals for the AUC over
the first five years after diagnosis for each of the three models. Again, the
model containing only clinical variables significantly underperforms the other
models, especially after the first year. The lasso-selected CNV model per-
forms comparably to the lasso-selected gene expression model for the first
four years after diagnosis, then is outperformed by the latter.
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Figure 6: AUC over time for the lasso-selected models using clinical variables
only, gene expression variables controlling for clinical variables, and CNV
variables controlling for clinical variables. Solid lines correspond to mean
AUC; dotted lines indicate 95% confidence intervals.

3.4 Integrative Analysis

After comparing the performance of the models containing clinical variables
and one form of genomic data, we began the integrative analysis. We used
the lasso method to select genomic variables from all data sources controlling
for clinical variables.

3.4.1 CNV and Gene Expression

The first integrative model we built applied the lasso-selection method on
all CNV and gene expression variables in relation to survival, controlling
for clinical variables. This model follows the first structure shown in Figure
1. We started with a combined 34,660 variables – 12,042 gene expression
variables, and 22,618 CNV variables. Again, we used 20 iterations of the
lasso, controlling for the clinical variables we had used throughout the rest
of our analysis. After selecting CNV and gene expression markers via lasso,
we fitted the corresponding multivariable Cox model using 100 iterations of
10-fold cross-validation to assess the prediction performance of the model.

Table 6 contains all the genomic variables that were selected by the lasso
along with their cross-validated mean regression coefficient and 95% confi-
dence intervals.
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Table 6: Mean estimated coefficients from multivariable Cox models of lasso-
selected CNV and gene expression variables adjusting for clinical variables.
Coefficients are taken from 100 iterations of 10-fold cross-validation, and 95%
confidence intervals are included for each coefficient. * Indicates significance
at α=0.05 level.

Variable Type Variable Name β̂ (95% CI) In non-integrative?

CNV

PSMC4 -0.028 (-0.176, 0.128) Yes
ZMYM5 0.419 (0.25, 0.568) * No

LAMTOR5 -0.495 (-0.679, -0.349) * Yes
KIAA1755 0.515 (0.331, 0.679) * Yes

HSPB6 0.35 (0.224, 0.509) * No
RINL 0.2 (0.049, 0.371) * No

DGKH 0.2 (0.065, 0.345) * Yes
OR9I1 -0.637 (-0.856, -0.477) * No

FLJ46284 0.861 (0.731, 1.005) * Yes

Gene Expression

RPS6KA2 0.372 (0.288, 0.473) * Univariate-selected
SPO11 0.671 (0.319, 1.012) * Neither
PART1 -0.161 (-0.229, -0.085) * Both
NEFM 0.226 (-0.069, 0.551) Both

PRAME 0.012 (-0.025, 0.047) Both
GAP43 0.516 (0.283, 0.806) * Univariate-selected

PI3 0.105 (0.074, 0.136) * Neither
GGT1 -0.689 (-0.985, -0.284) * Both

WDR45L -0.203 (-0.311, -0.099) * Both
SLC37A4 0.009 (-0.12, 0.143) Both
SEPP1 -0.111 (-0.21, -0.058) * Neither
ELA3A -0.468 (-0.628, -0.008) * Lasso-selected

ZBTB7B -0.992 (-1.351, -0.609) * Neither
PAX2 -0.103 (-0.169, -0.016) * Lasso-selected

TREML2 -1.464 (-1.758, -1.213) * Both
PLA2G2D -0.909 (-1.153, -0.666) * Both

REN -0.174 (-0.273, -0.087) * Lasso-selected
AADAC -0.058 (-0.113, -0.005) * Both
HMG4L -0.089 (-0.203, 0.009) Both
ANXA4 0.172 (0.098, 0.267) * Both

In total, 30 genomic variables were selected – 10 CNV variables and 20
gene expression variables. Again, both CYMP and LAMTOR5 were selected,
and as the two CNVs are closely related, we chose to remove CYMP from the

29



model, leaving 9 CNVs in the model, Out of the 9 CNV markers selected,
8 were significant at the α=0.05 level in the cross-validated multivariable
Cox model. Additionally, 5 of the 9 CNV variables selected had also been
found relevant in the model without gene expression variables. Out of the 20
gene expression variables selected, 16 were significant in the cross-validated
multivariable Cox model at the α=0.05 level. 14 of the 20 gene expression
variables selected were also identified in the lasso-selection for the model
without CNVs (Table 4).

We compared the performance of this integrative model to the two lasso-
selected models constructed using only one category of genomic variables
(CNV or gene expression) in the presence of clinical variables. Figure 7
shows the 95% confidence intervals for the AUC over the first five years after
diagnosis for each of the three models. From the figure, it becomes clear that
the integrative model significantly outperforms both single-genomic category
models at every point in time over the first five years. Figure 9 shows the
95% confidence interval for five-year AUC for the three models. From the
figure, it is clear that the integrative model performs significantly better than
the previously constructed models.

Figure 7: AUC over time for the lasso-selected models consisting of gene
expression variables, CNV variables, and the integrative model containing
both CNV and gene expression variables. All three models control for clinical
variables. Solid lines correspond to mean AUC; dotted lines indicate 95%
confidence intervals.
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3.4.2 Methylation and CNV related to Gene Expression

We then identified methylation sites that had a significant impact on survival
through gene expression, as in the second framework displayed in Figure 1.
Because we were only interested in the effects of methylation sites associated
to gene expression levels impacting survival significantly, we only assessed
methylation variables for genes that had been selected by the lasso, either in
the model with gene expression variables only (Table 4), or in the integrative
model (Table 6). In total, we were looking at 22 genes. Because methylation
is cis-acting, for each significant gene, we only considered the methylation
sites that map to that gene. Some of the genes had more than one methyla-
tion site in the data and others had none, resulting in 28 methylation sites
to consider.

In addition to the methylation sites we were assessing, we also wanted
to determine which CNV variables had an impact on gene expression levels.
Again, because we were interested in the effects of CNVs on gene expressions
related to survival, we only looked at the 22 lasso-selected genes. Since CNV
impact on gene expression is not limited to being local, we considered all
22,618 CNV variables for each lasso-selected gene.

For each gene expression considered, we used 20 iterations of the lasso to
select from the local methylation variables and CNV variables, and selected
the model with the minimum mean cross-validated error from cv.glmnet. Be-
cause we were not interested in prediction performance for this regression,
we did not perform additional cross-validation. Our real interest lay in the
methylation and CNV variables that are identified as having significant as-
sociation with the gene expressions impacting survival. Table 7 shows the
lasso-selected methylation sites, and the number of CNV variables selected
by the lasso for each gene expression variable.

Table 7: Selected methylation sites with corresponding genomic coordinates
and number of CNVs selected by the lasso for each gene expression variable
considered.

Gene Name Selected Methylation Composite Element CNV Selected
RPS6KA2 N/A 110

SPO11 N/A 29
PART1 cg09712066 92
NEFM N/A 23

PRAME N/A 134
GAP43 N/A 0

PI3 cg09462575 90

31



GGT1 N/A 35
WDR45L N/A 79
SLC37A4 N/A 177
SEPP1 cg04502814 60
ELA3A N/A 0

ZBTB7B N/A 81
INTS8 N/A 95
PAX2 cg26677448 72

TREML2
cg26928682

38
cg19005210

PLA2G2D cg07142319 35
REN cg05556020 9

AADAC cg05564657 155
HMG4L N/A 130
PIN1L N/A 16

ANXA4 cg05155595 88

There were 1,424 unique CNV variables selected, with some selected by
the lasso for more than one gene expression. Out of the 19 CNV variables se-
lected to have an effect on survival in Section 3.3, CD7, DGKH, and SLC24A5
were found to be associated to at least one gene expression variable.

3.4.3 Gene expression and non-associated CNVs related to sur-
vival

After identifying the CNV variables that have effects on the lasso-selected
gene expression variables, we built a model according to the second diagram
shown in Figure 1. In order to do this, we used 20 iterations of the lasso
to select variables from a pool of 21,194 CNV variables (we removed the
1,424 CNV variables from Section 3.4.2 from the original pool of 22,618 CNV
variables) and 12,042 gene expression variables.

Table 8 lists all the genomic variables that were identified to be associ-
ated to survival by the lasso along with their cross-validated mean regression
coefficient value and 95% confidence interval. In total, 21 genomic variables
were selected – 6 CNV and 15 gene expression. Both LAMTOR5 and CYMP
were chosen, and again we excluded CYMP because of the strong correlation
between CYMP and LAMTOR5. Only one variable selected had not been
present in the first integrative model – gene expression variable PRPF19,
which was also not identified in the gene expression only models. PRPF19
was one of the 2 gene expression variables selected that were not significant
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in the cross-validated multivariable Cox model at the α=0.05 level. All 5 of
the CNVs selected were significant in the cross-validated multivariable Cox
model at the α=0.05 level.

Table 8: Mean estimated coefficients from multivariable Cox models of lasso-
selected CNV and gene expression variables adjusting for clinical variables,
with CNV’s related to gene expression removed from pool. Coefficients are
taken from 100 iterations of 10-fold cross-validation, and 95% confidence
intervals are included for each coefficient. * Indicates significance at α=0.05
level.

Variable
Type

Variable
Name

β̂ (95% CI) Non-Integrative?
Integrative
all CNVs?

CNV

PSMC4 0.311 (0.239, 0.416) * No Yes
LAMTOR5 -0.555 (-0.701, -0.41) * Yes Yes
KIAA1755 0.543 (0.388, 0.706) * Yes Yes

OR9I1 -0.73 (-0.935, -0.578) * No Yes
FLJ46284 0.711 (0.583, 0.839) * Yes Yes

Gene
Expression

PART1 -0.174 (-0.236, -0.103) * Both Yes
NEFM 0.425 (0.15, 0.673) * Both Yes

PRAME -0.045 (-0.08, -0.015) * Both Yes
GGT1 -0.66 (-0.999, -0.295) * Both Yes

WDR45L -0.127 (-0.22, -0.042) * Both Yes
PRPF19 0.059 (-0.064, 0.186) Neither No
SLC37A4 -0.214 (-0.337, -0.088) * Both Yes
ELA3A -0.572 (-0.773, -0.34) * Lasso Yes

ZBTB7B -0.847 (-1.174, -0.5) * Neither Yes
TREML2 -1.199 (-1.482, -0.954) * Both Yes
PLA2G2D -1.006 (-1.224, -0.718) * Both Yes

REN -1.006 (-1.224, -0.718) * Lasso Yes
AADAC -0.056 (-0.113, 0.001) Both Yes
HMG4L -0.277 (-0.374, -0.175) * Both Yes
ANXA4 0.251 (0.177, 0.346) * Both Yes

We compared the performance of this model to the first integrative model.
Figure 8 shows the 95% confidence intervals for the AUC over the first five
years after diagnosis for the two integrative models. The model with some
CNV variables removed performs slightly worse than the model with all
CNVs, but the difference is not statistically significant between years one
to four. Figure 9 shows the 95% confidence intervals for the five-year AUC
for the two integrative models. The model containing all CNV variables
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performs significantly better at predicting five-year survival.

Figure 8: AUC over time for the integrative models containing all CNV
variables, and with CNV variables related to lasso-selected gene expression
variables removed. Solid lines correspond to mean AUC; dotted lines indicate
95% confidence intervals.

3.5 Overall Comparison

Figure 9 shows the 95% confidence intervals of the five-year AUC for all lasso-
selected models. It is clear that as more genomic data types are integrated,
the predictive performance improves. The integrative model with all CNV
included performs significantly better than all of the other models.
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Figure 9: 95% confidence intervals for the 5-year survival AUC for all lasso-
selected models. Gene Expression, CNV, and both integrative models adjust
for clinical variables.

Table 9 contains the mean concordance index and 95% confidence interval
for all of the models evaluated. From this table, it is clear that the integrative
models significantly outperform the models built using only one genomic data
type. Additionally, the models that include genomic variables, controlling for
clinical variables, outperform the models built using only clinical variables.

Table 9: Mean Concordance index and 95% confidence intervals from 100
iterations of 10-fold cross-validation.

Data Type Selection Method
Concordance Index

(95% CI)

Clinical Only
Univariate Selection 0.621 (0.612, 0.627)

Lasso 0.620 (0.614, 0.629)

Gene Expression and Clinical
Univariate Selection 0.698 (0.687, 0.707)

Lasso 0.705 (0.697, 0.714)
CNV and Clinical Lasso 0.692 (0.685, 0.699)

Integrative with all CNV Lasso 0.753 (0.744, 0.761)
Integrative with selected

CNV removed
Lasso 0.738 (0.727, 0.744)
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4 Discussion and Conclusion

As the amount of available genomic data for cancer research increases rapidly,
so does the importance of sorting through the data to create biologically inter-
pretable models that show improved prediction performance when compared
to models built only with clinical data or a single genomic data type. We
have used the lasso method to select variables to include in Cox proportional
hazard models. Additionally, we have shown that integrating multiple forms
of genomic variables (CNV and gene expression) can lead to increased pre-
dictive ability. Finally, we have shown that taking into account relationships
between various genomic features allows us to create a more interpretable
model, without sacrificing significant amounts of predictive ability.

Figure 10 shows the relationship between the genomic features selected in
our integrative analysis. We identified 15 genes that are related with survival.
Of those 15, we found 6 to be impacted by both methylation sites and CNVs.
Additionally, we found 6 CNVs that are directly associated to survival but
do not affect the selected gene expression. Our integrative analysis that
incorporates links between genomic features at different molecular levels has
produced a model with much greater biological interpretability, without a
significant sacrifice in prediction power when compared to our integrative
model that does not account for inter-genomic relationships.
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Figure 10: The relationships between genomic features selected in our inte-
grative analysis are shown here. Green boxes correspond to CNVs, blue ovals
correspond to gene expression, and purple boxes correspond to methylation
sites. For CNVs and gene expression, relevant gene names are given. For
methylation, composite element references are given. Lines pointing from
one feature to another indicate a relationship.

Many of the identified markers are known to be implicated in various
cancers. Figure 11 shows a network of selected genes (shown in gray shade)
involved in cellular growth and proliferation, and related to ovarian cancer.
For example, PRAME, which has emerged as a marker of disease activity
and prognosis in various cancers, has been shown to be upregulated in pri-
mary ovarian carcinoma [26]. LAMTOR5 is an oncoprotein that is highly
expressed in ovarian cancer, and promotes the proliferation and migration
of ovarian cancer cells [27]. Expression of GGT1 has been shown to occur
in human ovarian carcinomas. Several other genes we selected were involved
in relevant pathways, such as cellular development (see Figure 12), and have
been linked to ovarian cancer. For example, overexpression of ANXA4 has
been associated to chemoresistance and poor survival in patients with ovarian
serous carcinomas [28].
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Figure 11: Network of genes involved in cell growth and proliferation with
selected genes shown in gray shade.
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Figure 12: Network of genes involved in cellular development with selected
genes shown in gray shade.

The conclusions gathered from this thesis give us direction for continued
research. First, it remains to be seen how integration of a more complex
network structure can further improve predictive ability. We examined one
simplified network structure; more complex networks can integrate more bi-
ological information and show potential for increased prediction and identi-
fication of relevant genes and pathways [2].

Additionally, it remains to be shown that the results we obtained can
be generalized to other varieties of cancer. Though ovarian cancer is an im-
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portant, and deadly, cancer, it is far from the only challenge facing cancer
researchers moving forward. TCGA contains 32 other varieties of cancer, and
applying our methodology to these other cancers could provide further evi-
dence that utilizing a systems biology approach to the integration of genomic
data can help identify relevant biomarkers, elucidate their relationships, and
provide improved prediction.

Despite decades of research into cancer treatments, and significant in-
creases in cancer survival rates, death rates from cancer remain high. As the
population ages, cancer prognosis will continue to be poor, barring signifi-
cant improvements in treatments moving forward. Genome-wide association
studies were able to identify a large number of mutations commonly found
in cancers, but often failed to give proper interpretability or identify crucial
pathways for improving cancer survival. Analyzing the collection of genomic
data from cancer patients using a networks approach offers the potential for
directing biological research by increasing our ability to predict patient sur-
vival, and by identifying pathways that play an important role in patient
outcome.
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