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ABSTRACT 

Pressure is mounting on Facebook to moderate content more aggressively, risking 

collateral damage to free expression. Activists have responded by demanding new 

policies to protect expression rights but, until now, there has been no empirical evidence 

about public opinion of these safeguards. 

Using an original survey of a non-representative sample of US adults who post 

regularly on Facebook (n=496), I explore concerns about moderation and reactions to 

five proposed safeguards: increased transparency reporting of moderation decisions, the 

right to an explanation of those decisions, the right to appeal them, an independent 

oversight board, and a government audit. (Some are already partially implemented.) 

The findings are statistically significant (p < 0.05) and have implications for 

evidence-based policymaking. The right to appeal a moderation decision would ease 

concerns about overmoderation about as effectively as the moderation oversight board 

which Facebook is already building. I recommend that Facebook prioritize implementing 

that right, but also note that most respondents want more power ceded to the board. A 
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US government audit of Facebook’s moderation would intensify concerns, so I caution 

against it. 

Challenging a dominant narrative, I find respondents are more concerned about 

overmoderation than undermoderation. I compare the data against the power expression 

protection theory (Andsager, et al. 2004. Free expression and five democratic publics.), 

which claims people of more powerful demographics tend to value freedom of expression 

more. Finding no support in this context, I conclude it would be a mistake to stereotype 

those concerned about overmoderation as limited to privileged groups. 
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Introduction 

Put simply, people sometimes post bad things on the internet. There have been 

calls to take down content since the days of dial-up, but now that the biggest social 

media platform in the world has 2.2 billion active users, the demands of content 

moderation are of an entirely different scope. As an increasingly large amount of public 

discourse moves online (Gillespie, 2010; Nunziato, 2003), algorithmic amplification of 

ideas becomes more powerful, and various actors grow skilled at exploiting online 

platforms to further their interests (MacKinnon, 2012, Chapter 1), the institution of 

content moderation is arguably in crisis. 

Governments are pressuring social media platforms to moderate more and more 

strictly. In 2018, the German parliament passed the Netzwerkdurchsetzungsgesetz, a law 

creating massive financial penalties for sites that fail to take down illegal content within 

24 hours (D. Lee, 2017). The short window was demanded because posts often get the 

most views and engagement immediately after they go live, meaning moderation is less 

effective later on (European Commission, 2018). The law has inspired similar legislation 

in some countries—though such a project has struggled to gain momentum in the 

United States—and become a flashpoint in debates about freedom of expression online. 

Platforms are intensifying moderation to meet these new legal requirements and 

political pressures. In early 2019, the European Commission praised a group of major 

platforms, including Facebook, for improving their content moderation operations to the 
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point that they address 89% of content flagged as objectionable within 24 hours, 

compared to 40% in 2016 (Al Jazeera, 2019). 

Activists have warned that this intensified moderation brings with it a risk of 

overmoderation, a phenomenon in which content that should stay up (according to one’s 

subjective normative frame) is removed. This threat may be characterized differently 

depending on one’s chosen theory of freedom of expression; it may prevent people from 

holding the powerful accountable (Tufekci, 2018), deny the fulfilment of a fundamental 

personal right to self-expression, prevent the most worthy or true narratives from being 

selected by the “marketplace of ideas,” or some combination (B. G. Johnson, 2015). 

Characterizations that focus on individual rights sometimes argue that overmoderation 

disproportionately affects vulnerable groups (Duarte, Llanso, & Loup, 2017; Rohleder, 

2018). 

Technology policy circles are avidly debating what safeguards Facebook should 

enact (or be forced by governments to enact) as hedges against overmoderation and 

protections for freedom of expression. However, even though polling shows segments of 

the public are concerned about threats to free expression on social media (The Harris 

Poll, 2018), I have found little empirical work examining the public’s opinions about 

what should be done to counter them. 

This study has two goals. First, inform the specific policies forged in the current 

political moment, which seek to protect freedom of expression on the world’s largest 

social media platform. Second, contribute to our understanding of how people value 
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freedom of expression and what types of policies satisfy them that the right is 

sufficiently protected. I achieve the goals by using an original survey to address these 

research questions: 

RQ1: How concerned are American Facebook users about overmoderation? 

RQ2: Which American Facebook users are most concerned about overmoderation? 

RQ3: Which changes to Facebook’s policies would most reassure those who are 

concerned about overmoderation? 
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Background 

 “Everyone has the right to freedom of opinion and expression; this right includes 

freedom to hold opinions without interference and to seek, receive and impart 

information and ideas through any media and regardless of frontiers.”  

— Article 19, Universal Declaration of Human Rights (United Nations, 1948) 

 

Research on public opinion of freedom of expression goes back to the 1930s in the 

United States (Andsager, Martin, & Wyatt, 2004), before the Universal Declaration of 

Human Rights’ iconic definition. Researchers quickly learned to distinguish between two 

variables in the opinions of their respondents: abstract support for freedom of expression 

on the one hand and, on the other hand, willingness to tolerate expression that they find 

disturbing or which comes from people with whom they are uncomfortable. Abstract 

support is sometimes measured by asking people to rate the “importance” of “the right 

to talk freely about what you think or to say whatever you want to” on a scale of 1-10 

(ibid., p. 261). Tolerance is measured with questions such as “Should a person’s rights 

be protected by law when advocating Satanism or other religious rights in public?” 

(ibid., p. 264). A distinction is also sometimes made between support for media rights 

versus individual speech rights, though the dichotomy may be blurring because of the 

new communication environment wrought by the internet (ibid.). 

In addition to companies and governments, people may also feel their ability to 

freely express themselves impaired by social norms or the agendas of peers, be they 
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family, friends, or a cultural group. This concept was most famously articulated by 

Elisabeth Noelle-Neumann in her Spiral of Silence theory, which postulates that those 

who hold a minority opinion will refrain from speaking out because of fear of social 

ostracization, causing that opinion to be expressed even less, in turn making others who 

might express it even less likely to do so (1974). Though empirical evidence that the 

positive feedback described in the Spiral of Silence actually functions at scale in online 

or offline spaces is weak and context-dependent (Porten-Cheé & Eilders, 2015), Noelle-

Neumann’s concept is a potent metaphor to illustrate an inarguably real individual 

experience of remaining quiet due to fear of ostracization. 

When measuring attitudes about expression, it is crucial to keep in mind their 

mutability. The traditional vision of a survey assumes respondents simply recall a pre-

determined piece of information from their minds. While this assumption may hold in 

some contexts, such as a report of year of birth or ethnicity, it is not necessarily the 

case for complex political attitudes such as support for freedom of expression. 

Individuals’ opinions may change over time, and even if these opinions are relatively 

static, the individuals may report them differently depending on the social context in 

which the question is asked. Because of this, I take the approach advocated by Gibson, 

treating survey responses “not as an invariant report on an obdurate attitude of the 

respondent, but rather as a sampling from a pool of possible replies” by the respondent 

(1998). 
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Americans’ Perception of Free Expression on Facebook 

Freedom of expression is central to the concept of democracy, and is an 

important part of the United States’ self-image (Andsager et al., 2004, p. 61). The First 

Amendment to the constitution, which protects freedom of expression, is broader than 

similar laws even in other democracies (Douglas-Scott, 1998). (Americans are 

distinguished by their apparent preference to use the phrase “freedom of speech” as the 

US constitution does, though this study uses “freedom of expression” to frame the 

concept within the language of the Universal Declaration of Human Rights.) In 2015, 

71% of Americans told Pew it was "very important that people can say what they want 

without state or government censorship," compared to 65% in Europe and 43% in the 

Middle East (samples were determined on a country by country level and then 

combined) (Wike & Simmons, 2015). Though it is unlikely to reflect actual behavior, the 

fact that 73% of Americans said they agreed with Voltaire’s famous statement “I 

disapprove of what you say but will defend to the death your right to say it” in another 

poll indicates how highly they esteem this right (Rasmussen Reports, 2017). 

There is evidence that Americans who post regularly on social media actually 

value freedom of expression (measured in terms of willingness to allow criticism of the 

US government and its handling of terrorism) more highly than those who do not 

(Swigger, 2013). It is possible that our high rate of social media use is raising the overall 

value Americans place on the right even further. 
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The American discourse around freedom of expression was formed in an era when 

governments were both the most prominent guarantors and one of the most threatening 

potential violators of freedom of expression. This is evident in the fact that the First 

Amendment deals exclusively with the relationship between the state and the individual 

(“Congress shall make no law… abridging the freedom of speech”) (US Constitution, 

1791). Unaccustomed to distinguishing between censorship by a company and by a 

government, many Americans seem to falsely believe that Facebook is legally required to 

allow any speech on its platform that is protected from the government by the First 

Amendment, but this has no legal basis. As digital intermediaries such as Facebook 

have become arguably at least as able as governments to influence fulfilment of freedom 

of expression (MacKinnon, 2012, Chapter 2), our problematization of rights protection 

needs to evolve. 

In the United States, an oft-cited (especially by conservatives) social pressure 

against freedom of expression is the political correctness movement, which seeks to 

reduce speech that is harmful or offense to marginalized groups (B. G. Johnson, 2018). 

This concern is perhaps best encapsulated by the question asked by conservative polling 

outfit Rasmussen in 2017, “Do Americans have true freedom of speech today, or do they 

have to be careful not to say something politically incorrect to avoid getting in trouble?” 

(2017). (Only 28% of the nationwide sample answered that they had true freedom of 

speech, but the wording of the question raises concerns about its validity.) Thanksgiving 
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dinner conversations in ideologically diverse families are not spared from being a 

battleground for the political correctness/free speech debate, and neither is Facebook. 

Social media platforms like Facebook have roots in an American cyberlibertarian 

Silicon Valley culture that could be said to fetishize freedom of expression. Many 

powerful leaders have trumpeted them as a boon for this right (Clinton, 2011). However, 

as the platforms have become more popular and been forced to make high-profile, 

difficult decisions about which content to leave up and which to take down, public 

opinion about their effect on rights has become mixed. 

Though Facebook’s privacy scandals generally receive more media attention, 

freedom of expression scandals are prominent as well. 72% of Americans believe that 

social media platforms censor political viewpoints, with Republicans much more likely to 

make this claim, and a majority of people who support that party saying the censorship 

favors liberal over conservative viewpoints (Smith, 2018). A variety of conservative 

firebrands, such as conspiracy theorist Alex Jones, have been banned from social media 

platforms in recent years, with their supporters claiming discrimination by Facebook’s 

liberal staff (Kosoff, 2018; also see Keith, 2018). But left-leaning Americans have their 

share of gripes about Facebook and freedom of expression as well. For example, racial 

justice activists harshly criticized Facebook for temporarily taking down a livestream of 

a black man dying after being shot by police (Facebook claims it was a technical glitch) 

(Peterson, 2016). 
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All of these disputes have contributed to the fact that Americans do not trust 

Facebook very highly, with only 28% saying that they trust “major technology 

companies” to “do the right thing” most or all of the time (Smith, 2018). Despite the 

controversy, Facebook remains the country’s second most-used general-purpose social 

media service, with 68% of Americans saying they used it in February 2018 (Smith & 

Anderson, 2018). 

The Power Expression Protection Theory 

Andsager et al.’s Free Expression in Five Democratic Publics (2004), used a 

multinational survey to support the conclusion—known to the authors as the power 

expression protection theory—that an individual’s support for freedom of expression 

rights (at least in democracies) is positively influenced by their “social power”, a broad 

measure of a person’s social status relative to others (ibid., p. 259). This is extrapolated 

from cross-cultural findings that maleness, educational attainment, and being of the 

most economically secure age group (adults who are not yet close to retirement) are all 

consistent positive predictors of support for speech rights in democracies. The proposed 

explanation is that powerful individuals have the ability to make use of freedom of 

expression and do not feel threatened by the speech of others because they are 

sufficiently secure. Crucially, Andsager et al. found that these individual demographic 

factors relating to social power and security are much more powerful predictors of 

support for freedom of expression than society-wide factors (ibid.). Johnson, organizing 
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focus groups with Americans of different genders and races to discuss social media 

content moderation specifically, had findings that were generally consonant with the 

power expression protection theory, appearing to emphasize more concern about 

extreme content and support for taking it down from African Americans and women 

than Whites and men (2018). It is quite possible that the internet has enabled a new 

scale of harassment of socially less powerful groups, causing a widening of the gap 

between them and more powerful groups in support for the right to say offensive things. 

Just as early researchers on freedom of expression introduced a conceptual 

distinction between support for abstract expressive rights and tolerance of other people’s 

exercising them, I need to emphasize that the power expression protection theory was 

developed to explain responses to a different type of survey question than the one asked 

in this study. Where Andsager et al. were generally concerned with tolerance, I am 

concerned with level of concern about the exercise of power by a speech regulator. Most 

likely the two constructs are somehow associated in the minds of individuals, but they 

are not the same thing. It is also important to note that the power expression protection 

theory comes from a context in which regulation of speech is done by either the 

government or, in some cases, socially by members of a community, rather than by 

profit-motivated decree from Facebook. 
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How People Conceptualize Content Moderation 

When people think about the removal of content on Facebook, they may tend to 

de-emphasize the nuances of the complex sociotechnical content moderation apparatus 

in favor of a more human-scale view that does not necessarily reflect reality. 

OnlineCensorship.org was launched in 2015 as a tool for people from around the world 

to record their experiences of online platform moderation. Analyzing 519 submissions 

from the site’s first year, Sarah Myers West (2018) found many “folk theories about how 

platform moderation works that placed blame on human intervention as the primary 

cause for the removal of [the user’s] content, rather than the broad and complex range 

of sociotechnical factors that make up content moderation systems.” 

Myers West is careful to note that the respondents were self-selecting and almost 

certainly not statistically representative of the users of online platforms as a whole. But 

the findings of Eslami et al. (2015) are also broadly consonant with the hypothesis that 

people rely on an individual human-scale understanding of the movement of information 

through Facebook. Studying American Facebook user’s understanding of the algorithm 

that curates the “newsfeed” (a dashboard of content presented to Facebook users), they 

found that a majority did not understand that an algorithmic process had as much to 

do with what they saw in the feed as the actions of individual moderators and friends.  

https://www.onlinecensorship.org/


12 

How Facebook Content Moderation Works 

In its Community Standards Enforcement report, Facebook divides the content it 

“takes moderation action on” into eight categories (as of February 2019): adult nudity 

and sexual activity; bullying and harassment; child nudity and sexual exploitation; hate 

speech; spam; terrorist propaganda; and violence and graphic content (Facebook, 

2018a). The precise definitions of these categories, including guidelines for making 

decision in gray areas, are detailed in Facebook’s Community Standards, which have 

been publicly listed since 2018 (Kelly, 2018). 

When a user attempts to post to Facebook, algorithms automatically scan the 

content. Images and videos are compared against databases of known child pornography 

(Ehrenkranz, 2018) and terrorist content (Jee, 2018), and removed if there is a match, 

sometimes without the involvement of a human moderator. Once the post passes 

through this initial filter, it is visible to other users. 

Once a post is live on the platform, it is accompanied by a flagging button which 

readers can use to report it to Facebook’s moderators. Live content may also be flagged 

by Facebook’s artificial intelligence (Koebler, Mead, & Cox, 2018). Once a post is 

flagged, it enters a queue for review by one of a large, globally distributed pool of 

human moderators, many of whom are in the Philippines (Chen, 2014) and often 

contracted through microlabor sites (Roberts, 2016). The moderators then compare the 

content against Facebook’s publicly listed Community Standards before deciding 

whether to take a moderation action.  
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Most moderation actions are takedowns of posts or temporary limitations of 

privileges for accounts which posted them. These two types of actions often happen 

together. The limitation of privileges may be narrow, such as a temporary ban on 

posting to groups (see Amy, 2014) or purchasing advertisements (Mosseri, 2017), or they 

may be broad, such as a ban on any form of posting or the temporary disabling of an 

entire account. Sometimes accounts are disabled permanently (Facebook, 2018a). 

Material that Facebook refers to as “borderline content” has its algorithmic 

amplification downgraded so that its circulation is greatly reduced, but is not removed. 

The “borderline content” category has not been clearly defined, but Facebook has said it 

includes misinformation, “clickbait,” images with near-nudity, and speech that is 

offensive but does not reach Facebook’s definition of hate speech (Mark Zuckerberg, 

2018). Transparency around algorithmic downgrading is nowhere near the level it has 

reached for other types of moderation actions. 

Facebook says its standards aim to “encourage expression and create a safe 

environment” (Facebook, 2018b) but its objective is best understood in the context of 

the company’s business model, which seeks to maximize user attention to the platform, 

so that Facebook can then sell a portion of that attention to advertisers (see Klonick, 

2018; Wu, 2016; Zuboff, 2019). In the words of Vox journalist Timothy B. Lee, “[a]s any 

online journalist will tell you, ‘engagement’ and ‘sensationalism’ are very often 

synonyms” (T. B. Lee, 2017) and Zuckerberg has openly recognized this fact (O’Brien, 

2018). That is to say, some types of sensational or controversial content often earn the 
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most engagement and attention, yielding the most advertising exposure and profits. This 

means that Facebook must balance two competing motives in setting its content 

moderation policies—the objective of showing the most interesting possible content to 

each user and the motive of retaining its public image to avoid driving away users, 

antagonizing advertisers, or provoking government action (see Gillespie, 2018, p. 17 for a 

similar conceptualization of this balance).  

This economic characterization of Facebook’s motives for moderation should not 

diminish the point that those who make the company’s biggest decisions are also 

motivated by ideology. Roger McNamee, a Facebook investor and former long-time 

advisor to Mark Zuckerberg, said in 2019: “Mark believes--and he’s very idealistic about 

this--but he believes that connecting the whole world on one network is such a good idea 

for humanity that it justifies whatever means are necessary to get there” (J. Johnson, 

2019). 

The Policy Debate Over Facebook Content Moderation 

The trend of increasingly aggressive content moderation on platforms such as 

Facebook, though spurred by European government actions, seems to have generally 

strong public support on a global scale. A 2018 poll found that 87% of Germans 

approved of Germany’s Netzwerkdurchsetzungsgesetz, the law that imposes heavy fines 

on platforms for failing to take down content already illegal in Germany. The same poll, 

which characterized the policy as mandating that if “social media firms like Twitter, 
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Reddit, and YouTube” would be fined if they “do not remove hate speech, threats, fake 

news or other controversial content within 24 hours” received 69% approval from 

Americans when considered as a hypothetical policy in their own country (Holmes, 

2017). This is somewhat surprising, considering the aforementioned high value 

Americans place on freedom of expression. 

The visible backlash to policies like the Netzwerkdurchsetzungsgesetz seems to 

have come primarily from professional or otherwise specialized freedom of expression 

advocates and experts concerned about overmoderation. In addition to the threat of 

overmoderation, some warn about the “privatization” of the enforcement of laws around 

freedom of expression (Rohleder, 2018) Even if all of the content that platforms are 

required to take down quickly under new laws such as the Netzwerkdurchsetzungsgesetz 

is already technically illegal, they argue that having a for-profit company enforce the 

laws using opaque algorithmic processes is less accountable than a criminal justice 

system in a democratic country. 

In addition to directly calling for the repeal or non-enactment of laws such as the 

Netzwerkdurchsetzungsgesetz, freedom of expression advocates have proposed a slew of 

specific policies, to be implemented by Facebook internally or imposed by governments, 

with at least one of their aims being to protect freedom of expression on the platform. 

Below I discuss the more prominent of such safeguards. With the exception of the audit, 

some version of each of them is mentioned as a potential best practice for platforms in 

the 2018 UN report on human rights in online content moderation (Kaye, 2018).  
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Increased public transparency 

Facebook already maintains websites which explain its content moderation rules 

(Facebook, 2018b), the rate at which it removes content in each major violating 

category, and the number of times it has removed content based on requests by 

governments (Facebook, 2018a). 

This safeguard would simply increase the level of transparency. In its reports, 

Facebook would publish more details of its content moderation processes, perhaps 

including: which specific actions it takes when it moderates (i.e. content takedown 

versus account disabling); how it hires and manages moderators; the role of any 

software programs involved in moderation decisions; and how often it puts content back 

up after taking it down in error. 

Increased transparency would address the need for platforms to more clearly 

communicate their policies about content moderation to users, something that Johnson 

(B. G. Johnson, 2018) found demand for in his focus group study of a non-representative 

sample of US adults. 

Right to explanation 

Until now, when Facebook has taken a moderation action, it has sometimes 

explained the reason to the user, but never guaranteed an explanation, even if the user 

requested it. This was a key source of frustration for the respondents to 

OnlineCensorship.org, who had experienced content moderation on many different 
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platforms (Myers West, 2018). This safeguard would mean the guarantee of an 

explanation to anyone who was subject to a moderation action, including exactly which 

of Facebook’s rules was violated. 

Right to appeal 

Until now, when Facebook has taken a moderation action, affected users have 

sometimes had the option to have it reviewed by another person at Facebook who is 

higher ranking than the person who made the initial moderation decision, with the 

possibility that it will be reversed. Whether or not users get this option depends on 

which rule Facebook’s believes it violated; like explanation, the option to appeal is given 

sometimes and not guaranteed. This safeguard would mean the guarantee of an 

opportunity to appeal for anyone who was subject to a moderation action. 

Oversight bodies 

In one version of this safeguard, an independent body of experts not employed by 

Facebook would be established to oversee content moderation on the platform. The 

independent body would pick a small number of ambiguous moderation decisions to 

review and would publish its decisions.  

The independent body has been a favorite idea of Facebook itself for years, and 

its CEO Mark Zuckerberg announced that such a body would be established by the end 

of 2019 with regional or national pilot versions being tested earlier in the year (Newton, 

2018). The announced version of the proposal gives the board a set of official principles 
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to withhold beyond Facebook’s granular rules, but denies it the ability to change 

Facebook’s rules if they conflict with the principles. This makes it analogous to a court 

of appeal in the US legal system. Following Facebook’s first public consultation to seek 

input on the design of the board, a news report suggested that the attendees called for 

the board to be strengthened with the addition of this capability (Weber, 2019). This 

would make the board more similar to a supreme court. 

The social media council is another type of proposed oversight body (Article 19, 

2019). It would be a self-regulatory body to set and enforce (perhaps bindingly) policy 

standards for social media companies in areas including content moderation. This 

concept attempts to apply the principle of multistakeholderism which has been 

successful in established areas of internet governance, placing corporate representatives 

alongside experts, NGOs, and sometimes governments in one body. 

Government audits 

Facebook generally does not share more information about its moderation policies 

with governments than the public. In this safeguard option, Facebook would expose its 

moderation process to government-appointed experts for a limited period of time. 

Something similar is currently being implemented in France, as the country’s 

government receives special access to the workings of Facebook’s moderation of hate 

speech specifically. However, it is more of a joint research project between Facebook and 

government than an audit per se (Mahjoubi, 2018). 
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Hypotheses 

I developed eight hypotheses from the existing theory about public opinion on 

freedom of expression and the rich policy debate around content moderation. In 

designing them, I aimed to set up tests that would yield a multifaceted understanding of 

Facebook users’ likely reactions to content moderation safeguards. To that end, I went 

beyond the safeguards themselves and included hypotheses about the context in which 

users think about them, considering political orientation, demographics, and 

psychological dynamics. 

Note that the scope of these hypotheses is limited to US adults who post to 

Facebook at least monthly. This is the population under investigation, which this study 

hopes to draw inferences about. Some of the hypotheses are further limited to people 

who express some initial concern about overmoderation before seeing safeguards. I made 

this choice because I expected non-linear relationships between the positive and negative 

halves of the two bipolar Likert scales used to test initial concern and change in 

concern. 

Hypotheses with Justifications 

I expected that most inhabitants of democracies would be receptive to policies 

that protect rights by constraining power. Hence: 

H1: The five safeguards, on average, ease concern about overmoderation. 
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Polling has found generally low trust in major technology companies (Smith, 

2018). This is likely to limit perceptions of the effectiveness of any measure they take. 

Hence: 

H2: For people who initially report being concerned about overmoderation, the 

average decrease in concern caused by any given safeguard is not stronger than 

“moderate” (using the language of the questionnaire). 

I believed that someone who was very concerned about overmoderation would be 

more skeptical about attempts to prevent it than someone who was only slightly 

concerned. Hence: 

H3: For people who report initially being concerned about overmoderation, stronger 

initial concern is associated with less easing of concern by safeguards. 

Eslami et al. found an individual-scale bias in users’ understanding of the 

technosocial system that determines which content people see online (2015) and Myers 

West picked up related themes in statements from people affected by content 

moderation (2018). I inferred from this that people would prefer safeguards that made 

the complex world of social media feel more human-scale. Hence: 

H4: Safeguards that operate on the scale of individual people (henceforth “individual-

scale”) more effectively ease concern about overmoderation than those that do 

not (henceforth “collective-scale”). 

Based on the power expression protection theory’s claim that more individually 

powerful people tend to be more supportive of expressive rights (Andsager et al., 2004, 
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p. 259), I conjectured that more powerful people would also be more concerned about 

the limitation of speech on social media. Hence: 

H5: People from demographic groups that hold more power are more concerned about 

overmoderation than others. 

The world of social media replicates many elements of offline social relations, but 

factors unique to each platform surely come into play when determining how people 

think and act. I built on the power expression protection theory, hypothesizing that skill 

at using a platform creates a kind of power with similar effects to the power afforded by 

belonging to a powerful demographic group. Hence: 

H6: Sense of skill at using Facebook is positively associated with concern about 

overmoderation. 

Existing polling has shown conservatives to be more likely to believe social media 

companies are censoring their views (Smith, 2018) as well as more distrustful of them in 

general (Mitchell et al., 2018). Hence: 

H7: Conservatism is positively associated with concern about overmoderation. 

As discussed earlier, the actors seeking intensified content moderation are 

currently having some success in changing the practices of social media platforms. 

Considering this, it seems likely that people agree with them on average and are more 

concerned—at least in 2019—about platforms failing at their content moderation duties 

than about them removing too much content. Hence: 

H8: People are more concerned about undermoderation than overmoderation. 
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Methodology 

I used an online survey of 496 people to test the hypotheses. This required 

operationalizing the five safeguards (Increased Transparency, Right to Explanation, 

Right to Appeal, Independent Oversight Board, and Government Audit) into 

paragraph-long descriptions, presenting them in as even-handed a manner as possible, 

and asking respondents whether each safeguard made them more or less concerned 

about overmoderation by Facebook. The survey was fielded using the Qualtrics online 

platform, with participants recruited through Amazon Mechanical Turk, a service that 

matches workers with employers for small, quick tasks. 

The survey did not simply ask people to recall an opinion they already held; it 

required them to form new opinions about ideas that many of them had likely never 

encountered before. Since I also measured concern about overmoderation before 

presenting the policy options, the design was similar to an experiment, with safeguard 

options as the independent variable and level of concern about overmoderation as the 

dependent variable. 

I chose to use a quantitative online questionnaire to answer the research 

questions for three reasons. First, it allowed me to expose the respondents to the 

safeguards in a controlled way. Second, it provided better representativeness of the 

population under investigation for the same amount of money compared to a qualitative 

study (only $500 was available to compensate respondents). Lastly, compared to a 

qualitative interview or focus group design, the survey also provided respondents with 
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more ability to selectively reread the text describing the safeguards, which I believed 

would be helpful for people considering complex issues they were not accustomed to 

thinking about in depth. 

Though online surveys have external validity issues when mapping results onto 

the general population, using them to study social media users makes sense because the 

population under investigation is, by definition, using the internet. (Using online surveys 

to study social media users’ perceptions of platforms also has precedent, such as the 

pioneering work by Rader and Grey (2015).) 

Questionnaire Design 

This explains the structure of the questionnaire and discusses considerations in its 

design. Refer to the addenda for the full questionnaire text and the collected data. 

The survey begins with a filter question to determine that the subject is in the 

population under investigation, US adults who post to Facebook at least monthly. It 

then asks various questions about respondents’ opinions and knowledge of Facebook and 

content moderation. This includes asking how concerned they are about both 

overmoderation and undermoderation by Facebook. The questionnaire then presents 

respondents with various safeguards that have been theorized to protect freedom of 

expression on the platform and asks them to evaluate how much the safeguards would 

change their level concern about overmoderation. The safeguards are followed by 

questions about the subjects’ personal history of Facebook use and with content 
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moderation. Finally, the questionnaire collects demographic information necessary to 

test some of the hypotheses. 

To maximize the internal validity of the questionnaire, I relied on a set of best 

practices for question wording synthesized from materials by the Web Center for 

Research Methods (Trochim, 2006) and the Pew Research Center (Kennedy, 2018). 

Every word on the survey was checked against these criteria: 

• Avoid potential for misinterpretation 

• Use terminology that is understandable to the respondent 

• Avoid loaded or leading language 

• Be mindful of how personal the language used in a question is 

• Avoid triggering acquiescence bias and context effects 

I suspected that some of the questions on the survey would cover unfamiliar 

topics for some respondents. If they were unable to come to a coherent opinion on the 

question, I wanted to know that, rather than record a response that did not actually 

reflect their feelings. To this end, I included “I don’t know” or a similar response option 

wherever possible.  

I randomized the questionnaire as broadly as was feasible to prevent context 

effects caused by question order. The safeguards were presented in random order 

wherever they appeared, and some non-Likert scale questions had randomized response 

options. 
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Measuring Concern 

One implication of the wording guidelines was to entirely omit the word 

“censorship” from the questionnaire. It is so loaded that asking someone whether they 

are concerned about it is bound to result in different answers than if the actual 

phenomenon in question were described in a particular context. To avoid this problem, I 

explained the concept of overmoderation on the questionnaire as Facebook “taking down 

posts or accounts that should stay up." I described its converse, undermoderation, as 

Facebook “not taking down posts or accounts that should be taken down.” Even 

though the vast majority of the survey only employed the concept of taking down things 

that should not be taken down (overmoderation), presenting it along with its opposite 

early in the survey was important to help respondents clearly grasp the concept of 

overmoderation before they had to judge the safeguards. 

In designing the study, many thoughtful people suggested that I involve actual 

examples of content moderation. Though this would probably have increased the realism 

of the study, I decided it was not worth the biasing effects that my choice of examples 

would have. 

Significant thought went into the wording of the questions and responses that 

measured concern. When the questionnaire first measures concern about overmoderation 

and undermoderation, it uses an absolute scale, with this wording: 
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Please mark how much you agree or disagree with this statement: 

"I am concerned about Facebook taking down posts or accounts that should stay 

up." 

The absolute response scale ranged from “Strongly agree” to “Strongly disagree” 

with a “Don’t know whether to agree or disagree” option. 

After presenting each safeguard, the questionnaire reminds the respondent of 

their initial reported level of concern about overmoderation, then uses a relative scale to 

ask about the effect of the safeguard in question on the aforementioned level of concern. 

It used this wording, with the level of agreement pulled from the subject’s response to 

the earlier absolute question: 

Earlier you said you [LEVEL OF AGREEMENT] with the statement "I am 

concerned about Facebook taking down posts or accounts that should stay up." 

Would reading about this change to Facebook's policies increase or decrease how 

concerned you are? 

The relative response scale went from “Greatly increase my concern” to “Greatly 

decrease my concern” and included an “I don’t know” option. 

The first of the two questions above only made sense with an absolute scale 

because there was no prior measure to compare to. To measure change in concern in 

response to each safeguard, I considered using the same scale and taking the difference. 

However, I expected that judging their concern level anew after reading a safeguard 

would actually be a more complex mental exercise for the respondents than answering a 
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relative scale, and I was concerned that reasonably-sized absolute scales would not pick 

up small changes in concern. Though more complex, I decided that using two different 

scales would maximize the internal validity of the survey. 

Choosing which Safeguards to Include 

For the results of the study to be salient, I had to choose safeguards that actually 

had a chance of being implemented. However, there was no feasible way to accurately 

identify the list of safeguards with the highest probability of being enacted, and coming 

close would have required the application of some type of foresight method in a project 

that would be at least as time-consuming as this study. For that reason, I settled for 

populating the safeguards list with an educated guess based on my literature review. To 

increase the comparability of the safeguards, I limited them to things that met all of 

three conditions: a) I had found them suggested in the policy debate; b) they would 

require corporate-wide policy change; and c) they appeared technically feasible within 

the next five years. 

The final five safeguards chosen were characterizations of each of the categories 

of proposals listed in the introduction. I refer to the safeguards presented on the 

questionnaire as Increased Transparency, Right to Explanation, Right to Appeal, 

Independent Oversight Board, and Government Audit, though the names were slightly 

different on the questionnaire (see Table 1). Capitalization of these names distinguishes 
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the safeguards as my specific operationalizations of these policy ideas, as expressed on 

the questionnaire in the form of excerpts from imaginary news articles.  

Presenting the Safeguards 

To maximize my ability to draw inferences about the way in which Facebook 

users would react to the actual implementation of these policies, I translated the 

safeguards into language that might be used in a typical American news report. I also 

made every effort to write them in line with the best practices for question wording 

mentioned earlier. I made sure to keep the descriptions short and plainly worded, to 

avoid misunderstandings and undue cognitive load on respondents. The most significant 

decision in line with this goal was to change some of the safeguard’s names to avoid 

legal concepts such as “audit” and “appeal” in the interest of accessibility. I also referred 

to the safeguards as “options” or “policy options” because the word “safeguard” is loaded 

to imply effectiveness and moral rightness. 

There is a potential confound between the respondents’ perceptions of the 

fundamental approach a safeguard takes and the method of its enforcement. In general, 

the safeguards could be enforced at a variety of different policy levels, from a simple 

corporate promise to observe them, to inclusion in a terms of service document, to a law 

passed by the United States or another jurisdiction requiring them. To aid 

comparability between the safeguards, I presented them all as changes to Facebook’s 

policies, even the Government Audit (“Facebook is allowing experts from the US 
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government to inspect the way it decides when to take down posts and accounts.”) To 

see them in the context they were presented to respondents, see the entire questionnaire 

in the addendum. 

Since one real-world safeguard was already on its way to implementation (the 

oversight board) and organized human rights were pushing for more, I believed it more 

realistic that multiple safeguards would eventually be enacted than one alone. To 

simulate this scenario, I also asked respondents which three safeguards they would enact 

if they had the opportunity to do so and measured the Combination of Three’s concern-

easing effects with the same method. 
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Table 1: Safeguards as they appeared on the questionnaire 

Increased Transparency Facebook is now including more detail in its periodic 

transparency reports. The reports already included the 

combined number of posts and accounts taken down in a 

time period, categorized by which of Facebook’s rules 

they violated. The reports now count posts and accounts 

separately and say how many times Facebook took down 

something by mistake. 

Right to Explanation 

(called “Expanded Right 

to Explanation of 

Decisions” on the 

questionnaire) 

From now on, whenever Facebook takes down a post or 

account, it will explain to the owner of the post or 

account why it did so. The explanation will say which of 

Facebook’s rules the post or account violated and which 

part of the post or account violated the rule. Until now, 

Facebook only sometimes explained why posts and 

accounts were taken down. 

Right to Appeal (called 

“Expanded Right to 

Review of Decisions” on 

the questionnaire) 

From now on, whenever Facebook takes down a post or 

account, it will give the owner of the post or account an 

opportunity to have the decision reviewed. The reviewer 

will make sure that what was taken down actually 

violated Facebook's rules and put it back up if it turns 

out it did not violate the rules. Until now, Facebook only 

sometimes allowed people to request reviews of these 

decisions. 

Independent Oversight 

Board 

Facebook created an independent group of experts who 

supervise the company when it takes down posts or 

accounts. If the group of experts decides that Facebook 

took down something that was not actually against its 

own rules, Facebook will put it back up. The group's 

mission statement says it is accountable to the users of 

Facebook, not the company. 

Government Audit (called 

“Government Inspection” 

on the questionnaire) 

Facebook is allowing experts from the US government to 

inspect the way it decides when to take down posts and 

accounts. The experts will have access to many of 

Facebook’s internal policies and meetings for six months. 

After this, they will make recommendations to Facebook. 
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Testing the Questionnaire 

I used two types of tests to ensure the quality of the questionnaire before fielding 

it: first, four cognitive interviews and second, a pilot deployment. In a cognitive 

interview, the researcher asks a respondent about their interpretation of the 

questionnaire as they fill it out, confirming that concepts are being conveyed accurately 

(Vannette, 2014). This is crucial for ensuring the internal validity of the instrument; it 

makes sure the questionnaire is measuring what it was intended to measure. Four 

participants for the cognitive interviews were recruited by convenience sampling.  

Pilot survey respondents were recruited through the author’s social network and 

were not representative of the population under investigation. There were 113 complete 

responses. The only substantive elements of the pilot that were different from the final 

questionnaire were a) an additional free-response field at the end of the questionnaire, 

requesting feedback on its design, and particularly probing for any questions that 

respondents found confusing, and b) a question about how important the issues 

discussed were to the respondents, replaced in the final survey by a question about the 

level of power that should be granted to the oversight board Facebook is developing. 

Sample Characteristics 

The population I sought to draw inferences about was US adults who post to 

Facebook at least monthly. My sampling frame was US people who were looking for 

work on Mechanical Turk (which only accepts those 18 and older) during the period 
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when the survey was live and reported the required level of Facebook posting in a filter 

question. 

The 496 respondents took the survey on Monday, March 11; Thursday, March 

14; and Friday, March 15, 2019. The first two days of data collection yielded what 

appeared to be a highly disproportionate number of men, so on the last day I limited 

responses to non-men using a filter question (in total, only two respondents identified as 

neither man nor woman). The first 18 respondents were paid $1.21 and the rest were 

paid $0.91. I reduced the payment amount after it became clear that respondents were 

taking less time than expected to complete the questionnaire. 

The filter question ensured people were only able to take the survey if they 

answered that they posted “At least once a month, but not every week” or more 

frequently. The wording of the question was designed to obscure the “correct” answers 

which would allow a respondent to take the survey. Those who answered “Once or 

twice” or “Not at all” were redirected to a page apologizing that they were not eligible to 

complete the survey. In the final wave of data collection, an extra filter question was 

added about the gender of the respondent. 
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Figure 1: Filter question 

It would be ideal to have access to precise demographic information about the 

population under investigation, allowing me to weight the sample. Without this, I 

employed a process of identifying likely areas of demographic mismatch between my 

sample and the population under investigation, then took these into account in my 

evaluation of the findings and their implications. Following are the areas of likely 

demographic mismatch I identified: 

• “Liberal or left wing” people appear somewhat overrepresented at 48.39%, even if 

the population under investigation itself leans left. For context: 21.77% of the 

sample are “In the Middle” and 29.43% are “Slightly,” “Somewhat,” or “Very 

conservative or right wing.” Only 0.4% do not fit into any of these categories. 
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• White people appear to be overrepresented at 78% of the sample. For context: 

18.8% of the sample are “Hispanic, Latino, or Spanish,” 12.7% are African 

American, 5.8% are Asian, and 3.2% are American Indian or Alaska Native. 

Other groups represented less than 1% of the sample each. Respondents were able 

to pick as many race and ethnicity categories as they desired, and Other was 

provided as an option. 

• People with college degrees are likely significantly overrepresented at 48.2%. 

14.3% had a master’s degree and only 0.8% had less than a high school degree. 

• Bisexual people are likely overrepresented at 12.7%. 82.1% are heterosexual and 

3.8% are homosexual.  

 

The last day of data collection (March 15, 2019) also saw a major international 

news story related to social media: the mass killing of Muslims in Christchurch, New 

Zealand by a white supremacist, livestreamed on social media. It is possible this caused 

respondents on the last day to be more concerned about undermoderation than they 

otherwise would have been, as media narratives quickly developed associating the 

shooting with online hate culture (Roose, 2019) and criticizing platforms for failing to 

take down the video fast enough (Lapowsky, 2019). The shooting was over and had 

become a major story by the time the March 15 respondents began answering the 

survey. If a biasing effect did occur, it only would have affected women respondents, as 

they were the only ones completing the survey on March 15. 
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Response Time and Attention 

The average time to complete the survey was 6 minutes and 51 seconds, while 

the median was shorter at 6 minutes and 6 seconds. Because respondents were 

completing faster than I had expected, I added an attention check question after the 

first 18 responses. 64% of the respondents passed the check. Except where otherwise 

noted, I included all data in the analysis, even that from people who failed the attention 

check. The check was relatively difficult, meaning some who failed it who were likely 

skimming but still meaningfully processing most of the information. 

There is no reason to believe that the people who passed the attention check are 

not otherwise different from the people who failed it. Keeping all the responses increases 

external validity by avoiding a bias towards the type of people who pass attention 

checks, but this comes at the expense of some internal validity because people who are 

not paying attention as closely are less likely to report their actual views. 

Ethical Considerations 

The most important ethical consideration was how much to pay respondents. I 

chose to pay them at least minimum wage; even those who took two minutes more than 

the median time were paid over the $7.50 per hour US federal minimum. This was done 

in line with the guidelines put forward by the Dynamo community, an organized group 

of Mechanical Turk workers who assemble ethical best practices for researchers on their 

wiki (“Fair payment,” 2014). 

http://www.wearedynamo.org/
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This survey presented no other meaningful ethical issues, and a mostly standard 

informed consent statement was deemed sufficient by Georgetown University’s 

Institutional Review Board (Study 119, approved effective February 12, 2019). 

I collected no data that raised a serious privacy threat. The data I did gather 

were confidential—the only information available to connect the responses to actual 

people was their IP addresses (visible in Mechanical Turk’s interface), which I deleted 

before data analysis.  

The only credible potential harm to most participants was mild emotional 

distress from thinking about the idea of objectionable online content or recalling the 

experience of an upsetting moderation action against themselves or an acquaintance. 

Both I and the IRB found this unlikely to be significant enough to warrant ethical 

concerns with a person who had completed the consent form. 
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Findings 

I uncovered an unexpected number of statistically significant findings, considering 

the small sample size (n=496). I reached them primarily by testing my aforementioned 

eight hypotheses, which estimated people’s level of concern about overmoderation by 

Facebook and their reactions to safeguards that might prevent it. This chapter 

summarizes the findings and then goes into more detail, explaining the inferential 

statistics I used to test each hypothesis. Refer to the addenda for the collected data and 

the full text of the questionnaire. 

In this section I restate the hypotheses verbatim and then explain my evaluation 

of each. I use p <= 0.05 as the threshold for statistical significance, unless otherwise 

noted. When discussing safeguards in this section, I use capitalized names to describe 

their operationalizations on the questionnaire and lower case names for the broader 

concept of the safeguard, which could be implemented differently than I have assumed. 

Summary of Important Findings 

I found surprises when testing level of concern about overmoderation. Against 

expectations, the respondents are less concerned about it than they are about 

undermoderation. Also unexpectedly, I found no strong evidence that people from 

generally more powerful demographics are more concerned about overmoderation. My 

expectation that conservatives would be more concerned about overmoderation, at least, 

was correct. 
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Figure 2: Each safeguard’s mean effect on concern about overmoderation 

My findings about the safeguards’ effects were more in line with my hypotheses. 

Four of the five safeguards would make respondents less concerned about 

overmoderation, though the average effect is small, less intense even than “Slightly 

decrease my concern.” Here the unexpected finding is that one of the safeguards, 

Government Audit, has the opposite effect that I imagined. It creates more concern than 

it eases. 

The Right to Appeal a moderation action would ease the sample’s concern about 

overmoderation about as effectively as the Independent Oversight Board (the only 

safeguard that Facebook has committed to implement in real life). The respondents said 

the Right to Appeal eased their concern more, but the difference only approaches 

statistical significance (p = 0.071). The board still has a concern-easing effect, and most 

of the respondents want more power ceded to it than Facebook has committed to so far. 
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Findings by Hypothesis 

Safeguards’ effectiveness at easing concern 

H1: The five safeguards, on average, ease concern about overmoderation. 

The hypothesis is partially confirmed. Respondents experience a decrease in their 

level of concern from four of the five safeguards: Increased Transparency, Right to 

Explanation, Right to Appeal, and Independent Oversight Board. The Combination of 

Three safeguards cause a still greater decrease in concern. However, Government Audit 

increases level of concern about overmoderation. All the means reported in this 

paragraph are less intense than “slight” increases and decreases of concern (using the 

language of the questionnaire). However, they are all statistically significant according 

to one-sample t-tests for each safeguard, using a null hypothesis that the mean response 

was “Would not change my concern.”  
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Table 2: One-sample tests of whether safeguards have effects on concern about 

overmoderation 

 

Test Value = 4 (“Would not change my concern”) 

t df 
Sig.  

(2-tailed) 

M ean 

Difference 

95% Confidence Interval 

of the Difference 

Lower Upper 

Increased 

Transparency  

Concern Change 

-2.669 488 .008 -.164 -.28 -.04 

R ight to Explanation 

Concern Change 
-3.718 492 .000 -.249 -.38 -.12 

R ight to Appeal 

Concern Change 
-4.732 492 .000 -.343 -.49 -.20 

Ind. Oversight Board 

Concern Change 
-3.219 492 .001 -.223 -.36 -.09 

Government Audit 

Concern Change 
9.699 492 .000 .694 .55 .83 

Combo of 3 Concern 

Change 
-10.571 488 .000 -.820 -.97 -.67 

 

The sample appears to skew liberal, and this probably slightly inflates the 

increase in concern from Government Audit, as the current federal government is 

conservative. However, a separate test revealed that even respondents who identify as 

more “Conservative or Right Wing” than “Liberal or Left Wing” have their level of 

concern increased by the Government Audit, just slightly less. 

Scale of concern-easing effects 

H2: For people who initially report being concerned about overmoderation, the 

average decrease in concern caused by any given safeguard is not stronger than 

“moderate” (using the language of the questionnaire). 
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The data confirm this hypothesis for all safeguards. Similarly to the way I tested 

H1, I performed a separate set of one-sample t-tests for each safeguard with the null 

hypothesis that the mean response was less of a decrease in concern than “Moderate”. 

The effects of all safeguards (including the Combination of Three Safeguards) are 

significantly different from “Moderately decrease my concern” (2 is the corresponding 

value) and the direction of the mean indicates the effect is less of a decrease than that 

value. 

Table 3: One-sample tests of scale of safeguards' easing of concern about overmoderation 

 

Test Value = 2 (“Somewhat decrease my concern”)  

t df 
Sig. (2-

tailed) 

M ean 

Difference 

95% Confidence 

Interval of Diff. 

Lower Upper 

R ight to Appeal 

Concern Change 
22.875 492 .000 1.657 1.51 1.80 

Increased 

Transparency 

Concern Change 

29.954 488 .000 1.836 1.72 1.96 

R ight to 

Explanation 

Concern Change 

26.085 492 .000 1.751 1.62 1.88 

Ind. Oversight 

Board Concern 

Change 

25.634 492 .000 1.777 1.64 1.91 

Government Audit 

Concern Change 
37.663 492 .000 2.694 2.55 2.83 

Combo of 3 

Concern Change 
15.210 488 .000 1.180 1.03 1.33 

 



43 

This hypothesis is constrained to people who said they were concerned about 

overmoderation before considering the safeguards. When I tried the same statistical tests 

using the entire response pool, the results still held; among all respondents, the average 

concern-easing effect of the safeguards is less than a “Moderate” decrease. This is still 

statistically significant at the 0.05 level. 

Association of initial concern and easing of concern 

H3: For people who report initially being concerned about overmoderation, stronger 

initial concern is associated with less easing of concern by safeguards. 

The data do not confirm this hypothesis. For all safeguards other than 

Government Audit, initial concern about overmoderation is correlated with more easing 

of concern by safeguards among for my respondents. However, these correlations are not 

close to statistical significance and could have occurred by chance. 



44 

Table 4: Test of correlation between concern about overmoderation and easing of concern by 

safeguards 

 Overmoderation 

Concern 

R ight to Appeal Concern Change 

Pearson Correlation -.011 

Sig. (2-tailed) .851 

N  318 

Increased Transparency Concern 

Change 

Pearson Correlation -.023 

Sig. (2-tailed) .677 

N  317 

R ight to Explanation Concern 

Change 

Pearson Correlation -.056 

Sig. (2-tailed) .316 

N  318 

Ind. Oversight Board Concern 

Change 

Pearson Correlation -.019 

Sig. (2-tailed) .732 

N  318 

Government Audit Concern 

Change 

Pearson Correlation .120* 

Sig. (2-tailed) .033 

N  318 

Combo of 3 Concern Change 

Pearson Correlation -.067 

Sig. (2-tailed) .241 

N  313 

 

The only statistically significant correlation between initial concern about 

overmoderation and change in concern from a safeguard is for Government Audit. This 

correlation has the opposite sign from the others because Government Audit has the 

opposite effect of all the other safeguards – increasing concern about overmoderation. At 

.120, the Pearson Correlation is still classified as a small, but it is notable that its 

absolute value is almost twice that of the next highest correlation (which is not 

statistically significant). In general, respondents are concerned about overmoderation. 
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Those who are the most concerned about it also have their existing level of concern 

increased more than others when faced with the idea of the government getting 

involved. 

Modifying the test to include data from all respondents does not add or eliminate 

any statistically significant correlations or change the sign of any of the correlations.  

Individual-scale versus collective-scale safeguards 

H4: Safeguards that operate on the scale of individual people (individual-scale) more 

effectively ease concern about overmoderation than those that do not (collective-

scale). 

The respondents’ concern is eased more by individual-scale safeguards, but the 

statistical significance of the effect depends on the specific safeguards in question. Right 

to Explanation and Right to Appeal are the individual-scale safeguards on the 

questionnaire. Of the four possible pairwise comparisons between them and a collective-

scale safeguard that functions at easing concern (Oversight Board and Increased 

Transparency, but not Government Audit), all have the signs we would expect were the 

hypothesis to be true. However, only one is statistically significant, with another 

approaching significance (p = 0.071). 
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Table 5: Test of the relative concern-easing effects of individual-scale and collective-scale 

safeguards 

 

Paired Differences 

t df 
Sig. (2-

tailed) M ean 
Std. 

Deviation 

Std. 

Error 

M ean 

95% Confidence 

Interval of the 

Difference 

Lower Upper 

R ight to Appeal 

Concern Change 

(C.C.) - Increased 

Transparency C .C. 

-.177 1.424 .065 -.303 -.050 -2.738 486 .006 

R ight to Appeal 

C.C. - Ind. 

Oversight Board 

C.C. 

-.118 1.446 .065 -.247 .010 -1.811 489 .071 

R ight to 

Explanation C .C. - 

Increased 

Transparency C.C. 

-.086 1.387 .063 -.210 .037 -1.373 486 .171 

R ight to 

Explanation C.C. - 

Ind. Oversight 

Board C .C. 

-.035 1.435 .065 -.162 .093 -.535 490 .593 

 

Right to Appeal, the most concern-easing safeguard for our respondents, is 

statistically significantly more concern-easing than the collective-scale Increased 

Transparency, but when compared to the collective-scale Oversight Board, the result 

only approaches statistical significance. 
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Association of social power and concern 

H5: People from demographic groups that hold more power are more concerned about 

overmoderation than others. 

As a whole, the evidence does not support the hypothesis. Since there is no 

agreed-upon way to create a number for each individual based on the social status of the 

demographic groups they belong to, I performed a bevy of separate tests analyzing the 

relationship between six demographic variables and concern about overmoderation. 

Table 6: Test of the correlations of income and education levels with concern about 

overmoderation 

 
Overmoderation Concern 

Income 

Pearson Correlation -.093* 

Sig. (2-tailed) .040 

N  493 

Education Level 

Pearson Correlation -.085 

Sig. (2-tailed) .059 

N  493 

*. Correlation is significant at the 0.05 level (2-tailed). 

 

I found income, a key predictor of social power, to be negatively associated with 

level of concern about overmoderation at a statistically significant level, which works 

against the hypothesis. Level of education, another predictor, is also negatively 

associated, but not at a statistically significant level. 
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Table 7: Proportion of individuals concerned about overmoderation (expressed as mean of a 

Boolean variable) divided by sexual orientation 

 Is Straight N  M ean 
Std. 

Deviation 

Std. Error 

M ean 

Initially Concerned 

About 

Overmoderation 

1.00 405 .6321 .48283 .02399 

.00 88 .7273 .44791 .04775 

 

Table 8: Independent samples test of whether heterosexual people are more likely to be 

concerned about overmoderation than others 

 

Levene's 

Eq. of Var. 
t-test for Equality of M eans 

F Sig. t df 
Sig. (2-

tail) 

M ean 

Diff. 

Std. 

Error 

Diff. 

95% Conf. 

Int. of Diff. 

Lower Upper 

Initially 

Concerned 

About 

Overmode

ration 

Equal 

variances 

assumed 

16.315 .000 -1.697 491 .090 -.09517 .05608 -.20536 .01502 

Equal 

variances 

not 

assumed 

  
-1.781 134.6 .077 -.09517 .05344 -.20086 .01051 

 

Heterosexual people, generally a more powerful group, are less likely to be 

concerned about overmoderation than others, but the finding is not statistically 

significant. If it is true that heterosexual people in the population under investigation 

are less concerned, it may be due in part to a recent historical factor: the prominent 
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discourse about Facebook banning transgender people for using names other than those 

on their birth certificates. 

Table 9: Means of overmoderation concern for men and women 

 
Gender N  M ean 

Std. 

Deviation 

Std. Error 

M ean 

Overmoderation 

Concern 

M an 257 4.91 1.800 .112 

Woman 234 4.83 1.864 .122 

 

Table 10: Independent samples test of whether men are more concerned about overmoderation 

than women 

 

Levene's 

Eq. of 

Var. t-test for Equality of M eans 

F Sig. t df 

Sig. 

(2-

tailed) 

M ean 

Diff. 

Std. 

Error 

Diff. 

95% Conf. Int. 

of the Diff. 

Lower Upper 

Overmoderation 

Concern 

Equal 

variances 

assumed 

.429 .513 .469 489 .639 .078 .165 -.247 .403 

Equal 

variances 

not 

assumed 

  

.468 481.072 .640 .078 .166 -.248 .403 

 

Men, generally a more powerful group, are more concerned about overmoderation 

than women, at a level that approaches statistical significance. This provides weak 

support for the hypothesis. 
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Table 11: Means of concern about overmoderation for people who identify only as White, 

compared to others 

 
WhiteOnly N  M ean Std. Deviation Std. Error M ean 

Overmoderation 

Concern 

1.00 324 4.91 1.876 .104 

.00 169 4.80 1.731 .133 

 

Table 12: Independent samples test of whether people who are only White are more concerned 

about overmoderation than others 

 

Levene's 

Eq. of Var. 
t-test for Equality of M eans 

F Sig. t Df 
Sig. (2-

tailed) 

M ean 

Diff. 

Std. 

Error 

Diff. 

95% Conf. 

Int. of Diff. 

Lower Upper 

Overmoderation 

Concern 

Equal 

variances 

assumed 

1.794 .181 .644 491 .520 .112 .173 -.229 .452 

Equal 

variances 

not 

assumed 

  
.661 365.568 .509 .112 .169 -.221 .444 

 

The difference is small and not close to statistical significance, but respondents 

who have only White as at least one of their racial identities—generally a more powerful 

group—are slightly more concerned about overmoderation than other people. 

I considered running tests for age but decided against it because it would not be 

clear how to divide people by age into more and less powerful groups. The relationship 
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between age and power is most likely non-linear, as power often increases from 

childhood into maturity and then declines in old age. 

Association of concern and skill at using Facebook 

H6: Sense of skill at using Facebook is positively associated with concern about 

overmoderation. 

The data do not confirm this hypothesis. The correlation is near zero and is not 

statistically significant. 

Table 13: Test of correlation between self-reported skill at using Facebook and level of 

concern about overmoderation 

 
Overmoderation Concern 

FB Reported Skill 

Pearson Correlation .031 

Sig. (2-tailed) .494 

N  489 

 

However, if I limit the sample to people who passed the attention check (64% of 

respondents), I do find a statistically significant correlation. We must keep in mind, 

however, that the people who passed the attention check may be different in other ways 

than those who did not. 
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Table 14: Test of correlation between self-reported skill at using Facebook and level of 

concern about overmoderation (limited to people who passed the attention check) 

 
Overmoderation Concern 

FB Reported Skill 

Pearson Correlation .150** 

Sig. (2-tailed) .007 

N  318 

**. Correlation is significant at the 0.01 level (2-tailed). 

 

Association of political orientation and concern about overmoderation 

H7: Conservatism is positively associated with concern about overmoderation. 

The data confirm the hypothesis. The Pearson’s correlation between 

conservatism and concern about overmoderation is small but present (.119) and the 

effect is statistically significant at the .01 level. Because political views were measured 

with a seven-point scale rising from “Very liberal or left wing” (1) to “Very conservative 

or right wing” (7) the positive sign of the correlation supports the hypothesis.  

Table 15: Test of correlation of political views & concern about overmoderation 

 
Overmoderation Concern 

Political Views 

Pearson Correlation .119** 

Sig. (2-tailed) .008 

N  493 

**. Correlation is significant at the 0.01 level (2-tailed). 
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Concern about over- versus undermoderation 

H8: People are more concerned about undermoderation than overmoderation 

The data show the opposite. On average, respondents are more concerned about 

overmoderation than undermoderation, and the difference is statistically significant. 

When segmenting the sample to include only women, I found the same thing, though it 

was not statistically significant. 

Table 16: Means of concern about overmoderation and undermoderation 

 
M ean N  Std. Deviation 

Std. Error 

M ean 

 
Overmoderation Concern 4.87 491 1.829 .083 

Undermoderation Concern 4.55 491 1.947 .088 

 

Table 17: Paired samples test of difference between concern about overmoderation and 

undermoderation 

 

Paired Differences 

t df 
Sig. (2-

tailed) M ean 
Std. 

Deviation 

Std. 

Error 

M ean 

95% Confidence 

Interval of Diff. 

Lower Upper 

 

Overmoderation 

Concern - 

Undermoderation 

Concern 

.318 2.483 .112 .098 .538 2.836 490 .005 
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Another Finding 

Respondents are overall in agreement with the opinion attributed to some of the 

experts who attended Facebook’s first public consultation about its oversight board: the 

board should have supremacy over Facebook’s terms of service, with the ability to 

actually change rules rather than only regulate their enforcement. The mean response 

was closer to “Slightly agree” than to neutral and the effect was statistically significant 

according to a one-sample t-test with neutrality as the null hypothesis. 

It should be mentioned that the “I don’t know” response option was left off this 

question by mistake. It is possible that this led to some selection of answers that were 

less representative of respondents’ true feelings, however the rates of “I don’t know” 

were in general very low (<2%) on the questions which did offer that choice. I am 

comfortable inferring that they would have been low on this question as well.  
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Table 18: Mean of support for the oversight board having supremacy in setting content 

moderation rules 

 
N M ean Std. Deviation Std. Error M ean 

Agree To Board Supremacy 496 4.57 1.620 .073 

 

Table 19: One-sample test of support for oversight board supremacy 

 

Test Value = 4 (“Neither agree nor disagree”) 

t df Sig. (2-tailed) 
M ean 

Difference 

95% Confidence Interval of 

the Difference 

Lower Upper 

Agree To Board 

Supremacy 
7.899 495 .000 .575 .43 .72 

 

Reflections on hypothesis tests 

With both expected and unexpected findings, the data provide new insight into 

the opinions of people most affected by freedom of expression questions on Facebook. 

We were able to test all the hypotheses satisfactorily, though we had to rely on a 

somewhat blunt operationalization of the social power afforded by demographic group 

membership. The results of the analysis give us plenty to work with in the next chapter, 

which discusses them in context and explores their policy implications.  
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Discussion 

The Findings in Context 

When considering the implications of the findings in the real world, we need to 

describe the context around the population under investigation, the feelings captured by 

the questionnaire, and the versions of the safeguards presented on the questionnaire. 

Recall that the population under investigation is US adults who post to Facebook 

at least monthly. Though I found no data about the total size of this group, a February 

2018 poll with a weighted national sample found 86% of US adults “use” Facebook at 

least once a month (Morning Consult, 2018). This is surely higher than the number who 

post once a month, but provides an upper bound for that number.  

Compared to Americans in general, we might guess that the population under 

investigation is more concerned about overmoderation and undermoderation because, as 

frequent users, they are more likely to be affected. Nevertheless, they are far from the 

only ones affected by Facebook’s moderation decisions. Those decisions also affect those 

who use Facebook less frequently and mediate the flow of narratives through the public 

sphere more broadly. 

Reactions in the context of a survey do not necessarily reflect anyone’s long-term 

impressions of safeguards were they to be enacted – those opinions would be formed by 

the progressive accretion of information in the minds of the public. If Facebook grants a 

right to appeal moderation decisions and no one uses it in a public way, few people may 

be aware of it, leading to a minimal effect on concerns. If the media surfaces multiple 
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high-profile cases of people successfully using it to reverse decisions, it could contribute 

to a long-term shift in public opinion. 

The findings must be considered with the understanding that they rely on my 

operationalizations of the various safeguards (visible in Table 1), which could differ if 

Facebook actually implemented them. Until now I have used capitalized names (i.e. 

“Right to Appeal”) to discuss the operationalizations and lower case names (i.e. “right to 

appeal”) to discuss the ideas of the actual policies beyond the context of the survey. In 

this section I use lower case but remove the distinction between my operationalization of 

each safeguard and its potential implementation, allowing me to use the results of the 

study to make claims about the real world. 

Government Intervention Risks Backfiring 

Some speculation has been devoted to whether the United States will enact a law 

requiring platforms to take down illegal content in tight timeframes (similar to 

Germany’s Netzwerkdurchsetzungsgesetz). Despite the US’s reputation for an ideological 

commitment to free expression, 69% of Americans told pollsters they would support a 

similar law in their country (Holmes, 2017). However, our findings point in the opposite 

direction, showing more concern about overmoderation than undermoderation. I suspect 

that because of the other poll’s wording, which presented the policy option devoid of 

any mention of the possibility of overmoderation, respondents did not appreciate its 
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possible unintended consequences. Were such a bill to receive substantial public debate 

in the US, voters would be made aware of those consequences quite quickly. 

The prospects for other forms of government intervention are no better. 

Assuming the respondents' robust negative reaction to the idea of a government audit 

(described as resulting in nonbinding recommendations) generalizes to Facebook's 

broader user base, even lighter-touch government intervention is likely to be a hard sell 

with those most affected by it.  

In general, advocates for stricter moderation need not rule out a role for 

government, but they should be careful to develop a nuanced perspective prioritizing the 

creation of strong institutions and processes for accountability. They must always be 

mindful of the potential for overmoderation and resultant damage freedom of expression. 

They should also avoid characterizing those who push back against greater moderation 

as limited to privileged demographics: our data show people of diverse backgrounds are 

concerned about Facebook unduly removing content and accounts from its platform. 

Facebook Should Enact Right to Appeal and Most Other Safeguards 

Since most of the proposed safeguards do decrease respondents’ concern, there is 

hope for their real-world enactment to ease the concern of the population under 

investigation. The reductions in concern in the survey are small, but these could grow 

with exposure over time to news about the actual functioning of the safeguards. The 

general low trust Americans hold in major tech companies like Facebook (Smith, 2018) 
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most likely limits the strength of any easing of concern, but the enactment of safeguards 

could be one of the things that helps improve perceptions of Facebook, in turn allowing 

the safeguards to more effectively reassure users. 

The findings validate the work that is being done by advocates to demand that 

Facebook enact these safeguards (with the exception of a government audit, which 

would make people more concerned). However, they do not suggest that the safeguards 

will be sufficient. Facebook will also need to proceed with caution as it increases the 

amount of content moderation it is performing, and work to rebuild trust in other ways. 

The findings suggest that Facebook’s strategy for implementing the safeguards 

should be realigned to more heavily emphasize the right to appeal content moderation 

decisions. Facebook is putting significantly more public relations work into building up 

its oversight board, conducting a global tour of public workshops, while the ability to 

appeal is mentioned in press releases as an offering to a subset of moderation subjects 

rather than a guaranteed right. In my data the right to appeal makes a stronger positive 

impression than the oversight board, though the difference does not quite reach 

statistical significance (p = 0.071). The right to appeal is also sure to generate less 

controversy than the highly political process needed to create the oversight board. 

Facebook should set a goal date for reaching the provision of full rights to explanation 

and appeal for all content and account takedowns. 
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This is not to say that the oversight board is not valuable. Assuming our findings 

generalize, the population under investigation actually wants it to be stronger, more like 

a real supreme court with the ability to change rules if they violate basic principles. 

Theoretical Implications 

The findings provide no support for the power expression protection theory, the 

idea articulated by Andsager et al. (2004, p. 259) that individuals who hold more power 

tend to express more support for freedom of expression rights. However, the data do not 

provide a reason to reject it either. Andsager et al. measured a different variable than I 

did; they asked people whether speaker’s rights to say various challenging or offensive 

things should be protected, while I asked people whether they were concerned about the 

removal of speech from a platform. While the conceptual link between the two 

constructs is strong, they are not the same thing. Also, because my study was limited to 

opinions about Facebook, opinions about this specific entity could have created “noise” 

covering the “signal” of an opinion landscape that actually is accurately described by the 

power expression protection theory. Andsager et al. are careful to note such “noise” as 

an obstacle to the development of generally-applicable theories of support for freedom of 

expression (ibid., p. 58). 

Directions for Further Research 

There is more analysis that could be done simply with the data collected in this 

survey. I particularly would like to see a more thorough analysis of the ways 
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demographics and knowledge of Facebook are linked to opinions about moderation. 

Researchers could also explore other ways of testing perceptions of safeguards. For 

example, a qualitative study could probe the associations and assumptions safeguards 

raise in the minds of Facebook users. And of course, a repetition of the survey with a 

larger and more representative sample size would be welcome. 

The initial inspiration for the study came from asking whether Facebook users in 

general assigned the same importance to the enactment of safeguards as the freedom of 

expression activism community. Surveying this specialized advocacy community and 

comparing the results to my findings would be particularly interesting. It could have 

impacts both for the practice of free expression advocacy and for our scholarly 

understanding of the role that knowledge elites play in social movements. 

Conclusion 

Despite their reputation for democratizing free expression, social media platforms 

like Facebook are at risk of damaging it as they intensify their content moderation. 

Proposals to make moderation accountable and rights-respecting have been raised by 

advocates but, until now, no one had empirically assessed public reactions to them. This 

study begins to fill that gap, providing evidence that Facebook should enact a right to 

appeal moderation decisions, and that government intervention is likely to backfire in 

the US. Activists can take away the conclusion that there is significant concern about 

overmoderation, and it is not limited to people of the most privileged demographics.  
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Combining research on public opinion of freedom of expression with ideas from a 

contemporary policy debate, I began by providing a theoretical foundation for social-

scientific examination of the way Facebook users react to hypothetical safeguard 

policies. Through the application of a methodology appropriate to the population under 

investigation, I then shed light on an important question even without the resources 

needed to construct a truly representative sample. The statistically significant findings 

confirmed some expectations but also provided surprises, such as the fact that the 

respondents are more concerned about overmoderation than undermoderation. They also 

help evaluate a seminal free expression idea, the power expression protection theory, in 

the context of social media. 

There is no doubt that social media has helped people express themselves in new 

ways and lowered the barriers to being heard. As it becomes an ever more important 

part of public life, it is inevitable that society reckon with the problem of balancing 

freedom of expression with other rights and needs. I hope that my findings inform the 

creation of a new accountability for social media platforms, advancing human rights for 

everyone who uses them. 
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