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ABSTRACT 

My dissertation focuses on understanding whether and how institutions, policies and norms lead to an 

inefficient allocation of human capital - with specific focus on marginalized individuals - and what kind of 

interventions can be used to reduce such inefficiencies. In Pink Work: Same-Sex Marriage, Employment 

and Discrimination, I analyze how the legalization of same-sex marriage in the U.S. affected employment 

levels among gay and lesbian couples. I compare same-sex couples living in different states over time to 

show increases in the individual and joint probabilities of being employed following the introduction of 

same-sex marriage in their state. I then provide empirical evidence suggesting that a decrease in 

discrimination towards sexual minorities was the driving mechanism.  

In my second dissertation chapter, I analyze the relationship between teacher demographic characteristics 

and student educational outcomes. In Why Does Teacher Gender Matter?, I show that the effect of high 

school math and science teacher gender on student interest and self-efficacy in these subjects becomes 

insignificant once teacher behaviors and attitudes are taken into account, thus pointing towards an omitted 

variable bias. Teacher beliefs about male and female ability in math and science – as well as how teachers 

treat boys and girls in the classroom – matter more than teacher's own gender.  

My last chapter reiterates my research philosophy of using state-of-the-art quantitative methods to analyze 

topics with important ramifications in the real world. Failing to graduate from high school has high 

individual and social costs. And yet, high schools in the U.S. tend to rely on few indicators in order to 

identify students at risk of dropping out. In Beyond Early Warning Indicators: High School Dropout and 
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Machine Learning, I show that this parsimonious approach leads to identifying only a small subset of 

students who ends up dropping out. I show how schools can obtain more precise predictions by exploiting 

the available high-dimensional data jointly with machine learning techniques. I incorporate economic 

theory into machine learning: the algorithms are calibrated not by selecting an ad-hoc goodness-of-fit 

criterion, but by considering the goal of minimizing the expected dropout rate while respecting the school’s 

budget constraint.  
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Chapter 1 

Pink Work: Same-Sex Marriage, Employment and Discrimination 

1.1. Introduction 

The last twenty years have seen major improvements in lesbian, gay, bisexual and transgender (LGBT) 

rights. The Netherlands became the first country to allow same-sex marriage (SSM) in 2001. 

Homosexuality was decriminalized across the U.S. in 2003, pursuant to the Supreme Court decision in 

Lawrence v. Texas. Shortly following this ruling, Massachusetts became the first U.S. state to legalize SSM 

in 2004. Twelve years later, the U.S. Supreme Court legalized SSM in all states (Obergefell v. Hodges). As 

of 2019, same-sex couples could legally get married in 26 countries across the world.  

These legal changes across U.S. states provide a unique opportunity to study the effect of an expansion in 

the definition of marriage on labor market outcomes. Specifically, this paper investigates how the 

legalization of SSM affected employment among gay and lesbian couples. Historically, the only other case 

in which marriage conventions were disrupted is the legalization of interracial marriage after the 1967 

Supreme Court ruling in Loving v. Virginia (Fryer, 2007). Previous amendments to marriage laws, such as 

the introduction of unilateral divorce, led to substantial changes in the labor market (Fernández and Wong, 

2014). Little is instead known about the economic consequences of SSM legalization on the large share of 

the U.S. population (8.2%) who identifies as non-heterosexual (Newport, 2018).  

The direction of the impact of SSM legalization on employment is unclear ex-ante. Access to marriage 

could have led to increased commitment among partners (Badgett, 2009) and lower uncertainty, as well as 

shifts in tax, health insurance, and adoption laws. Following a standard Becker (1991) model, these changes 

could have discouraged individuals in a same-sex couple from both being employed at the same time. 

Indeed, previous studies have documented declines in the level of within-household specialization and 

                                                           
  The Appendix and the Online Appendix is available on my website: https://sites.google.com/view/dariosansone/. 

https://sites.google.com/view/dariosansone/
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increases in female labor supply following changes in opposite-sex marriage laws – notably unilateral 

divorce - both in the U.S. (Stevenson, 2007) and in Europe (Bargain et al., 2012). Furthermore, although it 

is rather difficult to estimate the share of same-sex couples who decided to get married,1 a hypothetical low 

interest in getting married among gays and lesbians could have led to a null or low average impact of SSM 

legalization.  

On the other hand, homophobic sentiments - although underreported - are still widespread (Coffman et al., 

2017). Gays and lesbians commonly experience discrimination from employers, consumers and co-workers 

(Plug and Berkhout, 2004; Carpenter, 2007; Drydakis, 2009; Tilcsik, 2011; Aksoy et al., 2018a). Moreover, 

researchers have already detected improvements in attitudes and social norms following the recognition of 

same-sex relationships in the U.S. (Kreitzer et al., 2014; Tankard and Paluck, 2017) and in Europe (Aksoy 

et al., 2018b). Bishin et al. (2016) found no evidence of opinion backlash against gays and lesbians 

following SSM legalization. More generally, civil right legislations can affect social customs perceived by 

employers (Donohue and Heckman, 1991; Hersch and Shinall,  2015), and institutions can influence public 

attitudes about social or political issues (Franklin and Kosaki, 1989; Hoekstra, 1995; Bartels and Mutz, 

2009; Beaman et al., 2009; Brodeur and Haddad 2018). Therefore, it is possible that SSM legalization drove 

a shift in social norms and a reduction in discrimination against sexual minorities. A more tolerant working 

environment may have then increased both the labor supply and demand for gays and lesbians.  

By estimating the impact of SSM legalization on employment, this paper tests which one of the above 

theories dominates and is consistent with the observed trends, as well as whether the effect is economically 

significant. Although there is a lack of large datasets containing information on labor market outcomes and 

sexual orientation, same-sex couples can be identified in the American Community Survey (ACS) by 

matching household heads with their same-sex spouses or unmarried partners. The empirical analysis 

exploits variation in the timing of SSM reforms across U.S. states to estimate a difference-in-difference 

                                                           
1  Fisher et al. (2018) found that same-sex couples represented 0.48% of all joint tax-filers in 2015 (250,450 couples). 

This number increased from 131,080 couples in 2013 and 183,280 in 2014. 
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model. Same-sex couples in states that introduced marriage equality are compared over time with same-sex 

couples in states that had yet to legalize SSM. The estimates show that SSM legalization led to higher 

individual and joint probabilities of being employed among same-sex couples. To give a sense of the 

magnitude, the probability that both partners were employed increased by 2.4 percentage points. No 

heterogeneity is found when examining male and female same-sex couples separately. Similar results are 

obtained from a triple-difference model, i.e. by comparing opposite-sex and same-sex couples within the 

same states over time. Conversely, there was no effect of SSM legalization on the probability of being 

employed among opposite-sex couples. The analysis is further extended to show that same-sex couples 

were more likely to work full-time and more hours per week following the legalization of SSM.  

Contrary to past studies reporting higher labor supply following the introduction of unilateral divorce laws, 

this paper does not find evidence that SSM legalization led to a symmetric negative reduction in the joint 

probability of being employed among gays and lesbians. Far from exhibiting more intra-household 

specialization, the estimates also show a reduction in the gap in hours worked between the household head 

and her partner following the legalization of SSM. A possible explanation for these differences is that there 

was no increase in the key variable affecting specialization, i.e. fertility. The estimated changes in the 

probability of having a child or in the number of children among gay or lesbian couples following the 

legalization of SSM are not statistically different from zero. This is in contrast to the descriptive evidence 

reported in Aldén et al. (2015) that entering into a registered domestic partnership in Sweden was positively 

related to fertility rates among lesbian women. 

Discrimination is then proposed as the main mechanism behind these improvements in labor market 

outcomes among same-sex couples. In order to formally describe how SSM legalization affected 

employment through a decrease in discrimination based on sexual orientation, a theoretical framework 

presents a search model with sexual minority workers and prejudiced employers. The model implies that 

marriage equality led to a lower proportion of prejudiced employers in the economy, a lower cost for such 

employers of hiring minority workers, and a greater effort from minority workers in the job search. 
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Additional suggestive evidence from various surveys and Google searches for homophobic terms is 

provided to support the model predictions that SSM legalization changed perceived social norms, improved 

attitudes in the population, and reduced discrimination based on sexual orientation. This progress may have 

been the primary driver of the increase employment for gay and lesbian workers. In accordance with the 

presented theory, it is also possible to observe a decline in occupational segregation, defined as the share 

of minority workers in female-dominated occupations, following the legalization of SSM. Alternative 

explanations - including changes in assortative matching, health, homeownership, and earnings – are ruled 

out as the main mechanism.  

The estimated increase in employment is robust across numerous tests. The main model includes several 

state controls, as well as state-specific linear and quadratic trends. Particular care has been devoted to reduce 

any misclassification error. An event study supports the parallel trend assumption, and the lack of changes 

predating the reforms. A model exploiting only federal law changes is estimated to address the potential 

endogeneity of the timing of the reform. Furthermore, it is possible to rule out compositional shifts due to 

migration. Changes in the probability of coming out are then taken into account by extending the definition 

of same-sex couples to include “closeted” couples, as well as by combining the difference-in-difference 

model with propensity score matching. Finally, data from the Survey of Income and Program Participation 

(SIPP), a longitudinal study, confirm that the introduction of marriage equality led to an increase in the 

probability of being employed among gays and lesbians. 

The findings from this study provide guidance to policymakers as they continue to face conflicts over LGBT 

issues both in the U.S. (The Economist, 2018) and Europe (Gillet, 2018). In particular, the results support 

the expansion of marriage equality. Homosexuality is illegal or barely tolerated in most countries in Asia 

and Africa. However, this and previous studies find no effect of SSM legalization on heterosexual behavior 

(Badgett, 2009), including non-marital sex (Francis et al. 2012), marriage, divorce and extramarital birth 

rates (Trandafir, 2015), thus dispelling any concerns about the potential negative consequences for 

opposite-sex couples. A more welcoming environment can instead increase the contribution of gay and 
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lesbian individuals in the labor market, thus offering an economic argument for the expansion of LGBT 

rights. 

1.2. Institutional context underlying the difference-in-difference model 

The campaign for marriage equality in the United States started - with rather limited initial results - in the 

1970s. In 1972, the U.S. Supreme Court denied appeal in Baker v. Nelson, a case in which the Minnesota 

Supreme Court ruled that the state statute limiting marriage to opposite-sex couples did not violate the U.S. 

Constitution. In 1973, Maryland became the first state to explicitly introduce a ban on SSM in its statute. 

In 1993, the Supreme Court of Hawaii ruled that prohibiting SSM violated the state constitution (Baehr v. 

Miike). The reaction at the state and federal level was immediate. In 1996, President Bill Clinton signed the 

Defense of Marriage Act (DOMA): a law defining marriage for federal purposes as the union of one man 

and one woman, and allowing states to refuse recognition of same-sex marriages granted in other states. 

Between 1994 and 1998, several states included a ban on SSM in their statute. For the first time in U.S. 

history, voters in Alaska and Hawaii approved constitutional bans to SSM in 1998. 

Despite these backlashes, substantial progress towards marriage equality was achieved between the end of 

the twentieth century and the beginning of the twenty-first century. In 1999, California introduced domestic 

partnerships, while Vermont became the first state to introduce civil unions in 2000. Massachusetts became 

the first U.S. state to legalize SSM in 2004, followed by Connecticut in 2008, and Iowa in 2009. Vermont 

also became the first state to legalize SSM by statute instead of following a court decision in 2009. 

All these changes generated reactions in other states: 26 states introduced bans to SSM in their constitution 

between 2004 and 2008. California swung several times over the years between legalizing and banning 

domestic partnerships, civil unions and SSM. Nevertheless, in 2013 the U.S. Supreme Court deemed 

Section 3 of DOMA unconstitutional (United States v. Windsor), thus forcing the U.S. government to 

recognize same-sex marriages performed in states where SSM was allowed, and to extend marriage-related 

federal benefits to same-sex married couples.  
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In the same year, same-sex marriage was legalized in California, New Jersey, and New Mexico through 

court decisions, and in Rhode Island, Delaware, Hawaii, Illinois (effective in 2014), and Minnesota through 

changes in state legislations. As the U.S. Supreme Court declined to re-consider decisions from appellate 

courts in 2014, SSM became legal in Indiana, Oklahoma, Utah, Virginia, and Wisconsin. Similar state and 

federal court decisions led to the legalization of SSM in Alaska, Arizona, Colorado, Idaho, Montana, 

Nevada, North Carolina, Oregon, Pennsylvania, South Carolina, West Virginia, and Wyoming. Finally, 

SSM became legal across the U.S. after the Supreme Court decision in Obergefell v. Hodges (5 judges in 

favor, 4 dissenting).2 

1.3. Data 

1.3.1 The American Community Survey (ACS) 

The main dataset used in the empirical analysis is the version of the ACS publicly available through 

IPUMS-USA (Ruggles et al., 2017). The ACS is a nationally representative repeated cross-section dataset: 

its survey has been conducted every year since 2000. It contains demographic, economic, social, and 

housing information. Its sample size has increased over time: since 2005, it includes 1% of the U.S. 

population. The last year used in the empirical analysis is 2016. 

Even if the ACS does not contain information on sexual orientation, it is possible to identify unmarried 

same-sex couples living together. Indeed, household members can be classified as “unmarried partners” 

when recording their relationships to the household head. In other words, roommates and unmarried 

partners are treated as two separated categories. Furthermore, same-sex couples have been allowed to report 

their marital status since 2012 (between 2000 and 2012, same-sex married spouses were imputed as 

unmarried partners).  

                                                           
2  Section A in the Online Appendix provides a more detailed timeline and discussion of LGBT laws. 
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Most of the empirical analysis focuses on household heads aged between 18 and 65, as well as on their 

married or unmarried partners. The household head is defined as the person who owns or rents the house, 

apartment or mobile home. If there is no such person, the first person listed can be any adult living in the 

household.3  

1.3.2 Data quality  

The ACS is a mandatory survey.4 Despite this, one key issue when dealing with same-sex couples is 

misclassification errors: individuals can incorrectly report their sex. Since the proportion of opposite-sex 

couples is much larger than that of same-sex couples, there is the risk that several same-sex couples may 

actually be misidentified opposite-sex couples even if measurement errors in the sex variable are rare. The 

U.S. Census Bureau implemented several changes between 2007 and 2008 to address this issue. These 

improvements resulted in a substantial drop in the reported number of same-sex couples between these two 

years, thus indicating more reliable estimates (U.S. Census, 2013). Therefore, only observations from 2008 

have been considered in the main empirical analysis. Moreover, observations with imputed sex or relation 

to the household head have been dropped to further reduce such measurement errors (as suggested in Black 

et al., 2007).  

Notwithstanding these issues, the U.S. Census and the ACS remain the largest and most reliable data on 

same-sex couples. In fact, the across-metropolitan distribution of gay couples in the 1990 Census line up 

extremely well - with a correlation of nearly 0.90 - with AIDS deaths in 1990, a year during which AIDS 

deaths were predominately concentrated among gay men (Black et al., 2000). Fisher et al. (2018) found 

similar estimates when comparing economic statistics (such as income distribution) between Census and 

tax data. Using health data, Carpenter (2004) showed that same-sex unmarried partners were indeed 

                                                           
3  Even if the terminology is debatable, for simplicity the words “gay couple”, “gays” and “male same-sex couple” 

are used as synonyms throughout the paper. The same logic applies to female same-sex couples and opposite-sex 

couples. 
4  Although nobody has been prosecuted for not responding to the ACS survey (Selby, 2014), this approach 

significantly increases response rate and data quality (U.S. Census, 2017). 
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behaviorally gay and lesbian, i.e. they exhibited sexual behaviors that were different from opposite-sex 

couples. Carpenter was also able to replicate the findings on the lower household income among lesbian 

couples and the earning penalty for gay workers highlighted in previous studies based on Census data.  

There are other surveys that contain information on sexual orientation, e.g. the General Social Survey 

(GSS). However, these alternative data sources have limited sample sizes. Another advantage of ACS is 

that a third of the households use Computer Assisted Telephone or Personal Interviews. In such interviews, 

respondents are asked to verify the sex of their same-sex husband/wife, thus reducing such miscoding 

(Gates and Steinberger, 2007). On the other hand, the main disadvantage of using ACS data is that it is not 

possible to identify LGBT individuals without a partners or same-sex couples who do not live together. 

Furthermore, there is no information on sexual behavior, so researchers cannot detect members of opposite-

sex couples who are bisexuals. 

As discussed in Section 1.6 and Appendix A.7, the estimated effect of SSM legalization on employment 

holds when focusing on demographic groups less likely to be misclassified. These sections also show that 

the estimates remain positive for plausible levels of misclassification errors. Additional evidence is 

provided using the 2008 SIPP, a longitudinal study with limited measurement errors since respondents’ sex 

and relationship status was recorded every 4 months. 

1.3.3 Descriptive statistics 

In 2016, same-sex couples represented 1.5% of all unmarried and married couples in the ACS. This is a 

substantial increase from 2008, when same-sex couples represented only 0.9% of the sample. Among same-

sex couples who decided to report their status in 2016, 52% of gays and 55% of lesbians were married 

(while 89% of opposite-sex couples were married). 

In 66% of same-sex couples, both partners were working in the week preceding the interview, a higher 

percentage than among opposite-sex couples (58%). These statistics are qualitatively similar to those 
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reported in Black et al. (2007) using Census data. Even when focusing on young couples with children, 

same-sex couples were more likely to have both partners working (63%) than opposite-sex couples (60%).5  

1.4. Econometric framework 

The main analysis exploits differences among states in the timing of SSM legalization to estimate a 

difference-in-difference model. Individuals in same-sex couples are compared over time and across states 

before and after the legalization of SSM in their state of residency. Except Massachusetts, all 50 states (plus 

DC) legalized SSM in the time period under consideration (2008-2016). Most of the empirical analysis 

examines the impact of SSM legalization on the individual or joint probability of being employed among 

same-sex couples. Additional employment outcomes, such as number of hours worked, probability of 

working full-time, and earnings are discussed in Section 1.5.2. 

1.4.1 Difference-in-difference model 

Formally, the estimated difference-in-difference model is the following: 

𝑦𝑖𝑠𝑡 = 𝛽𝑆𝑆𝑀𝑠𝑡 + 𝛿𝑠 + 𝛼𝑡 + 𝜏𝑡𝑠 + 𝜏𝑡𝑠
2 + 𝑥𝑠𝑡

′ 𝛾1+𝑥𝑖𝑠𝑡
′ 𝛾2 + 휀𝑖𝑠𝑡    

where 𝑦𝑖𝑠𝑡 is the relevant labor market outcome for individual (or same-sex couple) i living in state s at 

time t. The coefficient of interest is 𝛽. 𝑆𝑆𝑀𝑠𝑡 is an indicator equal to one if individual i lived at time t in a 

state where SSM had been legalized. The specification includes state fixed effects (𝛿𝑠), year fixed effects 

(𝛼𝑡), time-varying state-level controls (𝑥𝑠𝑡
′ ), as well as individual-level controls (𝑥𝑖𝑠𝑡

′ ).6 As described in 

Angrist and Pischke (2014), the common trends assumption can be modified by controlling for state-

specific linear and quadratic trends (𝜏𝑡𝑠 + 𝜏𝑡𝑠
2 ). Since gay and lesbian couples may differ in their behavior 

                                                           
5  All these differences are statistically significant. Section B in the Online Appendix reports additional summary 

statistics, while Section C.1 clearly defines each variable included in the empirical analyses.   
6  While running a state-level regression with weights for population would give the same point estimates, the 

inclusion of individual-level controls may increase precision (Angrist and Pischke, 2009). 
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(or be treated unequally), this specification is estimated both for all same-sex couple, and for male or female 

same-sex couples separately. Standard errors are clustered at the state level (Bertrand et al., 2004). 

The state-level controls 𝑥𝑠𝑡
′  are similar to those included in Stevenson and Wolfers (2006):  unemployment 

rate, income per capita, racial and age composition, proportion of state population with positive welfare 

(public assistance) income. In addition to these, 𝑥𝑠𝑡
′  includes the heterosexual cohabitation rate, i.e. the 

proportion of opposite-sex couples who classify themselves as “unmarried partners”. The vector of 

individual and household controls 𝑥𝑖𝑠𝑡
′  consists of household head’s and partner’s age, education, language, 

race and ethnicity. Moreover, 𝑥𝑖𝑠𝑡
′  includes the interaction between household head’s and partner’s 

education and age. 

It is important to stress that this difference-in-difference model estimates the impact of SSM legalization, 

not the impact of getting married. In other words, it is possible to estimate an intention-to-treat (ITT) effect, 

not an average treatment effect of marriage. A LATE estimate through IV is not feasible since SSM 

legalization is not a valid instrument for marital status: it could have affected labor market outcomes also 

through different channels other than marriage. Nevertheless, this ITT estimate is the relevant one for 

policy-makers since it quantifies the overall impact of the reform, not just the effect of marital status. 

1.4.2 Timing of the reform 

A key concern when interpreting difference-in-difference estimates as causal is that the timing of SSM 

legalization in each state should not reflect pre-existing differences in state-level characteristics. It is worth 

remembering that some of the most liberal states, such as New York and California, were not among the 

firsts to legalize SSM. Unexpectedly, Iowa became the third state to introduce marriage equality. 

Moreover, unlike other policy reforms such as unilateral divorce laws, SSM legalization was primarily 

driven by state and federal courts’ decisions. Judges were less influenced by public opinion than 

policymakers since most of them were not directly elected by voters. Indeed, state courts started to legalize 

SSM in Massachusetts, Iowa and Connecticut before 2010, even if opinion polls did not show national 
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popular support for SSM until 2011-2013 (McCarthy, 2017). In New England, only 36% of residents did 

not oppose sexual relationships between two adults of the same sex when Massachusetts legalized SSM in 

2004.7 The independence of the justice system from public discussion was emphasized by Justice Kennedy 

in Obergefell v. Hodges:  

“Of course, the Constitution contemplates that democracy is the appropriate process for change, so long 

as that process does not abridge fundamental rights. […] It is of no moment whether advocates of same-

sex marriage now enjoy or lack momentum in the democratic process. The issue before the Court here 

is the legal question whether the Constitution protects the right of same-sex couples to marry.” 

In addition to this, state fixed effects encompass all time-invariant state characteristics. The time span 

considered in the empirical analysis is rather short (2008-2016), so it is likely that variables such as religion 

or political affiliation –although not fixed in the long-run - did not change in this limited time period. This 

is the same argument used by Bailey (2006) when analyzing the impact of the contraceptive pill on female 

labor supply to control for the fact that a strong Catholic lobby may have delayed the diffusion of birth 

control methods. The main difference-in-difference specification also includes linear and quadratic state-

specific time trends, as well as several state-level variables which may have been related with the 

legalization of SSM. For instance, the set of controls comprises the share of opposite-sex unmarried couples 

in the state: higher cohabitation rates may signal a higher level of openness towards sexual minorities and 

different family structures in the society (Badgett 2009).8 Additional policy indicators (such as 

antidiscrimination laws) are included and discussed in Section 1.8.4. 

To further support the hypothesis that the estimated impact of SSM legalization was not driven by time-

varying state characteristics, Section 1.5.1 shows that the positive impacts of SSM legalization on the 

                                                           
7  Source: General Social Survey (GSS) data. 
8  Since some of these state indicators may be considered endogenous, Section D.1 in the Online Appendix shows that 

the main conclusions do not change when excluding these state characteristics from the set of controls. Section D.1 

also shows that all these state controls cannot predict SSM legalization: the coefficients 𝛾 are not statistically 

different from zero in 𝑆𝑆𝑀𝑠𝑡 = 𝑥𝑠𝑡
′ 𝛾 +  𝛿𝑠 + 𝛼𝑡 + 𝜏𝑡𝑠 + 𝜏𝑡𝑠

2 + 휀𝑠𝑡 when examining the changes in laws between 

2008 and 2016. 
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employment outcomes of same-sex couples are robust to restricting the analysis to the years in which SSM 

legalization was driven by decisions from the U.S. Supreme Court, thus excluding the possibility that state 

unobservable factors led to such law changes. In addition to this, the triple-difference model reported in 

Section 1.5.3 and comparing employment probabilities between same-sex and opposite-sex couples across 

space and over time, while controlling for any state-specific time-varying factor, yields similar positive 

estimates of the impact of SSM legalization on same-sex couples. As placebo tests, Section 1.5.3 shows 

that SSM legalization did not affect the probability of being employed when analyzing opposite-sex couple, 

while Section 1.6.1 shows that changing the timing of SSM legalization results in statistically insignificant 

estimates.  

1.5. Effect of SSM on employment 

1.5.1 Main results 

Table 1.1 shows the estimated effect of SSM legalization on the probability that both partners were working 

in the week preceding the interview. Column 1 includes only male same-sex couples, Column 2 focuses on 

female same-sex couples, and Column 3 combines all these couples. These regressions are run at the 

household level. The estimated coefficients are statistically significant and very similar (2.3 percentage 

points) for both gays and lesbians. A close estimate (2.4 percentage points) is obtained when looking at the 

effect on all same-sex couples.  

In order to understand whether this estimated impact is economically significant, it is worth noting that the 

magnitude associated with SSM legalization is comparable to the effect of other related policy reforms. 

Stevenson (2007) found an increase of 2 percentage points in the probability of both spouses being 

employed full time, and an increase of 2.4 percentage points in the probability that the wife was working 

following the introduction of unilateral divorce laws. Similarly, Bailey (2006) found an increase of 2-4 

percentage points in the labor force participation rates of women aged 26 to 35 following the introduction 

of the pill.  
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As discussed in the previous section, Columns 4-5 in Table 1.1 limit the analysis to federal reforms to rule 

out that state time-varying unobservable characteristics drove both the timing of SSM legalization and the 

observed increase in employment. Columns 4 shows that the effect of SSM legalization on the probability 

that both same-sex partners were working remains positive, statistically significant, and with an even larger 

magnitude when restricting the sample to the years between 2012 and 2016. The sample size is reduced 

even more in Column 5 (2014-2016): the coefficient of SSM legalization is then identified only through the 

Obergefell v. Hodges decision by the federal Supreme Court, a sentence independent of state characteristics. 

The estimate remains positive and statistically significant. Its magnitude increases up to 6 percentage 

points.9 

For the sake of completeness, Column 6 shows the estimates obtained using all the years available in the 

ACS (2000-2016). It is reassuring to note that, despite the higher risk of misclassification errors described 

in Section 1.3.2, the coefficient of SSM legalization remains positive and statistically significant. In line 

with the downward bias expected with classical measurement errors, its magnitude is lower than in Column 

3.10 

Since labor market decisions are often made at the household level (Flabbi and Mabli, 2018), all these 

estimates look at the impact of SSM legalization on the probability of both partners working. Nevertheless, 

the positive impact of SSM legalization is also found when looking at the individual probability of being 

employed. Male and female household heads in same-sex couples were 1.8 percentage points more likely 

to work following the introduction of marriage equality compared to household heads in state that had not 

                                                           
9  Obergefell v. Hodge is the consolidation of six lower-court cases. All six federal district court rulings were in favor 

of the same-sex couples. On 6th November 2014, the Court of Appeals reversed these previous decisions and claimed 

that state bans on SSM did not violate the U.S. Constitution. It is unlikely that this decision had any impact on 

employment since it did not change existing laws and it was reversed by the U.S. Supreme Court a few months later. 

If the ruling had the same impact across states, it is taken into account by the time fixed effects.  Furthermore, the 

media coverage was very limited - the search intensity on Google for Obergefell was extremely low before Spring 

2015 - making it unlikely for such a decision to have affected attitudes and perceived social norms. 
10 Section D.1 in the Online Appendix shows that the coefficient associated with SSM legalization remains positive 

and statistically significant also when focusing on the 2008-2014 period, thus excluding the impact of the U.S. 

Supreme Court decision in 2015. 
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yet legalized SSM (Column 7). In addition, a similar increase is found among second-earners in same-sex 

couples, i.e. household heads’ spouses or unmarried partners (Column 8). 

1.5.2 Additional employment outcomes 

To further test the hypothesis of a positive effect of SSM legalization on labor market outcomes, Table 1.2 

reports the estimated coefficient of 𝑆𝑆𝑀𝑠𝑡 on other related employment indicators. The introduction of 

marriage equality led to an increase of around 1.3 hours in the amount of time spent working weekly by the 

household head and her partner (Column 1), as well as an increase in the probability of both partners 

working at least 40 hours per week (Column 2), or at least 30 hours per week (Column 3). In addition to 

this, the difference in the number of hours worked weekly by both partners got smaller (Column 4).11 

These variables were measured considering the twelve months preceding the interview, while the 

employment status information examined in Table 1.1 was in regard to the week before the survey was 

conducted. Therefore, the estimated positive impact of SSM on labor market outcomes is found both at the 

intensive (worked, Yes/No) and extensive margin (number of hours worked), and it is not sensitive to the 

time frame used to elicit employment. Furthermore, also in this case the estimated magnitudes are similar 

to those of other policy reforms: for instance, Bailey (2006) found an employment increase of 1.5-2.3 

hour/week among women aged 26 to 35 after the introduction of the pill.  

It is worth noting that the dependent variable in Table 1.1 is equal to one only if both the household head 

and her partner worked for pay; zero for couples in which at most one partner was working, while the other 

was unemployed or out of the labor force. Similar estimates are obtained when the dependent variable is 

equal to one if both partners are working or unemployed; zero if at least one of them is out of the labor 

                                                           
11 Since the total number of hours worked by the household head and her partner is a continuous indicator, it is possible 

to analyze the impact of SSM legalization over the entire distribution of this outcome variable.  The estimated effect 

of SSM is higher at the 0.25 quartile than at the 0.75 quartile (Section D.7 in the Online Appendix). These results 

are in line with the lower gap between partners shown in Table 1.2 (Column 4): it suggests that unemployed and 

part-time workers experienced the largest increased in hours worked, thus reducing within-couple differences. 
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force (Column 5). This suggest that SSM legalization led not only to higher employment, but also to higher 

labor force participation. 

1.5.3 Opposite sex couples: Placebo test and triple-difference  

In a placebo analysis, the true impact of the regressor of interest on a pseudo-outcome is known to be zero, 

so the goal is to test whether the estimate from the difference-in-difference model is close to zero when 

applied to this alternative dependent variable (Athey and Imbens, 2017). As shown in Table 1.3 (Column 

1), the coefficient of SSM legalization is indeed statistically insignificant and with a tight confidence 

interval around zero when focusing on the probability of being employed for opposite-sex couples. This 

finding is in line with the work of Badgett (2009), Francis et al. (2012), and Trandafir (2015) highlighting 

that SSM legalization did not affect heterosexual couples. 

The main econometric specification can be extended by estimating a triple-difference model, i.e. by 

comparing same-sex and opposite-sex couples within the same states over time. More formally, the 

equation of interest can be written as follow: 

𝑦𝑖𝑔𝑠𝑡 = 𝛼𝑆𝑆𝑀𝑔𝑠𝑡 +  𝜇𝑠𝑡 + 𝜋𝑔𝑡 + 𝜌𝑔𝑠+𝑥𝑖𝑔𝑠𝑡
′ 𝛾 + 휀𝑖𝑠𝑡 

where 𝑦𝑖𝑔𝑠𝑡 indicates whether both the household head and the partner in couple i living in state s at time t 

were employed. The subscript g indicates whether the couple is same-sex or opposite-sex. The coefficient 

of interest is 𝛼. 𝑆𝑆𝑀𝑔𝑠𝑡 is an indicator equal to one if a same-sex couple lived at time t in a state s where 

same-sex marriage had been legalized. The specification includes state-specific time effects that are 

common across couples (𝜇𝑠𝑡), time-varying effects specific to same-sex couples (𝜋𝑔𝑡), state-specific shocks 

among same-sex couples (𝜌𝑔𝑠), and individual controls (𝑥𝑖𝑔𝑠𝑡
′ ).  

As shown in Table 1.3 (Column 2), the estimated coefficient of the triple interaction 𝑆𝑆𝑀𝑔𝑠𝑡 is positive, 

statistically significant, and with magnitude close to the coefficients in Table 1.1. Since this estimate is 

obtained by comparing same-sex and opposite-sex couples within the same states, it also suggests that the 
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positive impact found in the difference-in-difference estimates when comparing same-sex couples between 

states was not due to backlashes and negative employment outcomes in states that had not legalized SSM 

yet, but rather to actual improvements in states that have already legalized SSM. 

1.6. Additional robustness checks 

As usual with a difference-in-difference model, there are several potential issues which may lead to 

violations of the underlying assumptions. This section aims at discussing and ruling out the major threats. 

Additional extensions and sensitivity analyses are discussed in Appendix A.7. 

1.6.1 Anticipation and parallel trends 

If same-sex couples expected SSM to be legalized in the forthcoming years and reacted to such expected 

law change before the actual implementation of the policy, this would have led to an underestimation of the 

contemporaneous effect of marriage equality. There are several reasons to believe that this hypothesis is 

not actually true. Most of the SSM laws followed state or federal court decisions, so they may have been 

less predictable that bills proposed by local politicians.  

Furthermore, expected positive legal changes had often been overturned. For instance, following the 

decision of the Hawaii State Supreme Court in 1993 that refusal to grant marriage license to same-sex 

couples was discriminatory, the state enacted a statute ban on SSM in 1995, while voters approved a 

constitutional ban in 1998. Similarly, in 2009 the State Senate and House of Representatives voted a bill to 

legalize SSM in Maine. However, opponents petitioned for a referendum, and voters repealed the law before 

it went into effect. Members of the U.S. Supreme Court were often inclined to dismiss cases on SSM 

(Liptak, 2013). Given these precedents, it is likely that individuals in same-sex relationships waited for 
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SSM laws to become effective before actually changing their behavior, even if they were expecting these 

legislative changes.12 

In addition, it is possible to modify the specification in Table 1.1 (Column 3) by using a lead indicator 

(𝑆𝑆𝑀𝑠𝑡+1), i.e. whether SSM was legal in state s at time t+1, instead of 𝑆𝑆𝑀𝑠𝑡. This model can be seen as 

a placebo test in which the timing of SSM legalization has been shifted. The coefficient of 𝑆𝑆𝑀𝑠𝑡+1 is 

statistically insignificant and close to zero in magnitude (Column 1 Table A1).When both 𝑆𝑆𝑀𝑠𝑡 and 

𝑆𝑆𝑀𝑠𝑡+1 are included, the coefficient of 𝑆𝑆𝑀𝑠𝑡 remains positive, significant and with magnitude close to 

the ones in Table 1.1 (Column 2). In line with Aksoy et al. (2018b), this result rules out both any anticipation 

effect and the hypothesis that improvements in the labor market were actually driven by changes in attitudes 

among the general population before SSM legalization. The statistically insignificant coefficient of 

𝑆𝑆𝑀𝑠𝑡+1 does not support the idea that - after controlling for linear and quadratic trends - attitudes towards 

sexual minorities among heterosexuals improved before the legalization of SSM, and that they led to both 

law changes and variations in employment. 

More generally, adding up to three lead operators still results in statistically insignificant coefficients, while 

the contemporaneous effect of SSM legalization remains significant (Column 3 Table A1). These findings 

not only confirm that no changes occurred before the policy reform, but also support the parallel trend 

assumption in the difference-in-difference model.13  

  

                                                           
12 It is worth pointing out that, even if all same-sex couples in a state were certain that SSM would have become legal 

in the future, such shared expectation would have been controlled for by the interaction between state fixed effect 

and the sexual orientation indicator (𝜌𝑔𝑠) in the triple-difference estimates. 
13 Appendix A.1 also shows that the coefficients of 𝑆𝑆𝑀𝑠𝑡 remain statistically significant after the introduction of 

additional leads and lags in the model. In addition, it shows that the estimated impact remains positive and 

significant when using as independent variable the number of years SSM had been legal in a given state. As shown 

Appendix A.2, similar conclusions can be obtained from an alternative formulation of this event study, i.e. by 

defining 𝑆𝑆𝑀𝑠𝑡 as equal to one the year in which SSM was legalized, zero otherwise (even in the years after the 

legalization), and by adding leads and lags of this indicator variable. 
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1.6.2 Intentional misreporting: Roommates 

The estimation and interpretation of the impact of SSM legalization may depend on how same-sex couples 

have been identified: individuals may differ over time and between states in their propensity to be in a 

same-sex relationship (and to be open about it). Indeed, despite the anonymity guaranteed by the U.S. 

Census, some individuals may have decided not to truthfully report their sexual orientation.14 In order to 

include these “closeted” cases, couples in which one household member was listed as roommate and had 

the same sex of the household head have been included among same-sex couples. Household with multiple 

roommates have not been incorporated in the analysis, since it was not possible to infer the identity of the 

household head’s partner (if any). Roommates have not been considered when the household head had a 

spouse or an unmarried partner. Only couples whose household head was aged between 30 and 60 have 

been included in order to reduce the risk of counting as same-sex couples cohabitating students or older 

individuals living with non-relatives. 

It is interesting to note that there are large differences among states in the proportion of opposite-sex and 

same-sex couples (married, unmarried or roommates). For instance, 98.9% of these couples are opposite-

sex in Mississippi. In contrast, opposite-sex couples represent 89% of all couples in DC. The proportion of 

same-sex roommates is similar to that of same-sex married/unmarried couples in less tolerant states such 

as Alabama, Mississippi, Texas and Louisiana, while it is smaller in more LGBT-friendly states such as 

Massachusetts, Vermont, New York and DC. Moreover, while the proportion of same-sex roommates (over 

the total number of same-sex roommates and same/opposite-sex married or unmarried couples) has 

remained stable over time in more tolerant states, it has declined in less tolerant states. At the same time, 

the proportion of unmarried and married same-sex couples has increased.15 These result supports the 

hypothesis that individuals in same-sex relationships were more likely to report being roommates when 

                                                           
14 This behavior is similar to the historical manipulations of racial appearance and the attempts to “pass” as white 

among Americans with African ancestry (Nix and Qian, 2015). 
15 Section D.3 in the Online Appendix provides additional relevant summary statistics and time trends. 
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they preferred not to disclose their sexual orientation. These statistics are also consistent with the finding 

based on health data that a substantial share of households containing exactly two men or two women are 

non-heterosexual couples (Carpenter et al., 2018). 

The coefficient of SSM legalization remains positive, statistically significant and with a magnitude equal 

to the one in Table 1.1 (Column 3) even when estimating the probability that both partners are working 

among same-sex married couples, unmarried couples, and households with two same-sex roommates (Table 

1.4 Column 1). Therefore, the main results are not driven by SSM legalization affecting how many same-

sex couples decided to be open about their sexuality rather than classifying themselves as roommates.  

1.6.3 Other compositional changes 

Between-state migration may have changed the geographical composition and distribution of same-sex 

couples, thus leading the difference-in-difference model to compare unstable samples over time. For 

instance, individuals with a higher propensity to work might have been more likely to move to states that 

introduced marriage equality early on. Nevertheless, there is no evidence that migration rates of same-sex 

couples towards states that legalized SSM increased after the introduction of marriage equality (Appendix 

A.3). 

In order to further rule out any sample compositional changes, Appendix A.4 shows that SSM legalization 

did not lead to increases in the probability that a (married or unmarried) couple was reported as same-sex 

or opposite-sex, or to shifts in the demographic composition (such as race, ethnicity and language) of same-

sex couples. In addition, Appendix A.5 combines difference-in-difference with matching (Blundell and 

Costa Dias, 2015). This extension compares individuals in treated stated following SSM legalization with 

comparable individuals in treated states at baseline, as well as with comparable individuals in control states 

at baseline and after the 2015 law change. In other words, merging these two methods ensures that similar 

individuals are compared across time and space, thus verifying that sample compositional changes are not 

pivotal. The estimated impact of SSM legalization when augmenting the difference-in-difference model 
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with kernel weights computed from propensity scores remains positive, statistically significant, and with 

magnitude close to the coefficients shown in Table 1.1. 

Finally, the main analysis can be validated using a different dataset. The 2008 SIPP is a nationally 

representative longitudinal study collected between 2008 and 2013 every 4 months. The SIPP is generally 

deemed to have the highest data quality among the surveys administered by the U.S. Census Bureau (Meyer 

et al., 2018). As in the ACS, it is possible to identify same-sex couples by linking the reference person with 

her unmarried partner. The resulting sample size is smaller than the ACS. Nevertheless, since respondents’ 

sex is validated in each wave, the risk of misclassify opposite-sex couples as same-sex is substantially 

reduced. Compositional changes are also more limited than in repeated cross-sections since the same 

individuals are followed over time, even if they split-up. If two partners decided to truthfully declare their 

relationship status only in a follow-up wave, their entire employment history (including the first waves) is 

included in the analysis. Moreover, single individuals who later found a same-sex partner between 2008 

and 2013 are included in the relevant sample, together with their partners. In addition, the ACS is conducted 

once a year and the month of the interview is not available: some respondents may have been interviewed 

in the same year SSM was legalized in their state, but in a preceding month. Employment status is recorded 

monthly in the SIPP, thus resolving this ambiguity. Given these advantages, it is reassuring that the 

estimated impact of SSM legalization on the (individual) probability of being employed is positive and 

statistically significant after two months, and persists over time (Figure A2).  

1.7. Specialization: Shouldn’t the effect be negative? 

There is one pivotal mechanism which would have explained a negative impact of SSM legalization on 

employment: intra-household specialization. Indeed, Becker (1991) identified this factor as the main 

advantage from marriage: one person in the couple can increase her productivity and earnings in the labor 

market, while her partner can specialize in the production of household commodities. However, most of the 

production complementarities emphasized by Becker have lost their central role in modern families 

(Stevenson and Wolfers, 2007). New household technologies (e.g., washing machines and vacuum 
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cleaners) have reduced time devoted to household tasks, while the development of service industries has 

allowed individuals to buy most of the goods (such as processed food) which used to be produced within 

the household.16 The only area where the gains from specialization have remained large is with respect to 

children. Indeed, when considering individuals without children, there is no evidence that married women 

earn less than single women, while women with children have substantially lower earnings (Juhn and 

McCue, 2017).  

The effect of SSM legalization on the number of children in the household is close to zero and statistically 

insignificant both for gays (Column 1 Table 1.5) and lesbians (Column 5). There is also no detectable effect 

on the probability of having a child (Columns 2 and 6). These conclusions do not change if lagged indicators 

of SSM legalization are used to allow couples more time to adjust their behaviors and fertility decisions 

(Columns 3 and 4 for gays, Columns 7 and 8 for lesbians).17  The main factor behind the advantages of 

home production – fertility – was not affected by SSM legalization. It is true that married same-sex couples 

were more likely to have children and higher levels of intra-household specialization, but the policy reform 

itself did not trigger an increase in fertility among same-sex couples. Actually, the difference in fertility 

between married and unmarried same-sex couples predated the policy reform: this gap is mainly due to 

children older than five, thus suggesting than same-sex couples with a higher fertility rate were more likely 

to get married, not vice versa.  

After adding an interaction between SSM legalization and fertility to the model in Table 1.1 examining the 

impact of SSM legalization on the probability that both partners were working, one can conclude that 

                                                           
16 It is worth mentioning that several studies have shown a more egalitarian division of housework and childcare in 

same-sex couples than in opposite sex couples (Badgett, 2009; Giddings et al., 2014; Jepsen and Jepsen 2015). 

Therefore, the lack of change in intra-household specialization among same-sex couples may also be due to different 

or absent gender norms. 
17 Section E.1 in the Online Appendix reports relevant summary statistics regarding fertility. Section E.2 shows that 

restricting the sample size to consider only households in childbearing years also results in statistically insignificant 

coefficients. Section E.3 tests the existence of heterogeneities by income levels. The coefficient of SSM legalization 

remains statistically insignificant after including household income as controls. The interaction term between SSM 

legalization and income is positive, but its magnitude is not large enough to compensate the negative relation 

between fertility and household income. Section E.4 reports additional event studies. Even when considering longer 

time periods, there is little evidence of an increase in fertility among same-sex couples following SSM legalization.  
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couples with children were less likely to have both partners employed, but SSM legalization positively 

affected these couples more than those without children, thus partially compensating the negative 

relationship between fertility and employment. This descriptive evidence is in contrast to the hypothesis 

that marriage would provide a legal vehicle to further increase specialization within families with children.18 

1.8. Discrimination 

Given the positive impact of SSM legalization on employment, it is worth investigating more in depth 

whether this improvement was actually led by a decrease in discrimination against sexual minorities. 

Previous studies have emphasized the positive effect of lower discrimination on employment for women 

and racial minorities (Leonard, 1990; Collins, 2001), so it is possible that SSM legalization triggered the 

same mechanism. Other potential channels are discussed in Appendix A.8. 

This section describes the conceptual framework linking SSM legalization with discrimination and 

employment. It then collects a set of supplementary analyses to support this theory. The Online Appendix 

provides additional evidence using data on hate crimes (Section F.4) and on attitudes towards homosexuals 

(Section F.5). It is also interesting to mention that the actual number of charges for sexual orientation and 

gender identity discrimination filed with the Equal Employment Opportunity Commission slightly 

decreased after the U.S. Supreme Court ruling in 2015 (Badgett et al., 2018). 

The findings in Tankard and Paluck (2017) are in line with the mechanism highlighted in this section: the 

authors randomly assigned participants from Amazon Mechanical Turk to read either a positive or a 

negative analysis of the U.S. Supreme Court decision on SSM before the actual ruling. Individuals in the 

positive treatment group were more likely to report higher perceived support for gay marriage among 

Americans. In addition to this, improvements in social norms were found in the longitudinal data when 

                                                           
18 Estimates reported in Section E.5 in the Online Appendix. While Voena (2015) found that unilateral divorce laws 

had a different impact on opposite-sex couples in states that imposed an equal division of property, Section E.6 

shows that the impact of SSM legalization on employment was not different in states that allowed unilateral divorce 

laws or with community property regimes. 
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comparing participants’ answers before and after Obergefell v. Hodges. Similar results were discussed in 

Kreitzer et al. (2014) when analyzing the effect of the legalization of SSM in 2009 following the Iowa 

Supreme Court decision. 

1.8.1 Conceptual framework 

There are different theories which may explain discrimination against sexual minorities. The classical 

model is the one of taste-based discrimination (Becker, 1957): some employers may dislike minority 

workers, or they may expect customers and other employees to have a preference for heterosexual co-

workers. The second leading theory is the one of statistical discrimination (Arrow, 1973): given the 

uncertainty about the actual productivity of a gay or lesbian job candidate, employers may try to infer her 

quality from the (perceived) average productivity of minority workers. From this perspective, gay men may 

be discriminated because deemed less masculine or more likely to have HIV. Lesbian women may actually 

be positively discriminated due to their perceived lower fertility, higher labor force attachment, and stronger 

personality (Patacchini et al., 2015), although the empirical evidence is far from clear-cut (Weichselbaumer, 

2003). Second-order statistical discrimination would instead stem from the (perceived) higher variance in 

productivity among minority workers (Klumpp and Su, 2013). Employers may be less familiar with 

minority workers, so even if they perceived these workers to be on average as productive as heterosexual 

workers, they might be reluctant to hire them due to the higher uncertainty. More recently, Pȩski and Szentes 

(2013) based their model of discrimination on social norms: heterosexual employers may discriminate 

minority workers because such behavior is tolerated, even expected, and deviations are punished. 

SSM legalization may affect all these kinds of discrimination. First, this policy may shape preferences and 

change attitudes among employers, workers and consumers. Greater visibility of the LGBT community, as 

well as the legal and ethical arguments raised by the Supreme Court judges when justifying their ruling, 

may induce more people to have a more tolerant or accepting perspective. Second, as more homosexual 

workers are hired or decide to come out, employer would adjust their expectations about average 

productivity and variance for this group of employees. Given the time required to update employers’ 
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expectations, short-term decreases in discrimination would be mainly due to a decline in taste-based 

discrimination, while lower statistical discrimination could drive long-term trends. Third, social norms 

might be affected and employers may realize that past discriminatory behaviors are no longer considered 

acceptable, and that having a diverse workforce is not punished, but actually valued. Fourth, the 

documented increase in employment among same-sex couples may be due not only to an increase in labor 

demand, but also to higher labor supply. Through a feedback mechanism, lower expected discrimination 

may incentivize more gay and lesbian individuals to participate in the labor market.  

1.8.2 Theoretical framework 

In order to formalize how SSM might have affected labor market outcomes for same-sex couples through 

a reduction in discrimination, this section presents a search model with minority workers and prejudiced 

employers by adapting and extending the work in Flabbi (2010a; 2010b).19 Models developed to explain 

racial and gender differentials are adapted here in the context of discrimination based on sexual orientation. 

In order to better describe the channels driving the impact of SSM legalization, this model extends previous 

studies by including additional heterogeneity in the job arrival rates between minority and non-minority 

workers. Supplementary comparative statics are computed and discussed in order to explain the underlying 

mechanisms behind the impact of SSM legalization.  

This model is a random search model set in continuous time (agents live forever) with job destruction and 

no on-the-job search. There are two types of employers: prejudiced firms (𝑃) and unprejudiced ones (𝑁). 

The share of prejudiced employers is 𝑝. There are two types of workers: minority employees (𝐺 for gay) 

and non-minority ones (𝑆 for straight). Types are fully revealed once worker and employer meet, so the 

                                                           
19 All technical details and proofs are discussed in Section F.1 in the Online Appendix. An alternative model could 

focus on social norms to justify the shift from an equilibrium with widespread discrimination to a tolerant one, in 

line with the tipping models with multiple equilibria described in Schelling (1971) and Akerlof (1980). However, 

unlike a dynamic search model, this model of segregation would not emphasize the change in taste-based 

discrimination, or the feedback effect in the labor supply of gay and lesbian workers. Moreover, Burn (2016) showed 

that changes in the gay wage penalty following shifts in attitudes and in the proportion of gay workers are consistent 

with the predictions from a search model of taste-based discrimination.  
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category “minority workers” includes only individuals who are open about their sexuality. This can be 

justified by assuming that researcher and employer have the same level of information: if the worker does 

not hide her sexual orientation in the ACS survey, it is likely that she is open about her sexuality also in the 

workplace. Moreover, employers often use social networks such as Facebook to gather personal information 

on job applicants and existing staff (Margolis, 2017).  

Employers maximize profits, labor is the only input in the production function, and there are constant 

returns to scale. The disutility incurred by prejudiced employers when hiring a minority worker is 𝑑. The 

fact that prejudiced employers may hire minority workers is in line with Becker (1957) and extends the 

model in Black (1995). Workers can be in one of three different states: employment (𝑒), unemployment 

(𝑢), and non-participation in the labor market (1 − 𝑙). The introduction of the non-participation rate is rather 

innovative since most search models on racial and gender discrimination focus only on wage differentials 

(Lang and Lehmann, 2012), while in this case it is important to explain the impact of SSM legalization on 

both wages and employment. 

The flow value of non-participation in the labor force is 𝑧 ~ 𝑄(𝑧), while 𝑏 is the value of unemployment. 

Unemployed workers and firms randomly meet following a Poisson process characterized by parameters 

𝜆𝐺 and 𝜆𝑆 for minority and non-minority workers, respectively. Since 𝑝 is not necessarily 0.5, the rate of 

arrival of offers from the two types of employers is allowed to be different. Once employer and worker 

meet, the match-specific productivity value 𝑥 ~ 𝐺(𝑥) is revealed.20 If a match is realized, the wage 𝑤(𝑥) 

is determined through Nash-bargaining with the worker’s weight equal to 𝛼 𝜖 [0,1]. Finally, 𝜂 is the job-

destruction rate and 𝜌 is the intertemporal discount rate. 

                                                           
20 If no match is realized after an employer and a worker meet, the firm does not incur into any extra cost, so its outside 

option is zero. It is worth mentioning that common knowledge of the matching value rules out the possibility of 

statistical discrimination. Previous researchers have shown that the gay wage penalty is robust to including controls 

for occupation (Antecol et al., 2008) and personality characteristics (Sabia, 2014). The evidence presented in this 

paper also points towards a decline in taste-based discrimination and improvements in social norms. Therefore, this 

model focuses on these channels rather than on statistical discrimination. 
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Once an individual decides to enter into the labor market, she can either be employed or unemployed, but 

she cannot exit the market. Therefore, the present-value of non-participating in the labor market 𝑁𝑃𝐽(𝑧) is 

simply (for 𝐽 = 𝐺, 𝑆). 

𝑁𝑃𝐽(𝑧) =
𝑧

𝜌
  

The present-value of employment 𝑉𝐽[𝑤𝐽𝐼(𝑥)] depends on the worker’s wage and outside option (for 𝐽 =

𝐺, 𝑆 and 𝐼 = 𝑁, 𝑃): 

𝑉𝐽[𝑤𝐽𝐼(𝑥)] =
𝑤𝐽𝐼(𝑥) + 𝜂𝑈𝐽

𝜌 + 𝜂
  

The (dis)utility from unemployment, the expected value from meeting a prejudiced employer, and the one 

from meeting an unprejudiced employer determine instead the present-value of unemployment 𝜌𝑈𝐽:  

𝜌𝑈𝐽 = 𝑏 + 𝜆𝐽 (𝑝 ∫ 𝑚𝑎𝑥[𝑉𝐽[𝑤𝐽𝑃(𝑥)] − 𝑈𝐽 , 0] 𝑑𝐺(𝑥) + (1 − 𝑝) ∫ 𝑚𝑎𝑥[𝑉𝐽[𝑤𝐽𝑁(𝑥)] − 𝑈𝐽 , 0] 𝑑𝐺(𝑥))  

Wages are determined through Nash bargaining: 

𝑤𝐽𝐼(𝑥) = 𝛼(𝑥 − 𝑑1{𝐺,𝑃}) + (1 − 𝛼)𝜌𝑈𝐽   

Reservation values can be derived from these equations, and it is then possible to define the following 

equilibrium. 

Proposition 1. Given the exogenous parameters {𝜆𝐺 , 𝜆𝑆, 𝜂, 𝜌, 𝑏, 𝛼, 𝑑, 𝑝} and the distribution functions 𝐺(𝑥) 

and 𝑄(𝑧), the unique steady state equilibrium is defined by the following three conditions:21 

                                                           
21 One may argue that competition should wipe out prejudiced employers, but the model can be extended as in Black 

(1995) to allow employers to differ in term of entrepreneurial ability, thus allowing high-ability prejudiced firms to 

survive even in equilibrium. Moreover, search frictions generate monopsony power, thus allowing firms to have 

positive profits and to reduce part of their rents in exchange for the ability to hire only certain types of workers 

(Altonji and Black, 1999). 
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𝜌𝑈𝐽 = 𝑏 +
𝜆𝐽𝛼

𝜌 + 𝜂
(𝑝 ∫ [𝑥 − 𝑑1{𝐺,𝑃} − 𝜌𝑈𝐽]𝑑𝐺(𝑥) + (1 − 𝑝) ∫ [𝑥 − 𝜌𝑈𝐽]𝑑𝐺(𝑥)

+∞

𝜌𝑈𝐽

+∞

𝜌𝑈𝐽+𝑑𝐼{𝐺,𝑃}

) ;  

𝑢𝐽 =
𝜂

𝜂 + 𝜆𝐽{𝑝[1 − 𝐺(𝜌𝑈𝐽 + 𝑑1{𝐺,𝑃} )] + (1 − 𝑝)[1 − 𝐺(𝜌𝑈𝐽 )]}
 ;  

𝑙𝐽 = 𝑄(𝜌𝑈𝐽)  

The first equilibrium condition can be obtained by rearranging and rewriting the previous equations on  

𝜌𝑈𝐽, 𝑉𝐽[𝑤𝐽𝐼(𝑥)], and 𝑤𝐽𝐼(𝑥) in term of the exogenous parameters. The second condition states that flows 

between unemployment and employment have to be equal in equilibrium. The third condition requires a 

stable level of labor force participation. 

SSM legalization may have led to a lower 𝑑 since employers expected lower discrimination from co-

workers and consumers. Moreover, employers were less afraid of violating outdated social norms when 

acting within a supporting legislative framework. In this context, the similarity with the Civil Rights Act of 

1964 is remarkable: Donohue and Heckman (1991) emphasized that “in certain ways the South was ripe 

for change. There is evidence that some Southern employers were eager to employ blacks if given the 

proper excuse”. In addition to this, SSM improved health outcomes among gays and lesbian (see Appendix 

A.8), thus leading to lower health insurance costs for employers. Similarly, the introduction of marriage 

equality might have led to a reduction in the proportion of prejudiced employers (𝑝). Some of these firms 

were damaged by boycotts, while others decided not to base anymore their hiring and promotion decisions 

on sexual orientation.  

In addition to these effects through direct changes in labor demand, direct changes in labor supply may 

have occurred since same-sex couples expected lower discrimination following SSM legalization. This 

resulted in larger efforts in the job search, thus increasing the probability of meeting a firm (𝜆𝐺). This 

mechanism is in line with the feedback effect hypothesized by Neumark and McLennan (1995) when 

examining female employment: women may invest less in the labor market when expecting discrimination. 
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Similarly, Goldin and Rouse (2000) found an increase in the percentage of female musicians among job 

candidates when symphony orchestras introduced blind auditions. The comparative statics for such changes 

in 𝑑, 𝑝 and 𝜆𝐺 are summarized in the following proposition. 

Proposition 2. For any equilibrium previously defined, as the disutility from hiring minority workers (𝑑) 

decreases, or the proportion of prejudiced employers (𝑝) decreases, or the job arrival rate for minority 

workers (𝜆𝐺) increases, their wage (𝑤𝐺) increases, their unemployment rate (𝑢𝐺) decreases, and their 

labor force participation rate (𝑙𝐺) increases. 

All these comparative statics are in line with the results discussed in Sections 1.5-1.6 and Appendix A.8, 

while the next sections provide evidence to support the hypothesis that SSM legalization reduced 

discrimination. In particular, given the fact that the increase in employment is already evident after a few 

months (Figure A2), it is plausible that the lower perceived discrimination and the resulting increase in 

labor supply of gay and lesbian workers may have been behind the overall increase in employment. 

Alternatively, the rapid change in employment may be justified by a change in perceived social norms by 

employers (as reported in Tankard and Paluck, 2017). Actual changes in attitudes may have then driven the 

more longer-term effects shown in Figure A1. 

Finally, the model provides an interesting testable prediction regarding occupational segregation. While 

non-minority workers are indifferent between prejudiced and unprejudiced employers since they are not 

treated differently, minority workers would prefer ex-ante to work for an unprejudiced firm, but they might 

end up working for a prejudiced employer if the match has a high enough productivity value. Consequently, 

the proportion of minority workers working for unprejudiced employers in equilibrium is: 

𝑃𝐺𝑁 =
(1 − 𝑝)[1 − 𝐺(𝜌𝑈𝐺)]

𝑝[1 − 𝐺(𝜌𝑈𝐺 + 𝑑)] + (1 − 𝑝)[1 − 𝐺(𝜌𝑈𝐺)]
  

It is then possible to prove that, under certain functional form assumptions: 
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Proposition 3. For any equilibrium previously defined, as the disutility from hiring minority workers (𝑑) 

decreases, occupational segregation (𝑃𝐺𝑁) declines. 

As the level of prejudice 𝑑 declines, minority workers are more willing to work for prejudiced employers 

(direct effect). Moreover, a lower 𝑑 increases the reservation value 𝜌𝑈𝐺 , pushing individuals towards higher 

paying occupations (indirect effect). In line with this prediction, Section 1.8.6 shows that minority workers 

moved from more tolerant to less tolerant occupations after the legalization of SSM. 

1.8.3 Heterogeneities by relation status 

If indeed SSM legalization led to lower discrimination based on sexual orientation, then all gays and 

lesbians should have benefited. Going back to Table 1.4, this hypothesis is investigated in Column 2 by 

examining same-sex married couples, unmarried partners and same-sex roommates. The interaction term 

between SSM and the roommate indicator is statistically insignificant. This suggests that the impact of SSM 

legalization was similar among same-sex couples and (potentially closeted) same-sex roommates. If 

anything, in line with the results on marginalized individuals emphasized in Appendix A.7, SSM 

legalization seems to have benefited more these closeted individuals. 

An alternative way to test the hypothesis that SSM legalization affected all same-sex couples, not only 

married ones, is to look for heterogeneous impacts among married and unmarried couples. The usual caveat 

in this case is that marital status is endogenous, so results in this section are only presented as suggested 

evidence.22 In line with the idea of a widespread impact among gays and lesbians, SSM legalization led to 

an increase in the probability that both partners were working also among unmarried same-sex couples 

(Column 3 Table 1.4).23  

                                                           
22 It is worth emphasizing that the interaction term between marital status and SSM legalization would still be 

consistently estimated if certain higher-order conditions were met (Bun and Harrison, 2018). Nizalova and 

Murtazashvili (2016) argued that the interaction term is also consistently estimated when the endogenous regressor 

(marital status) and the unobservables are jointly independent from the treatment variable (SSM legalization), but 

this assumption seems less realistic in this context. 
23 It is not possible to test with the ACS data whether SSM legalization also benefited individuals without a partner. 

Nevertheless, the 2008 SIPP is a longitudinal dataset, so it is possible to identify same-sex couples and then track 
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1.8.4 Additional policy reforms 

Additional evidence supporting the hypothesis of lower discrimination following SSM legalization is 

provided by Table 1.6. This table extends the difference-in-difference model with male and female same-

sex couples estimated in Table 1.1 (Column 3) by including additional policy indicators, that is, whether 

states introduced other policies affecting LGBT individuals in the time period considered. 

In particular, these variables indicate whether and in which year a state introduced a constitutional ban on 

same-sex marriage (Column 2), legalized domestic partnership and civil union (Column 3), introduced anti-

discrimination laws (Column 4), and allowed or prohibited adoptions by same-sex couples (Column 5). It 

is worth emphasizing that these results are only presented as suggestive evidence to reinforce the findings 

on SSM legalization. Indeed, while 49 states (plus DC) legalized SSM between 2008 and 2016, only a small 

subset of states implemented one or more of these additional reforms.24 

The estimated coefficient of SSM legalization remains positive and statistically significant. Moreover, the 

impact of these policy reforms is consistent with the idea that employment increased because of higher 

tolerance signaled and caused by these laws. As for marriage equality, there is a positive association 

between the legalization of domestic partnerships (or civil unions) and employment. Similarly, the 

coefficients of anti-discrimination laws and second-parent adoption are also positive. On the other hand, 

couples living in states that introduced a constitutional ban on SSM or adoptions were less likely to be both 

working. 25  

                                                           
individuals in previous interviews when they were single, or in follow-up interviews even if they broke up. As 

shown in Section D.5 in the Online Appendix, there is evidence that SSM legalization led to increases in 

employment when examining gay and lesbian individuals only in the months when they were not living with a 

same-sex (un)married partner, although the sample size is greatly reduced and the estimates are not always 

statistically significant. 
24 See Section A in the Online Appendix for the complete timeline of these reforms. The impact of employment non-

discrimination acts has also been analyzed by Klawitter (2011) and Burn (2018). 
25 As reported in Section F.2 in the Online Appendix, there is no evidence of heterogeneity in the effect of SSM 

marriage between more or less tolerant states. Indeed, the interaction terms between SSM legalization and whether 

the state passed sexual orientation anti-discrimination laws to protect private and/or public employees are not 

statistically significant. There is also no evidence that SSM legalization had a different impact in states that had 

already introduced domestic partnership. 
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1.8.5 Evidence from Google Trends 

Google searches provide an interesting alternative data source to investigate changes in animosity towards 

gays. Indeed, Google data are a good proxy for socially-sensitive attitudes since users are online, alone, and 

have an incentive not to lie in order to obtain what they are looking for: all these factors make it easier to 

express opinions on sensible topics such as race, health, or sexual practices (Stephens-Davidowitz, 2014). 

It is possible to use Google Trends to compute a time series index of the volumes of queries entered by 

users into Google in each given U.S. state. This search intensity index is based on query shares normalized 

between from 0 to 100. A query share is the total query volume for a given search term(s) within a particular 

geographical region divided by the total number of queries in that region during the time period being 

considered. The following difference-in-difference model can therefore be estimated: 

𝑞𝑠𝑡 = 𝛽𝑆𝑆𝑀𝑠𝑡 +  𝛿𝑠 + 𝛼𝑡 + 𝜏𝑡𝑠 + 𝜏𝑡𝑠
2 + 𝑥𝑠𝑡

′ 𝛾+휀𝑠𝑡 

where 𝑞𝑠𝑡 is the search intensity for a given word in state s at time t. All the other regressors are defined as 

in Section 1.4. In this case, data are available only at the state level, not the individual level, so the number 

of observations is substantially reduced and it is not possible to include individual controls as in the previous 

sections. 

Leviticus is the first word whose search intensity is used to approximate attitudes towards homosexuals. 

This is a book in the Bible that contains the reference “You shall not lie with a man as with a woman, this 

is an abomination” which has historically been used by Christians and Jews to justify homophobia. As 

reported in Table 1.7 (Column 1), SSM legalization led to a statistically significant reduction in search 

intensity for this term of almost 2 points out of 100 even when including the additional policy indicators 

described in Table 1.6. Since this decline may simply reflect lower media coverage and interest after the 

passage of the law, Column 2 controls for the overall search intensity for LGBT topics (as defined by 

Google). Column 3 further includes two lagged operators: the decline in Google searches is negative and 

significant even two years after the legalization of SSM, thus reflecting a long-lasting decline. These 
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coefficients are still significant when including state-specific linear time trends (Column 4). The estimates 

remain negative but become too imprecise only after adding state-specific quadratic time trends (Column 

5). 

The specification can then be extended by including two lead operators (𝑆𝑆𝑀𝑠𝑡+1 and 𝑆𝑆𝑀𝑠𝑡+2). Their 

estimated coefficients are not statistically significant, thus supporting the hypothesis that searches for the 

word Leviticus did not start to decline before the legalization of SSM. This is consistent with the hypothesis 

discussed in Section 1.6.1 that changes in attitudes did not predate legal changes. In line with these findings, 

similar (although not always statistically significant) declines in search intensity following the introduction 

of marriage equality are found from the analysis of Google searches for other words with a negative 

connotation (Sodomy and Faggot).  

A homophobic index can then be constructed by combining through principal component analysis the 

search intensities for all three terms (Leviticus, Sodomy and Faggot). Also in this case, the legalization of 

SSM was associated with a decline in such index.26 Finally, as shown in the last column of Table 1.7, there 

was a negative relationship between this measure of homophobic searches and the probability that both 

partners in same-sex couples were working. This result further emphasizes the direct link between 

employment and attitudes towards minority workers. 

1.8.6 Occupational segregation 

Gay and lesbian workers tend to sort into tolerant occupations. Plug et al. (2014) compared twins with 

different sexual orientations to show that gays and lesbians were less likely to work in occupations with 

prejudiced workers. Similarly, Black et al. (2007) noticed that gay workers were in occupations with a 

higher proportion of women than straight male workers. Similar summary statistics are obtained from the 

ACS: male workers in same-sex couples are in occupations with a higher share of women than men in 

                                                           
26 Sections F.3.1-3 in the Online Appendix reports all these estimated coefficients and shows that the same conclusions 

are also obtained from estimating an event study. In addition, there is some evidence of an increase in Google 

searches for Gay pride after the legalization of SSM, although the coefficients are not precisely estimates. 
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opposite-sex couples.27 As stated in Proposition 3, one of the implications from the search model outlined 

in Section 1.8.2 is that a lower level of discrimination following the legalization of SSM should induce a 

shift of minority workers towards historically less tolerant occupations (or to disclose their sexual 

orientation if already employed in these sectors). One way to test this prediction is by investigating whether 

individuals in same-sex couples were employed in occupations with a lower share of female workers after 

the legalization of SSM. Indeed, male-dominated occupations includes historically intolerant blue-collar 

jobs. 

Table 1.8 reports estimates from a difference-in-difference model as the one introduced in Section 1.4. The 

dependent variable in Column 1 is a binary indicator equal to one if the respondent (either the household 

head or the spouse/partner in a same-sex couple) was employed in an occupation with a majority of female 

workers. The coefficient associated with SSM legalization is negative (1.4 percentage points) and 

statistically significant. Similar estimates are obtained from alternative specifications. The coefficient of 

SSM legalization remains negative and significant when restricting the sample to household heads only 

(Column 2). Each respondent reported her last occupation, but the estimates are similar when examining 

only individuals who were employed at the time of the interview (Column 3). Qualitatively similar results 

are obtained when examining the share of female workers within occupation as dependent variable rather 

than a binary indicator (Column 4).28 

Related to this, it is interesting to investigate whether SSM legalization affected another main occupational 

choice: paid work vs. self-employment. Jepsen and Jepsen (2017) estimated that gay men were less likely 

to be self-employed that married men in opposite-sex couples, while they found no differences among 

women. The last column of Table 1.8 shows a decline in self-employment among same-sex couples 

                                                           
27 In addition to this, there are no differences in the average shares of women within occupation when comparing 

married and unmarried couples by gender and sexual behavior. Additional descriptive statistics are reported in 

Section F.6.1 of the Online Appendix.  
28 Section F.6.2 in the Online Appendix includes additional robustness checks: computing the share of women within 

occupation using weighted averages rather than unweighted ones leads to very similar estimates. Moreover, the 

decline seems to have been larger among lesbian workers than gay ones. Section F.6.3 presents additional analyses 

using occupational data from GSS. 
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following the legalization of SSM. These couples are 1.9 percentage points less likely to have at least one 

household member working for her own enterprise. This result is in line with the hypothesis that gays and 

lesbians shifted out of self-employment given lower expected discrimination from employers (and co-

workers).29  

1.9. Conclusions 

This paper has exploited variations in the different timing of same-sex marriage reforms across U.S. states 

to show that these law changes were associated with an improvement in labor market outcomes among 

same-sex couples. Empirical evidence supports the hypothesis that a reduction in discrimination against 

sexual minorities following the introduction of marriage equality led to such improvements. This result is 

in line with experimental and observational studies showing that prejudiced attitudes towards LGBT 

individuals can be effectively and durably reduced (Broockman and Kalla, 2016; Aksoy et al., 2018b), thus 

suggesting that individual preferences and social norms might change with legal and economic reforms 

coming into effect. 

From a policy perspective, these findings emphasize the overwhelming positive effects of extending civil 

and human rights to sexual minorities. This paper provides an economic rationale to marriage equality. 

Analogous to the increases in female labor force participation witnessed in the past decades, legalizing SSM 

led to higher integration of same-sex couples in the labor market, thus potentially stimulating economic 

growth and a more efficient allocation of human capital. LGBT individuals represent a sizable portion of 

the U.S. population: Stephens-Davidowitz (2017) combined different online U.S. data to argue that 5% of 

men are gay, and a substantial share of them have yet to come out (or are even married to a female partner). 

Therefore, lower discrimination based on sexual orientation and higher employment among gays and 

lesbians are likely to have had positive macroeconomic effects (and improved matching based on sexual 

                                                           
29 Section F.6.2 in the Online Appendix includes additional robustness checks: similar conclusions are obtained when 

analyzing only whether the household head was self-employed, or when using an alternative definition of self-

employment (“Occupation Not Available” counted as zero instead of missing). Furthermore, the effect seems to be 

larger among male same-sex couples than female same-sex couples. 
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preferences in the marriage market). Even if using conservative estimates, an increase of 2% in the 

probability of being employed for 5% of the U.S. labor force (around 160 million) may have resulted in 

160,000 additional individuals employed.  

This study has two clear limitations due to data availability. First, homosexual individuals are identified 

only through their relation with the household head. Therefore, this paper has focused on cohabitating same-

sex couples. There is no information available in the ACS on gays and lesbians without a partner, same-sex 

couples not living together, or bisexual individuals living with an opposite-sex partner. While the empirical 

analysis has tested the validity of the main results to potential compositional changes, and the SIPP data 

include single individuals who had been in a same-sex relationship between 2008 and 2013, it would be 

interesting by itself to investigate the impact of SSM legalization on other members of the LGBT 

community. Unfortunately, such an extension is not possible with the current data available for the U.S. 

Although the sample size is often extremely limited, future studies could exploit the panel dimension in the 

available longitudinal data to deepen the current analysis. For instance, one could investigate whether lower 

discrimination following SSM increased the probability for minority workers of getting a raise or a 

promotion within the same job, or actually led these workers to switch to a historically less tolerant but 

more remunerative occupation. Future research could also extend this analysis by looking at additional 

economic outcomes and how these variables have been impacted by SSM legalization. For instance, due to 

lack of data and small sample sizes, there is not enough information on how time use differs between same-

sex and opposite-sex couples, and whether such time allocation has changed once same-sex couples have 

been allowed to get married.   
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Chapter 2 

Why Does Teacher Gender Matter? 

2.1. Introduction 

There is widespread concern among U.S. policy-makers regarding the gender gap in STEM (science, 

technology, engineering and math) fields. Indeed, female students perform consistently worse than their 

male peers in international evaluations such as the PISA (NCES, 2016), as well as in the SAT math test 

(College Board, 2016). Furthermore, they are less likely to major in these subjects (National Science 

Foundation, 2015). As a result, women are underrepresented among science and engineering professors 

(National Science Foundation, 2015), as well as in tech industries (Apple, 2015). These factors aggravate 

the overall shortage of workers in STEM fields (Carnevale, Smith, & Melton, 2011; Executive Office of 

the President, 2012). 

As also summarized by Ceci, Ginther, Kahn, & Williams (2014), this gender gap has received considerable 

attention in recent years (Guiso, Monte, Sapienza, & Zingales, 2008; Mechtenberg, 2009; Fryer Jr & Levitt, 

2010; Schneeweis & Zweimüller, 2012; Dennehy & Dasgupta, 2017). Within this literature, several 

scholars have linked student performances and career decisions with teacher gender both in primary and 

secondary schools (Dee, 2007; Holmlund & Sund, 2008; Winters, Haight, Swaim, & Pickering, 2013; 

Paredes, 2014; Antecol, Ozkan, & Serkan, 2015; Muralidharan & Sheth, 2016), as well as universities 

(Bettinger & Long, 2005; Hoffmann & Oreopoulos, 2009; Carrell, Page, & West, 2010; Griffith, 2010; 

Price, 2010; Bottia, Stearns, Mickelson, Moller, & Valentino, 2015).  

Following the theoretical framework developed by Paredes (2014), teacher gender may affect students in a 

variety of ways; by acting as role models, reinforcing stereotype threats, and through teacher biases that are 

correlated with gender. First, students may perform better when assigned to a same-sex teacher if they 

                                                           
  This chapter has been published in the Economics of Education Review (2017), 61: 9-18. The published version and 

the Appendix can be accessed at https://doi.org/10.1016/j.econedurev.2017.09.004. 

https://doi.org/10.1016/j.econedurev.2017.09.004
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identify themselves with such a role model. In other words, female students are exposed to successful 

women in STEM when assigned to female teachers, and may therefore be inspired by them to go into these 

fields. Second, students may also react to teacher gender by internalizing an expected negative stereotype 

about their gender. The resulting anxiety may reduce their academic performance.  

Third, teacher gender may affect teacher behavior. Female teachers could impact student performances 

because they may have higher math anxiety (especially in primary schools), which may negatively affect 

students (Antecol et al., 2015).  Moreover, female teachers may structure their classroom, select topics and 

provide examples differently than their male colleagues.  

Within this context, teachers may also have their own gender biases, which may affect how they treat 

students and evaluate them (Lavy, 2008), thus impacting student performance. This study investigates the 

importance of this channel by including in the estimated model how teachers compare men and women in 

math and science, as well as by whether teachers treat male and female students differently. The former is 

particularly relevant since gender-related math and science attitudes may be transmitted from teachers to 

students (Gunderson, Ramirez, Levine, & Beilock, 2012). 

Although most of the aforementioned studies find positive effects of female teachers on female student 

achievements, the overall mixed results indicate a multifaceted issue. Indeed, female teachers represent a 

highly heterogeneous group, so it is unsurprising that the empirical conclusions are not clear-cut.  

This paper tests whether and why high-school teacher gender matters. It clarifies whether teacher gender 

has an intrinsic value per se, e.g. because of a role model effect or a lower stereotype threat, or if rather 

what really matters in raising students’ interest and self-confidence is how teachers treats them and manages 

the classroom. The novelty of this study is that the empirical analysis directly includes not only teacher 

gender, but also several direct measures of teacher behaviors. In particular, it is possible to incorporate 

whether teachers listen and values students’ ideas, whether they make their subjects interesting, and whether 

they have high expectations for all their students. 
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Using a between-subject student fixed effects model, i.e. by comparing math and science teachers for the 

same students, I show that teacher gender affects student interest and self-confidence. However, such effects 

become statistically insignificant once I control for teacher behaviors, attitudes and expectations. Teacher 

gender matters because teachers differ in their gender-related math and science attitudes, as well as in how 

they treat male and female students. From an econometric point of view, this means that omitted variables 

bias is a key issue in estimating the effect of teacher gender. 

In addition to this, I also show that students are influenced by teachers who listen to their ideas, who make 

their subjects interesting, and who have high expectations for all of their students. Therefore, this paper not 

only tests whether the estimates of teacher gender are biased because of omitted variables, but it also 

investigates which factors affect student interest and self-confidence in STEM. Finally, in the last part of 

the paper, I explore whether it is possible to identify teachers with desirable attitudes and behaviors from 

their observable characteristics in the resume. 

This paper also adds to the literature by focusing on student interest and self-confidence rather than by just 

looking at test scores. These outcome variables are particularly important since scholars have suggested 

that anxiety towards mathematics and lack of self-confidence may be behind girls’ underperformances in 

STEM subjects (OECD, 2015). Higher self-confidence is essential to “think like scientists”: that is, to take 

risks and to invest in a trial-and-error process in order to accumulate additional knowledge in math and 

science. In addition to this, self-confidence is pivotal in enhancing intrinsic motivation (Koch, Nafziger, & 

Nielsen, 2015). Indeed, greater self-confidence increases students’ expected productivity, thus raising their 

motivation to study and leading them to exert more effort. To further motivate the importance of analyzing 

how to increase self-efficacy, it is also worth mentioning that Filippin & Paccagnella (2012) show in a 

theoretical model how small initial differences in self-confidence can lead to diverging patterns of human 

capital accumulation among students with the same initial ability. 

Enjoying coursework is one of the most important determinants of college major choice (Zafar, 2013). 

Indeed, many women report not pursuing careers in STEM because they deem the subject uninteresting 
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(Weinberger & Leggon, 2004). It is therefore essential to analyze if and how high school teachers can affect 

student enjoyment and interest in STEM. To summarize, spurring curiosity about these subjects and 

boosting students’ confidence in their own abilities are necessary conditions to increase the number of 

individuals who take advance math and science classes in high school and who major in STEM fields once 

in college. 

This study is also the first to utilize the High School Longitudinal Study of 2009 (HSLS:09) to answer this 

question. Contrary to previous studies, the results presented in this paper provide information on a recent 

cohort, thus offering a new perspective on Millennials and their educational choices.  

2.2. Theoretical framework 

This section expands the theoretical model in Paredes (2014) in order to provide a formal framework and 

to clarify how teacher gender may affect student interest and self-efficacy. 

2.2.1 Teachers time allocation 

Teachers are assumed to choose how they allocate their limited time among students in order to maximize 

their own utility. Formally, the teacher objective function is the following: 

max
ℎ𝑔𝑡,ℎ𝑏𝑡

𝛼𝑡𝑠(𝑔)
𝑁𝑔𝑡

𝑁𝑡
𝑈(ℎ𝑔𝑡) + 𝛼𝑡𝑠(𝑏)

𝑁𝑏𝑡

𝑁𝑡
𝑈(ℎ𝑏𝑡) 

Each teacher t in subject s (math or science)30 has to decide how to allocate a fixed amount of hours ht 

between girls (hgt) and boys (hbt). Each teacher has Nt students: Ngt girls and Nbt boys. The teacher utility 

function U(.) is increasing in h, thus the teacher obtains more utility by working more with students. 

The key parameter in this context is αts(.): it measures the teacher preferences towards same-sex students. 

It is equal to one if teacher and student have the same sex, while it is less than one otherwise. In other 

                                                           
30 There is a little abuse of notation in this model: contrary to Section 3.3, here the notation includes both teacher t and 

subject s. This has been done to stress the heterogeneities at the teacher level within each subject that are possible 

to capture in the empirical analysis. 
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words, female teachers gain more utility from allocating time to female students, thus hgt> hbt.31 An unbiased 

teacher would allocate time equally between boys and girls.  

The advantage of the dataset used in this paper is that it includes two indicators of teacher bias from two 

different sources. Indeed, 9th grade teachers in math and science are asked to compare men and women in 

math and science. Furthermore, students are asked whether their math and science teachers treat boys and 

girls differently. This implies that, unlike in Paredes (2014), it is possible to measure such teacher bias and, 

most importantly, to allow it to vary by subject. As shown in the empirical analysis, the inclusion of such 

indicators is pivotal in understanding the mechanism behind the effect of teacher gender. These controls 

emphasize that gender-related teacher attitudes and behaviors, here symbolized by αts, matter more than 

teacher gender per se. 

2.2.2 Student outcomes 

Female student i’s outcomes (interest and self-efficacy in subject s) result from the following function: 

𝑦𝑖𝑡𝑠 = ℎ(𝑓𝑔(ℎ𝑔𝑡 , ℎ𝑏𝑡), 𝛽𝑖𝑟𝑖𝑡 , 𝑧𝑖𝑡
′ 𝛾𝑖, 𝑎𝑖) +  휀 

𝑓𝑔(ℎ𝑔𝑡, ℎ𝑏𝑡)  =  
ℎ𝑔𝑡

𝑁𝑔
+  𝜌𝑔

ℎ𝑏𝑡

𝑁𝑡
 

So each student outcome depends by how the teacher allocates time between boys and girls. Since ρg is less 

than 1, female students benefit more from the time allocated to them (hgt/Ng) than from the time allocated 

to boys (ρghbt/Nt). Teacher gender may also have a direct effect (rit), with a positive impact if βi>0. Note 

that such coefficient may be positive because of a role model effect, as well as because of the absence of a 

stereotype threat. Within this model, it is not possible to distinguish among these two channels, although 

some suggesting evidence is provided in Section 2.5.3. In addition to this, student interest and self-

                                                           
31 A special case is represented by gender-segregated schools. However, only 4% of the HSLS:09 sample belongs to 

such category, so it is not the focus of this discussion. 
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confidence are also affected by teacher behaviors32 (zit) and by the student own ability (ai). Some random 

shocks are captured by ε. A similar function can be written for male students. This model expands Paredes 

(2014) by including teacher behaviors (whether she listens to students’ ideas), quality (whether she makes 

her subject interesting), and expectations (whether she believes that all students can be successful). 

Therefore, the model allows teachers to affect student outcomes yits not only because of some intrinsic value 

of their gender (rit), or by deciding how to allocate their time (hgt, hbt), but also through their in-class 

behaviors (zit). 

2.3. Data 

2.3.1 High School Longitudinal Study of 2009  

The HSLS:09 is a nationally representative panel database including around 26,000 students from 940 

private and public schools in 2009. The survey design has two levels: first, schools were randomly drawn 

at the national level. Second, around 30 students in each school were randomly selected among 9th graders.33 

In the first round (Fall 2009), information was collected from the students, their parents, school 

administrators and lead school counselors.34 Students and parents were interviewed again in 11th grade 

(Spring 2012) and at the beginning of college (Summer 2013). The key feature of this database is that, for 

each 9th grader, both the math and the science teachers were interviewed in the baseline survey.35 

Furthermore, students were asked to evaluate both teachers. As explained in the empirical section, the 

identification strategy is based on this duality. 

                                                           
32 It is important to note that these behaviors are choice variables. In other words, teachers can decide how much effort 

to put in listening to students or in making their subject interesting. Therefore, student evaluations of teacher 

behavior (which is what is observed, as explained in the next section) depends on teacher effort, as well as teacher 

ability. The latter is taken into account in the empirical analysis by including teacher characteristics such as 

education and experience. 
33 The Online Appendix discusses how this survey design has been taken into account in the empirical analysis. 
34 The parent questionnaire was completed by the parent or guardian most familiar with the 9th grader’s school situation 

and experience.  
35 If the 9th grader had more than one science or math teacher, one teacher per subject was randomly selected among 

those teachers. 
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The data are very rich and include student demographics, expectations, behaviors, attitudes, evaluations of 

the math and science teachers, as well as family background. In addition to this, a math assessment was 

administered to the students in 9th grade and in 11th grade. Data are also available from student transcripts 

including their GPA, AP class grades, SAT scores, and the number of credits taken in each subject during 

high school. Additional documentation about the HSLS:09 can be found in the Online Appendix, as well 

as in Ingels et al. (2011), Ingels et al. (2014), and Ingels et al. (2015).36 

2.3.2 Variables description 

In order to capture student interest and self-confidence in math and science, I use three different outcome 

variables. The first is an indicator as to whether the 9th grader enjoys her math/science class. The second 

alternative measure of student interest is whether the 9th grader’s favorite subject is math/science. 

Furthermore, I consider a measure of math and science self-efficacy (standardized to a mean of 0 and 

standard deviation of 1) constructed by applying principal component analysis to multiple inputs: whether 

the 9th grader is confident that she can do an excellent job in the math/science tests and assignments, master 

the skills in these courses, as well as whether she is certain that she can understand the textbooks in these 

classes. In other words, self-efficacy quantifies the level of student confidence in her own ability to perform 

certain tasks.37 

Teacher ability, behaviors and expectations are measured using four variables. Students are asked whether 

their math and science teachers value and listen to their ideas, whether they treat male and female students 

differently, whether they make their subject interesting, and whether they think that every student can be 

successful.38 Students are also reminded that the survey is anonymous and that their principal and teachers 

                                                           
36 Since the data are not publicly available, all sample size numbers are rounded to the nearest 10 for security reason. 
37 The Online Appendix includes a detailed description of all the variables used in the analysis, as well as additional 

robustness checks. When not shown in tables, results are available upon request.  
38 It is worth mentioning that the question on gender discrimination is asked after those regarding whether the teacher 

listens to students or whether she thinks that everybody can succeed, so there is no risk of priming students to think 

primarily about gender when answering those questions. 
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have no access to their answers, thus reducing any concern about measurement error. In addition to this, 

teachers are also directly asked to compare males and females in math and science.  

Previous studies have highlighted the importance of these teacher characteristics. Indeed, Fryer (2014) and 

Papageorge, Gershenson, & Kang (2016) have stressed the impact of teacher expectations on student 

achievements, while the impact of positive learning environments have been analyzed in Church, Elliot, & 

Gable (2001) and Lizzio, Wilson, & Simons (2002). Lavy & Sand (2015) have instead pointed out the short 

and long term effects of teachers’ gender biases. 

2.3.3 Descriptive statistics 

Table 2.1 shows relevant summary statistics by subject and gender for students. There are no substantial 

differences between male and female students when looking at math enjoyment and interest, while male 

students are more likely to enjoy and be interested in science. The most remarkable difference between 

boys and girls can be found by looking at their self-efficacy. As also highlighted in other surveys (OECD, 

2015), female students have a much lower average self-efficacy than male students. Moreover, the standard 

deviations are similar for both males and females, thus even the females at the top of the distribution have 

a lower average self-efficacy rate. 

Teacher ratings also differ by student gender: male students are more likely to report that their teachers in 

9th grade listen to students’ ideas and make their subject interesting. They also tend to indicate more 

frequently that their teachers do not treat boys and girls equally, while there is no significant difference in 

the evaluations of teacher expectations. 

In a similar way, Table 2.2 shows additional summary statistics by subject and gender for teachers. First of 

all, it is important to stress that 61% of math teachers and 56% of science teachers in the sample are female. 

Female math teachers are more likely to have an advanced degree and to have a regular certificate to teach 

in high school, while the opposite is true in science. Only 40% of the math teachers and 58% of the science 



   
 

44 

 

teachers majored in a STEM field,39 two rather sobering indicators. Within each subject, this major choice 

is more common among male math teachers and female science teachers. On average, male teachers are 

more experienced than their female colleagues in both subjects. Female teachers are more likely to have 

their highest degree in education. 

The second part of Table 2.2 highlights that male and female teachers significantly differ in their attitudes 

and behaviors. Therefore, as investigated in the next section, neglecting to take them into account could 

lead to omitted variables bias when estimating the impact of teacher gender on student interest and self-

efficacy. Male teachers are more likely to believe that men are better than women in math or science. Female 

teachers are reported more frequently to treat all students equally, while students indicate more often that 

male teachers listen to students’ ideas and make their subject interesting. Overall, math teachers are less 

successful than science teachers in making their subject appealing to students. There are no differences 

across gender and subject in whether teachers have high expectations for all their students.40 

2.4.  Main results 

Similarly to Dee (2005) and Gershenson, Holt, & Papageorge (2016), my identification strategy relies on 

the fact that the HSLS:09 includes information about the math (M) and science (N) teachers for each 9th 

grader. It is then possible to estimate the following student fixed effects specification for male and female 

students separately: 

𝑦𝑖𝑠 = 𝑡𝑔𝑒𝑛𝑑𝑒𝑟𝑖𝑠𝛽 + 𝑥′𝑖𝑠𝛾1 + 𝑤′𝑖𝑠𝛾2 + 𝑧′𝑖𝑠𝛾3 + 𝜇𝑖 + 𝛼𝑠 + 휀𝑖𝑠                  ∀𝑠 ∈ {𝑀, 𝑁}  

                                                           
39  By far, the most common STEM majors are Mathematics and Statistics among math teachers, Biology and Physics among 

science teachers. 
40 In line with the literature on biases against female teachers in student evaluations (Boring, 2017), female teachers 

are evaluated more negatively by both male and female students. For instance, boys are more likely to report that 

the teacher listens to students’ ideas and makes the subject interesting when such teacher is a man. For later 

reference, it is important to note that this is true both in math and science. Similar differences in evaluations can 

also be found among female students. However, there are no statistical differences in male student evaluations when 

they are asked whether their math or science teachers treat boys and girls differently. 
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The left-hand side variable (yis) is the measure of student i’s interest or self-efficacy in subject s. The error 

term is defined as εis. The key regressor of interests highlighted in the literature is the math/science teacher 

gender (tgenderis). As usual, this equation also includes teacher education and experience (xis). Since each 

student is observed twice – in math and science – it is also possible to include observable and unobservable 

student fixed effects (µi), as well as subject fixed effects (αs). The main contribution of this paper is to 

investigate the effect of including additional variables omitted in previous studies. In particular, the 

HSLS:09 provides information on teacher ability, expectations and behaviors (zis). Gender attitudes and 

teacher behaviors towards male and female students (wis) are also recorded.41  

By taking the difference between these two equations for math and science, it is possible to control for 

observable and unobservable variables that are constant across subjects at the individual level. This includes 

not only student individual characteristics such as race, cognitive/non-cognitive skills, and bias towards 

male or female teachers, but also school characteristics and family background. Nevertheless, it is important 

to note that the individual fixed effects do not account for subject-specific individual ability. For this reason, 

the estimated models include also whether the student earned an A in her math/science classes in middle 

school.42 

The estimated coefficients are reported in Table 2.3 and 2.4 for female and male students respectively. The 

dependent variable in Columns 1-3 is whether the student enjoys her math/science course in 9th grade. 

Whether the 9th grader’s favorite subject is math or science is the dependent variable in Columns 4-6, while 

Columns 7-9 show the results for student self-efficacy. 

                                                           
41 The Online Appendix includes a detailed description of all the variables used in the analysis. 
42 In addition to this, it is possible to argue that, while these subject specific components could be important when 

comparing hard science with humanities (as in the previous literature), it does not seem that between math and 

science there is a substantial difference. For instance, (Patterson & Kobrin, 2012) reports a high correlation between 

the SAT scores in Math and Chemistry (0.756) or Physics (0.755).  As an additional robustness check, I have also 

estimated the same models as in Tables 1.3 and 1.4, but excluding students who are taking biology classes, since 

such classes are typically less math-intense, thus the individual fixed effects may not capture student ability. Results 

are in line with the previous findings.  
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Previous studies have not included teacher behaviors and attitudes (zis and wis). The omission of such 

variables leads to conclude that female teachers boost confidence among girls (Table 2.3 Column 7), while 

they reduce interest in STEM among boys (Table 2.4 Column 1 and 4). In other words, these between-

subject student fixed effects models replicate the finding in most of the previous literature: teacher gender 

matters. In term of magnitudes, female teachers raise self-confidence in female students by at most 0.05 

standard deviation on average, which is one fifth of the gender gap in self-efficacy. For comparison, Paredes 

(2014) finds that female teachers increase female students’ performances by 0.04 standard deviations on 

average, which is one fourth of the gender gap in math.  

The remaining specifications show which variables drive these results. Teacher ability, expectations and 

behaviors (zis) are included in Columns 2, 5 and 8. Adding these regressors does not change the impact of 

teacher gender on self-efficacy for female students (Table 2.3 Column 7) and on enjoyment for male 

students (Table 2.4 Column 2). On the other hand, the effect of teacher gender is no longer statistically 

significant when looking at boys’ favorite subject (Table 2.4 Column 5). 

Gender attitudes and teacher behaviors towards male and female students (wis) are included in Columns 3, 

6 and 9. Once these variables are taken into account, the effect of teacher gender becomes insignificant in 

all specifications, both for boys and girls. Female and male students show less interest when their teachers 

treat them differently based on gender.43 It is then possible to conclude that teacher beliefs about female 

abilities in math and science - together with teacher discriminatory behavior - are more important than 

teacher own gender in raising students’ interest and confident in STEM fields.44  

                                                           
43 These results are robust to different sample sizes. Indeed, the conclusions do not change if all specifications with 

the same outcome variable are estimated using the same sample size. The only exception is for female self-efficacy. 

The coefficients of female teacher in Columns 7 and 8 are still significant if I impose the same sample size of a 

specification which includes also whether teachers treat boys/girls differently. However, they become slightly 

insignificant if I impose the same sample size of the specification which includes also how teachers compare boys 

and girls in math/science (as in Column 9). 
44 As shown in the descriptive statistics, female and male students evaluate teachers differently. However, this is not 

an issue since the results are presented for boys and girls separately. As already discussed, teacher gender may also 

affect student evaluation. In other words, teacher gender and behaviors may be related not only because male and 

female teachers behave differently, but also because they are evaluated differently by their student. Nevertheless, 
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These results are supported from Table 2.5. While female teachers do not have a significant impact on 

average, having a good (or bad) teacher who is a woman could actually make a difference. This statement 

is tested in Table 2.5, which includes the interactions between teacher gender and all the variables 

describing teacher ability, behaviors and expectation. Almost all interaction terms have a coefficient 

statistically indistinguishable from zero. Nevertheless, one of the few exceptions holds for the interaction 

with teacher beliefs: students have lower self-efficacy when their female teachers believe that males are 

better than females in math or science. This is found for students of both sexes. What a male teacher believes 

does not matter. This implies that female teachers can actually have larger negative effects than their male 

colleagues if they perpetuate gender stereotypes. The other exception is also related to gender issues: if a 

female teacher treats boys or female differently, this negatively affects the course enjoyment among her 

male students. To summarize, these statistically significant interaction terms emphasizes that teachers’ 

prejudices and discriminatory behaviors harm both male and female students by affecting their confidence 

and enjoyment in STEM courses.   

From a policy perspective, it is important to note that all students are positively affected when teachers 

value and listen to their ideas, as well as when teachers make their subjects interesting. It is also worth 

mentioning that girls show more interest and higher self-efficacy when their teachers believe that all 

students could be successful. All of these results are particularly relevant when designing teacher hiring 

and training policies.  

  

                                                           
there is no evidence that such biases differ across subjects both in our sample and in other studies (Boring, 2017), 

so they are captured by the between-subject student fixed effects. Furthermore, even if such biases were not taken 

into account, the main result would not change: whether it is because of actual or perceived differences in behaviors, 

teacher gender is statistically significant only when such variables are omitted. In addition to this, controlling for 

these evaluations implies, given the bias, that we are comparing extremely fair female teachers with fair male 

teachers (since the other female teachers would be evaluated as unfair): therefore, if this indirect channel were 

driving the results, we would actually expect an even bigger effect of teacher gender, which is the opposite of what 

we find. Finally, the coefficient of teacher gender remains statistically insignificant even when we omit this control 

but we include all the other measures of teacher behavior. 
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2.5. Additional results 

2.5.1 Heterogeneity 

I also investigate whether the effects of teacher gender and behavior change by subject, thus estimating βs 

and γs instead of just β and γ. There is no difference in the effect of teacher gender between math and 

science. On the other hand, whether the teacher listens to students’ ideas raises the probability that a male 

student reports math as his favorite subject, while it increases self-efficacy for girls more in math than 

science. Whether the teacher makes the subject interesting increases the probability that students enjoy the 

course more in science (both for boys and girls) and makes female students more confident in science, while 

it raises the probability that a male student reports math as his favorite subject. 

There could also be heterogeneous effects by ability: teachers could have a different impact on top students 

and on low-achievers. To identify top students, I have used the scores from the math test administered to 

9th graders during the survey. Therefore, I have estimated the same specifications as the ones in Tables 2.3 

and 4, but only for students whose standardized theta score is above the overall median. The results for the 

high-achievers are quantitatively similar to those for the whole sample. 

Similar results are obtained by interacting teacher gender and behavior with whether the student got an A 

in her 8th grade math/science class. Almost all interaction terms are not statistically significant. One 

exception when looking at student favorite subject is the interaction with whether the teacher makes the 

subject interesting, which has a bigger effect on these top students.  

Finally, it is important to stress that there is a reason behind the decision to report the results for two 

variables measuring student interest in math and science (student course enjoyment and favorite subject). 

The first, whether the student enjoys the course, is a “flow” variable: it refers to a specific class, thus the 

impact of a single teacher should be larger. On the other hand, the second, whether the student favorite 

subject is math or science, represents a “stock” variable: those preferences have been built over the years, 

thus one semester is less likely to change them, unless the student has an exceptional (good or bad) teacher. 
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These observations are consistent with the coefficients reported in Tables 2.3 and 2.4. For instance, whether 

the teacher makes the subject interesting has a larger impact on student enjoyment (Columns 3 versus 

Columns 6), both for boys and girls.45 

2.5.2 Can we identify good teachers from their resume?  

Looking at Tables 2.3 and 2.4, it is possible to conclude that the variables that positively affects both male 

and female students’ interest and confidence in almost all specifications are whether the teacher values and 

listens to students’ ideas, as well as whether the teacher makes the subject interesting. The next step is to 

test whether it is possible to identify these high performing teachers through their observable features. This 

is done in Tables 2.6-2.10, which list the average characteristics of the high performing teachers together 

with those of the low performing teachers, for math and science separately. For instance, Table 2.6 

compares math (science) teachers who think that boys are better than girls in math (science) with those who 

think the opposite. It also tests whether such differences are statistically significant. Tables 2.7-2.10 repeat 

the same procedure for all the other key regressors from Table 2.3. 

As shown in Table 2.6 and also discussed in Section 2.2, female teachers are substantially less likely to 

think that boys are better than girls in math or science. The same can be said about teachers with a STEM 

major, with more experience, and certified to teach in high school. Math teachers who have more than a 

bachelor degree are also less likely to think that boys are better, while the opposite is true with science 

teachers whose highest degree is in Education.  

                                                           
45 A more comprehensive measure of the student interest in these subjects can be obtained by combining through 

principal component analysis several answers (including the two used in the main tables): not only whether the 

student enjoys those classes or whether math/science is her favorite subject, but also if she thinks that those courses 

are a waste of time or boring, whether her least favorite subject is math/science, and whether she is taking those 

classes because she enjoys math/science. Consistently with the previous results, without controlling for teacher 

behaviors, expectations and attitudes, female teacher reduced male student interest by .1 standard deviations. Once 

these additional controls are included, teacher gender is no longer significant: the pivotal factors are whether the 

teacher makes the subject interesting, as well as whether she listens to students. 
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As far as the other indicators are concerned, although most of the differences are statistically significant, 

the magnitude is rather small. For instance, the average years of experience teaching math or science in 

high school is lower among teachers who listen to their students’ ideas, do not treat boys and girls 

differently, make their subject interesting, and think that all their students can succeed. However, such 

differences are always smaller than 1 year. In line with the findings in Harris & Sass (2011), it is remarkable 

that teachers with a graduate degree do not behave differently than those with only a Bachelor’s degree. 

Consistently with the previous literature (Kane, Rockoff, & Staiger, 2008), there are also no striking 

differences among teachers based on their certification status. Certified teachers are slightly less likely (4 

percentage points) to treat students differently based on their gender, but they also tend to have lower 

expectations for their students. To summarize, these formal measures of quality are not enough to signal 

top teachers in this context.46 Another way to present this finding is to estimate a Probit model for each 

teacher behavior in Tables 2.6-2.10 on teacher gender and observable characteristics. Except when the 

dependent variable is how teachers compare males and females in math and science, all the other 

specifications have an extremely low McFadden-R2 (less than 0.5%). 

Consistently with the above conclusions, even if the main specifications already include controls for 

whether the teacher has more than a Bachelor’s degree, for whether her major in college is in a STEM field, 

and for her experience teaching the subject in high school,47 all these variables do not significantly affect 

their students’ interest and self-efficacy. For this reason, I have also tried to add as controls whether the 

teacher has a regular certification to teach in high school. The estimated coefficient is not statistically 

different from zero and the main results regarding gender and behaviors do not change. The same 

                                                           
46 Similar conclusions can be reached by considering only the evaluations from female students. The main difference 

is that there is a larger gap in term of experience (1-2 years) when looking at whether teachers have desirable 

attitudes, behaviors, and expectations. Female students are also more likely to report that their female teachers treat 

all students equally (up to 9 percentage points difference).  
47 Following the approach stressed in the educational literature, nonlinearities are taken into consideration by including 

experience as a polynomial of grade two. 
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conclusions can be reached by adding an indicator variable equal to one if the teacher has her highest degree 

in Education.48  

From a policy perspective, it would also be helpful if it were possible to identify specific pedagogical tools 

that would lead to higher interest and self-efficacy among students. In order to achieve this goal, I have 

estimated the same specifications as in Tables 2.3 and 2.4 while adding whether the teacher has students 

working in small groups. However, the main conclusions do not change and this variable is never significant 

in all regressions, even when looking at how groups are formed (e.g. by creating groups with students of 

similar ability levels). 

2.5.3 A deeper look into teacher gender  

The aim of this section is to provide further evidence on the role of the teacher gender. The specifications 

presented in Tables 2.3 and 2.4 (controlling for teacher behaviors, beliefs and expectations) can also be 

estimated by OLS, that is, separately for each subject, thus without student fixed effects. Also in these 

specifications, these simple correlation coefficients are small and insignificant when looking at teacher 

gender. Such coefficients are statistically significant only when analyzing female student self-efficacy. In 

this case, the magnitude is around 0.07 standard deviations. 

Students are also asked whether they have talked with a teacher about which math or science courses to 

take during their first year of high school. If female teachers were stronger role models than males, we 

would expect female students to talk more with female teachers about these educational choices. 

Nevertheless, the percentage of students reporting to discuss course selection with a teacher is the same for 

female students with a male or female math teacher. Percentages are similar also for science teachers. This 

                                                           
48 On the other hand, higher teacher self-efficacy (which measures whether the teacher thinks that student 

performances are not mainly due to family background, as well as whether the teacher thinks that she has the ability 

to tackle difficult situations) leads to higher enjoyment and interest in the subject among girls, but it does not affect 

neither male students nor self-efficacy among female students. 
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supports the conclusion from Section 2.3 that teacher gender does not have an impact on students because 

of gender per se. 

Similarly, as already discussed, one may argue that whether the student reports that the teacher makes the 

subject interesting may depend on the teacher gender: female teachers may adjust the content of their 

courses to include topics and examples which may raise the curiosity of female students. For instance, 

science could be more attractive to girls if they understood the impact that they would have on society. 

Science teachers are indeed asked how much emphasis they are placing on teaching students about the 

relationship between science, technology and society. In contrast to the above reasoning, female teachers 

report more frequently than their male colleagues to put minimal or no emphasis on such goal. 

In conclusion, the results from this section supported the main findings: teacher gender has only a minimal 

(possibly null) direct effect on student interest and confidence. Creating a positive learning environment, 

treating all students equally, and transmitting passion about the subjects are the key drivers. One may argue 

that high school is too late, that female teachers can have a much larger effect in elementary schools, when 

gender gaps seem to emerge (Fryer Jr & Levitt, 2010), or that mentors are key mainly in tertiary education 

(Pollack, 2013), where women are underrepresented among faculty members. However, most of the 

literature highlighted in the introduction focuses on secondary education. Therefore, in response to such 

strong policy advice, this paper offers a cautionary note on putting too much hope on the effect of hiring 

more high school female teachers if the quality, efforts and beliefs are left unchanged. 

2.5.4 Teacher-student sorting 

One concern expressed in the literature regards the sorting of students into classroom. For instance, low 

ability female students may be systematically assigned to female teachers. Therefore, teacher characteristics 

would no longer be exogenous. This would not be an issue if such sorting mechanisms were based on 

observable student characteristics, which are controlled for. For instance, if students with low GPA were 

assigned to female teachers, this would not undermine the above identification strategy as past grades are 
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included as controls (Paredes, 2014). Similarly, if the sorting mechanisms were the same for math and 

science teacher, it would be taken into account by the student fixed effects. But if the sorting mechanisms 

were based on student unobservables, different across subjects, and such unobservables were related to the 

outcome variables and one of the regressors, it would raise an endogeneity problem.  

One way to dissipate this concern is to verify how teachers are actually assigned between classes. In the 

HSLS:09, 9th grade math and science teachers are asked to what extend they agree or disagree with the 

statement “All or most [math/science] teachers are assigned at least one section of advanced courses”, as 

well as “Advanced courses are assigned to teachers with the strongest [math/science] background”. The 

answers are similar between the two groups. Therefore, this evidence suggests that the teacher sorting 

mechanism is the same across subject, thus it has been already taken into account by including the student 

fixed effects. 

Similarly, it is possible to argue that students’ and parents’ sorting behavior is not an issue in this case. 

First, it seems plausible that students are sorted similarly in math and science classes: if for instance a 

student or a parent had a preference for female teachers, this would likely be true in both math and science 

classes, so it would be taken into account in the student fixed effect. Second, among students who agree or 

strongly agree that what they are learning in their science course will be useful for college, 98% of them 

also agree or strongly agree that their math course will be useful for college. Therefore, since students 

understand the value of both classes, it is likely that they have put the same amount of effort in searching 

for the teacher who is the most appropriate for them. Third, information about the placement policy in the 

schools is provided in the HSLS:09 by the school counselors. Specifically, they are asked about the 

importance of student/parent choice for 9th grade science/math class. Again, their answers are similar for 

the two subjects.  

Furthermore, the conclusions do not change after controlling for whether the parents think that males are 

better than females in math or science, and for how much they feel confident in helping their offspring in 
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math/science homework. Therefore, these variables approximate parental efforts (or knowledge) in securing 

good math and science teachers for their children.  

Last, but not least, female and male students are not assigned to different math and science teachers based 

on observable characteristics. For instance, girls are as likely to be assigned to certified teachers as boys, 

both in math and science. When there are (small) differences, these appear in both subjects: female students 

are slightly more likely (1-2 percentage points) to be assigned to a female teacher in math or science. In a 

symmetric way, female teachers receive students of similar “quality” in math and science: in both subjects, 

female teachers are 1-2 percentage points more likely to have students who got an A in math or science 

when they were in 8th grade. To conclude, there is no evidence of different teacher-student sorting 

mechanisms in math and science. 

2.6. Conclusions 

This paper investigates why teacher gender seems to matter for student performances. Using a student fixed 

effects model, it estimates significant impacts of teacher gender on students’ interest and self-confidence in 

math and science. However, it proves that such effects become indistinguishable from zero once teacher 

behaviors, expectations and attitudes are controlled for. In particular, how teachers treat boys and girls in 

the classroom - as well as how they compare males and females in math and science - drive the results. 

The empirical analysis also shows that student interest and self-efficacy are substantially affected by teacher 

ability to make their subject interesting and to create a positive learning environment. These results hold 

for both male and female students. This is particularly relevant from a policy perspective. Indeed, also given 

the promising results from interventions aimed at increasing empathy (Okonofua, Paunesku, & Walton, 

2016) and reducing gender biases (Carnes et al., 2015), rather than hiring more female teachers or 

segregating students by gender, training teachers could be more effective in increasing student self-efficacy 

and interest in STEM. In other words, the aforementioned results highlight the role of teacher quality and 
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effort: what matters primarily in this context are not the role models played by teachers (or the stereotype 

threats), but the time and skills that instructors put in preparing their lectures and supporting their students. 

From a gender perspective, scholars have also been concerned that female students may perform worse than 

their male counterparts because of low self-confidence. Indeed, in the HSLS:09 sample, female students 

have lower self-efficacy than their male classmates both in math and science. This study explains how 

educators could improve this factor though high school teachers. 

Finally, I have also verified whether it is possible to identify high-performing teachers from observable 

characteristics. That is, I have explored whether teachers with more experience, certified to teach in high 

school, with advanced degrees, and with specific training in Education or STEM are more likely to treat all 

students equally, to listen and value students’ ideas, to have high expectations for all students, to make the 

subject interesting, and not to have biased gender attitudes. While such characteristics are associated with 

how teachers compare males and females in math and sciences, the same cannot be said about the other 

variables. As indicated by the vast literature on the subject (Chetty, Friedman, & Rockoff, 2014a; Chetty, 

Friedman, & Rockoff, 2014b; Guarino, Reckase, & Wooldridge, 2015), how to correctly identify, evaluate 

and incentivize good teachers is still an open question.  
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Chapter 3 

Beyond Early Warning Indicators: High School Dropout and Machine Learning  

3.1. Introduction  

High school dropout is a key issue in the U.S. educational system: only 83.2% of students graduated with 

a regular high school diploma within four years of starting 9th grade in 2015. According to the OECD 

(2016), the U.S. upper-secondary graduation rate of 82% is below average among advanced economies 

(85%), and far from the graduation rates in Germany (91%), Japan (97%) and Finland (97%). Furthermore, 

there are substantial gender, racial and geographical gaps within the U.S. (IES 2016).49  

This issue has been extensively analyzed by researchers in economics and public policy (De Witte et al., 

2013; Murnane, 2013). The U.S. Department of Education provided almost $1.5 billion in grants to schools 

investing in innovative practices aimed at increasing graduation rates between 2010 and 2016 (Office of 

Innovation&Improvement 2016). Failing to graduate from high school has high costs, as only 12% of all 

jobs in the economy will require less than a high school diploma by 2020 (Carnevale et al. 2013). Schooling 

also has several nonpecuniary benefits ranging from health to happiness, marriage, trust, and work 

enjoyment (Oreopoulos, 2007; Oreopoulos and Salvanes, 2011).  

This paper shows how machine learning (ML) and economic theory can be jointly applied in education. In 

particular, this paper creates a model that identifies students who are at risk of dropping out using 

information from their first year of high school. In doing so, it also illustrates how ML can be used to 

identify top predictors and heterogeneities among students. In addition, the first part of this paper 

demonstrates that trying to predict vulnerable students using a limited number of educational variables can 

detect only a small fraction of those students who actually end up dropping out of high school. This result 

                                                           
  This chapter has been published in the Oxford Bulletin of Economics and Statistics (2019), 81(2): 456-485. The 

published version and the Online Appendix can be accessed at https://doi.org/10.1111/obes.12277  
49 It should be mentioned that graduation rates, racial differences and time trends are extremely sensitive to the 

sample used, as well as to whether GED recipients are counted as high school graduates (Heckman and 

LaFontaine 2010). 

https://doi.org/10.1111/obes.12277
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is especially relevant since schools often rely on these few early warning indicators to identify students who 

are struggling academically (O’Cummings and Therriault 2015). Indeed, educators are advised to focus 

only on attendance, school behavior and course grades to find students at-risk, even when there is minimal 

empirical evidence to support this recommendation (Rumberger et al. 2017). In contrast to these practices, 

this paper shows how schools can exploit available big data, jointly with ML techniques, to substantially 

improve these predictions. These more advanced algorithms have the potential to correctly identify 

thousands of additional students who are at risk of dropping out every year. 

After having identified vulnerable students, this paper illustrates the application of unsupervised ML to 

cluster such individuals into different groups based on their observable characteristics. Clustering students 

has two advantages. First, it emphasizes that these students are not a homogeneous group: the ML algorithm 

may classify some students as at-risk because they are academically weak, while others may be predicted 

as dropouts because they live in unsafe neighborhoods or they come from very poor households. The latter 

group would likely require different programs than the first one. Tutoring might be more appropriate for 

students struggling in certain subjects, while combining tutoring with counseling might be more effective 

for students with disadvantaged backgrounds. ML can therefore be used to identify students at-risk, and to 

help design treatments appropriate for each sub-population. Second, it is possible to evaluate how a policy 

has different impacts among students in various clusters. Indeed, any dropout prevention program can have 

different effects depending on student’s gender, race, ability, income, as well as by sub-populations. In this 

way, it is possible to estimate heterogeneous effects not only on different demographic groups, but also on 

multidimensional groups. 

This paper is related to the emerging literature in ML. The main focus of econometric techniques is causal 

inference, i.e. to provide unbiased or consistent estimates of the impact of a variable x on an outcome y. On 

the other hand, ML is more appropriate for prediction since its goal is to maximize out-of-sample prediction. 

Algorithms can identify patterns too subtle to be detected by human observations (Luca et al. 2016), thus 

outperforming econometric models built using heuristic or theory-based approaches. Although there are 
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several policy-relevant issues that do not require causal inference, but rather accurate predictions (Kleinberg 

et al. 2015), ML applications have been quite limited in economics so far. However, ML is gaining 

momentum (Belloni et al., 2014; Varian, 2014; McKenzie and Sansone, 2017; Mullainathan and Spiess, 

2017) and scholars have started to use these algorithms in education for teacher tenure decisions (Chalfin 

et al. 2016), as well as to reduce dropout rates in college (Aulck et al., 2016; Ekowo and Palmer, 2016).  

A disadvantage of using off-the-shelf ML techniques to tackle classification problems - applications where 

the dependent variable is discrete - is that there is no unique method to measure performance. Practitioners 

generally adopt rules-of-thumb and criteria such as pseudo-R2 and accuracy (Bowers et al. 2013), but they 

often do not justify the reason behind such choices. This paper builds an economic model in order to derive 

a criterion consistent with the school objective function which can be used to compare the performances of 

different algorithms, as also advocated in Subrahmanian and Kumar (2017). In other words, a school’s 

constrained optimization problem is taken into account while calibrating the algorithms to maximize 

prediction performances. Therefore, this paper provides a microeconomic foundation to the choice of the 

particular criterion used in the paper to select the optimal values of the model parameters and to evaluate 

the algorithms. 

Despite the aforementioned limitation, ML approaches provide several advantages. First, they offer an 

inexpensive alternative to the numerous tests and assessments that are used to sort and categorize students 

since kindergarten (Shields et al. 2016). Second, since these algorithms use only information from 9th grade, 

school counselors and teachers can detect students at-risk before it is too late to intervene. Even if some 

scholars have argued for a focus on early childhood education (Carniero and Heckman 2003), recent studies 

have shown that it is possible to design effective interventions for disadvantaged and low-skilled 

adolescents (Cook et al., 2014; Fryer, 2017), thus supporting the need to identify the students most at risk 

of dropping out. For instance, Cortes et al. (2015) found that double-dose algebra in 9th grade targeted 

towards below-average math students increased high school graduation. Similarly, Rodriguez-Planas 

(2012) estimated that low-performing 9th graders were more likely to graduate on-time when assigned to a 
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program offering mentoring, educational services, and financial rewards. At the same time, researchers 

have reported limited or even negative effects of universal programs that require all students to take college 

preparatory courses (Allensworth et al., 2009; Clotfelter et al., 2015), thus emphasizing the importance of 

targeting intervention in order to improve their efficiency and impacts. 

To summarize, this paper applies modern state-of-the-art techniques to improve schools’ response to 

elevated school dropout rates. In addition to this, it combines economic theory with ML to adapt these tools 

to the specific educational context. Finally, it introduces unsupervised ML as a first step towards offering 

more personalized treatments to students at risk of dropping out. 

3.2. Data 

3.2.1 Data source 

This paper uses the High School Longitudinal Study of 2009 (HSLS:09), which is a panel micro study 

interviewing around 21,440 students in 9th grade from about 940 participating schools. The survey design 

has two levels. First, private and public schools were selected at the national level. Second, around 30 

students were randomly drawn among 9th graders from every school selected in the previous step.  

In the first round, information was collected from the selected 9th graders, their parents, math and science 

teachers, school administrators and lead school counselors. The parent questionnaire was completed by the 

parent or guardian most familiar with the 9th grader’s school situation and experience. The students were 

interviewed between September 2009 and April 2010. The first follow-up was in the spring of 2012, and a 

brief update was conducted in 2013 (summer and fall) to record students’ postsecondary plans. Students, 

parent, school administrators and counselors were interviewed again in 2012. This wave did not include 

new questionnaires for teachers. Finally, only students and parents were interviewed in 2013.  
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A math assessment was first administered to students in 9th grade (2009), and then in 11th grade (2012). 

Data from the students’ transcripts including their GPA, their AP class grades, their SAT scores, and the 

number of credits taken in each subject during high school are also available.50 

From a policy perspective, the use of the HSLS:09 implies another substantial contribution of this paper. 

The results presented in the empirical analysis not only focus on the general issue of high school dropout, 

but are derived from data on a recent cohort, thus offering a new perspective on Millennials and their 

educational choices. Indeed, most of the previous literature has exploited data such as the NLSY:79, which 

are attractive since they contain a rich variety of information and span over several decades, but they 

estimate parameters which may have changed over time, thus lacking external validity. 

3.2.2 Outcome variable  

The aim of Section 3.3 is to predict who is eventually going to drop out of high school using information 

available in 9th grade, i.e. in the first year of high school. Notably, 45% of the schools in the sample had a 

formal dropout prevention program in 2009. These programs included a variety of initiatives: the most 

common were tutoring and graduation counseling, but some schools also offered job counseling, childcare 

for students’ children, occupational-focused courses, or even incentives for better attendances and 

classroom performance. When school counselors were asked in the HSLS:09 how students were selected 

in order to participate to these programs, the two most common answers indicate a focus on individuals 

with poor grades (93%) and fewer credits (89%).  

The main outcome variable used in the empirical analysis is Ever dropout. This is an indicator variable 

equal to one if there is at least one known dropout episode regarding the student, and zero otherwise. It is 

important to note that alternative completers (such as GED recipients) are considered as dropouts. This is 

in line with the literature that emphasizes the differences between GED recipients and high school graduates 

                                                           
50 Additional documentation about the HSLS:09 can be found in the technical reports provided by the U.S. Department 

of Education (Ingels et al., 2011; Ingels et al., 2014; Ingels et al., 2015). For security reason, all sample size numbers 

have been rounded to the nearest 10. 
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(Heckman and Rubinstein, 2001; Heckman et al., 2011; Zajacova, 2012). Non-respondents are counted as 

zero. Re-taking a year is also not considered equivalent to dropping out of school. 

Among the interviewed students, almost 11% had at least one known dropout episode before the second 

follow-up interview. It is important to note that 82% of the schools in the sample had at least one 

interviewed student with a recorded dropout episode. In line with the findings from other studies (Adelman 

et al. 2018), dropouts were not concentrated in a few schools. Therefore, merely targeting low-performing 

schools would lead to substantial misallocation of resources. 

3.3. Predictions 

3.3.1 Technical considerations 

Before showing the results from the prediction analysis, it is important to highlight a few technical points. 

The first one concerns over-fitting, i.e. having a high in-sample predictive power, but a low out-of-sample 

one. For instance, if the true relation between y and x is quadratic, a linear model would be an under-fit 

(high bias), while estimating a 4th degree polynomial would lead to an over-fit (high variance). As suggested 

by Ng (2016), the solution is provided by dividing the data into three samples. The training sample (60% 

of the data) is used to estimate the algorithm. The optimal model parameters (such as the penalization term 

in LASSO) are selected using a grid-search in order to maximize performances in the cross-validation 

sample (CV sample: 20% of the data, around 4,290 observations). Therefore, the risk of overfitting is 

reduced by estimating the model using the training data and measuring the performances using the CV 

sample. Finally, the out-of-sample performances are reported using the test sample (20% of the data). This 

last - less common - step is required since an extensive grid-search may still lead to overfitting the CV 

sample. 

The main concerns with this simple form of CV are that not all data are exploited to calibrate the model 

and, in case of relatively small samples as in this case, there is a risk that outliers may be overrepresented 

in one of the three samples. These issues can be avoided using 5-fold CV. In fact, the data have been divided 
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into five sets and combined in all possible ways in order to create five different splits among train, CV, and 

test samples. The in-sample and out-of-sample performances are estimated five times - one for each data 

split - and the 5-fold average out-of-sample performances are then reported. The k-fold CV is a rather 

common resampling technique, and while there is no formal rule, 5 or 10 is the usual choice for k since it 

is computationally less burdensome than other techniques such as the leave-one-out cross-validation and it 

performs well in simulations (Kuhn and Johnson 2013). 

The second technical point worth mentioning is that there is not a unique measure of performances when 

the dependent variable y is binary. Indeed, while the Mean Square Error (MSE) or the R2 offer a clear metric 

when the dependent variable is continuous, such criteria are not appropriate in classification problems. 

There are two classes of indices in this setting. The first one, which includes the pseudo-R2 and the 

McFadden-R2, compares the performances of the algorithm with the prediction of a simple model that 

contains only a constant. The second class comprises all the indices that compare observed values with 

predicted ones. The usual starting point in this case is the so-called “confusion matrix'', which tabulates the 

frequencies of the actual values of the dependent variable against the values predicted by the model. 

  Predicted values 

  0 1 

Actual 

values  

0 Correct0 (c0) Wrong1 (wr1) 

1 Wrong0 (wr0) Correct1 (c1) 

 

Which is typically also interpreted as:  

  Predicted values 

  0 1 

Actual 

values  

0 True Negative (TN) False Positive (FP) 

1 False Negative (FN) True Positive (TP) 
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The most frequent criterion used to evaluate a classification algorithm is the accuracy rate:  

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
𝑇𝑃 + 𝑇𝑁

𝑇𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 (𝑛)
=  

𝑐1 + 𝑐0

𝑛
 

However, when classes are imbalanced as in this application, i.e. when the number of positive values (n1) 

of the dependent variable - i.e. the number of high school dropouts - is much smaller than the number of 

zeros (n0), such criterion is not appropriate since a naïve model with just a constant would reach a very high 

accuracy rate. In these cases, it might be desirable to select a model with lower accuracy but higher 

predictive power; that is, a model performing better under alternative performance metrics. The criteria 

which are commonly used are: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 (𝑜𝑟 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑉𝑎𝑙𝑢𝑒) =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
=  

𝑐1

𝑐1 + 𝑤𝑟1
 

𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =  
𝑇𝑁

𝑇𝑁 + 𝐹𝑃
=  

𝑐0

𝑐0 + 𝑤𝑟1
 

𝜑 =  𝑅𝑒𝑐𝑎𝑙𝑙 (𝑜𝑟 𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦) =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
=  

𝑐1

𝑐1 + 𝑤𝑟0
 

Other available criteria are the F1-score and the Negative Predicted Value. Given this variety of 

measurements, most analysts tend to arbitrary pick one or two of them following common practices or rules 

of thumb. In what follows, the analysis focuses on the recall rate since predicting that a student is not at 

risk when he or she actually ends up dropping out is an error which can have bigger consequences that the 

opposite mistake, i.e. when a student who graduates from high school is identified as at-risk. Section 3.3.3 

formally justifies this choice using a microeconomic constrained optimization model. 

Finally, almost all algorithms (with the notable exception of Support Vector Machines) produce predicted 

probabilities. The models in Section 3.3.2 follow the convention to predict one when such probability is 

equal or greater than 0.5, zero otherwise. This is in line with the Bayes classifier (Hastie et al. 2009), where 

accuracy rate is maximized by assigning each observation to the most likely class, given its predicted 
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probabilities. Lower thresholds lead to higher recall rates, but lower accuracy. Subsequently, Section 3.3.3 

shows how to choose such cut-off during the CV procedure in order to optimize the school objective 

function. It also illustrates how this procedure is related to the ROC curve, which can be generated non-

parametrically using each possible predicted probability as a classification threshold and computing the 

corresponding sensitivity and 1-specificity, thus highlighting the trade-off between these two criteria. The 

area under such curve (AUC) is commonly used as a performance criterion. 

3.3.2 A basic model 

As discussed in Section 3.2.2, most schools select students who need to participate in dropout prevention 

programs based on their past achievement (GPA and number of credits). Therefore, a natural way to start 

the analysis is to test the power of these predictors. In other words, it is possible to estimate a simple logit 

model using as regressors student past performances, school attendance and behavior, as well as all the 

others variables highlighted in the literature: demographics, school characteristics, and family 

background.51 As shown in Table 3.1 Model 1, the performances are strikingly low: even though the average 

out-of-sample accuracy rate is almost 90%, the recall rate is just 15%. This means that only a small 

percentage of the students in the test sample who did eventually end up dropping out are identified as at-

risk. These performances are even worse for the OLS and Probit estimates (Model 2 and 3 respectively).  

These results do not depend on the sample size. Similar accuracy and recall rates are also obtained when 

random subsets of the train sample are used (e.g. 30%, 50%, 80%). The average in-sample accuracy and 

recall rates for the Logit model are around 90% and 15.7%, thus close to the out-of-sample performances. 

                                                           
51 In particular, the following 28 variables have been selected: student gender, race, language, school region, 

urbanicity, school climate, household income, number of household members, no mother/father in the household, 

mother/father high school dropout, mother/father employed, student has repeated a grade, 9th grade math test score, 

9th grade GPA, 9th grade number of credits, school attendance, school suspension. The Online Appendix includes a 

detailed description of all the variables used in this section. In order to compare results with the ML algorithms, 5-

fold CV procedure has also been implemented in these simple models. Moreover, in order to maintain the same 

number of observations across specifications, missing values have been imputed to zero while adding an indicator 

variable for such missing items. Performances for the models without imputations are comparable to those in Table 

3.1: the k-fold average accuracy for the Logit model is 91.6%, while recall is 17.2% and AUC is 0.80. 
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Moreover, even when the Logit model is estimated using all the available observations instead of the 60% 

training set, the in-sample recall rate is only 17% (92% accuracy, 0.81 AUC). Therefore, collecting data on 

additional students would not improve these predictions: the algorithm is suffering from high bias (under-

fitting). Including more training observations would not solve this issue.  

Interactions terms can be added to take into account potential heterogeneities and use a more flexible 

functional form. For instance, boys and girls may have different likelihood of dropping out based on their 

ethnicity, household composition or parental employment. Nevertheless, as shown in Model 4, including 

14 interaction terms does not improve performances. 

The results discussed in this section suggest that schools cannot use basic statistical techniques and rely 

only on traditional demographic characteristics, previous student achievements, school attendance and 

behavior in order to identify students at-risk. In other words, while it is true that graduation rates are lower, 

for instance, among African-American students or children in poor single-parent households, these 

variables are not enough to capture the variety of circumstances that lead students to halt their education. 

Similar poor results have been found in other studies on early warning indicators actually adopted in school 

districts (Deussen et al. 2017). Section 3.3.5 shows how high-dimensional data and ML algorithms can be 

combined in order to improve predictions. 

3.3.3. Microeconomic foundation 

So far, model performances have been evaluated by focusing on the recall rate. This section builds an 

economic model and introduce budget considerations to justify the use of the recall rate as a selection 

criterion. In this context, the optimization problem of the school (or school district officials) is the 

following: schools want to minimize the expected dropout rate subject to a budget constraint.52 The goal is 

to correctly identify students at-risk in order to include them in a dropout prevention program. This budget 

                                                           
52 This objective function is consistent with goals set by federal and state legislations such as Every Student Succeed 

Act, Race to the Top (U.S. Department of Education 2009) and the School Progress Report in Philadelphia (District 

Performance Office 2017). 
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constraint takes into account the fact that the individual cost of the dropout prevention program (τ) times 

the number of students enrolled in the program has to be less or equal to total resources allocated to the 

program (B). 

The probability of dropping out 𝑝(𝑠𝑖, 𝑡𝑖) is defined as a function of the student’s type (si) and the treatment 

(ti), where the treatment is the dropout prevention program. For simplicity, it is assumed that 𝑠𝑖 𝜖 {0,1}. In 

other words, there are two types of students: students at risk of dropping out (si=1) and students not at risk 

(si=0). The probability function 𝑝(𝑠𝑖, 𝑡𝑖) should satisfy certain properties: 

𝑝(0, 𝑡) = 0 (3.1) 

𝜕𝑝(0,𝑡)

𝜕𝑡
 = 0  (3.2) 

𝑝(1, 𝑡) ≥ 0  (3.3) 

𝜕𝑝(1,𝑡)

𝜕𝑡
 < 0  (3.4) 

𝜕2𝑝(1,𝑡)

𝜕2𝑡
 > 0  (3.5) 

Condition (3.1) simply states that students who are not at risk of dropping out have, by definition, a zero 

probability of dropping out given any treatment. Similarly, condition (3.2) ensures that the probability of 

dropping out for students not at risk is not affected by the level of treatment. Condition (3.3) means that the 

probability of dropping out for students at risk is non-negative. Condition (3.4) makes clear that treatment 

is effective: more intense treatment decreases the probability of dropping out for students at-risk. Finally, 

condition (3.5) implies decreasing returns to scale, thus it is optimal to allocate resources equally among 

students at-risk 

However, schools do not directly observe students who at risk, but rather only a signal, i.e. a predicted 

probability of dropping out provided by the algorithm. Given this signal, schools need to decide how many 
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and which students to include in a dropout prevention program in order to minimize the dropout rate. 

Therefore, using the notation introduced in Section 3.3.1, the school optimization problem becomes: 

min{𝑛1[(1 − 𝜑)𝑝(1,0) + 𝜑𝑝(1, 𝑡)]}

𝑠. 𝑡.  𝜏𝑡[𝑤𝑟1 + 𝑐1] ≤ 𝐵
 

where the objective function is the weighted sum of the number of students who end up dropping out and 

are not treated, plus those who are treated, each multiplied by the probability of dropping out given the 

treatment. As defined in Section 3.3.1, 𝜑 is the recall rate, while n1 is the number of students who drop out. 

The cost of the program in the budget constraint depends instead on the students which have been - both 

correctly and incorrectly - assigned to the treatment. 

In order to obtain a closed-form expression, two assumptions are added. First, 𝑡𝑖 𝜖 {0,1}. Students can only 

be included or excluded from the dropout prevention program. This is realistic in a setting in which a 

program has already been designed and schools are only required to identify the neediest students who need 

to be included in such program. In other words, individual, family and school characteristics are used to 

identify si, i.e. to find out who are the students at-risk, thus providing a signal to schools. Condition (3.5) is 

no longer required. Given this additional assumption, the following functional form is imposed: 

𝑝(𝑠𝑖, 𝑡𝑖) = (1 − 𝑡𝑖)𝑠𝑖 

This linear function satisfies conditions (3.1)-(3.4). From this, it follows that the objective function becomes 

(excluding the constant n1): 

min{(1 − 𝜑) ∗ 1 + 𝜑 ∗ 0}

𝑠. 𝑡.  𝜏[𝑤𝑟1 + 𝑐1] ≤ 𝐵
 

This is equivalent to maximizing the recall rate subject to a budget constraint. Therefore, this simple model 

provides an economic justification for using the recall rate as the criterion when tuning the ML algorithms 

through cross-validation and when comparing performances among them. It is worth emphasizing again 

that the additional advantage of using the recall rate rather than accuracy in this context is that it counteracts 
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the negative effects of class imbalance, i.e. of having a relative small proportion of students not graduating 

from high school (Kuhn and Johnson 2013). 

Using the recall rate as criterion can also be justified by imposing different functional forms on 𝑝(𝑠𝑖, 𝑡𝑖). 

For instance, the curvature imposed by the positive second derivative of 𝑝(𝑠𝑖, 𝑡𝑖) (Condition 3.5) can be 

taken into account by assuming the following functional form:  

𝑝(𝑠, 𝑡) =
𝑠

1 + 𝑡
 

This would lead to an equivalent optimization problem: 

min {1 −
𝜑

2
}

𝑠. 𝑡.  𝜏[𝑤𝑟1 + 𝑐1] ≤ 𝐵
 

More generally, as long as 𝑝(1,0) > 𝑝(1, 𝑡), the school objective function is equivalent to maximizing the 

recall rate. 

A straightforward implementation of the above procedure can be applied to the Logit model discussed in 

Section 3.3.2 (Table 3.1 Model 1). Previously, the threshold to estimate dropout status given predicted 

probabilities has been set at 0.5. However, it is possible to change this parameter to maximize the recall 

rate in the CV sample while respecting the budget constraint. This can be interpreted as choosing a point in 

the ROC curve depicted in Figure 1.53 Ideally, a school would like to be as high as possible on the y-axis, 

but the selected point cannot be too much on the right of the x-axis otherwise the program exceeds the 

resources available. Indeed, after estimating the individual probability of dropping out for each student, the 

ROC curve is obtained by letting the probability threshold used to divide students between predicted 

graduates and dropouts to vary between zero and one, and by then computing the resulting sensitivity and 

specificity for each cutoff. In the bottom-left corner, specificity is one, that is the algorithm perfectly 

                                                           
53 The Online Appendix A.2 provides a detailed explanation of how Figure 3.1 and Table 3.2 in this section have been 

computed. 
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predicts those who are going to graduate, but sensitivity is zero, thus the algorithm does not identify any of 

the students who end up dropping out. On the other hand, in the top-right corner, sensitivity is one, thus the 

algorithm perfectly predicts those who are going to drop out, but specificity is zero, meaning that none of 

the graduating students are identified as high school graduates. Instead of using the area under the ROC 

curve as main criterion to compare algorithms as in Bowers et al. (2013), this section provides a theoretical 

model to justify the selection of the optimal point on the ROC curve.  

Quite interestingly, the use of alternative cutoffs for the predicted probabilities is one of the strategies 

suggested to tackle class imbalance (Kuhn and Johnson 2013). Therefore, this procedure not only adapts 

algorithms to the school objective function, but it also addresses the issues due to the low ratio between 

high school dropouts and graduates. 

Table 3.2 shows how the optimal accuracy and recall rates change as schools vary the cost per student and 

the overall budget of the program.54 As a result, policy-makers can follow this procedure to choose the most 

efficient algorithm and tune its parameters in order to treat as many students at-risk as possible subject to 

their budget constraints. It is worth noting that, thanks the low variability of the Logit estimates between 

in-sample and out-of-sample (because of the small number of predictors compared to the sample size), the 

actual costs incurred by the school - that is the overall expenditure obtained using the test sample - is similar 

to the planned cost. In other words, the advantage of using an algorithm with low variance is that there is a 

lower risk that the cost of a dropout prevention program does eventually exceed the resources initially 

allocated to it. 

  

                                                           
54 It is worth remembering that in the CV (as well as Test) sample there are around 4,290 students and 460 dropouts. 
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3.3.4 Machine learning: Brief introduction 

This section briefly describes the ML algorithms employed in the paper. A more detailed technical 

explanation is provided by Hastie et al. (2009), as well as by Ng (2016). The Online Appendix includes 

detailed technical implementation information. 

Machine Learning is the science of getting computers to learn without being explicitly programmed. 

Standard econometric techniques, i.e. regressions, are considered supervised algorithms. In other words, 

supervised algorithms are provided with a certain number of “right” answers, i.e. actual y associated with 

a certain x, and are asked to produce other correct answers, i.e. to predict new y given other combinations 

of x. On the other hand, unsupervised learning algorithms derive a structure for the data without necessarily 

knowing the effect of x on y. Supervised ML are applied in Section 3.3.5 to predict high school dropouts, 

while unsupervised ML are used in Section 3.4 in order to divide the students predicted to be at risk of 

dropping out into different groups. 

When considering all the relevant variables collected during the baseline interview and all the possible 

answers, the number of predictors is more than 1,700.55 Consequently, after including higher order terms 

and some interaction terms between the most important predictors, the number of independent variables 

can easily reach several thousands. Therefore, given the limited number of observations, it is not possible 

to include all of them in an OLS or a Logit model. Adding too many variables to these models would lead 

to over-fitting. Furthermore, OLS cannot be used when the number of regressors is higher than the number 

of observations. ML algorithms are the appropriate tools to deal with these high-dimensional data sets. 

                                                           
55 The Online Appendix includes a detailed list of all the variables used as inputs in the ML algorithms. These include, 

among the others, student demographics, past performances, future expectations, behavior, sense of school 

belonging, relationships with adults and peers, opinions about 9th grade teachers, household composition, 

mother/father education and working history, household welfare, school characteristics, and information about 

teacher and student body. 
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LASSO is an example of a model selection algorithm: it identifies the variables with the highest predictive 

power, while constraining all the other coefficients to zero. It can be obtained by adding a penalization term 

λ to the OLS objective function:56 

�̂�(𝜆) =  argmin
𝛽𝜖ℝ𝑘

∑(𝑦𝑖 − 𝑥𝑖
′𝛽)2 + 𝜆‖𝛽‖1

𝑛

𝑖=1

 

‖𝛽‖1 ≡  ∑|𝛽𝑗|

𝑘

𝑗=1

 

Since LASSO introduces bias in the coefficients, it is advisable to run a Post-LASSO OLS regression using 

only the variables selected by the ML algorithm. LASSO is one of the most common ML techniques. 

Indeed, it is one of the first tools taught in ML courses (Hastie et al. 2009), and it has also been used by 

economist for selecting the appropriate set of controls when estimating causal effects (Belloni et al. 2014). 

The key assumption is that the data generating process is sparse, where only a small subset of variables is 

assumed to have high predictive power. This may not be realistic in some economic applications (Giannone 

et al. 2017). 

Support Vector Machines (SVM) can be seen as a modified Penalized Logistic Regression with the addition 

of kernels in the objective function: 

�̂�(𝐶) =  argmin
𝛽𝜖ℝ𝑘

𝐶1 [∑ 𝑦𝑖 𝑚𝑎𝑥{0, 1 − 𝐾𝑖
′𝛽} +(1 − 𝑦𝑖) 𝑚𝑎𝑥{0, 𝐾𝑖

′𝛽 − 1} 

𝑛

𝑖=1

] + ‖𝛽‖2 

Here 𝐶1 is the penalization parameter. Although kernel functions allow SVM to be extremely flexible, this 

comes at the cost of interpretability. The most common kernel is the Gaussian one, although the sigmoid 

kernel has also been considered in the empirical application.  

                                                           
56 The usual caveat in these techniques is to normalize with zero mean and unit variance all the variables, or to restrict 

their domain between zero and one, so that the regularization is not inflated by the different scale of the variables. 

Both methods should work correctly (Guenther and Schonlau 2016). 
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𝐾𝐺𝑎𝑢𝑠𝑠𝑖𝑎𝑛(𝑥1, 𝑥2) = 𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦(𝑥1, 𝑥2) ≡ 𝑒𝑥𝑝 (−
‖𝑥1 − 𝑥2‖

2𝜎2 ) 

𝐾𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑥1, 𝑥2) ≡ tanh(𝜃 + 𝛾𝑥1
′ 𝑥2) 

It can be shown mathematically that the SVM is a Large Margin Classifier. In other words, SVM selects 

the curve (or hyperplane) which separates the two classes with the maximum margin. Researchers have 

shown that SVM can achieve higher performances than other ML algorithms (Maroco et al. 2011).  

Boosting (also called Boosted Regression) can be seen as a combination of a sequence of classifiers where, 

at each iteration, misclassified observations in the previous classifier are given larger weights. Indeed, a 

simple version of Boosting can be illustrated by the AdaBoost algorithm: 

1. Initially assign the same weight 1 𝑛⁄  to all observations 

2. Estimate the first classifier (e.g. a logistic regression or tree) with the equally weighted data 

3. Compute the classification errors, increase the weights of the misclassified observations 

4. Estimate the second classifier with the new observation weights 

5. Repeat steps 3-4 until you have M classifiers 

6. Combine all the M individual classifiers by giving more weight to the classifiers with better 

predictions. 

In other words, this algorithm learns from past mistakes and updates its predictions over time. The 

underlying idea is that combining simple algorithms can lead to higher performances than a single, more 

complex, algorithm such as Logit.  

An example of a simple classifier often used within Boosting is a regression tree. This algorithm optimally 

partitions the covariate space into a set of rectangles and it then fits a simple model (constant) to each 

rectangle. Therefore, the estimated function is just the average of the outcomes included in a particular 

rectangle. In other words, the partition can be thought of as a series of if-then statements, and it can be 

represented by a graph that looks like a tree. For instance, the observation may be divided into two groups: 
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whether students have GPA below 2.0 or not. Then, those who satisfy this condition could be further split 

according to whether they are taking math in 9th grade, and so on. The simplest possible tree is called tree 

stump and it contains only one split and two terminal nodes. Tree stumps tend to work well in Boosting 

(Schonlau 2005).  

Boosted regression is actually implemented using the algorithm introduced by Friedman et al. (2000) since 

these authors were able to reinterpret it in a likelihood framework, thus making it comparable to the 

objective function of an OLS or a Logit model. Boosting have been found to have superior performances 

than other ML algorithms in many simulations (Bauer et al., 1999; Bauer et al., 1999) and has already been 

used by Chalfin et al. (2016) in their work on predicting police hiring. Furthermore, ensemble-based 

methods such as Boosting have been shown to be effective in the presence of class imbalances (Chawla 

2010). 

The next section presents results from these different algorithms because they offer different combination 

of interpretability and flexibility. Post-LASSO is easily interpretable since it just selects a subset of 

variables to use as predictors in an OLS model. The contribution of each variable is easily understood. On 

the other hand, SVM and Boosting are among the most flexible algorithms because they are able to fit an 

extremely large variety of functional forms. At the same time, they are “black boxes” which do not provide 

detailed information on how the inputs have been combined, and thus lack transparency. 

As discussed in Aguiar et al. (2015), previous studies predicted high school dropouts by combining early 

warning indicators. However, these studies had to decide whether to predict dropout based on the 

intersection of two or more indicators (e.g. low grades and low school attendance), or based on the union 

of these indicators (e.g. low grades and/or low school attendance). The advantage of ML is that researchers 

do not have to specify ex-ante how the variables interact among themselves: the algorithm selects the 

optimal combination with the highest predictive power. 



   
 

74 

 

Some other studies have used principal component analysis as a preliminary step to combine several 

variables into a few indicators to use them as predictors in a Logit model (Adelman et al. 2018). However, 

this technique provides a dimensionality reduction by only summarizing the joint distribution of a set of 

variable. There is no guarantee that such transformation preserves the signal with the most predictive power, 

especially since this is not the objective of the technique. In other words, the dimension captured by a 

principal component may not be the most relevant one when predicting dropout (see also Witten and 

Tibshirani, 2010). On the other hand, ML algorithms can handle high-dimensional data, thus there is no 

need to reduce the number of predictors ex-ante, and it is possible to fully capture the predictive power of 

each variable. 

3.3.5 Machine learning: Results 

Table 3.3 reports the 5-fold out-of-sample performances of all the ML algorithms introduced in the previous 

section. All relevant predictors from 9th grade have been included as inputs in Models 1-5. Since the 

objective is to reduce dropout subject to the limited resources available, the algorithms has been calibrated 

in order to maximize the recall rate in the CV sample subject to a minimum accuracy rate (0.89, thus similar 

to the accuracy of the basic models in Table 3.1). As discussed in Section 3.3.3, the parameters in the ML 

algorithms has been chosen to identify as many dropouts as possible while keeping the number of false 

positive as low as possible.  

As already mentioned in Section 3.3.4, LASSO tackles high-dimensional data by selecting the most 

important predictors among all the inputs. These variables are then used as regressors in an OLS (Model 3) 

or a Logit (Model 4) specification. As reported in Table 3.3, Post-LASSO algorithms manage to increase 

the recall rate up to 23%.  Compared to the basic model, this is almost an eight percentage points increase, 

or a 51% improvement, while maintaining a comparable accuracy rate. The magnitude of these gains is 

substantial when interpreted at a national scale. The students interviewed in the HSLS:09 are representative 

of more than 4.1 million 9th grader in the U.S. Of these, around 483,270 ended up dropping out of high 

school. Therefore, each percentage point improvement in the recall rate implies that around 4,830 additional 
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students would be correctly identified as at risk of dropping out. It is remarkable that, even if these 

performances are far from perfect prediction,57 these improvements can be obtained by schools districts 

with rich data set at no extra cost by just including additional variables in their models. 

These out-of-sample performances are rather precise. For the Logit Post-LASSO (Model 4 Table 3.3), recall 

rates in the five folds used during cross-validation range between 19.3% and 27.9%. Therefore, the recall 

rate for this ML algorithm is higher than the ones obtained in Table 3.1 using a limited set of predictors not 

only on average, but even when every single fold is considered. Following Kuhn and Johnson (2013), it is 

also possible to repeat the 5-fold CV procedure multiple times and then use the different estimates of the 

recall rate in order to compute confidence interval and measure the prediction uncertainty more formally. 

As shown in Table A1, repeating the 5-fold CV five times produces a confidence interval of [0.168; 0.286], 

while repeating it 10 times restricts the interval up to [0.173; 0.277], thus increasing the precision of the 

estimates while maintaining performances always superior to those in Table 3.1. 

Similar performances are obtained by SVM (Model 1), Boosting (Model 2) or by including interaction 

terms in the Logit Post-LASSO algorithm (Model 5). Including school fixed effects (FE) in a Logit model 

together with the individual variables selected by LASSO produces higher recall rate, but at the cost of 

lower accuracy (Model 6). 

The above performances of the ML algorithms are in line with a few previous case studies and extend the 

work done by other researchers using traditional econometric techniques to predict high school dropout in 

both developed and developing countries (see for instance Rumberger and Lim, 2008; Bowers et al., 2013; 

and Adelman et al., 2017). There have been some very preliminary attempts by data analysts to predict high 

school dropouts using ML algorithms. Sara et al. (2015) trained ML algorithms using few variables from 

                                                           
57 ML was not actually expected to provide perfect predictions. Indeed, as already mentioned, in order to allow schools 

enough time to identify students at-risk and target them with appropriate interventions, all predictors were collected 

in 9th grade. The implicit drawback is that the ML algorithms do not take into account all the possible negative 

shocks affecting educational decisions which may occur between 9th and 12th grade, e.g. unexpected teen pregnancy, 

health problems, unemployment, and divorce. 
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administrative data in Denmark to predict dropout three months later. Aguiar et al. (2015) introduced ML 

to predict which students are at risk of dropping out in a U.S. school district using few early warning 

indicators and demographic variables, while Knowles (2015) used ML to improve the dropout early 

warning system in Wisconsin. 

As already mentioned in the introduction, this paper expands this literature in several ways. First, it 

introduces a theoretical model to justify the goodness-of-fit criterion used to evaluate different 

specifications. Second, it strongly warns against the risks of using few early warning indicators and it relies 

instead on a large set of variables. Third, it investigates the performances of alternative ML algorithms and 

uses them to predict dropout years – not months – later. Fourth, it applies unsupervised ML for the first 

time in the educational context. Last but not least, it is the first one to use a recent U.S. nationally 

representative data set, thus reducing the external validity concerns raised for local analysis. 

3.3.6 Robustness checks and extensions 

3.3.6.1 Different objective function 

The algorithms presented in Table 3.3 are extremely flexible and can be adapted to different objective 

functions. For instance, if Logit Post-LASSO (Model 4) is calibrated in order to maximize the area under 

the ROC curve, it reaches an AUC of 0.81, while maintaining an accuracy of 89.8%, as well as a recall rate 

of 18.2%. Similarly, if the same algorithm is calibrated to maximize the accuracy rate, it obtains a similar 

rate of the one in Table 3.1 (89.9%), but at the same time the AUC and recall rate are higher than the ones 

obtained with the basic model (18.3% and 0.81 compared to 15.2% and 0.80).  

These variations demonstrate how these high-dimensional techniques can dominate basic models under 

many performance criteria. Changing the criterion used to measure performances actually matters and lead 

to different results, even when there is also one parameter which needs to be selected (the penalization term 

in LASSO), thus further motivating the need of a theoretically justified goodness-of-fit measure as 

discussed in Section 3.3.3. 



   
 

77 

 

3.3.6.2 Additional specifications and algorithms 

Table A2 in the Online Appendix reports results from additional algorithms and specifications. First, 

including school fixed effects to SVM (Model 1) or Boosting (Model 2) does not lead to better performances 

than those obtained from Post-LASSO Logit (Table 3.3). Similarly, including additional interaction terms 

or school fixed effects to Post-LASSO OLS does not provide improvements in performances (Models 3.3 

and 3.4 Table A2). 

It is possible that more sophisticated algorithms may provide even higher performances. However, this 

would only support the main message of the paper, i.e. that there are big advantages for schools in 

implementing ML techniques. As discussed in Section 3.3.4, it has been decided to only report results for 

these three algorithms since there are among the most popular ones and they have been shown to have 

superior performances in many simulations. Moreover, their calibration is not extremely time-consuming, 

thus avoiding the risk that such techniques may be computationally infeasible for schools given their limited 

technological equipment. Indeed, more advanced algorithms may still be hard to scale up, even for big 

companies (Johnston 2012), or extremely difficult to code, which is the reason behind the very high prizes 

– often reaching $1million (Netflix 2009) -  offered in machine learning competitions. 

For the sake of completeness, Table A2 reports the out-of-sample performances for a Ridge regression 

(Model 5), as well as a more general Elastic Net (Model 6). These algorithms are describe in Friedman et 

al. (2010). As expected given their objective functions similar to LASSO, both algorithms do not perform 

better than Post-LASSO Logit. 

3.3.6.3 Additional or alternative inputs 

The main analysis does not include whether the 9th grader participated in certain programs that may have 

affected his or her probability of finishing high school. While it is true that between 2009 and 2013 some 

of these students received some treatment to reduce their risk of dropping out, this holds across all 

specification, even the ones without ML in Table 3.1. Thus, the existence of these programs does not 
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undermine the conclusion that ML algorithms provide superior performances. Furthermore, it is unclear 

whether these variables should be included as inputs in the algorithm. Adding them may increase the 

predictive power of the algorithms, but these gains would be obtained by predicting students at risk of 

dropping out by using participation in high school dropout prevention programs, which may seem recursive. 

Model 7 in Table A2 replicates Model 4 in Table 3.3, but it also includes whether the 9th graders participated 

in the following programs: Talent Search, Upward Bound, Gear Up, Advancement Via Individual 

Determination (AVID), and Mathematics, Engineering, Science Achievement (MESA). Section A.3.2 in 

the Online Appendix describes these programs. As expected given the evidence on their (limited) 

effectiveness, including these variables as inputs does not substantially affect the performances of the 

algorithm.  

For a few variables, information has been obtained from the first or second follow-up interviews because 

of the lower number of missing values than the baseline survey. Additional questions were asked to the 

students in the follow-up interviews if their parents had not responded in the baseline survey (or vice versa). 

Model 8 in Table A2 replicates Model 4 in Table 3.3 while using only information from the baseline survey 

regarding student’s ethnicity and language, household income, household size, as well as mother’s and 

father’s educational level, employment and occupation. Most of these variables tend to be time-invariant, 

so it is not surprising that the out-of-sample performances of the Post-LASSO Logit do not change 

substantially. This result is also reassuring since it supports the idea that schools can already identify 

students at-risk in 9th grade with sufficient precision. 

The HSLS:09 contains some variables that have high predictive power, but are usually unavailable to 

schools or might be difficult to obtain. Therefore, in order to estimate the algorithms under more realistic 

data scenario, Model 9 in Table A2 estimates the same Post-LASSO Logit model but with a restricted set 

of inputs. In particular, the list of regressors no longer include information about students’ expectations on 

their future education and career; their relationships with parents and peers; their time management, 

behavior and self-perception; their parents’ expectations, level of support, involvement and behavior. 
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Despite this limited set of independent variables, the out-of-sample performances of the algorithm do not 

change substantially. As discussed in Section 3.3.7, LASSO mostly selects variables available from 

academic transcripts or other administrative data. Even if these additional behavioral and psychological 

variables were powerful predictors, it seems that they can be substituted with information contained in other 

available data, thus not impacting the performances of the algorithm. It is also worth noting that schools 

often have more detailed information regarding their teacher body than the HSLS:09, thus they might 

actually reach even higher performances by including these teacher characteristics in their algorithms.  

3.3.6.4 Coding outcome variable 

As discussed in Section 3.2.2, the dependent variable has been set equal to one if the student, school or 

parent had reported at least one known dropout episode in one of the interviews (re-takers are not counted 

as dropouts). By definition, if such information was not available, e.g. if the student did not reply in the last 

follow-up, the student was not counted as dropout. Excluding non-respondents and students whose status 

was unknown actually improves the recall rate (even if it reduces the sample size to around 16,400 

observations). As shown in Model 10 in Table A2, estimating the same Logit Post-LASSO algorithm as 

Model 4 in Table 3.3 for this alternative outcome variable leads to a recall rate of 35.7%. For comparison, 

the recall rate of a Logit model as the one in Table 3.1 for the same alternative outcome variable reaches a 

recall rate of 28.2%. 

3.3.6.5 Heterogeneities across regions 

As already discussed, one of the differences between this analysis and previous studies is the use of a recent 

U.S. nationally representative data set. As a result, it is possible to argue that ML techniques would lead to 

substantial improvements in identifying students at risk of dropping out across the entire nation, not only 

in certain localities or context. However, there is the risk that the algorithm may correctly identify students 

at-risk only in certain regions. In line with this concern, there is some variability in the recall rate across 
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regions. The recall rate ranges from 19.2% in the Northeast, to 28.3% in the Midwest.58 However, the gains 

from using ML algorithms are not concentrated only in one region, and even the lowest recall rate is higher 

than the ones from basic models (Table 3.1).  

Some practitioners may also be interested in examining the performances of these algorithms when 

estimated within certain regions. Indeed, these techniques may be initially implemented only in certain 

school districts. While there are no methodological differences and the same algorithms can be easily re-

estimated using only data from certain U.S. sub-regions or states, the sample size is considerably reduced. 

This may not be an issue when using large administrative data, but it limits the ability of the algorithms to 

disentangle noise from signal in this specific exercise given the finite dimension of the HSLS:09. 

Model 11 in Table A2 replicates the Logit Post-LASSO model reported in Table 3.3 (Model 4) using 

observations from U.S. states in the South. This region has been chosen since it has some of the states with 

the lowest high school graduation rates – such as Georgia and Louisiana – and because it has a relatively 

large sample size. The recall rate is still higher than a simple Logit model as the one reported in Table 3.1 

estimated on the same sub-sample (17.4% vs. 13.3% respectively). Nevertheless, such recall rate remains 

rather low and relatively far from the ones reported obtained from the full sample (Table 3.3). Therefore, 

this result confirms that the gains from using ML are considerably larger when these techniques are applied 

to very large datasets.  

3.3.6.6 Including equity in school objective functions 

Recently, there have been some concerns about the hidden biases within ML algorithms and the ethical 

consequences of their diffusion (Sweeney 2013). However, this issue is limited in this context since the 

goal of this paper is only to provide schools with better information about their students. The algorithms 

are not aimed at selecting which courses should each student take. More generally, it is worth emphasizing 

                                                           
58 Recall rates computed from the predicted probabilities across the 5 folds of the Logit Post-LASSO algorithm 

reported in Model 4 Table 3.3. 
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that algorithms can have biases, but these can often be easily detected and eliminated, while the same cannot 

be said about the widespread biases in human evaluations and decisions.   

With these caveats in mind, it might still be interesting to discuss whether it might be socially desirable to 

exclude certain variables such as race or gender – or another set of variables collinear with them – from the 

list of inputs in order to avoid biases in the algorithms. For instance, one might be worried that a ML 

algorithm might identify too many (or too few) black students as at risk of dropping out because of 

stereotypes and past discriminations reflected in the training sample. Alternatively, due to the higher 

dropout rate among Hispanics and African-American students, schools may prefer to target these groups. 

These equity concerns can be easily included in the main theoretical framework introduced in Section 3.3.3. 

Define 𝜔(𝑆) as: 

𝜔(𝑆) =  −𝑛1[(1 − 𝜑)𝑝(1,0) + 𝜑𝑝(1, 𝑡)] 

Where 𝑆 is the set of students identified as at risk of dropping out and admitted to the dropout prevention 

program, i.e. 𝑆 = 𝑤𝑟1 + 𝑐1. The objective of the school is to maximize 𝜔(𝑆) (subject to the budget 

constraint). It is possible to include preferences regarding certain observable characteristics – e.g. gender 

or race – in the school optimization problem: 

max 𝜔(𝑆) + 𝜗(𝑆) 

Where 𝜗(𝑆) is monotonically increasing in the number of students in 𝑆 who belongs to the preferred 

category. In other words, this new school objective function includes an efficient component (minimize the 

number of dropouts) and an equitable component (prioritize certain categories). In this case, schools should 

still use all available information, including gender and race, in order to obtain accurate predictions for each 

students (Kleinberg et al., 2018). The above equity considerations can then be satisfied by selecting a 

different cutoff for each group to admit students in the dropout prevention program. 
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If for instance schools are interested in focusing on male black students, the algorithms discussed in the 

previous sections can be easily adapted in this context by using a lower threshold to convert predicted 

probabilities into predicted outcomes (graduate/dropout) for these students, thus affecting the racial 

composition of the set 𝑆. In other words, instead of using 0.5 for all observations as typically done in most 

algorithms, one can select one threshold for male black students and a higher one for all the other students 

in order to achieve the desired racial composition, as well as to respect the budget constraint by not 

including too many students in the programs. The key takeaway is that, even when schools care about 

equity, it is optimal to incorporate any observable variable as input in the algorithm. 

3.3.7 Pivotal variables 

One way to unpack the black box and understand how Boosting obtains the final predictions is to compute 

the role that each variable has played in the algorithm. As discussed in Friedman (2001) and Schonlau 

(2005), it is possible to measure the influence of a variable in the boosted regression model estimated in 

Table 3.3 (Model 2). This depends on the number of times a variable is chosen across all iterations (trees) 

and its overall contribution to the log-likelihood function. Such values are then standardized to sum up to 

100. 

One can look at the variables which have been selected at least once in the 5-fold estimations. Among the 

over 1,700 predictors considered, around 140 have been picked by the algorithm to construct a tree. 

However, around 100 of them have been selected only once, while 13 of them have been selected more 

than three times. Table 3.4 lists these 13 predictors along with the number of boosted regressions they have 

been used in, and the 5-fold average influence.59  

First of all, it is reassuring to note that there are considerable overlaps between the variables selected by 

Boosting and the ones used in the heuristic models. As highlighted in the previous literature, past academic 

                                                           
59 The ranking is similar if variables are sorted based on the average influence. Table A3 in the Online Appendix lists 

the 33 predictors which have been selected at least 2 times. 
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performances, attendance and school behavior are indeed important predictors. In particular, GPA in 9th 

grade is always selected and its average influence is rather high.  

Despite these commonalities, the list includes some additional variables which may be useful to improve 

predictions. ML has indeed been able to detect some indicators which have high predictive power but are 

often overlooked by practitioners. For instance, not taking any math or science courses in 9th grade plays 

an important role in the algorithms. This is consistent with the finding in higher education that GPA in math 

courses is a strong predictor of student retention (Aulck et al. 2016). In line with the previous literature 

(Bedard and Do, 2005; Schwerdt and West, 2013), transferring school also predicts dropout. Contrary to 

the wide-spread belief that the ABC (Attendance, Behavior, Course grades) system is able to capture the 

impact of family characteristics (Rumberger et al. 2017), number of household members is often selected, 

highlighting the additional predictive power of household background information. Finally, subjective 

expectations matter: the list includes how much the 9th grade is sure of graduating from high school. To 

summarize, schools correctly use few academic indicators as early warning indicators, but this section has 

emphasized the importance of combining such variables with additional - carefully selected - predictors 

and to use advanced techniques to optimally combine them. It is necessary to remember that there are 

several factors which can lead a student to drop out. Therefore, as proved by the results in Table 3.3, using 

few indicators cannot match the performances obtained with a larger set of variables 

A similar exercise can be conducted with LASSO. In particular, one can look at the top predictors (around 

20-26 in each fold) selected by LASSO to generate the two-way interaction terms in Table 3.3 Model 6. 

Among these selected inputs, Table 3.5 reports the list of variables picked in at least three of the five folds. 

Several variables appear in both Tables 3.4 (Boosting) and 3.5 (LASSO): GPA, year of birth, math test 

score, no math or science course taken in 9th grade, school transfers, attendance, behavior, and expectations 

about school attainments. It is remarkable that both algorithms select these variables. This supports the 

conclusion of their high predictive power. In addition, LASSO frequently selected a few school 

characteristics, as well as some indicators for parental involvement and parental expectations for student 
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future educational achievements, thus providing policy-makers with additional early-warning indicators 

with high predictive power.  

It may be important to emphasize again that these variables are identified by ML algorithms as important 

predictors. This does not imply that changing these variables would lead to a reduction of school dropout 

rates. The aim of this analysis is to provide precise predictions, not causal inference. This does not reduce 

the contribution of the paper: both causality and prediction are relevant in this context since policy-makers 

are interested in identifying students at-risk, as well as understanding which variables can be affected to 

reduce their risk of dropping out. 

To reiterate the argument discussed in Mullainathan and Spiess (2017), different algorithms and different 

samples may lead to different variable selections. Indeed, if some variables are highly correlated, then they 

can substitute each other in predicting school dropout. The final set of selected variables depend on the 

specific finite sample used to train the algorithm. Nevertheless, the aim of this section is to identify top 

predictors. As long as the algorithm provides accurate predictions, which variables are chosen is irrelevant 

in this context given the absence of any causal interpretation. For instance, gender and ethnicity are – quite 

surprisingly - not used as main predictors by LASSO and Boosting, but this does not imply that these factors 

are irrelevant in this context or that they would not be selected using a different training set. In other words, 

it is possible that the variables listed in Table 3.4 may be substituted with other variables, but this would 

not affect the predictions of the algorithms since – by construction – such variables are highly correlated 

among themselves. 

It is also important to note that most of the predictors in Tables 3.4-3.5 are available in administrative data. 

Therefore, even without collecting additional variables, predictions could be improved by fully leveraging 

the information contained in the academic transcripts. This may be useful in particular when schools cannot 

connect their data sets due to privacy issues or prohibitive costs. The latter constraint may be binding 

especially if these algorithms were applied in developing countries. Even in absence of rich data and with 
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limited resources to expand them, this section demonstrates how ML algorithms can be used to identify the 

key variables from a pilot survey which can then be collected at a larger scale. 

An additional advantage of only using administrative data is that they are less manipulable. Indeed, if 

parents or students were aware that their answers could determine whether or not they are included in a 

dropout prevention program, they may change the information provided. For instance, they may not 

truthfully report their expected educational attainments or how many hours they spend playing video games 

or with friends.60 

At this point, it is worth noting that the above lists include the math test score administered within the 

HSLSP:09 survey to all students in 9th grade. However, if the Logit Post-LASSO model (Table 3.3 Model 

4) is calibrated by excluding such a variable from the list of potential predictors, the algorithm still reaches 

very similar performances (AUC 0.78, accuracy 89.3%, recall 23.2%). Therefore, even if such variable has 

– as expected – high predictive power, it can be substituted with other predictors in the dataset. Schools are 

increasingly using entry tests to identify weak students at all educational levels (Shields et al. 2016). Even 

if this math test score was not primarily designed to detect students at risk of dropping out, the above results 

suggest that schools can efficiently predict which students are going to drop out without having to rely on 

additional expensive tests, but by analyzing available individual, family and school characteristics. 

3.4. Clustering predicted dropouts 

Identifying students at-risk is only the first step. Next, schools have to design the appropriate programs for 

them. However, as also emphasized in Bowers and Sprott (2012), these students do not represent a 

homogeneous groups and they may need different treatments. For instance, students who are struggling 

academically may benefit from tutoring or summer classes, while counseling may be more effective for 

                                                           
60 However, these data would be manipulable only if individuals were aware of how the prediction of the algorithm 

would change given the different values of the predictors. 
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students with discipline issues or problems at home.61 In other words, this section acknowledges that high 

school dropout is a multidimensional issue: different factors may lead students to halt their education. This 

is similar to the multidimensional approach advocated in poverty studies (Alkire and Foster 2011). This 

section shows how students predicted to dropout can be divided into different subgroups using unsupervised 

machine learning.  

The starting point is the prediction obtained using the Logit Post-LASSO algorithm in Table 3.3 (Model 4). 

In line with the results in Section 3.3.7, the same predictors selected by this algorithm at least in 3 of the 5 

folds (Table 3.5) have been used to divide the students predicted to dropout into different groups by means 

of a hierarchical clustering algorithm. As explained in the Online Appendix, the Caliński and Harabasz 

pseudo-F index and the Duda-Hart Je(2)/Je(1) index with associated pseudo-T2 can help analysts to select 

the best number of groups, four in this case. Table 3.6 shows the summary statistics for these predicted 

dropouts.62 For comparison, the second column includes the summary statistics for the students who are 

predicted to graduate.  

There are some similarities between these four groups. All these students had very low academic 

performances in terms of GPA and math test scores. Moreover, almost all of them were attending public 

schools, and their principals were more likely than others to report that student dropout was an issue in their 

school. Despite these similarities, there are several striking differences among these clusters, which thus 

suggest that they indeed require different kinds of support.63 Group 1 is mainly composed by individuals 

                                                           
61 Income inequality may also play a role for individuals from low socio-economic background (Kearney and Levine 

2016): greater income gaps between those at the bottom and those at the middle of the income distribution may lead 

low-income students (especially boys) to drop out of high school due to a “despair” effect – seeing the middle class 

as unattainable - rather than an aspirational effect. The number of students per school in the HSLS:09 is too small 

to compute reliable statistics of within-school inequality, but school districts could incorporate such a measure – 

even a within-grade or within-class inequality index - in their algorithms.    
62 For simplicity, only the key variables have been reported Table 3.6. Summary statistics for the whole set of 

predictors are reported in the Online Appendix (Table A5) 
63 It is also worth mentioning that, since the recall rate is not 100%, all these groups contains students who actually 

graduated from high school even if they were predicted not to. Nevertheless, these misclassified students are not 

concentrated in one cluster only. Indeed, each group contains both correctly and incorrectly predicted dropouts: 

48% of students in Group 1 did end up dropping out. The same percentage is 61% for Group 2, 66% for Group 3, 

and 43% for Group 4. Section A.4 in the Online Appendix argues that students misclassified as predicted dropout 
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with low attendance, behavioral issues, and lack of parental involvement. On the other hand, students in 

Group 2 were older than ta usual 9th grader, thus indicating that they had already repeated a grade. They 

were also characterized by very low expectations: both the students and their parents were more likely to 

believe that they would at most graduate from high school. Group 3 includes mainly students who had been 

suspended or expelled, with frequent attendance issues, who were already repeating 9th grade, and who 

were not taking any math or science course.  

Finally, students in Group 4 are rather peculiar: they were quite sure that they would have graduated from 

high school, and this belief was shared by their parent. They were planning to enroll in college, they had 

good attendance records, and their parents were involved in their education. Nevertheless, they had low 

academic performances, and many of them were already in 9th grade in the previous academic year. This 

result emphasizes the importance of not pooling together all students at risk of dropping out. Placing well-

behaved but academically weak students in a classroom side by side with students with suspension and low 

attendance records may actually results in negative externalities. 

3.5. Conclusions 

This paper shows how schools can promptly identify students at risk of dropping out by using available 

high-dimensional data jointly with ML techniques. It illustrates how Big Data and ML can be fruitfully 

applied in education to improved school performances by efficiently using all available information. 

From a policy perspective, this contribution could lead to a substantial reduction in dropout rates if schools 

used the proposed algorithm to target students at-risk and draw from the existing literature to identify 

effective programs to help them. Another advantage of these early predictions is that counselors and 

teachers may suggest vocational careers to these vulnerable students (Goux et al. 2017). Last but not least, 

following the growing literature on the pivotal role of information constraints in education (Hoxby and 

                                                           
are actually week students even if they graduated from high school, thus they would have still benefited from 

additional support. 
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Turner 2015), parents could be informed on whether their students are considered as at risk of dropping 

out. 

Although using few indicators may be attractive, this paper highlights that this approach leads to extremely 

unreliable predictions. Schools have additional information, and their data sets are increasing exponentially 

over time thanks to new technologies. ML can help practitioners to efficiently use them. Data analysts can 

easily develop a user-interface to automatically implement ML algorithms (Aguiar et al., 2015; Knowles, 

2015), thus allowing teachers and administrators to readily identify students at-risk without having to rely 

on few early warning indicators for the sake of simplicity. Future research could also investigate whether 

alternative ML algorithms produce even larger gains in terms of prediction accuracy. Even when schools 

have limited records - which is often the case in developing countries - ML extract all the prediction power 

of the available data. Moreover, schools in these countries could use the results from the U.S. or from pilot 

studies to understand which variables have a bigger role and thus are worth collecting at a national level. 

Furthermore, this study has showed not only that supervised ML can improve school predictions, but also 

that unsupervised ML can identify sub-populations among students at-risk. Therefore, schools may design 

the appropriate program for each group by understanding their peculiarity and the key factors which are 

associated with their low performances. In other words, rather than offering the same intervention to all 

students in all schools, policymakers can exploit these algorithms to personalize the treatment that each 

cluster of students in the school requires in order to improve their academic performances. 

From an economic point of view, this paper contributes to the ML literature by constructing a 

microeconomic model to justify the criterion used in evaluating the performances of the algorithms. This 

is rather important in a context in which there is no clear benchmark and practitioners tend to (quite 

arbitrarily) choose among a large set of possible performance evaluations. 

Another way to justify the focus of this paper on prediction is to view it as a targeting application. For 

instance, one can assume that there are two types of students - those who are at risk of dropping out, and 
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those who are not - and that there is an effective treatment which can be provided by schools and which has 

a homogeneous impact on students at-risk. In other words, it is assumed that there is a dropout prevention 

program which is able to equally reduce the probability of dropping out for all treated struggling students.64 

High-dosage tutoring is an example of a policy that can help these students (Fryer 2017). The necessary 

pre-condition to implement this program is to identify the students who need the treatment, i.e. those at risk 

of not graduating from high school. This is the context in which the algorithms presented in this paper can 

be successfully applied. ML can efficiently use the information available to schools in order to identify 

students which can be included in the program. Schools need to know if a student belongs to the "not at 

risk" category or to the "at risk” one. ML can provide them an accurate signal of student type for each 

individual.  

More generally, supervised ML can be used in the first stage to identify students who are at a higher risk of 

dropping out among the student population, while unsupervised ML can divide these students into 

subgroups, and then scarce and expensive human resources can be invested to design the best intervention 

for these restricted set of students. Therefore, even if current ML techniques are designed to provide 

accurate predictions, but they are often inappropriate to optimally allocate resources (Athey 2017), they can 

still provide complementary tools for causal inference. Put differently, ML does not substitute traditional 

economic models and econometric estimations, but provides an additional technique to reinforce and 

strengthen those analyses. 

  

                                                           
64 Note that this assumption does not require homogeneous treatment for the whole population, but only for the 

vulnerable students. In fact, the treatment may be completely ineffective for students who have high probability of 

graduating from high school. 
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Figures 

 

 
Figure 3.1: Logit ROC curve (5-fold average) 
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Tables 

Tables for Chapter 1 

Table 1.1: Effect of SSM legalization on employment. 

 Same-sex couples  Individuals 

 Male Female Male and female  Head Partner 

 (1) (2) (3) (4) (5) (6)  (7) (8) 

SSM legal 0.023** 0.023** 0.024*** 0.044*** 0.060*** 0.015**  0.018*** 0.012** 

 (0.011) (0.010) (0.008) (0.014) (0.009) (0.006)  (0.005) (0.006) 

Year FE           

State FE           

State trends           

Individual controls           

State controls           

Observations 28,118 29,796 57,914 35,991 23,242 92,282  57,914 57,914 

Number clusters 51 51 51 51 51 51  51 51 

Average dep var 0.668 0.660 0.664 0.662 0.666 0.652  0.824 0.767 

Adjusted R2 0.108 0.098 0.102 0.105 0.110 0.097  0.086 0.080 

Starting year ACS 2008 2008 2008 2012 2014 2000  2008 2008 

The dependent variables are: whether both the household head and her partner were employed in the week preceding the 

interview (Columns 1-6), whether the household head was employed (Column 7), and whether the household head’s spouse 

or unmarried partner was employed (Column 8). Only individuals in same-sex couples have been considered: male same sex 

couples in Column 1, female same-sex couples in Column 2, male and female same-sex couples in Columns 3-6, male and 

female individuals in same-sex couples in Columns 7-8. Standard errors in parenthesis clustered at the state level. State trends 

includes both linear and quadratic state-specific time trends. Individual controls: household head’s and partner’s age, 

education, ethnicity, race, language, interaction terms between household head's and partner's age and education. State 

controls: unemployment rate, income per capita, racial and age composition, percentage of state population with positive 

welfare income, and cohabitation rate among opposite-sex couples. Source: ACS 2008-2016. The sample size is limited in 

Column 4 (ACS 2012-2016) and Column 5 (ACS 2014-2016), while it is extended in Column 6 (ACS 2000-2016). * p < 0.10, 
** p < 0.05, *** p < 0.01 
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Table 1.2: Effect of SSM legalization on additional employment outcomes.  

 Male and female same-sex couples 

 HH hours  Both 40h Both 30h HH gap In labor force 

 (1) (2) (3) (4) (5) 

SSM legal 1.294*** 0.030*** 0.025*** -0.936*** 0.022*** 

 (0.483) (0.008) (0.009) (0.340) (0.007) 

Year FE       

State FE       

State trends       

Individual controls       

State controls       

Observations 57,815 57,914 57,914 57,815 57,914 

Number clusters 51 51 51 51 51 

Average dep var 69.40 0.461 0.612 15.40 0.732 

Adjusted R2 0.151 0.078 0.097 0.020 0.123 

The dependent variables are: total number of hours usually worked weekly by the household head 

and her partner (Column 1), whether both the household head and her partner worked more than 40 

hours per week (Column 2), whether both the household head and her partner worked more than 30 

hours per week (Column 3), absolute value of the difference in hours worked weekly by the 

household head and her partner (Column 4), whether both the household head and her partner were 

in the labor force (employed or unemployed) in the week preceding the interview (Column 5). The 

sample also includes same-sex couples with the household head or her partner not working, i.e. with 

zero hours worked. Couples with individuals usually working more than 99h/week have been 

excluded in Columns 1 and 4. Male and female same-sex couples have been considered jointly. Same 

standard errors, state trends, individual and state controls as Table 1.1. Source: ACS 2008-2016. * p 

< 0.10, ** p < 0.05, *** p < 0.01 
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Table 1.3: Opposite-sex couples: placebo test and triple difference, both partners working. 

 Difference-in-difference  Triple difference 

 Opposite-sex couples  Same-sex and opposite-sex couples 

 (1)  (2) 

SSM legal 0.0010   

 (0.0008)   

SSM legal * Same-sex   0.0153** 

   (0.0062) 

Year FE     

State FE     

State FE * Year FE    

State FE * Same-sex    

Year FE * Same-sex    

State trends     

Individual controls     

State controls     

Observations 4,823,933  4,881,847 

Number of clusters 51  51 

Average dep var 0.576  0.577 

Adjusted R2 0.083  0.084 

This table analyzes whether same-sex and opposite-sex couples were more likely to have both partners working 

after the legalization of same-sex marriage. Column 1 reports the estimates from the difference-in-difference 

model for opposite-sex (married or unmarried) couples only. Column 2 reports the estimates from the triple-

difference model comparing same-sex and opposite-sex couples between states and over time. Same standard 

errors, state trends, individual and state controls as Table 1.1. Source: ACS 2008-2016. * p < 0.10, ** p < 0.05, 
*** p < 0.01 
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Table 1.4: Roommates and married couples, both partners working. 

 Same-sex couples and roommates  Same-sex couples 

 (1) (2)  (3) 

SSM legal 0.024*** 0.018**  0.035** 

 (0.008) (0.007)  (0.014) 

Roommate  -0.021***   

  (0.006)   

SSM legal * Roommate  0.013   

  (0.009)   

Married    -0.054*** 

    (0.009) 

SSM legal * Married    0.024** 

    (0.009) 

Year FE      

State FE      

State trends      

Individual controls      

State controls      

Observations 79,524 79,524  35,991 

Number of clusters 51 51  51 

Average dep var 0.682 0.682  0.662 

Adjusted R2 0.083 0.083  0.107 

This table analyzes whether same-sex couples were more likely to have both partners working after the 

legalization of same-sex marriage. The sample in Columns 1-2 includes same-sex married couples, 

unmarried couples, and roommates aged 30-60 (Source: ACS 2008-2016). Since the U.S. Census started 

allowing same-sex couples to classified themselves as married only from 2012, Column 3 have been 

estimated using the ACS 2012-2016. Same standard errors, state trends, individual and state controls as 

Table 1.1. * p < 0.10, ** p < 0.05, *** p < 0.01 
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Table 1.5: Effect of SSM legalization on fertility.  

 Male same-sex couples  Female same-sex couples 

 (1) (2) (3) (4)  (5) (6) (7) (8) 

 NChild Child NChild Child  NChild Child NChild Child 

SSM legal 0.002 0.002 -0.005 -0.002  -0.011 -0.000 -0.003 0.003 

 (0.019) (0.009) (0.020) (0.009)  (0.019) (0.010) (0.021) (0.012) 

SSM legal (Lag 1)   -0.021 -0.009    0.021 0.007 

   (0.013) (0.008)    (0.018) (0.010) 

SSM legal (Lag 2)   -0.012 -0.008    0.017 0.007 

   (0.015) (0.008)    (0.020) (0.012) 

Year FE           

State FE           

State trends           

Individual controls           

State controls           

Observations 28,047 28,118 28,047 28,118  29,701 29,796 29,701 29,796 

Number of clusters 51 51 51 51  51 51 51 51 

Average dep var 0.215 0.125 0.215 0.125  0.456 0.281 0.456 0.281 

Adjusted R2 0.053 0.055 0.053 0.055  0.080 0.087 0.080 0.087 

The dependent variables are: number of children in the households (odd-numbered columns), and whether there is a child 

living in the household (even-numbered columns). A child is defined as any household member whose relationship with 

the household head is “child”, “adopted child”, “stepchild”, or “foster child”. These two dependent variables do not include 

individuals related to the household head but living outside the household.  Households with more than 4 children (top 1%) 

have not been considered in odd-numbered columns. Male and female same-sex couples have been considered separately. 

Same standard errors, state trends, individual and state controls as Table 1.1.  Source: ACS 2008-2016. * p < 0.10, ** p < 

0.05, *** p < 0.01 
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Table 1.6: Effect of LGBT laws on probability both partners working.  

 Male and female same-sex couples 

 (1) (2) (3) (4) (5) 

SSM legal 0.024*** 0.024*** 0.024*** 0.025*** 0.023*** 

 (0.008) (0.008) (0.008) (0.008) (0.008) 

SSM ban  -0.068*** -0.071*** -0.064*** -0.087*** 

  (0.015) (0.015) (0.015) (0.018) 

Domestic partnership   0.069*** 0.071*** 0.073*** 

   (0.024) (0.025) (0.025) 

Civil union   0.007 0.011 0.012 

   (0.017) (0.018) (0.018) 

No discrimination    0.186*** 0.180*** 

    (0.057) (0.059) 

No discrimination public employees    0.026 0.035 

    (0.022) (0.022) 

Second-parent adoption     0.270*** 

     (0.094) 

No adoption by same-sex couples     -0.063 

     (0.043) 

Year FE       

State FE       

State trends       

Individual controls       

State controls       

Observations 57,914 57,914 57,914 57,914 57,914 

Number of clusters 51 51 51 51 51 

Average dep var 0.664 0.664 0.664 0.664 0.664 

Adjusted R2 0.102 0.102 0.102 0.102 0.102 

This table analyzes whether same-sex couples were more likely to have both partners working after the 

introduction of laws concerning LGBT individuals. A second-parent adoption is a legal procedure that allows a 

same-sex parent to adopt her partner’s biological or adoptive child without terminating the legal rights of the first 

parent. Same standard errors, state trends, individual and state controls as Table 1.1. Source: ACS 2008-2016. * 

p < 0.10, ** p < 0.05, *** p < 0.01 
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Table 1.7: Effect of SSM legalization on Google searches for Leviticus.  

 Web search intensity (Leviticus)  Both Work 

 (1) (2) (3) (4) (5)  (6) 

SSM legal -1.974** -1.969** -1.365* -1.323* -1.150  0.022*** 

 (0.809) (0.796) (0.761) (0.769) (1.130)  (0.006) 

SSM legal (Lag 1)   -1.143 -0.636 -0.438   

   (0.834) (0.809) (0.967)   

SSM legal (Lag 2)   -3.974*** -2.483** -1.827   

   (0.907) (1.074) (1.199)   

Homophobia       -0.011*** 

       (0.004) 

Year FE         

State FE        

State controls         

Policy controls         

LGBT searches         

Individual controls        

Linear state trends         

Quadratic state trends         

Observations 663 663 663 663 663  83,447 

Number of clusters 51 51 51 51 51  51 

Average dep var 20.87 20.87 20.87 20.87 20.87  0.655 

Within R2 0.606 0.606 0.620 0.729 0.761   

Overall R2 0.069 0.062 0.060 0.129 0.138  0.101 
 

Columns 1-5 analyze whether state-specific search intensities on Google for the word Leviticus changed after 

the legalization of same-sex marriage. LGBT searches measures the intensity of Google searches on LGBT 

topics. Source: Google Trends 2004-2016 (Google data are available from 2004 onwards). Column 6 analyzes 

how homophobia was related to the probability that both partners in a same-sex couple were working. 

Homophobia has been measured by combining through principal component analysis state-specific search 

intensities on Google for the words Leviticus, Sodomy, and Faggot. Source: ACS and Google Trends 2004-2016. 

Same standard errors, state trends, individual, state and policy controls as Table 1.6. * p < 0.10, ** p < 0.05, *** p 

< 0.01 
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Table 1.8: Effect of SSM legalization on occupation. 

 Male and female same-sex couples 

 Share women > 0.5 Share women Self-Empl 

 Head and Partner Head Employed   

 (1) (2) (3) (4) (5) 

SSM legal -0.014** -0.019** -0.012* -0.006* -0.019*** 

 (0.006) (0.009) (0.007) (0.003) (0.006) 

Year FE       

State FE       

State trends       

Individual controls       

State controls       

Observations 106,230 54,124 92,135 106,230 56,633 

Number of clusters 51 51 51 51 51 

Average dep var 0.530 0.504 0.526 0.534 0.175 

Adjusted R2 0.010 0.009 0.009 0.011 0.035 

The dependent variables are: whether respondent worked in an occupation in which more than 50% of employees 

were women (Columns 1-3), the share of employees within respondent’s occupation who were women (Column 

4), whether the household head or her partner were self-employed (Column 5). In order to have a substantial 

amount of observations within each occupation, the shares of women within each occupation have been computed 

using the 5% sample of the 2000 Census. This dataset predates any law change regarding same-sex marriage. In 

line with the main empirical analysis, only respondents aged between 18 and 65 and who had worked in the 5 

years preceding the interview have been considered when computing these shares. Same standard errors, state 

trends, individual and state controls as Table 1.1. Individual controls in Columns 1,3,4 also include whether the 

individual was identified as the household head or her partner. Individuals without any work experience in the 5 

years preceding the interview or who had never worked have been excluded in Columns 1-4. Source: ACS 2008-

2016. * p < 0.10, ** p < 0.05, *** p < 0.01 
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Tables for Chapter 2 

 

Table 2.1: Student characteristics by subject and gender. 

 Math Science 

Variable  Male Female Diff Male Female Diff 

Enjoy Subject 0.67 0.66 0.01 0.70 0.66 0.04*** 

Favorite Subject 0.15 0.16 0 0.10 0.09 0.01*** 

Self-efficacy 0.14 -0.05 0.19*** 0.16 -0.08 0.24*** 

Listens student ideas 0.86 0.85 0.01 0.87 0.85 0.02** 

Makes subject interesting 0.64 0.61 0.03*** 0.73 0.68 0.05*** 

All students can succeed 0.92 0.93 -0.01 0.91 0.92 -0.01 

Treats boys/girls differently 0.14 0.09 0.05*** 0.15 0.10 0.05*** 

Observations 10,670 10,430   10,670 10,430   

 

Table 2.2: Teacher characteristics by subject and gender. 

 Math Science 

Variable  Male Female Diff Male Female Diff 

More than Bachelor 0.49 0.52 -0.03*** 0.58 0.56 0.02*** 

STEM major 0.42 0.39 0.03*** 0.55 0.60 -0.05*** 

Experience 10.96 9.92 1.04*** 12.18 9.85 2.33*** 

HS Certified 0.77 0.8 -0.03*** 0.82 0.79 0.03*** 

Education degree 0.57 0.68 -0.11*** 0.55 0.57 -0.02* 

Listens student ideas 0.87 0.86 0.01* 0.88 0.86 0.02*** 

Makes subject interesting 0.65 0.62 0.03*** 0.73 0.69 0.04*** 

All students can succeed 0.93 0.93 0 0.92 0.92 0 

Boys better in math/science 0.14 0.08 0.06*** 0.11 0.07 0.04*** 

Treats boys/girls differently 0.12 0.11 0.01*** 0.13 0.12 0.01 

Observations 7,010 10,860   7,100 9,160   
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Table 2.3: Effect on female students of teacher gender.   

 Enjoy Subject Favorite Subject Efficacy 

 (1) (2) (3) (4) (5) (6) (7) (8) (9) 

Female teacher -0.015 -0.009 -0.015 0.005 0.004 0.006 0.050* 0.065** 0.042 

 (0.017) (0.013) (0.014) (0.011) (0.012) (0.013) (0.028) (0.026) (0.029) 

Listens student ideas  0.128*** 0.133***  0.012 0.007  0.131*** 0.152*** 

  (0.021) (0.022)  (0.015) (0.016)  (0.041) (0.045) 

Makes subject interesting  0.397*** 0.385***  0.132*** 0.132***  0.413*** 0.427*** 

  (0.015) (0.017)  (0.012) (0.013)  (0.028) (0.031) 

All students can succeed  0.116*** 0.101***  0.037* 0.043*  0.204*** 0.207*** 

  (0.025) (0.028)  (0.019) (0.022)  (0.050) (0.056) 

Boys better in math/science   0.015   -0.009   -0.050 

   (0.019)   (0.020)   (0.042) 

Treats boys/girls differently   -0.053**   -0.043**   0.043 

   (0.027)   (0.021)   (0.051) 

Subject math fixed effect -0.005 0.022** 0.021** 0.055*** 0.060*** 0.064*** 0.064*** 0.087*** 0.093*** 

 (0.012) (0.009) (0.011) (0.007) (0.008) (0.009) (0.020) (0.020) (0.022) 

A in 8th grade math/science 0.100*** 0.082*** 0.086*** 0.115*** 0.123*** 0.139*** 0.414*** 0.392*** 0.417*** 

 (0.018) (0.015) (0.016) (0.013) (0.014) (0.016) (0.034) (0.032) (0.035) 

Constant 0.665*** 0.165*** 0.192*** 0.056*** -0.095*** -0.110*** -0.272*** -0.863*** -0.892*** 

 (0.024) (0.030) (0.034) (0.015) (0.026) (0.029) (0.042) (0.064) (0.071) 

Observations 13,270 13,050 11,640 14,530 12,970 11,560 13,080 12,880 11,490 

Overall R^2 0.02 0.26 0.26 0.02 0.04 0.04 0.10 0.17 0.18 

Within R^2 0.01 0.25 0.24 0.03 0.06 0.07 0.04 0.13 0.13 

* p < 0.10, ** p < 0.05, *** p < 0.01 

SE in parentheses clustered at school level. Source: HSLS09. Only female students considered. Additional controls not reported: 

teacher has more than Bachelor's degree, teacher has Bachelor's degree with STEM major, teacher's experience teaching 

math/science (squared). 
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Table 2.4: Effect on male students of teacher gender.  

 Enjoy Subject Favorite Subject Efficacy 

 (1) (2) (3) (4) (5) (6) (7) (8) (9) 

Female teacher -0.053*** -0.027** -0.021 -0.021* -0.015 -0.019 -0.001 0.021 0.018 

 (0.015) (0.012) (0.013) (0.011) (0.011) (0.012) (0.024) (0.024) (0.025) 

Listens student ideas  0.177*** 0.189***  0.008 0.017  0.124*** 0.124*** 
  (0.021) (0.024)  (0.015) (0.016)  (0.041) (0.046) 

Makes subject interesting  0.384*** 0.379***  0.134*** 0.138***  0.367*** 0.380*** 

  (0.016) (0.017)  (0.012) (0.013)  (0.028) (0.030) 
All students can succeed  0.025 0.021  -0.006 -0.016  0.097* 0.068 

  (0.026) (0.029)  (0.020) (0.023)  (0.057) (0.063) 

Boys better in math/science   0.015   -0.019   0.015 
   (0.021)   (0.021)   (0.044) 

Treats boys/girls differently   -0.061**   0.028   0.025 

   (0.025)   (0.019)   (0.045) 
Subject math fixed effect -0.020* 0.012 0.004 0.042*** 0.053*** 0.051*** 0.013 0.041** 0.036** 

 (0.011) (0.009) (0.009) (0.007) (0.008) (0.009) (0.017) (0.016) (0.018) 
A in 8th grade math/science 0.098*** 0.086*** 0.083*** 0.108*** 0.103*** 0.082*** 0.333*** 0.320*** 0.307*** 

 (0.015) (0.014) (0.015) (0.012) (0.014) (0.015) (0.031) (0.031) (0.033) 

Constant 0.707*** 0.233*** 0.226*** 0.097*** 0.004 0.010 0.074** -0.404*** -0.414*** 
 (0.021) (0.032) (0.037) (0.015) (0.023) (0.026) (0.035) (0.066) (0.075) 

Observations 13,190 12,940 11,520 14,600 12,810 11,410 12,960 12,750 11,350 

Overall R^2 0.02 0.25 0.26 0.02 0.04 0.04 0.10 0.15 0.15 

Within R^2 0.01 0.23 0.24 0.02 0.05 0.04 0.03 0.09 0.09 

* p < 0.10, ** p < 0.05, *** p < 0.01 

SE in parentheses clustered at school level. Source: HSLS09. Only male students considered. Same controls as Table 2.3. 
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Table 2.5: Interactions with female teacher.  

 Female students Male students 

 (1) (2) (3) (4) (5) (6) 

 Enjoy FavSubj Efficacy Enjoy FavSubj Efficacy 

Female teacher -0.005 0.085** 0.114 -0.024 -0.015 0.203* 

 (0.058) (0.040) (0.111) (0.055) (0.037) (0.117) 

Listens student ideas 0.159*** 0.036 0.210*** 0.182*** -0.002 0.085 

 (0.034) (0.025) (0.068) (0.036) (0.024) (0.072) 

& Interact with female teacher -0.043 -0.047 -0.100 0.011 0.034 0.064 

 (0.045) (0.032) (0.086) (0.045) (0.033) (0.090) 

Makes subject interesting 0.407*** 0.119*** 0.376*** 0.401*** 0.159*** 0.436*** 

 (0.024) (0.020) (0.043) (0.028) (0.021) (0.047) 

& Interact with female teacher -0.035 0.021 0.083 -0.038 -0.037 -0.095 

 (0.032) (0.025) (0.057) (0.034) (0.027) (0.058) 

All students can succeed 0.076* 0.073** 0.224*** -0.005 -0.008 0.172** 

 (0.042) (0.033) (0.071) (0.041) (0.034) (0.085) 

& Interact with female teacher 0.046 -0.053 -0.019 0.042 -0.011 -0.178 

 (0.053) (0.041) (0.102) (0.053) (0.040) (0.114) 

Boys better in math/science 0.003 -0.003 0.051 0.044 -0.007 0.083 

 (0.031) (0.027) (0.063) (0.031) (0.030) (0.054) 

& Interact with female teacher 0.025 -0.012 -0.204** -0.057 -0.028 -0.147* 

 (0.048) (0.038) (0.103) (0.042) (0.041) (0.081) 

Treats boys/girls differently -0.084** -0.034 0.039 -0.010 0.007 0.010 

 (0.038) (0.029) (0.079) (0.032) (0.026) (0.064) 

& Interact with female teacher 0.063 -0.015 0.013 -0.087** 0.035 0.024 

 (0.051) (0.041) (0.102) (0.037) (0.033) (0.077) 

Subject math fixed effect 0.022** 0.064*** 0.091*** 0.003 0.050*** 0.034* 

 (0.011) (0.009) (0.021) (0.009) (0.009) (0.018) 

A in 8th grade math/science 0.087*** 0.139*** 0.419*** 0.082*** 0.081*** 0.305*** 

 (0.016) (0.016) (0.034) (0.015) (0.015) (0.033) 

Constant 0.182*** -0.156*** -0.937*** 0.229*** 0.007 -0.521*** 

 (0.049) (0.037) (0.091) (0.048) (0.033) (0.099) 

Observations 11,640 11,560 11,490 11,520 11,410 11,350 

Overall R^2 0.26 0.04 0.18 0.25 0.04 0.15 

Within R^2 0.25 0.07 0.14 0.24 0.05 0.09 

* p < 0.10, ** p < 0.05, *** p < 0.01 

SE in parentheses clustered at school level. Source: HSLS09. Same controls as Table 2.3. The interaction terms are between the 

female teacher indicator and the regressor above each interaction line. 
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Table 2.6: Teacher characteristics (Mean) – Boys better in math/science. 

 Math Science 

Variable  No Yes Diff No Yes Diff 

Female 0.63 0.48 0.15*** 0.57 0.46 0.10*** 

More than Bachelor 0.52 0.44 0.08*** 0.57 0.58 -0.01 

STEM major 0.41 0.38 0.03** 0.59 0.47 0.12*** 

Experience 10.43 8.93 1.50*** 10.99 10.02 0.97*** 

HS Certified 0.79 0.76 0.03*** 0.82 0.75 0.07*** 

Education degree 0.64 0.66 -0.02 0.56 0.65 -0.08*** 

Observations 14,310 1,690   13,210 1,310   

Table 2.7: Teacher characteristics (Mean) – Listens student ideas. 

 Math Science 

Variable  No Yes Diff No Yes Diff 

Female 0.62 0.6 0.02* 0.6 0.56 0.04*** 

More than Bachelor 0.51 0.51 0 0.58 0.57 0.01 

STEM major 0.42 0.4 0.02 0.55 0.59 -0.04*** 

Experience 11.1 10.32 0.78*** 11.57 10.84 0.73*** 

HS Certified 0.81 0.78 0.03*** 0.82 0.8 0.01 

Education degree 0.51 0.54 -0.04*** 0.56 0.56 0 

Observations 2,030 12,450   1,690 11,060   

 

Table 2.8: Teacher characteristics (Mean) – Treat boys/girls differently. 

 Math Science 

Variable  No Yes Diff No Yes Diff 

Female 0.61 0.57 0.04*** 0.57 0.56 0.01 

More than Bachelor 0.51 0.49 0.02 0.57 0.55 0.02 

STEM major 0.41 0.39 0.01 0.59 0.52 0.07*** 

Experience 10.38 10.54 -0.16 10.87 11.31 -0.44* 

HS Certified 0.79 0.75 0.04*** 0.81 0.77 0.04*** 

Education degree 0.54 0.52 0.02 0.56 0.58 -0.02* 

Observations 12,760 1,630   11,080 1,540   
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Table 2.9: Teacher characteristics (Mean) – Makes subject interesting. 

 Math Science 

Variable  No Yes Diff No Yes Diff 

Female 0.63 0.59 0.03*** 0.6 0.55 0.05*** 

More than Bachelor 0.53 0.5 0.03*** 0.58 0.57 0.02 

STEM major 0.43 0.4 0.03*** 0.57 0.59 -0.02** 

Experience 10.87 10.15 0.71*** 11.43 10.74 0.69*** 

HS Certified 0.8 0.78 0.02*** 0.82 0.8 0.02*** 

Education degree 0.52 0.55 -0.03*** 0.57 0.56 0.01 

Observations 5,310 9,150   3,710 9,000   

Table 2.10: Teacher characteristics (Mean) – All students can succeed. 

 Math Science 

Variable  No Yes Diff No Yes Diff 

Female 0.62 0.6 0.02 0.58 0.57 0.01 

More than Bachelor 0.51 0.51 0 0.59 0.57 0.02 

STEM major 0.41 0.41 0 0.54 0.59 -0.05*** 

Experience 10.76 10.41 0.36 11.7 10.88 0.82*** 

HS Certified 0.82 0.78 0.04*** 0.83 0.8 0.03** 

Education degree 0.5 0.54 -0.04** 0.57 0.56 0.01 

Observations 1,050 13,380   1,030 11,650   
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Tables for Chapter 3  

Table 3.1: Basic model (5-fold average). 

  Inputs Performances 

 Algorithm Individual School Interactions AUC Accuracy Recall 

1 Logit    0.80 89.9% 15.2% 

2 OLS    0.79 89.6% 6.4% 

3 Probit    0.80 89.9% 13.9% 

4 Logit    0.80 89.9% 15.5% 

Note: This table reports out-of-sample performances of different models estimating the probability 

that a student drops out of high school. Individual indicates that the algorithm uses as inputs the 

selected variables from the student and parent questionnaires. School refers to selected inputs from 

principal, while Interaction indicates that the algorithm includes two-way interaction terms 

between gender, race, income, GPA and family characteristics. 

 

Table 3.2: Optimal threshold (5-fold average). 

   Overall Budget 

Cost per student   1,000 10,000 100,000 

 

10 

Actual Cost  970 9,714 42,244 

Threshold  0.53 0.14 0.01 

Accuracy  89.9% 79.8% 12.2% 

Recall  13.9% 61.6% 99.7% 

 

100 

Actual Cost  1,020 9,700 97,140 

Threshold  0.84 0.53 0.14 

Accuracy  89.4% 89.9% 79.8% 

Recall  2% 13.9% 61.6% 

 

500 

Actual Cost  1,000 9,700 98,400 

Threshold  0.93 0.77 0.40 

Accuracy  89.3% 89.6% 89.6% 

 Recall  0.4% 3.6% 22.9% 

Note: This table shows how the optimal accuracy and recall rate change given 

different combination of total budget and cost per student of a hypothetical effective 

high school dropout intervention program. 
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Table 3.3: ML (5-fold average). 

  Inputs Performances 

 Algorithm Individual School Interactions School FE AUC Accuracy Recall 

1 SVM     0.77 89.1% 21.7% 

2 Boosting     0.76 88.8% 20.6% 

3 OLS Post-LASSO     0.77 89.9% 16.0% 

4 Logit Post-LASSO     0.79 89.4% 23.0% 

5 Logit Post-LASSO     0.78 89.1% 23.1% 

6 Logit Post-LASSO     0.77 87.1% 28.1% 

Note: This table reports out-of-sample performances of different models estimating the probability that a student drops out of 

high school. Individual indicates that the algorithm uses as inputs all the relevant variables from the student and parent 

questionnaires. School refers to inputs from the teachers, counselor and principal, while Interaction indicates that the algorithm 

includes two-way interaction terms among the top predictors selected by LASSO. School FE indicates that school fixed effects 

are included in the final Logit model. 

 

Table 3.4: Variables selected by Boosting. 

Predictors Count Influence 

GPA in 9th grade 5 39.7 

Born in 1993 (most students were born in 1994-1995) 5 11.2 

HSLS:09 Math test score 4 5.9 

Whether 9th grader has ever been suspended or expelled 4 5.2 

GPA for all academic 9th grade courses 4 2.5 

Parent contacted by school about poor attendance more than 4 times 4 2.4 

Born in 1992 4 1.9 

No science courses taken in 9th grade 3 10.8 

No math courses taken in 9th grade 3 4.1 

9th grader very sure that he/she will graduate from high school 3 1.5 

Credits earned in 9th grade 3 1.3 

Number of household members 3 1.1 

9th graders has changed schools 7 times since kindergarten 3 0.4 

Note: This table lists the variables selected by Boosting (Table 3.3 Model 2) at least three times in the 5-fold estimation. 

The influence measures the average overall contribution of each variable to the log-likelihood function. Such values are 

standardized between 0 and 100.  
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Table 3.5: Variables selected by LASSO. 

Predictors Count 

Born in 1993 (most students were born in 1994-1995) 5 

Born in 1995 5 

HSLS:09 Math test score 5 

No math courses taken in 9th grade 5 

No science courses taken in 9th grade 5 

GPA in 9th grade 5 

9th grader very sure that he/she will graduate from high school 5 

Public School 5 

Private School 5 

Whether 9th grader has ever been suspended or expelled 5 

Does not  plan to enroll in college after high school 4 

Principal reporting student drop out not a problem 4 

9th graders has never changed schools since kindergarten 4 

Parent reporting no difficulty by 9th grader with behavior problems 4 

Parent never contacted by school about poor attendance  4 

Parent contacted by school about poor attendance more than 4 times 4 

Parent participated in school fundraiser 4 

Parent thinks 9th grader will at most attain high school 4 

GPA for all academic 9th grade courses 3 

9th grader thinks he/she will at most attain high school 3 

9th grader did not repeat 2nd grade 3 

9th grader spend less than 1h/day on extracurricular activities 3 

9th grader was in 9th grade in the previous academic year 3 

Note: This table lists the variables selected by LASSO to generate the two-way interaction terms includes 
in Model 6 Table 3.3. Only variables selected in at least 3 of the 5 folds have been included. 
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Table 3.6: Clustering. 

Predictors 

No 

Dropout 

Group 

1 

Group 

2 

Group 

3 

Gro

up 4 

Born in 1993 (most students were born in 1994-

1995) 0.03 0.22 0.63 0.13 0.65 

HSLS:09 Math test score 0.47 0.31 0.31 0.32 0.33 

No math courses taken in 9th grade 0.04 0.26 0.19 0.40 0.10 

No science courses taken in 9th grade 0.06 0.31 0.25 0.59 0.14 

GPA in 9th grade 0.63 0.25 0.27 0.21 0.31 

9th grader very sure that he/she will graduate from 

high school 0.84 0.45 0.33 0.64 0.77 

Public School 0.81 0.99 0.99 1.00 0.98 

Whether 9th grader has ever been suspended or 

expelled 0.07 0.20 0.49 0.92 0.49 

Does not plan to enroll in college after high school 0.44 0.79 0.96 0.87 0.59 

Principal reporting student drop out not a problem 0.28 0.04 0.04 0.05 0.08 

Parent reporting no difficulty by 9th grader with 

behavior problems 0.64 0.20 0.49 0.29 0.59 

Parent never contacted by school about poor 

attendance 0.62 0.20 0.30 0.17 0.74 

Parent participated in school fundraiser 0.39 0.11 0.10 0.14 0.39 

Parent thinks 9th grader will at most attain high 

school 0.05 0.15 0.59 0.34 0.04 

9th grader was in 9th grade in the previous academic 

year 0.04 0.23 0.33 0.43 0.39 

Observations 20,340 630 110 120 100 

Note: This table reports the summary statistics (mean) for each group identified by the hierarchical clustering algorithm: 

students identified as at risk of dropping out have been divided into four groups. The table also reports summary statistics 

for the group of students not predicted to drop out of high school. All variables have been rescaled between 0 and 1 
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