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Abstract

This dissertation examines the relative effects of phonetic salience and phonolog-

ical prominence on speech sound processing. Three test cases, respectively, investi-

gate the processing of consonants versus vowels by speakers of German, Hebrew, and

Amharic; the processing of aspirated versus unaspirated stops by speaker of Spanish

and Thai; and the perception of high versus low tones by speakers of French and

Tlı̨chǫ (Dene; Canada). One of the types of sounds examined in each test case is said

to be more phonetically salient based on its acoustic properties, and the other is more

prominent in the phonological grammar of one of the groups of speakers examined.

The test cases are each comprised of an immediate serial recall (ISR) experiment and

an artificial language learning (ALL) experiment.

Results show that phonetics and phonology are processed differently, supporting

the notion that the two represent separate modules in the grammar. Specifically,

phonetic effects are more likely to emerge in the ISR tasks, which involve short-

term processing, whereas phonological effects tended to emerge in tasks that required

longer-term memory and the association of auditory stimuli with lexical meaning. The

consistency of phonetic effects in the ISR experiments lends support to the notion

of universal acoustic salience, such that a given sound can be easier to process than

another sound based solely on their respective acoustic properties. The phonolog-

ical effects that emerge in a subset of the results show that this effect of acoustic

salience can be outweighed by language-specific grammatical prominence effects, but
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only when the task being performed requires a relatively deeper level of processing.

Taken together, these results bolster our understanding of acoustic salience and its

universality, and show that a given sound’s role in the phonological patterning in a

language can impact the ways in which is processed by speakers of this language.

Index words: processing, phonetics, phonology, morphophonology
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4.2 Example of pitch on one intonational phrase in Tłı̨chǫ . . . . . . . . . 74
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Chapter 1

Introduction

The purpose of this dissertation is to examine the relative effects of phonetic and

phonological salience in speech sound processing. It is clear that speech perception is

impacted by the abstract phonological patterning of a listener’s language (e.g., Werker

et al., 1981; Werker and Tees, 1984a,b; Hume and Johnson, 2001). However, when

perception experiments are designed to be completed using non-linguistic, purely

phonetic processing, the outcomes change (e.g., Werker and Tees, 1984b; Mann and

Liberman, 1983; Dupoux et al., 1997). Not only is phonetic processing more sensitive

than phonological processing, but the phonetic properties of sounds can make some of

them more easily-processed than others, separately from any phonological influence.

Therefore, while the phonological effects on speech perception can make one set of

predictions, following from a given listener’s phonology, the relative phonetic facts of

a set of speech sounds impose their own effects on speech perception.

This dissertation aims to pit these two effects against each other. In cases in which

phonetic effects predict one outcome and language-specific phonological effects predict

a different one, which effect is likely to be stronger?

1.1 Speech Perception and Phonology

Many phonological processes across languages can be explained by the relative per-

ceptibility of the segments involved. An example of perceptibility impacting phono-

logical patterns is demonstrated experimentally in Mielke (2002). He shows that of
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the phonological positions in which /h/ surfaces in Turkish, this /h/ is most likely to

be variably deleted where it is least perceptible. In a study that asked participants

to indicate whether they heard /h/ in an auditory stimulus, and if so, where in the

word it appeared, participants were least likely to report having heard /h/ when it

surfaced in the phonological contexts that allow for /h/-deletion in Turkish. Impor-

tantly, this result held across both Turkish speakers and speakers of other languages,

showing that the relative perceptibility of /h/ in these various positions is at least

partly independent of a listener’s native language. Therefore, variable /h/-deletion is

constrained by its objective perceptibility in certain positions.

Similarly, Steriade (1999) shows, using data from several languages, that the con-

sonant clusters that are licit in a given language are those in which the segments that

comprise them are maximally perceptible. This is operationalized as the Licensing by

Cue hypothesis, under which a contrastive feature is licensed to surface, or not, based

on the relative perceptibility of that contrastive feature in a given phonological envi-

ronment. Steriade (1999) argues that this analysis of cluster well-formedness based

on the Licensing by Cue hypothesis is more predictive than an analysis that relies

on syllable structure and word-boundaries. The notion that perceptibility is active

in the phonological grammar is further formalized in the Perceptibility-map (P-map;

Steriade, 2001), which generates phonological constraints based on the relative per-

ceptibility of segments in different positions. Under this analysis, contrasts that are

more perceptually distinct are more likely to be maintained, whereas more confusable

contrasts are more likely to undergo neutralization. As a result, perceptibility plays

an active role in the phonological grammar.

A wide body of experimental research supports the notion that while percepti-

bility can impact phonological processes, as outlined above, the reverse is also true:

the phonological system to which a listener has been exposed impacts the way they
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perceive speech sounds. Hume and Johnson (2001) discuss the bidirectional rela-

tionships between phonology and at least four external forces, as modeled in Figure

1.1. Speech perception is one of the external forces shown here, its interaction with

phonology represented by the leftmost bidirectional arrow.

Figure 1.1: Model of the bidirectional relationship between phonology and various external
forces (Hume and Johnson, 2001)

Perhaps the most well-known piece of evidence for the impact of phonology on

speech perception is the finding that whereas young infants can distinguish among all

speech sounds, they lose these perceptual abilities as they acquire the phonology of

their native language (Werker et al., 1981; Werker and Tees, 1984a). In this famous

series of experiments, infants were conditioned to turn their heads to look at a specific

object when the auditory stimulus changed. Young infants acquiring English turned
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their heads, for instance, when the stimulus changed from /ta/ to /úa/, or from /ka/ to

/qa/, pairs that are contrastive in some languages but not in English. However, once

these infants had passed a certain stage of phonological acquisition, they no longer

turned their heads at these same changes in the auditory stimulus, suggesting that

they no longer perceive the difference in either of the sound pairs. This shows that

once the native phonological system has been acquired, infant listeners no longer per-

ceive differences in sounds that are not contrastive in their language. In other words,

infant listeners develop categorical perception, or the perceptual behavior of grouping

gradient phonetic inputs into discrete categories of sounds that are contrastive in the

listener’s native language (e.g., Abramson and Lisker, 1970).

Following foundational studies on categorical perception, further experimental evi-

dence from adult listeners supports the claim that a listener’s phonology impacts the

way they perceive speech sounds. In their experiment, Hume et al. (1999) show that

the phonemic inventory of a language can impact perception patterns. They asked

American English speakers and Korean speakers to listen to syllables consisting of a

voiceless aspirated stop (/ph/, /th/, or /kh/), each with release bursts and aspiration

spliced in, followed by a vowel (/i/, /a/, or /u/) and to determine what syllable they

had heard by clicking on its corresponding button. The results show that while both

speaker groups attended less to the release burst of the consonant than to the transi-

tion between that burst and the following vowel, this difference was greater for Korean

speakers than for American English speakers. The authors suggest that this effect is

due to the differences in stop inventories between the two languages. The Korean

inventory contains tense, lax, and aspirated stops; crucially, one main perceptual cue

to the contrast among these three stop types is in the aspiration that occurs between

the consonant release and the vowel. Therefore, while both American English and

Korean speakers attended to this transition in identifying syllables, it is likely that
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the Korean speakers showed an even higher sensitivity to this transition because this

is an important perceptual cue to stop identity in the Korean phonological system.

Another study suggests that not only the phonemic inventory, as evidenced by

findings on categorical perception, but also phonotactic patterns of a language can

impact the way in which speech is perceived. In the study investigating Turkish /h/-

deletion discussed above, Mielke (2002) found that though some instances of /h/ were

universally difficult to perceive, the patterns of perception were also largely reflective

of the phonological patterns of a given listener group. For instance, the English and

French speakers in this study were the least likely to perceive /h/ in any non-prevocalic

conditions, as this is an illicit position for /h/ in the phonological systems of both

languages. Speakers of Turkish and Arabic, on the other hand, were better able to

perceive non-prevocalic /h/ tokens, as the phonologies of these languages permits /h/

pre-consonantally and word-finally. Therefore, the phonotactics of a given listener’s

language impacted their patterns of /h/ perception.

Whereas phonological contrast and phonotactics have been shown to influence

speech perception, data from native perception of Mandarin tones suggests that

phonological processes such as allophony can have similar effects. When rating the

similarity between two different tones, native Mandarin speakers were most likely to

confuse T35 with T214, as well as T55 with T35.1 Though these pairs are not the

most phonetically similar in their pitch height and contour, these pairs alternate with

each other in Mandarin tone sandhi processes. In other words, the most confusable

tones to Mandarin listeners were those that have an allophonic distribution in the

language, regardless of their phonetic similarity (Hume and Johnson, 2003; Huang

and Johnson, 2010).

1Following the literature on Mandarin tone, the numbers here indicate the sequential
pitch targets in a contour, with 1 representing the lowest pitch target and 5 representing the
highest.
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On the whole, it is clear that speech perception and phonology influence each

other. Phonological systems often emerge in a way that allows for maximal percepti-

bility of segments. On the other hand, the phonological patterning of a given language

influences the way speech sound are perceived by its listeners. This has been shown to

be the case for several aspects of a phonological system, including phoneme inventory,

phonotactics, and phonological alternations.

1.2 Phonetic vs. Phonological Perception

The bidirectional relationship between speech perception and phonology is compli-

cated by the fact that the perception of sounds does not only involve abstract phono-

logical processing. Rather, several studies show that listeners perceive the same sets

of stimuli in different ways depending on whether they expect to hear linguistic or

non-linguistic sounds. In other words, perception can be either phonological or not. It

is important, then, to make an explicit distinction between phonetic and phonological

perception.2

Upon conducting their discrimination study on adults, Werker and Tees (1984b)

found that, similar to older infants, adults were unable to perceive differences in

stimuli that were not contrastive in their native language. Crucially, though, when

the adults were told that their task was to discriminate among non-speech sounds,

their discrimination improved. Similarly, when a different experimental group was

told that their task was to distinguish among distinct consonant categories that may

not be different in English, discrimination also improved (Werker and Tees, 1984b).

2Earlier literature (e.g., Mann and Liberman, 1983) refers to this distinction as auditory
vs. phonetic processing, where auditory processing is entirely non-linguistic and phonetic
processing is language-specific. Here I refer to the two types of processing as phonetic and
phonological, respectively, for consistency with the phonetic vs. phonological distinction
explored throughout the dissertation.
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The authors take these findings to imply that though listeners appear to lose dis-

crimination abilities relatively early in the language acquisition process, this is not

the result of some neural decay that leads to an inability to hear certain auditory

percepts. Rather, the acquisition of a phonological system affords the listener with

linguistic perception strategies that in turn lead to less fine-grained discrimination.

Importantly, certain tasks or training processes can eliminate the effect of these lin-

guistic strategies and instead access purely auditory processing.

Following this study by Werker and Tees (1984b), subsequent results have fur-

ther strengthened the assertion that there is a clear distinction between phonetic

and phonological perception. Mann and Liberman (1983) investigated the difference

between the two by conducting an ABX discrimination task in which the stimuli were

synthesized tokens of [da] and [ga]. These synthesized stimuli differed in third-formant

transitions, which in addition to cueing the place of articulation distinction, could also

be perceived as creating a non-linguistic ‘chirp’-like noise. One group of listeners was

told to distinguish between speech sounds, while a second group of listeners was told

to distinguish between non-speech chirp sounds embedded in linguistic distractors.

The results show that listeners who were attending to speech percepts perceived the

[da]-[ga] difference categorically, following findings on categorical perception of native

phonemes, but that the group attending to nonspeech percepts had a higher rate of

correct discrimination. This suggests not only that phonetic perception is different

from phonological perception, but also that phonetic perception is more sensitive

to acoustic differences than purely phonological perception is. Relatedly, Babel and

Johnson (2010) use AX discrimination tasks to show that whereas American English

listeners and Dutch listeners perceived voiceless fricatives differently from each other,

following the patterns of their respective phonologies, these differences narrowed when

the participants were told to make their discrimination judgements in under 500ms.
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This effect suggests that shortening the response time elicits a response based more on

phonetic perception than on phonological perception. Similar results were reported

for the discrimination of palatalized and non-palatalized consonants by American

English versus Russian listeners (Babel and Johnson, 2010).

The difference between phonetic and phonological perception attested in segmental

processing is mirrored in findings on the perception of suprasegmental linguistic fea-

tures. For instance, French speakers were shown to be insensitive to differences in

stress placement on nonce words in an ABX discrimination task, but improved when

the task was changed to an AX task and the two stimuli in each trial were pro-

duced by the same speaker. In other words, though they were unable to use linguistic

stress to discriminate among words, presumably due to the lack of contrastive stress

in French, they showed more accurate discrimination when the task was altered to

allow for a non-linguistic, purely acoustic discrimination strategy (Dupoux et al.,

1997). Similar studies investigate the perception of lexical tone by speakers of Aus-

tralian English, a non-tone language. These speakers were better at discriminating

differences in tones when presented with filtered speech stimuli than when hearing

unaltered speech stimuli. Their discrimination scores further improved when the same

tone contours were presented as violin sounds rather than as speech of any kind (see

discussions in Mattock and Burnham, 2006; Burnham and Mattock, 2007).

These experimental results make it clear that the perception of sounds can differ

vastly depending on whether the listener is using linguistic or non-linguistic strategies.

As put by Mann (1986), there appear to be two levels of speech perception: a “universal

level” and a “language-dependent level.” A question that arises from these two types

of speech perception is whether they can occur simultaneously. Is it possible that even

during phonological processing, there are phonetic effects at play?
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1.3 Phonetic Salience

While phonological perception often biases the listener towards a specific perceptual

outcome—the one that most reflects the phonological patterning in the listener’s

language—there is also reason to believe that phonetic perception comes with its

own biases. Some sounds seem to be more inherently phonetically salient than others.

Therefore, not only is phonetic processing more sensitive than phonological processing

in certain tasks, but it also makes its own separate predictions.

Many researchers refer to the phonetic salience of a given sound, but this term

does not have a clear definition: there is not one acoustic correlate to salience, nor is

there a definitive set of properties that make a sound more or less salient than another.

However, there are some measures of salience that, though indirect, are used to discuss

the relative perceptual prominence of sounds, outside of any relevant phonological

effects. For instance, it is generally accepted that sounds with long durations and high

intensity are easier to perceive, and therefore more phonetically salient, than shorter,

quieter sounds (e.g., Crowder, 1971; Cutler et al., 2000). Another proxy for salience

is acquisition patterning, such that sounds that are acquired earliest by babies or

most easily by adult learners are probably the more phonetically salient sounds (e.g.,

Harrison, 1998; Yip, 2002). Psycholinguistic measures of salience can involve relative

recall rates of sounds, how easily they are manipulated in phoneme manipulation

tasks, and the extent to which they participate in phonological priming (e.g., Cutler

et al., 2000; Delle Luche et al., 2014; Turnbull and Peperkamp, 2018).

On the whole, though the concept of phonetic salience is a nebulous one, it can

certainly be argued that some sounds are perceptually privileged on the basis of

their acoustic properties alone. This dissertation therefore assumes that differences

in relative acoustic salience can be motivated by objective phonetic and perceptual
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facts, though these facts may differ from case to case. Given this assumption, the

conclusion reached in the previous section becomes slightly more complicated. Not

only is phonetic processing separate from phonological processing, but the two can

come with distinct sets of predictions. It is possible that the most phonetically salient

sound is not the sound that is most salient in the phonological patterning of a given

language. In a situation in which phonetic salience and phonological salience are

in conflict, it is not immediately clear which type of salience will make the best

predictions, and the current literature does not provide any clear evidence that one

type of salience has a stronger effect than the other.

1.4 Remaining Questions

Few researchers have addressed the notion of possible tension between phonetic and

phonological salience. One exception is found in Cho and McQueen (2006), who posit

two competing hypotheses. The Phonetic-Superiority Hypothesis predicts that sounds

that are more objectively perceptually salient will be processed more efficiently. Con-

versely, the Phonological-Superiority Hypothesis predicts that sounds are processed

based on the native phonology of the speaker, such that foreign sounds will be dif-

ficult to process regardless of their acoustic properties. These hypotheses are tested

in a phoneme detection task in which Korean and Dutch listeners were instructed to

press a button when they heard a given consonant target in a speech stream stimulus.

Oral stop targets in this speech stream were in coda position and were either released

or unreleased. All oral stops in Korean are realized as unreleased in coda position;

in Dutch, coda stops are released. Therefore, the Phonetic-Superiority Hypothesis

predicted that all released stops would be more easily detected due to their relatively

high perceptual salience, whereas the Phonological-Superiority Hypothesis predicted
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that Korean listeners would detect unreleased stops more easily than released stops,

in keeping with their native phonology. The authors argue that the Phonological-

Superiority Hypothesis best explains their results: Korean speakers detected unre-

leased stops faster than released stops, whereas Dutch speakers detected released

stops faster (Cho and McQueen, 2006).

Kim et al. (2012) further explore the relationship between phonetics and phonology

in speech perception, again using stop perception by Korean and Dutch listeners. The

crucial difference in the two languages’ phonological patterning here is that Korean

aspirated stops exhibit a relatively long VOT whereas Dutch stops are produced with

a short VOT. Listeners were asked to listen to a speech stream in one of two arti-

ficial languages. One of these artificial languages had lengthened stop VOT and the

other had shortened stop VOT. After a learning phase, listeners were given forced-

choice pairs and asked to determine whether a given word was present in the artificial

language speech streamed they had heard. The results show that despite the rela-

tively short stop VOT in Dutch, Dutch listeners performed better on this task when

the artificial language they had heard contained lengthened stop VOT. This finding

contradicts that from Cho and McQueen (2006), and instead supports the Phonetic-

Superiority Hypothesis: Dutch listeners made use of the high perceptual salience of

longer VOTs when listening to an artificial language speech stream, despite the fact

that stop VOT in their native language is relatively short.

The conflicting findings in these two studies suggests the need for further exami-

nation of the relative effects of phonetics and phonology in speech sound processing.

Furthermore, though both of these experiments were balanced for listener language

and stimulus language, there is no group in which phonology has no potential effect:

the Korean phonology has a bias towards longer stop VOT and unreleased coda

stops, whereas the Dutch phonology prefers shorter stop VOT and released coda
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stops. Therefore, though the phonetic predictions are clear, there is no experimental

group with which to test them explicitly, as both Korean listeners and Dutch listeners

are potentially biased by their native phonologies.

To this end, this dissertation contains three experimental test cases that build on

the findings in Cho and McQueen (2006) and Kim et al. (2012), while controlling

for phonological effects. In an effort to improve upon the experimental designs in

these previous studies, each test case will examine the relative perception of two

sounds. One of the two sounds will be more phonetically salient than the other, based

on their relative acoustic and perceptual properties. Two experimental groups will

be tested in each case study: one will represent a language in which the phonology

makes no predictions about the relative perception of the sounds, whereas the other

will represent a language in which the phonology favors one sound over the other.

Crucially, the sound favored by this second language’s phonological system will be the

less phonetically salient sound of the two. In other words, for one experimental group

in each test case, the predictions made by the phonetic and phonological properties

of the sounds will be in conflict.

Under the Phonetic-Superiority Hypothesis, the more acoustically salient speech

sounds will be processed more effectively regardless of the native language of the

listener. Under the Phonological-Superiority Hypothesis, the phonological bias from

one language will influence the results of this language’s speakers such that any effect

of acoustic salience will be outweighed by this effect of phonological salience on speech

perception. The purpose of the three distinct test cases is to determine whether the

relative effects of phonetics and phonology in speech sound processing are comparable

across cases, or rather if different phonological properties can interact differently with

the phonetic facts. In each of these test cases, detailed in the following sections of this

dissertation, speakers will participate in both a recall task and an artificial language
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learning task. If the same findings hold across both tasks, this will imply that the effect

of the phonetics/phonology interaction is robust across different types of linguistic

processing. Conversely, if different tasks show different results, this could show that

phonetics and phonology interact with each other differently depending on the type

of processing necessary to complete the given task. On the whole, the purpose of this

dissertation is to further investigate the relative effects of phonetic and phonological

salience in speech processing.

1.5 Roadmap

The three test cases that comprise this dissertation are presented in the following

three chapters. Chapter 2 investigates the relative processing of consonants versus

vowels, Chapter 3 investigates the relative processing of aspirated versus unaspirated

stops, and Chapter 4 investigates the relative processing of high versus low tones.

Each of these chapters is made up of one recall experiment and one artificial language

learning experiment, for a combined total of six experiments. Chapter 5 discusses the

overarching patterns seen in the three test cases, discusses their implications, and

presents directions for further research.

13



Chapter 2

Phonetics and Phonology in the Perception of Consonants vs.

Vowels

2.1 Background

Vowels tend to be louder and have a longer duration than consonants, and they are

produced with an acoustic steady state that is not characteristic of the acoustic cues

to consonants. For these reasons, vowels are argued to be more acoustically salient

than consonants (Crowder, 1971; Cutler et al., 2000). However, there is evidence that

it is not just this high acoustic salience of vowels that distinguishes them from conso-

nants in phonological systems. Neuropsychological data from speakers with aphasia

show that consonants and vowels form distinct mental categories that can be damaged

independently of one another. In their experiment, Caramazza et al. (2000) show that

when repeating words, one of two aphasic Italian speakers was more likely to produce

errors in the vowels whereas the other was more likely to confuse consonants. Fur-

thermore, the consonantal category contained all consonants in the Italian inventory,

regardless of their relative sonorities. This implies that the separation of consonants

and vowels in the grammar is an abstract categorization rather than one based solely

on phonetic properties. As expected given their psychological and abstract phonolog-

ical differences, these two categories are not equivalent with respect to their roles in

linguistic systems. Nespor et al. (2003) use typological data as well as results from
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various experimental studies to argue for the CV hypothesis, a cross-linguistic gen-

eralization that consonants tend to convey lexical information and vowels tend to

encode morphosyntactic information.

Results from various psycholinguistic experiments further bolster the CV hypoth-

esis, showing that it may best account for some aspects of phonological processing.

Despite the high acoustic salience of vowels, words in English and French have been

shown to be primed by non-words with the same consonants, but not by those with

the same vowels. This effect arises both in visual experiments, reported in processing

by French speakers (New et al., 2008), and in auditory priming experiments, reported

in processing by French and British English speakers (Delle Luche et al., 2014). While

monosyllabic CVC words are primed by non-words that share a rime (_VC) more

so than they are by non-words that share an onset and nucleus (CV_), primes with

only the same consonants as the target word (C_C) lead to even greater facilitation

than rime primes in auditory lexical decision tasks performed by French speak (Turn-

bull and Peperkamp, 2018). This finding supports the notion that consonants are

even more important in lexical access than subsyllabic constituents previous shown

to have a strong effect.

Just as the presence of consonants improves lexical decision results, their absence

also worsens them: delaying the appearance of consonant graphemes slows the reaction

time for lexical decisions, whereas delaying the appearance of vowel graphemes has

no such effect (Carreiras et al., 2009). Similarly, speakers find it easier to change a

non-word into an actual word by changing the vowels (i.e., kebra → cobra) than by

changing the consonants (i.e. kebra → zebra) (Cutler et al., 2000). The prominent role

of consonants in phonological processing is evident even in experiments using entirely

nonsense speech strings; Toro et al. (2008) show that Italian speakers use statistical

dependencies across consonants, but not across vowels, to segment a nonsense CV
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speech stream into words.1 The results of experimental studies such as these suggest

that consonants’ role of carrying lexical information, as put forward by Nespor et al.

(2003), makes them more easily processed and less easily manipulated than vowels.

Results from immediate serial recall (ISR) experiments, though, complicate this

conclusion. When English speakers are tasked with remembering sequences of CV syl-

lables, they tend to remember differences in vowels better than differences in conso-

nants, whether the sequences are presented visually (Drewnowski, 1980) or auditorily

(Crowder, 1971; Kissling, 2012). It has been argued that the relatively high intensity

and long duration of vowels makes them more acoustically salient than consonants

(Crowder, 1971; Cutler et al., 2000). With ISR tasks, then, it seems that the effect of

the high acoustic salience of vowels outweighs the effect of consonants carrying impor-

tant lexical information. As a result, vowels have the advantage over consonants in

these tasks. If it is the case that ISR tasks do not involve accessing a phonological

representation of the CV phonemes, but rather short-term memory simply of the

acoustic properties of the stimulus, then these findings are not necessarily at odds

with the intuition that “consonants have an overall privileged role over vowels at the

phonological level” (Delle Luche et al., 2014). Rather, it can be argued that tasks

requiring the accessing of abstract phonological categories make use of consonants

and their ability to distinguish among lexical items, whereas tasks such as ISR that

require a lower level of linguistic processing instead favor vowels due to their high

acoustic salience.

Perhaps unsurprisingly, certain characteristics of a speaker’s native language

impact their performance on tasks that require phonological categorization or manip-

ulation. In fact, though the ratio of consonants to vowels in the phoneme inventory of
1cf. Newport and Aslin (2004), in which non-adjacent vowel dependencies are acquired

as easily as non-adjacent consonant dependencies.
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a language does not impact the effect of segmental priming (Delle Luche et al., 2014;

Cutler et al., 2000), it has been shown that the phonotactics of a speaker’s native

language govern speech perception and segmentation. Dupoux et al. (1999) show

that Japanese speakers perceive an illusory epenthetic vowel between consecutive

consonants in VCCV stimuli, repairing the consonant cluster that is illicit according

to Japanese phonotactics. On the other hand, El Aissati et al. (2012) present evi-

dence that speakers of Tarifiyt Berber segmented nonce speech streams into vowelless

non-words, which are phonotactically permissible in Tarifiyt but are shown to be

dispreferred by speakers of other languages performing similar tasks. In both of

these results, the phonotactics of a speaker’s language influence the way in which

they perceive and manipulate stimuli. In other words, the phonological properties

of consonants and vowels, and the way that they combine in a speaker’s language,

impact that speaker’s performance on psycholinguistic tasks that require the use of

phonological knowledge.

However, results from Kissling (2012) reveal that even in ISR tasks, which arguably

seem to call on processing only at the phonetic level, properties of a speaker’s native

language can impact recall accuracy. Kissling (2012) shows that the effect of higher

vowel recall does not hold for speakers of all languages. In her study, native speakers

of English and Arabic were presented with auditory stimulus sequences of six CV

syllables. In each sequence, the syllables either had the same consonant and dif-

ferent vowels (e.g., “ki ka ki ku ku ka") or the same vowel and different consonants

(e.g., “ma za ka za ka ma"). After hearing each stimulus, participants had 12 sec-

onds to record the six syllables they had heard on an answer sheet containing six

blanks. Results showed that while English speakers remembered the sequences with

different vowels better, replicating previous findings (Drewnowski, 1980; Crowder,

1971), Arabic speakers scored similarly on the two types of sequences.
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There are two possible explanations for the surprising results in Kissling (2012).

One explanation is that better consonant recall by Arabic speakers is a result of its

morphology; Arabic is a Semitic language exhibiting root-and-pattern morphology

(Ryding, 2005).2 In this morphophonological system consonants are exclusively

responsible for conveying lexical information, whereas in non-root-and-pattern lan-

guages consonants are merely more likely to carry lexical content (Nespor et al.,

2003; Toro et al., 2008). Therefore, it is possible that Arabic speakers attend to and

remember consonants as well as they do vowels as a result of the root-and-pattern

system of their native language. However, another possibility is that the results in

Kissling (2012) surface due to an orthography effect. Arabic’s abjad orthography

encodes only consonants and long vowels consistently.3 For instance, the words katab

(‘wrote’) and kutib (‘was written’) are written identically, with simply the <k>,

<t>, and <b> graphemes; readers must infer the short vowels based on the context

of the words. Therefore, it is possible that Arabic orthography creates a perceptual

bias towards consonants, which in turn explains the boosted consonant recall among

Arabic speakers. Research showing the impact of orthography on phonological rep-

resentations (e.g., Morais et al., 1979, 1986; Detey and Nespoulous, 2008; Hamann

2This morphological system is also commonly referred to as templatic morphology, cor-
responding to the analysis that prosodic templates are active morphemes in the grammars
of these languages. However, there have been debates in the theoretical literature as to
whether morphological templates in Semitic languages are present in the grammar as mor-
phemes or rather emerge as a result of syntactic and phonological interactions (e.g., Bat-El,
1994; Ussishkin, 1999; Kastner, 2017). Regardless of the morphophonological analysis, what
is clear is that the lexical root in these Semitic languages is comprised of three consonants,
and that vowels contribute only morphosyntactic information (Nespor et al., 2003; Toro
et al., 2008). I use ‘root-and-pattern morphology’ here throughout to avoid conflating the
surface morphological facts with one of the possible theoretical analyses thereof.

3Short vowels are optionally encoded in writing by diacritics above or below the consonant
graphemes. The inclusion of these short vowel diacritics is relatively rare in most writing
contexts, and therefore it is assumed here that short vowels are effectively absent from
orthographic representations.
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and Colombo, 2017) supports the possibility of an orthography effect in ISR tasks.

Both the morphological effect and the orthographic effect are plausible explanations

for the results found among Arabic speakers, and the results in Kissling (2012) do

not support the likelihood of one over the other.

Barzilai (2019) shows that the surprising results in Kissling (2012) are best

explained as a morphological effect. This previous study investigates recall by

speakers of English, Arabic, and Amharic, the latter being a Semitic language

with root-and-pattern morphology (Leslau, 1995), like Arabic, but with an ortho-

graphic system more similar to that in English.4 The results show that Amharic

speakers pattern similarly to Arabic speakers, remembering consonants and vowels

with equal accuracy; the difference in recall patterns between English and Amharic

speakers shows that there is likely no orthography effect on this recall task (Barzilai,

2019). Therefore, the root-and-pattern morphology of both Arabic and Amharic has

an effect on consonant recall that is great enough to outweigh the effect of high

acoustic salience of vowel recall.

The aim of the first test case in this dissertation is to examine the differen-

tial processing of consonants and vowels, as a further investigation of the findings

in Barzilai (2019). In these experiments, German speakers are tested in place of

English speakers, and Hebrew speakers in place of Arabic speakers, in an effort to

determine whether the effect holds with languages exhibiting similar morphophono-

logical properties. Hebrew, a Semitic language with root-and-pattern morphology,

presents an orthography confound similar to that in Arabic, described above. Like the

Arabic orthography, the Hebrew orthography encodes consonants but rarely vowels;
4Amharic is written with Fidel, an abugida in which each grapheme encodes one conso-

nant and a following vowel. Therefore, while this writing system is not perfectly analogous
to English in terms of the ways in which it encodes both segment types, it is argued in
Barzilai (2019) that the systems are equivalent for the purposes of this ISR study.
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to this end, Amharic speakers are again included to disentangle the effect of root-and-

pattern morphology from a potential confounding orthographic effect, even though

no such orthographic effect was found in Barzilai (2019). The Phonetic-Superiority

Hypothesis predicts that all speakers will process vowels better than consonants,

due to the relatively high acoustic salience of vowels compared to that of conso-

nants. The Phonological-Superiority Hypothesis predicts that, as in Kissling (2012)

and Barzilai (2019), speakers of languages with root-and-pattern morphophonology

will more easily process consonants than vowels, as the morphophonology of these

languages privileges consonants over vowels.

2.2 Consonants and Vowels in Hebrew Orthography

Before turning to the experiments that comprise this test case, I first provide a brief

discussion of consonants and vowels in the Hebrew orthography, including the results

of a corpus study showing that only about a third of vowel phonemes are encoded in

this writing system.

While it is the case that vowels are often missing from Hebrew orthographic rep-

resentations, as mentioned above, this orthographic system does encode vowels in

some specific situations. Namely, word-final vowels are represented with one of several

possible corresponding graphemes. Though several of these graphemes correspond to

consonant segments when used in non-final positions in the word, the consonants that

they otherwise represent are not present word-finally in synchronic Hebrew. Therefore,

these graphemes are simply considered vowel graphemes when written word-finally.

Additionally, surface /i/, /u/, and /o/ vowels are often, but not always, encoded with

a corresponding grapheme when they surface in word-medial position.
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Given these generalizations, it is not correct to assert that Hebrew orthography

omits vowel graphemes altogether. Rather, some proportion of Hebrew vowels do in

fact have corresponding graphemes; the exact proportion has not previously been

reported. To this end, a small-scale corpus study was conducted to determine the

actual frequency with which consonants and vowel phonemes are encoded with a

corresponding grapheme in Hebrew orthography. A sample of 387 Hebrew words was

taken from the Hebrew Wikipedia article about Earth.5 These words were transcribed

into IPA, using a broad phonemic transcription of the citation form of each word. The

transcriptions were confirmed by a native Hebrew speaker.

The resulting transcription contained 2379 surface phonemes, 1374 of which

were consonants and the remaining 1005 of which were vowels. Each of the surface

phonemes was coded for whether or not it had a corresponding grapheme in the

orthographic representation of the word in which it surfaced. Table 2.1 reveals the

resulting distribution.

Table 2.1: Counts of surface consonant and vowels encoded orthographically

Grapheme No Grapheme Total

Consonants 1374 0 1374
Vowels 356 649 1005

2379

As demonstrated in Table 2.1, all of the surface consonants had a corresponding

consonant grapheme in the original Hebrew orthography. This result is not surprising,

as the orthographic conventions of Hebrew do not allow for surface consonants that

are not represented orthographically. However, only 356 of the 1005 surface vowels,
5https://he.wikipedia.org/wiki/%D7%9B%D7%93%D7%95%D7%A8_%D7%94%D7%90%D7%

A8%D7%A5, accessed February 3, 2019.
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35.42%, were represented with a corresponding vowel grapheme in the Hebrew orthog-

raphy. Of the vowels in this sample, 64.58% are not represented in the orthography

and must be gleaned by the reader from context.

These results provide evidence for the quantitative distribution of consonant versus

vowel phonemes and their representation in the orthography. While it is clearly not the

case that there are no vowels represented in Hebrew orthography, this data set reveals

that only around a third of the surface vowels, about 35%, have a corresponding

grapheme in the orthographic representation. This sets the Hebrew orthographical

system apart from alphabetic systems and from abugidas, both of which encode all

surface vowels.

Having provided quantitative support for the claim that vowels are relatively

unlikely to be encoded in Hebrew orthographic representations, I turn now to the

two psycholinguistic experiments that make up this test case.

2.3 Recall Experiment

This section details the ISR experiment of this test case. All participants completed

both this experiment and the ALL experiment; the order in which the experiments

were completed was counterbalanced across participants.

2.3.1 Methods

Participants

The participants in this test case were 20 native speakers of German, 28 native

speakers of Hebrew, and 4 native speakers of Amharic, all over the age of 18. Only

participants who were literate in their native languages were recruited to this exper-

iment, as a potential effect of orthographical knowledge of the language is examined.
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Speakers were also proficient in English. German and Amharic speakers were recruited

in and around Georgetown University, and Hebrew speakers were recruited through

the linguistics department at Tel Aviv University in Tel Aviv, Israel.

Materials

The stimuli in this experiment were the same as those in the author’s previous study

(Barzilai, 2019), following Kissling (2012): sequences of six CV syllables comprised

of the segments /m k z i u a/, all phonemic in each of the languages tested. Each of

the nine possible CV syllables generated from this inventory was recorded once by

a female native speaker of American English. The syllables were then concatenated

into sequences that were either vowel-variable with a constant consonant (e.g., “ma

mi mu ma mu mi") or consonant-variable with a constant vowel (e.g., “mi ki zi zi mi

ki"). Filler stimuli varied in both consonants and vowels (e.g., “mi ka zu ki mu za”).

Procedure

The experiment was run on a laptop computer using PsychoPy (Peirce, 2007). German

and Amharic speakers participated in the experiment in a sound-attenuated booth in

Georgetown University’s Linguistics Lab; Hebrew speakers participated in the exper-

iment in a quiet office on the Tel Aviv University campus.

The first portion of the experiment was a training phase comprised of two stimulus

sequences, neither of which were repeated during the testing phase of the experiment.

After the training period, the testing period began. All sequences were randomized

in the testing period.

Stimulus sequences were presented auditorily on a laptop computer. Each sequence

was approximately 7 seconds in duration, and was played while the computer screen

was gray. Approximately 1500 ms after the end of the stimulus, the screen turned
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blue; the participants were instructed to repeat the sequence, to the best of their

ability, once the screen was blue. After 8 seconds of response time, the screen turned

gray again and the next sequence played automatically. This procedure continued

until all stimuli were tested one time.

Response sequences were recorded and and transcribed by a native English

speaker, and the transcriptions were then checked by a second native English speaker.

Transcribed responses that were not exactly 6 syllables in length were aligned so that

the final syllable produced by the speaker aligned with the sixth and final syllable in

the sequence. If the response was fewer than 6 syllables long, the final syllable was

moved to the right to align with the final syllable in the sequence (1); if the response

was more than 6 long, the final syllable was moved to the left and replaced the sixth

syllable in the response (2).

(1) Aligned transcription for response shorter than 6 syllables

stimulus sequence ka ku ki ki ka ku

raw score ka ku ka ku – – 2 points
aligned score ka ku ka – – ku 3 points

(2) Aligned transcription for response longer than 6 syllables

stimulus sequence ka ku ki ki ka ku

raw score ka ku ki ku ku ka (ku) 3 points
aligned score ka ku ki ku ku ku 4 points

This alignment method has been used previously for an experiment with a near-

identical design (Barzilai, 2019), and is intended to correspond to the well-documented

tendency that final elements in a sequence are relatively easy to recall, known as a
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recency effect (Crowder, 1971; Frankish, 1996). The alignment of the final syllable

produced with the final syllable of the stimulus, regardless of how long the response

was, ensures that any recency effect active in this experiment is not obscured by the

transcription conventions.

Transcribed and aligned syllables were coded for accuracy. Each syllable received

one point if it was reproduced correctly, and zero points otherwise.

A mixed-effects logistic regression model was fit to predict mean syllable accuracy

based on speaker L1, segment type, and position in the sequence.

2.3.2 Hypotheses

It was hypothesized that the effects shown in Barzilai (2019) would surface in this

experiment as well: German speakers were predicted to remember vowel-variable

sequences with higher accuracy than they did consonant-vowel sequences, and Hebrew

and Amharic speakers were predicted to remember both sequence types with equal

accuracy. This result would corroborate previous findings that the phonological status

of consonants in languages that exhibit root-and-pattern morphology creates an effect

in recall that is enough to counteract the effect of the high acoustic salience of vowels.

In other words, the Phonological-Superiority Hypothesis was hypothesized to best

predict the recall patterns for speakers of languages exhibiting root-and-pattern mor-

phology.

2.3.3 Results

Table 2.2 shows the mean scores in this experiment by participant L1 and stimulus

type.

Figure 2.1 shows the mean recall scores. All L1 groups had higher scores recalling

vowel-variable sequences than consonant-variable sequences, though the difference
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Table 2.2: Mean sequence score (SE) by L1 and stimulus type

Vowel-Variable Consonant-Variable

German 0.754 (0.025) 0.667 (0.027)
Hebrew 0.887 (0.007) 0.800 (0.009)
Amharic 0.753 (0.025) 0.719 (0.027)

between these stimulus types is much smaller for Amharic speakers than for German

or Hebrew speakers. In addition, Hebrew speakers had higher scores on this task

overall, with a mean score of 0.834, compared to a mean score of 0.710 for German

speakers and 0.736 for Amharic speakers.

Figure 2.1: Recall scores by L1 and stimulus type
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A mixed-effects logistic regression model was fit using the glmer function in the

lme4 R package (Bates et al., 2015) to predict mean syllable accuracy on this task

(Table 2.3). The model reveals a significant main effect of sequence type, with sig-

nificantly lower accuracy on consonant-variable than vowel-variable sequences across

language groups (p = 0.0482). Pairwise comparisons show that within groups, the

difference in recall between the two sequence types was significant for the Hebrew

speakers (p = 0.0259), but not for the German speakers (p = 0.2814) or the Amharic

speakers (p = 0.9838).

There was also a significant main effect of L1, such that Hebrew speakers per-

formed overall more accurately on this task than German speakers (p < 0.001).

There was no significant difference in overall accuracy between German and Amharic

speakers (p = 0.9118). The interaction between stimulus type and L1 revealed only a

marginally significant interaction when comparing German and Hebrew speakers (p

= 0.0648); the interaction was not significant when comparing German and Amharic

speakers (p = 0.1813).
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Table 2.3: Mixed-effects logistic regression model: recall accuracy. German as ref-
erence level for L1; vowel-variable as reference level for aspiration type; medial as
reference level for syllable position. Speaker and syllable sequence as random effects.

Fixed Effects Estimate Std. Error z-value p-value

(Intercept) 1.1741 0.2306 5.092 <0.001 ***
Type

C-Variable -0.4646 0.2352 -1.976 0.0482 *
L1

Hebrew 1.0619 0.2330 4.557 <0.001 ***
Amharic -0.0460 0.4158 -0.111 0.9118

Type * L1
C-Variable:Hebrew -0.2462 0.1333 -1.846 0.0648 .
C-Variable:Amharic 0.2940 0.2200 1.337 0.1813

Position
Initial 1.3077 0.1137 11.505 <0.001 ***
Final -0.3623 0.0786 -4.611 <0.001 ***

Syllable position in Table 2.3 was modeled as initial, medial, or final. This grouping

into three levels is in keeping with the finding that recall tasks such as this one show

‘bowl-shaped’ results, such that not only are final elements easier to recall than medial

ones, as discussed above, but initial elements are also easier to recall than medial ones

(Crowder, 1971; Frankish, 1996). This latter effect type is known as a primacy effect.

As shown in Table 2.3, recall of initial syllables was significantly higher than that of

medial syllables (p < 0.001), revealing a primacy effect in this experiment. However,

though there is a significant difference in the mean accuracies of medial and final

syllables (p < 0.001), it is the medial syllables that are more likely to be recalled. In

other words, there is no recency effect in this experiment; the positioning of a syllable

at the end of a sequence does not facilitate its recall. This pattern, in which initial

syllables were easiest to remember, followed by medial syllables, and final syllables

were the most difficult to remember correctly, is demonstrated in Figure 2.2.
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Figure 2.2: Recall scores by L1 and syllable position

2.3.4 Discussion

The results of this experiment show several surprising effects which differ in the extent

to which they illuminate the questions central to this study. In this section, I discuss

each of these in turn, first focusing on effects unique to this experiment and then

turning to the broader questions about phonetic and phonological processing raised

by the results.
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Sampling Effects

The results of this experiment reveal a significant main effect of L1, such that Hebrew

speakers performed significantly better on this task than other L1 groups overall. It

is likely that this effect is simply due to participant sampling, and not to an inherent

difference in recall between Hebrew speakers and speakers of other languages. The

Hebrew speakers recruited to this study were more likely than those in the other

groups to be university students familiar with experimental research. Anecdotally,

many participants described having participated in other experiments, linguistic or

otherwise, and some reported conducting experimental research of their own. The

German and Amharic speakers in this test case, on the other hand, though partici-

pating in a university setting, may have had a lower level of familiarity with exper-

imental contexts on the whole. It is assumed here that the significant main effect

of L1 is a consequence of participant recruitment, and that this result is ultimately

unrelated to the linguistic questions explored in this study.

Syllable Position Effects

The results of this experiment also show interesting effects of syllable position. They

reveal a clear primacy effect, in which sequence-initial syllables were much more likely

to be accurately recalled than non-initial syllables. However, the recency effects well-

established in other similar work (e.g., Crowder, 1971; Frankish, 1996) are notably

absent from this data. Instead, final syllables were less likely to be accurately recalled

than both initial and medial syllables. While the absence of a recency effect in this task

is surprising, it replicates results from a previous ISR experiment with near-identical

experimental design and methodology (Barzilai, 2019).
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Phonetic Effects

Across all the participants, vowel-variable sequences were easier to remember than

consonant-variable sequences in this experiment. This result provides support for

the Phonetic-Superiority hypothesis: the speech sound type that is said to be more

perceptually salient is the one that is easier to process. The German speakers, for

whom native language does not provide a bias towards either consonants or vowels,

provide the simplest understanding of this effect. Though the pairwise comparison for

this group did not produce a significant result (p = 0.2814), the descriptive statistics

show a relatively large difference for this group between the stimulus types, such

that vowel recall was more accurate than consonant recall. Given that the German

grammar does not bias these speakers in favor of either vowel or consonant recall,

this provides convincing evidence that there is a phonetic effect at play here; in the

absence of a language-specific phonological effect, the acoustic properties of vowels

make them easier to recall than consonants.

Phonological Effects

Interestingly, the Hebrew speakers in this experiment also remembered vowel-variable

sequences with a higher accuracy than they did consonant-variable sequences (p =

0.0482). This result fails to show the hypothesized effect of phonology, as it was

expected that Hebrew’s root-and-pattern morphology would facilitate consonant

recall for these speakers. One possible explanation for the lack of a phonological

effect here is that segmental recall does not require phonological processing, and

rather is impacted only by low-level acoustic effects. Under this explanation, Hebrew

speakers would not be expected to show an effect of morphophonology in this task,

and rather would remember vowels more easily than consonants as a result of the
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relative perceptual salience of the two sound types. In other words, the results from

the Hebrew speakers in this experiment are consistent with the notion that this task

simply does not require phonological processing, and only phonetic effects are at play.

However, results from Barzilai (2019) complicate this conclusion. In that exper-

iment, which was nearly identical in design to the present experiment, speakers of

Arabic and Amharic recalled vowel- and consonant-variable sequences with equiva-

lent accuracy, whereas English speakers had higher recall accuracy for vowel-variable

sequences than for consonant-variable sequences. These results showed that the root-

and-pattern morphophonology of Arabic and Amharic facilitated consonant recall

for speakers of these languages. The results from this previous study, then, refute

the claim that recall tasks cannot be impacted by language-specific effects; in fact,

the exact grammatical property that was expected to facilitate consonant recall for

Hebrew speakers was the one shown to be active among Arabic and Amharic speakers

in Barzilai (2019). Crucially, the Amharic speakers in the present study showed no

significant difference between vowel and consonant recall (p = 0.9838), replicating

the results from Amharic speakers in the previous study (Barzilai, 2019). It can be

assumed, then, that the task in that experiment was in fact equivalent to that in

the experiment discussed here, and the surprising result from Hebrew speakers is not

simply due to the nature of this recall task.

The question, then, is why Arabic speakers show an effect of root-and-pattern

morphophonology when recalling vowel- and consonant-variable sequences (Barzilai,

2019), whereas Hebrew speakers do not. There are at least three possible explanations

for this difference. One explanation for the failure of the Hebrew data to replicate

previous findings from Arabic speakers may be found in the experimental conditions

of this study. Whereas the German and Amharic groups in this study both completed

the task in a sound-attenuated booth, the Hebrew speakers were in an office that
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was quiet but not soundproof. It is possible that in this space, consonants were more

likely to be drowned out by ambient noise and therefore vowels were more likely to

be correctly remembered.

A second explanation for the results here is that the root-and-pattern mor-

phophonology of Arabic is more productive across the grammar than it is in Hebrew,

which in turn leads to greater consonant facilitation for Arabic speakers than for

Hebrew speakers. Though it may be possible that the languages differ in the produc-

tivity of the root-and-pattern system, it is undeniable that Hebrew roots are solely

consonantal, as discussed above, and that vowels are much less likely than conso-

nants to contribute to lexical meaning in this language. Therefore, this potential

explanation is not satisfactory.

A final explanation is that the phonetic or phonological differences in vowels across

these languages makes it so that the Hebrew grammar facilitates vowel recall more

than the Arabic grammar does. However, it is not immediately apparent what this

phonetic or phonological difference might be. For instance, Arabic has two contrastive

vowel lengths and Hebrew does not; this could be argued to explain the difference

in vowel processing among these two groups. However, this difference in grammatical

vowel length might be expected to facilitate vowel recall for Arabic speakers, and not

for Hebrew speakers. It is unclear why the lack of phonemic vowel length in Hebrew

would facilitate vowel recall for these speakers. Separately, the vowel inventories are

also different between the two languages, with Arabic displaying a three vowel system

(/i a u/) and Hebrew displaying a five vowel system (/a e i o u/); again, it is not

clear why this difference would produce the results observed here. In fact, previous

studies have ruled out the possibility that the size of a language’s vowel inventory

relative to its consonant inventory can be relevant to the type of processing examined

here. Though neither of these grammatical explanations is entirely satisfactory given
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existing data, it is possible that the results here, as compared to those in Barzilai

(2019), suggest a meaningful difference in the morphophonological systems of Hebrew

and Arabic; further research is required to confirm the source of this difference.

2.4 Artificial Language Experiment

This section details the ALL experiment of this test case. All participants completed

both this experiment and the ISR experiment; the order in which the experiments

were completed was counterbalanced across participants.

2.4.1 Methods

Participants

The participants in this experiment were the same as those in the previous experiment.

Materials

The stimuli in this experiment comprised two separate artificial languages, a vowel-

variable language and a consonant-variable language. Words in each language were

produced by a speaker of Minnesota English who was trained to produce the words

with monophthongal mid vowels (/e o/), to avoid an experimental confound of

monophthongs versus diphthongs. The speaker was also trained to produce the words

with no word-level stress or prominence, to avoid an unintentional interaction with

the prosodic systems of any of the languages examined.

Each participant learned only one of the two languages. In the vowel-variable

language, the stimuli were all of the shape /tVkV/, with the consonants held constant

throughout and one of the vowels from the inventory /a e i o u/ appearing in each of

the two vowel slots (e.g., /tika/, /tuko/, /teki/, etc.). No stimulus had the same vowel
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in both vowel positions (i.e., /taka/ was not a stimulus in the vowel-variable language).

Fillers were words with consonants other than /t/ and /k/, but also containing two

different vowels (e.g., /sima/, /mulo/, etc.).

In the consonant-variable language, the stimuli were all of the shape /CaCi/, with

the vowels held constant throughout and one of the consonants /t k z m b/ appearing

in each of the consonant slots (e.g., /tami/, /mabi/, /zaki/, etc.). No stimulus had

the same consonant in both consonant positions (i.e., /tati/ was not a stimulus in the

consonant-variable language). Fillers in this language were words with vowels other

than /a/ and /i/, but also containing two different consonants (e.g., /tomu/, /kezo/,

etc.). All stimuli were recorded by a native speaker of American English.

Procedure

The experiment was run on a laptop computer using PsychoPy (Peirce, 2007). German

and Amharic speakers participated in the experiment in a sound-attenuated booth in

Georgetown University’s Linguistics Lab; Hebrew speakers participated in the exper-

iment in a quiet office on the Tel Aviv University campus.

Participants were told that their task was to learn the names of objects in a new

language. Each stimulus was associated with an image of an object in each language;

the same object images were used for both languages. In the training phase, the par-

ticipants heard a stimulus while the accompanying image was displayed on the screen.

Each image remained on the screen for three seconds, with an interstimulus interval

of one second. The participant was exposed to each stimulus and corresponding image

two times, in a randomized order. Following this training period, the testing period

began. Participants saw one of the objects from the training period and heard two

words. One of the words was the name for the object and the other word was a
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distractor word. Distractor words were other non-filler words in the experimental lan-

guage. Participants were instructed to press the 1 key on the keyboard if the first

word heard was the correct name for the object and the 2 key if the second word

was correct. The order of the correct and incorrect words was counterbalanced across

trials.

Keyboard responses were recorded and coded for accuracy. A mixed-effects logistic

regression model was fit to predict mean score based on speaker L1 and experimental

language.

2.4.2 Hypotheses

It was hypothesized that the German speakers would score higher when learning the

vowel-variable language and that Hebrew and Amharic speakers would in turn score

equally when learning the consonant-variable and the vowel-variable languages. For

German speakers, the high acoustic salience of vowels was predicted to make them

easier to learn in this task; it was hypothesized that this acoustic effect would be out-

weighed in speakers of Hebrew and Amharic due to the root-and-pattern morphology

exhibited in these languages, in which lexical roots are comprised only of conso-

nants. This result would support the Phonological-Superiority Hypothesis, as the

morphophonology of the speaker languages would have more of an effect on learning

than the relative acoustic salience of the segment types.

2.4.3 Results

Table 2.4 shows the mean scores in this experiment by participant L1 and experi-

mental language.
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Table 2.4: Mean score (SE) by L1 and experimental language

Vowel-Variable Consonant-Variable

German 0.712 (0.032) 0.833 (0.027)
Hebrew 0.750 (0.026) 0.850 (0.021)
Amharic 0.525 (0.069) 0.750 (0.069)

Figure 2.3 shows the mean ALL scores. The German and Hebrew speakers per-

formed almost identically on this task, with a mean score for the vowel-variable lan-

guage of around 0.725 and a mean score for the consonant-variable language of around

0.85. Amharic speakers had overall lower scores, but showed the same pattern as

speakers of other L1s of higher accuracy in the vowel-variable language than in the

consonant-variable language.

A mixed-effects logistic regression model was fit using the glmer function in the

lme4 R package (Bates et al., 2015) to predict mean word accuracy on this task

(Table 2.5). Though the pairwise comparisons did not reveal statistically significant

differences within each L1 group (German: p = 0.3048; Hebrew: p = 0.2776; Amharic:

p = 0.7979), there was a significant main effect of experimental language (p < 0.001),

with the consonant-variable being significantly easier to learn than the vowel-variable

language for all groups. The model found no main effect of L1, showing that all groups

performed this task with equivalent accuracy.
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Figure 2.3: ALL scores by L1 and experimental language

Table 2.5: Mixed-effects logistic regression model: ALL accuracy. German as refer-
ence level for L1; vowel-variable as reference level for experimental language. Speaker
and word as random effect.

Fixed Effects Estimate Std. Error z-value p-value

(Intercept) 0.9976 0.2955 0.376 <0.001 ***
Exp. Lang.
C-Variable 0.8648 0.4360 1.983 0.0473 *

L1
Hebrew 0.2394 0.3682 0.650 0.5155
Amharic -0.9106 0.6615 -1.377 0.1686

Exp. Lang. * L1
C-Variable:Hebrew -0.1005 0.5443 -0.185 0.8535
C-Variable:Amharic 0.2471 0.9605 0.257 0.7970

38



Crucially, the interaction between experimental language and L1 was not sig-

nificant; the relationship between vowel-variable language accuracy and consonant-

variable language accuracy was equivalent across L1 groups.

2.4.4 Discussion

The results of this experiment show that all participants, regardless of L1, learned the

consonant-variable artificial language more easily than the vowel-variable language.

This was the hypothesized outcome for the Hebrew and Amharic speakers; since con-

sonants are more prominent than vowels in the root-and-pattern morphology of these

languages, it was predicted that the consonant-variable language would be easiest

for these speakers to learn. However, German speakers also learned the consonant-

variable language more easily, despite the fact that the higher perceptual salience

of vowels, combined with the lack of root-and-pattern morphology in German, was

predicted to make the vowel-variable language easier to learn for these speakers.

These results, though not in line with the hypotheses detailed above, are in fact

in keeping with previous experimental evidence showing that consonants are more

easily processed in psycholinguistic tasks (e.g., New et al., 2008; Delle Luche et al.,

2014; Turnbull and Peperkamp, 2018; Cutler et al., 2000). As discussed above, these

results bolster the CV hypothesis (Nespor et al., 2003), which states that consonants

are cross-linguistically more likely to convey lexical information than vowels. Per the

CV hypothesis, then, the consonant-variable language in this experiment is the more

naturalistic language; the vowel-variable language, in which lexical information is car-

ried solely in a given word’s vowels, is much less likely to occur as a natural language.

Though Semitic languages such as Hebrew and Amharic display a categorical pattern

in which only consonants carry lexical information, the generalization still holds, albeit

more weakly, for German. In other words, it is not the case that the German grammar
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does not have any property that would facilitate consonant learning, it is merely that

the Hebrew and Amharic grammars were predicted to even more strongly facilitate

consonant learning because of their root-and-pattern morphology. The results of this

experiment reveal that this distinction among language groups is not apparent in this

ALL task: speakers of all three languages learning the consonant-variable language

showed higher accuracy than those learning the vowel-variable language.

Though the effects of perceptual salience have been observed in other tasks (e.g.,

Crowder, 1971; Kissling, 2012; Barzilai, 2019), and were observed in the other experi-

ment of this test case, the results of this experiment show that this effect of perceptual

salience is outweighed in this type of task by the morphophonological bias. In other

words, these results support the Phonological-Superiority Hypothesis. Given the bias

towards linguistic systems in which consonants convey lexical information, which is

strongest in Semitic languages but present in other languages, it appears that the

task discussed here requires relatively high-level phonological processing, creating a

bias towards the more morphophonologically naturalistic language, and outweighing

any effect of acoustic salience.

2.5 General Discussion

2.5.1 Task Differences in Processing Consonants and Vowels

The results from this experiment provide strong evidence that the relative processing

of consonants versus vowels differs depending on the type of processing required in the

task. In the recall task, vowel-variable sequences were easier to remember for all L1

groups. This result supports the Phonetic-Superiority Hypothesis, which predicts that

the acoustic properties of sounds impact the ways in which they are processed, and
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that this acoustic effect will outweigh any language-specific (morpho-)phonological

effect.

On the other hand, the ALL task shows no effect of acoustics on the learning of

vowel-variable versus consonant-variable languages. In this task, Hebrew and Amharic

speakers learning the consonant-variable language did so more accurately than those

learning the vowel-variable language. This supports the Phonological-Superiority

Hypothesis, as it is the root-and-pattern morphophonology of these Semitic languages

that biases Hebrew and Amharic speakers towards learning consonants more easily

than vowels. The fact that German speakers also learned the consonant-variable lan-

guage more easily may also support the Phonological-Superiority Hypothesis. Though

the distribution of consonants and vowels across the lexicon is not as categorical in

German as it is in Hebrew and Amharic, the generalization put forth by Nespor et al.

(2003) still holds for German; consonants are more likely to carry lexical information

than vowels, as they do in the consonant-variable language.

It is worth mentioning here that the potential experimental confound that pre-

vented Hebrew speakers from hearing consonants as well as they did vowels (§2.3.4)

cannot be applied to the results of the ALL task, in which Hebrew speakers performed

better with the consonant-variable language, similarly to the other L1 groups. This

does not rule out the confound of the experimental conditions, though. Rather, it may

be the case that the ambient noise that the Hebrew speakers heard in both experi-

ments was enough to prevent consonant recall, but not enough to prevent learning

of consonants as part of words. This bolsters the conclusion that different types of

processing occurred in each of the experiments; the processing required by the ISR

task may have been subject to effects of ambient noise, but the processing required

by the ALL task was not.
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On the whole, this test case provides strong evidence that the acoustic properties

of sounds predict the way they are processed in one type of task whereas their mor-

phophonological distribution predicts the way they are processed in a different type.

In an ISR task, which requires short term recall of syllables, the Phonetic-Superiority

Hypothesis best predicts the results; in the ALL task, which requires phonological

learning of new words, the Phonological-Superiority Hypothesis best predicts the

results.

2.5.2 Orthography Effects

Amharic speakers were included in this test case to rule out any potential confound

from the Hebrew orthography. While the Hebrew orthography encodes consonants

consistently and vowels only sometimes, the Amharic orthography always encodes

both segment types. If, for either of the experiments here, Hebrew speakers processed

consonants more easily than vowels, but Amharic speakers either processed vowels

more easily than consonants or processed both at equivalent rates, this would have

suggested that the consonant facilitation for Hebrew speakers stemmed from the

Hebrew orthography and not the root-and-pattern morphology of Semitic languages.

Previous work (Barzilai, 2019) did not find evidence of this orthographic effect when

examining the recall of Arabic speakers, and this effect similarly did not arise in either

of the experiments discussed here.

In the recall task, Hebrew speakers and Amharic speakers showed different pat-

terns: Hebrew speakers remembered the vowel-variable sequences more easily and

Amharic speakers remembered both sequence types with equal accuracy. Though the

language groups did not show equivalent results, however, these results do not provide

evidence for an orthography effect active among the Hebrew speakers. If orthography
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were active, Hebrew speakers would have remembered consonant-variable sequences

more accurately, not vowel-variable sequences.

In the ALL task, the consonant-variable language was easier to learn for both

Hebrew speakers and Amharic speakers. Therefore, it is unlikely that the Hebrew

orthography is solely responsible for this effect, as Amharic speakers, whose native

orthography does not bias them towards consonants, performed similarly. In other

words, the consonant facilitation in this task was equivalent for both speaker groups

and therefore an orthography confound is ruled out.

2.5.3 Participant Sampling

As mentioned above in §2.3.4, the participant sampling in this test case is likely to

be the explanation for the fact that Hebrew speakers performed significantly better

on the recall task than did either of the other two L1 groups. The absence of a

significant main effect of L1 in the ALL task may be due to the fact that the tasks

required different processing. In other words, it could be that the sampling resulted

in a group of Hebrew speakers who were relatively good at the recall task, but who

showed accuracy on the ALL task that was closer to the average across L1 groups. In

either case, as discussed above, it is likely that the source of this main effect of L1 in

the recall task is ultimately separate from the main questions addressed in this test

case.

Unlike the matter of Hebrew-speaking participant sampling, the inclusion of only

4 Amharic speakers in this test case, compared to 28 Hebrew speakers and 20 German

speakers, represents a true experimental concern that necessitates further research.

A larger sample size would provide a more accurate view of how the phonetics

and phonology of consonants and vowels actually impact the processing of Amharic

speakers, as well as lend more statistical power to the models fitted here. The need for
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more native Amharic speakers is especially strong in the ALL experiment, in which

each speaker only learned one of the languages; there are only observations from 2

Amharic speakers for each of the experimental conditions.

It is interesting to note that the Amharic speakers in this study showed rela-

tively low variance with respect to each other. Though there was a relatively large

range of recall scores for the consonant-variable sequences in the recall experiment,

all Amharic speakers performed quite similarly to one another when recalling vowel-

variable sequences (Figure 2.4). Similarly, the two mean scores each for the vowel-

variable and consonant-variable languages are remarkably similar to one another in

the ALL task (Figure 2.5).

Figure 2.4: Recall scores with indi-
vidual means by L1 and sequence type

Figure 2.5: ALL scores with indi-
vidual means by L1 and experimental
language

It is also important to note that, as detailed above, Amharic speakers were

included in this study to eliminate a potential confound of Hebrew orthography, but

neither experiment in this test case showed results that suggested an orthography
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effect. In the recall task, no orthography effect is possible because it was the vowel-

variable sequences, not the consonant-variable sequences, that the Hebrew speakers

remembered more accurately. In the ALL task, the possibility of an orthography

effect is quite unlikely for the Hebrew speakers, since the German speakers, for whom

neither their morphophonology nor their orthography would bias them towards

consonants, showed the same pattern of consonant facilitation. Therefore, neither

experiment in this test case resulted in findings that would immediately benefit from

the inclusion of more Amharic speakers, as there is no evidence of the potential

confound that the inclusion of Amharic speakers set out to avoid.

Though the relatively low variance among the Amharic speakers in these exper-

iments may slightly assuage the worry of the small sample size, and though the

inclusion of more Amharic data would not bring any additional information to bear

on a potential orthography effect in these tasks, more data from Amharic speakers is

nonetheless required to more thoroughly illuminate the relative effects of phonetics

and phonology in the processing of consonants and vowels by this speaker group.
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Chapter 3

Phonetics and Phonology in the Perception of Aspirated vs.

Unaspirated Stops

3.1 Background

Languages often create contrast between consonants using the dimension of voice

onset time (VOT), or the time between the release of the consonant and the onset

of the following vowel. Languages that use this dimension may contrast two, three,

or four VOT categories (Lisker and Abramson, 1964). Stops usually referred to as

voiced have a negative VOT, with the onset of voicing occurring before the release of

the oral closure. Voiceless stops can range in VOT; unaspirated voiceless stops have

a VOT of 0, or close to 0, and aspirated stops have a longer VOT.1

Both voiceless aspirated and voiceless unaspirated stops require the combination

of an oral closure and a glottal abduction. For an unaspirated stop, glottal adduction

and voicing resume immediately after the release of the oral closure. In the case of an

aspirated stop, on the other hand, the glottal opening is maintained after the release

of the release of the oral closure, resulting in a period of noisy airflow following the

oral release burst and before the resumption of glottal adduction for the voicing of
1Some language are also analyzed as having pre-aspirated stops, in which there is a

period of voiceless aspiration before the oral closure. Silverman (2003) shows, however, that
these stops rarely in fact surface as pre-aspirated stops. Instead, this pre-aspiration much
more frequently surfaces as pre-spirantization, a vowel length distinction, or gemination.
Among languages with multiple types of voiceless stops, the most common inventory is that
containing only unaspirated and post-aspirated stops (Steriade, 1999).
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the vowel. This noisy airflow is assumed to be perceptually salient in the context of

the preceding stop closure and the following vowel (Silverman, 2003). In addition to

being acoustically salient in and of itself, this period of aspiration contributes to the

overall duration of the stop, leading to overall “greater phonetic richness” (Kim et al.,

2012, p.444)—in other words, higher acoustic salience—relative to unaspirated stops.

The acoustic salience of aspirated stops has been shown to provide important

perceptual cues, especially in the broader phonological context of a given language.

For instance, the long VOT associated with aspirated stops is an important auditory

cue to voicelessness in systems that are analyzed as demonstrating only a two-way

contrast, such as English (Kim et al., 2012). The release burst of a voiceless stop also

provides an important perceptual cue to the place of articulation of the stop (Wright

et al., 2004; Cho and McQueen, 2006). According to Wright et al. (2004), this cue to

place is less perceptually useful than the place cues provided by formant transitions

from the consonant into the following vowel. However, Hume et al. (1999) argue

that the relative perceptual weight of stop aspiration also depends on the phonemic

inventory of the language. They show that Korean speakers attend to the stop burst

more than to formant transitions in determining the place of articulation of a given

stop; they argue that this is due to the facts that the Korean stop inventory contains

tense, lax, and aspirated stops, and the most reliable cue to the contrast among these is

in the burst (Hume et al., 1999). On the whole, the acoustic properties of aspiration in

voiceless stops are not only phonetically salient, but they can also provide important

perceptual information about the contrastive features of the stop, depending upon

the phonemic inventory of the language.

Some languages, however, do not have any stops produced with aspiration. Spanish

is one of these languages, containing voiced stops that have negative VOT and voice-
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less stops with a VOT close to 0 (Lisker and Abramson, 1964).2 The aim of the second

test case of this dissertation, then, is to determine whether the acoustically salient

properties of aspirated stops make them perceptually salient even to speakers of lan-

guages that do not contain these stops. In other words, it is possible that Spanish

speakers perceive aspirated stops most easily, despite the fact that they are absent

in the Spanish phonology. As a control group, this test case will examine speakers of

Thai. The Thai phonemic inventory contains both unaspirated and aspirated stops

at the labial, alveolar, and velar places of articulation (Lisker and Abramson, 1964;

Tingsabadh and Abramson, 1993; Tsukada and Roengpitya, 2008). Though this con-

trast is neutralized in coda position, with all coda stops surfacing as entirely unre-

leased, it is maintained in all pre-vocalic environments (Tingsabadh and Abramson,

1993). Therefore, while the Spanish phoneme inventory contains only one type of

voiceless stop, and therefore may impact the relative perception of different stop

types among these speakers, Thai phonology makes no predictions about which stop

type should be easier to perceive. In the case of aspiration, the Phonetic-Superiority

Hypothesis predicts that all speakers will process aspirated consonants better than

they do unaspirated consonants, due to the high acoustic salience of the former type.

The Phonological-Superiority Hypothesis predicts that while the acoustics may pre-

dict the results for speakers of Thai, the phonology of which creates no biases, speakers

of Spanish will process unaspirated stops better than aspirated stops due to the pres-

ence of unaspirated stops in the Spanish phonemic inventory.
2Some varieties of Spanish have been shown to have surface aspirated stops; these only

surface, though, as a result of underlying /sC/ clusters, in which the /s/ is debuccalized and
the stop becomes aspirated (Torreira, 2007). Therefore, even in the Spanish varieties that
have surface aspirated stops, these stops are not phonemic but rather surface as the result
of a series of phonological processes.
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3.2 VOT of Spanish Voiceless Stops

Given that the Spanish speakers who participated in this test case were likely to have

a high level of exposure to English, in which voiceless stops are aspirated, it was

necessary to confirm that these speakers did in fact produce Spanish voiceless stops

with the low VOT values that are characteristic of Spanish as reported in the literature

(Lisker and Abramson, 1964). To this end, in addition to the two experiments that

comprise this test case, the Spanish speakers participating in this study also read a

Spanish passage aloud. This passage was designed to contain multiple instances each

of the three voiceless stops (/p t k/) in the Spanish phoneme inventory.

This task was completed before the two experiments discussed in the remainder

of this test case. This sequencing of experimental tasks was for consistency, and

also so that the task of reading Spanish might further prime the speakers’ Spanish

phonological systems for the remainder of the study.

3.2.1 Methods

Twenty native speakers of Spanish were instructed in Spanish, by an advanced Spanish

speaker, to read a short story aloud. The story took approximately 5 minutes for each

participant to read, and was recorded in a sound-attenuated booth in Georgetown

University’s Linguistics Lab. Story readings were recorded on a Zoom H4N Pro, and

the resulting recordings were annotated to TextGrids in Praat (Boersma andWeenink,

2017). From each recording, tokens of /p/ (n = 20), /t/ (n = 18), and /k/ (n = 14)

that surfaced as the onset of a stressed syllable were segmented and analyzed for

VOT. If a speech error occurred during the production of one of the target words

and the sentence was reproduced, the corrected production was the one measured.

Observations were omitted if there was no closure visible for the target consonant
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in the waveform and spectrogram, if there was non-speech noise overlapping with

the target consonant, or if there were speech disfluencies that prevented the accurate

extraction of VOT duration. The recording from one of the speakers was omitted

due to technical issues; recordings from the remaining 19 speakers are analyzed and

discussed here.

3.2.2 Results

The mean VOT values for each place of articulation are shown in Table 3.1. The mean

VOT across all tokens was 0.0225 seconds, and the means for each consonant were

all under 31 milliseconds.

Table 3.1: Mean VOT (SE) in ms by L1 and target syllable tone

Segment VOT (sec)

/p/ 0.0177 (0.0003)
/t/ 0.0213 (0.0004)
/k/ 0.0308 (0.0006)

Figure 3.1 shows the mean VOT for each segment. This plot reveals an increasing

mean VOT as the place of articulation of the stop goes further back in the vocal tract.

Table 3.2: Mixed-effects linear regression model: VOT. /t/ as reference level for
Segment; speaker as random effect.

Fixed Effects Estimate Std. Error t-value p-value

(Intercept) 0.02127 0.0008 27.728 <0.001 ***
Segment: p -0.003522 0.0006 -6.034 <0.001 ***
Segment: k 0.009494 0.0006 14.888 <0.001 ***

A mixed-effects linear regression model fit using the lmer function in the lme4 R

package (Bates et al., 2015) revealed that the VOT was significantly different (p <

0.001) across stop types, with /p/ having a significantly shorter VOT than /t/ and
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Figure 3.1: Mean Spanish VOT (sec) by Place of Articulation

/k/ having a significantly longer VOT than /t/. Results from this model are shown

in Table 3.2.

3.2.3 Discussion

The mean VOT values found in this analysis mirror those found in the foundational

VOT paper by Lisker and Abramson (1964); all of the voiceless stops in this data set

were produced with an average VOT of about 30 ms or under, which is characteristic of

unaspirated stops and specifically voiceless stops produced by Spanish speakers. The

results also follow a pattern well-documented in previous work (Lisker and Abramson,

1964; Cho and Ladefoged, 1999) in which the further back the closure is inside of the

vocal tract, the longer the associated VOT is. Cho and Ladefoged (1999) show that

there are both aerodynamic and articulatory explanations for this pattern, which is

attested cross-linguistically.

51



The findings from this acoustic analysis confirm that the voiceless stops produced

by the Spanish speakers examined are truly unaspirated, revealing no significant effect

stemming from the fact that the speakers examined are speakers of American English

in addition to Spanish. Though these results do not bear on the question of perception

of aspiration by these speakers, they at least reveal that the production of stops by

these Spanish speakers is consistent with what has been observed among monolingual

Spanish speakers. Therefore, these participants are regarded as a legitimate sample

with which to test perception of aspiration among Spanish speakers in the experiments

detailed below.

3.3 Recall Experiment

This section details the ISR experiment of this test case. All participants completed

both this experiment and the ALL experiment; the order in which the experiments

were completed was counterbalanced across participants.

3.3.1 Methods

Participants

The participants in this test case were 20 native speakers of Spanish and 19 native

speakers of Thai, all over the age of 18. All speakers in this test case were recruited

from the Washington, DC area.

Materials

The stimuli in this experiment were sequences of six CV syllables. The inventory of

vowels in these syllables was /i u a/, and the consonantal inventory was /p t k ph th

kh m s l/. In each testing stimulus, the vowel was the same across the six syllables, but
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the consonants varied. Each of stimuli had only aspirated stops or only unaspirated

stops (i.e., “ma pa ta sa ka la” or “ma pha tha sa kha la,” but not “ma pa tha sa ka

la”). Sequences in which the consonant is the same but the vowels varied (i.e., “sa si

su su sa si”) were included as filler items. All syllables were recorded once by a native

speaker of Korean, a language with both stop types in its phonemic inventory.3 The

stimulus syllables containing stops were analyzed for their VOT to ensure that they

did in fact differ in aspiration. The unaspirated stops had a mean VOT of 0.023 sec

(range: 0.011-0.039 sec) and the aspirated stops had a mean VOT of 0.083 sec (range:

0.063-0.094 sec). A t-test revealed that the difference in the two sets of VOT values

was statistically significant (p=0.0057).

Procedure

The experiment was run on a laptop computer using PsychoPy (Peirce, 2007), in a

sound-attenuated booth in Georgetown University’s Linguistics Lab. In an effort to

maximally prime Spanish phonology, Spanish speakers were given all experimental

instructions by an advanced Spanish speaker.

The first portion of the experiment was a training phase comprised of two stimulus

sequences, neither of which was repeated during the testing phase of the experiment.

After the training period, the testing period began. All sequences were randomized

in the testing period.

Stimulus sequences were presented auditorily on a laptop computer. Each sequence

was played while the computer screen was gray. Approximately 1500 ms after the end

of the stimulus, the screen turned blue; the participants were instructed to repeat
3The Korean speaker produced the aspirated and lenis stops, and not the Korean tense

stop, as Korean is undergoing tonogenesis such that the main cue to the lenis/tense contrast
is F0 and not VOT (Silva, 2006). Korean aspirated and lenis stops correspond most closely
to a canonical aspirated/unaspirated contrast.
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the sequence, to the best of their ability, once the screen was blue. After 8 seconds of

response time, the screen turned gray again and the next sequence played automati-

cally. This procedure continued until all stimuli were tested one time.

Response sequences were recorded and and transcribed by a native English

speaker, and the transcriptions were then checked by a second native English speaker.

Transcribed responses that were not exactly 6 syllables in length were aligned so that

the final syllable produced by the speaker aligned with the sixth and final syllable in

the sequence. If the response was fewer than 6 syllables long, the final syllable was

moved to the right to align with the final syllable in the sequence (1); if the response

was more than 6 long, the final syllable was moved to the left and replaced the sixth

syllable in the response (2).

(1) Aligned transcription for response shorter than 6 syllables

stimulus sequence ka ku ki ki ka ku

raw score ka ku ka ku – – 2 points
aligned score ka ku ka – – ku 3 points

(2) Aligned transcription for response longer than 6 syllables

stimulus sequence ka ku ki ki ka ku

raw score ka ku ki ku ku ka (ku) 3 points
aligned score ka ku ki ku ku ku 4 points

This alignment method has been used previously for an experiment with a near-

identical design (Barzilai, 2019), and is intended to correspond to the well-documented

tendency that final elements in a sequence are relatively easy to recall, known as a

recency effect (Crowder, 1971; Frankish, 1996). The alignment of the final syllable
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produced with the final syllable of the stimulus, regardless of how long the response

was, ensures that any recency effect active in this experiment is not obscured by the

transcription conventions.

Transcribed and aligned syllables were coded for accuracy. Coding did not take

into account the aspiration of the syllables reproduced by the speaker, but rather

only accounted for whether the place of articulation of the repeated syllable matched

the corresponding one in the stimulus sequence. In other words, the results were not

based on how accurately the speaker reproduced aspiration, but rather on to what

extent the presence of aspiration on a stop increased the chances that the speaker

would remember the identity of that stop. For example, for both the syllable /ka/ in

an unaspirated sequence and the syllable /kha/ in an aspirated sequence, any repro-

duction of a velar stop with any aspiration value was coded as correct. Each syllable

received one point if it was reproduced correctly, and zero points otherwise. This

methodology was used to avoid penalizing Spanish speakers for failing to produce

sounds that are not in their inventory, namely aspirated stops. In addition, it elimi-

nated the need to measure VOT of stops in reproduced stimuli for this experiment.

In cases where the place of articulation of the stop was difficult to perceive, a second

coder was consulted. If a consensus could not be reached, the token was eliminated

from further analysis; this occurred for fewer than 10 stimulus syllables in total.

A mixed-effects logistic regression model was fit to predict mean syllable accuracy

based on speaker L1, aspiration type, and position in the sequence.

3.3.2 Hypotheses

It was hypothesized that Thai speakers would better recall sequences containing aspi-

rated stops, as these are the most acoustically salient and therefore predicted to be

more easily remembered in ISR tasks. Given that both stop types are phonemic
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in Thai, the Thai inventory was not predicted to privilege one stop type over the

other. On the other hand, the Phonological-Superiority Hypothesis was hypothesized

to best account for the results of Spanish speakers: they were predicted to remember

sequences with unaspirated stops more accurately than those with the aspirated stops.

Given that unaspirated stops are the only voiceless stops present in the Spanish inven-

tory, it was predicted that the phonemic status of these stops would facilitate their

recall, overriding the effect of high acoustic salience of the aspirated stops predicted

to surface with Thai speakers.

3.3.3 Results

Table 3.3 shows the mean scores in this experiment by participant L1 and aspiration

type.

Table 3.3: Mean sequence score (SE) by L1 and target syllable tone

Aspirated Unaspirated

Spanish 0.571 (0.012) 0.553 (0.012)
Thai 0.626 (0.012) 0.572 (0.012)

Figure 3.2 shows the mean recall scores. Both groups had a mean accuracy of about

0.56 when recalling unaspirated syllables, and remembered aspirated syllables with a

slightly higher accuracy. Thai speakers had higher mean accuracies when remembering

aspirated syllables compared to Spanish speakers.

A mixed-effects logistic regression model was fit using the glmer function in the

lme4 R package (Bates et al., 2015) to predict mean syllable accuracy on this task

(Table 3.4). The model found no significant main effect of L1 (p = 0.5173). Though
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Figure 3.2: Recall scores by L1 and aspiration type

the pairwise comparisons show no significant difference between aspirated and unaspi-

rated recall for Spanish speakers (p = 0.8332), and only a marginally significant dif-

ference for Thai speakers (p = 0.0687), the regression model reveals a significant

main effect of aspiration type (p = 0.0166) for the data as a whole, such that aspi-

rated stops were significantly easier to recall than unaspirated stops. The interaction

between aspiration and L1 in this task was only very marginally significant (p =

0.0934), with Spanish speakers remembering aspirated stops slightly less accurately

than Thai speakers.
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Table 3.4: Mixed-effects logistic regression model: recall accuracy. Thai as reference
level for L1; unaspirated as reference level for aspiration type; medial as reference
level for syllable position. Speaker and syllable sequence as random effects.

Fixed Effects Estimate Std. Error z-value p-value

(Intercept) 0.1837 0.1203 1.526 0.1269
Aspiration
Aspirated 0.2515 0.1050 2.395 0.0166 *

L1
Spanish -0.0963 0.1487 -0.647 0.5173

Aspiration * L1
Aspirated:Spanish -0.1699 0.1013 -1.678 0.0934 .

Position
Initial 1.2228 0.08 15.283 <0.001 ***
Final -0.2911 0.0672 -4.334 <0.001 ***

Syllable position in Table 3.4 was modeled as initial, medial, or final. This grouping

into three levels is in keeping with the finding that recall tasks such as this one show

‘bowl-shaped’ results, such that not only are final elements easier to recall than medial

ones, as discussed above, but initial elements are also easier to recall than medial ones

(Crowder, 1971; Frankish, 1996). This latter effect type is known as a primacy effect.

As shown in Table 3.4, recall of initial syllables was significantly higher than that of

medial syllables (p < 0.001), revealing a primacy effect in this experiment. However,

though there is a significant difference in the mean accuracies of medial and final

syllables (p < 0.001), it is the medial syllables that are more likely to be correctly

recalled. In other words, there is no recency effect in this experiment; the positioning

of a syllable at the end of a sequence does not facilitate its recall. This pattern, in

which initial syllables were easiest to remember, followed by medial syllables, and final

syllables were the most difficult to remember correctly, is demonstrated in Figure 3.3.
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Figure 3.3: Recall scores by L1 and syllable position

3.3.4 Discussion

The results of this experiment reveal clear evidence for a phonetic effect in the recall

of aspirated and unaspirated stops. Though there was no significant difference in

the recall of stop types for each language group individually, the results from the

experiment as a whole show significantly easier recall of aspirated than unaspirated

syllables. In other words, the acoustic properties that make aspirated stops more

perceptually salient lead to facilitated recall for this class of speech sounds.

Though only marginally significant, the interaction between aspiration type and

L1 may also reveal an impact of phonology on this task. While aspirated stops are
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perceptually salient and therefore overall easier to remember than unaspirated stops,

Spanish speakers were less likely to recall aspirated stops accurately compared to Thai

speakers. This marginally significant effect may result from the Spanish phoneme

inventory; while the acoustics of aspirated stops facilitate their recall, their absence

from the Spanish inventory may inhibit it. It should be noted at this point that the

relatively high p-value of this interaction (p = 0.0934) calls into question this effect.

It may also be the case that this marginally significant result is an artifact of the

sampling in this experiment, and that the actual distribution of this data would show

no significant interaction between aspiration and L1.

These results also show interesting effects of syllable position. They reveal a clear

primacy effect, in which sequence-initial syllables were much more likely to be accu-

rately recalled than non-initial syllables. However, the recency effects well-established

in other similar work (e.g., Crowder, 1971; Frankish, 1996) are markedly absent from

this data set. Instead, final syllables were less likely to be accurately recalled than

both initial and medial syllables. While the absence of a recency effect in this task is

surprising, it replicates results from a previous recall experiment with a near-identical

methodology (Barzilai, 2019).

3.4 Artificial Language Experiment

This section details the ALL experiment of this test case. All participants completed

both this experiment and the ISR experiment; the order in which the experiments

were completed was counterbalanced across participants.
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3.4.1 Methods

Participants

The participants in this experiment were the same as those in the previous experiment.

Materials

The stimuli in this experiment were words in an artificial language. The words

were disyllabic and contained either aspirated or unaspirated stops, in the frame

/CV1CV1/; the two vowels in each stimulus were the same but the consonants

changed (e.g. /taka/, /phithi/, /kutu/, etc.). Filler words had the same phonotactic

constraints, but the consonants were non-stop consonants from the inventory in the

recall study, /m s l/ (e.g., /masa/, /limi/, /sulu/, etc.). All stimuli were recorded

by a native Korean speaker who was trained to produce the disyllabic words with

no word-level prosody or tone melodies, so as to avoid interactions with the stress

pattern and tonal phonologies, respectively, of Spanish and Thai. The stimulus words

containing stops were analyzed for their VOT to ensure that they did in fact differ in

aspiration. The unaspirated stops had a mean VOT of 0.023 sec (range: 0.011-0.044

sec) and the aspirated stops had a mean VOT of 0.083 sec (range: 0.058-0.120 sec).

A t-test revealed that the difference in the two sets of VOT values was statistically

significant (p<0.001).

Procedure

The experiment was run on a laptop computer using PsychoPy (Peirce, 2007), in a

sound-attenuated booth in Georgetown University’s Linguistics Lab. As in the pre-

vious experiment, Spanish speakers were given all experimental instructions by an

advanced Spanish speaker in an effort to maximally prime Spanish phonology.
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Participants were told that their task was to learn the names of objects in a new

language. Each stimulus was associated with an image of an object. In the training

phase, the participants heard a stimulus while the accompanying image was displayed

on the screen. Each image remained on the screen for three seconds, with an inter-

stimulus interval of one second. The participant was exposed to each stimulus and

corresponding image two times, in a randomized order. Following this training period,

the testing period began. Participants saw one of the objects from the training period

and heard two words. One of the words was the name for the object and the other

word was a distractor word. Distractor words were other non-filler words in the experi-

mental language with the same aspiration value and vowel identity as the target word.

For example, if the target word was /piti/, the distractor word was /tiki/; if the target

word was /phukhu/, the distractor word was /khuphu/. Participants were instructed

to press the 1 key on the keyboard if the first word heard was the correct name for

the object and the 2 key if the second word was correct. The order of the correct and

incorrect words was counterbalanced across trials.

Keyboard responses were recorded and coded for accuracy. A mixed-effects logistic

regression model was fit to predict mean score based on speaker L1 and aspiration

type.

3.4.2 Hypotheses

It was hypothesized that Thai speakers would have a higher accuracy with object

names containing aspirated stops; the acoustic salience of the aspiration was expected

to facilitate the learning of these novel words. On the other hand, the Spanish speakers

were expected to learn the stimuli with unaspirated stops more effectively than those

with aspirated stops, as the presence of unaspirated stops in the Spanish phonological

inventory was predicted to have a greater impact on this task than the mere acoustic
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properties of the sounds in question. These results would support the Phonological-

Superiority Hypothesis, as the phonological effects would be stronger than the pho-

netic effects for Spanish speakers.

3.4.3 Results

Table 3.5 shows the mean scores in this experiment by participant L1 and aspiration

type.

Table 3.5: Mean score (SE) by L1 and aspiration type

Aspirated Unaspirated

Spanish 0.677 (0.027) 0.740 (0.025)
Thai 0.667 (0.028) 0.684 (0.028)

Figure 3.4 shows the mean ALL scores. Both groups had a mean accuracy of about

0.67 when learning words with aspirated consonants, and a mean accuracy slightly

higher than that when learning words with unaspirated consonants.

A mixed-effects logistic regression model was fit using the glmer function in the

lme4 R package (Bates et al., 2015) to predict mean word accuracy on this task (Table

3.6). The model found no significant main effect of L1 (p = 0.369) or aspiration type (p

= 0.369) on this task. The pairwise comparisons confirm that there are no statistical

differences between aspirated and unaspirated stops for speakers of either Thai (p =

0.962) or Spanish (p = 0.259).
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Figure 3.4: ALL scores by L1 and aspiration type

Table 3.6: Mixed-effects logistic regression model: ALL accuracy. Thai as reference
level for L1; unaspirated as reference level for aspiration type. Speaker as random
effect.

Fixed Effects Estimate Std. Error z-value p-value

(Intercept) 0.8831 0.2214 3.989 <0.001 ***
Aspiration
Aspirated -0.0896 0.1886 -0.475 0.635

L1
Spanish 0.2853 0.3111 0.917 0.369

Aspiration * L1
Aspirated:Spanish -0.2479 0.2664 -0.930 0.352
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Additionally, the interaction between L1 and aspiration type did was not sig-

nificant (p = 0.352). In other words, not only did both L1 groups perform equally

well on this task, and not only were aspirated and unaspirated stops equally easy to

remember across the speakers, but a given speaker’s L1 did not influence whether

they were more likely to successfully learn aspirated or unaspirated stops.

3.4.4 Discussion

The results of this experiment reveal no effect of phonetic salience on ALL. The main

effect of aspiration in the model was not significant, and neither were the pairwise

comparisons between language group. Given the results of the previous experiment,

which suggest that the phonetic differences between aspirated and unaspirated conso-

nants can impact their relative processing, it may be the case that the lack of a similar

phonetic effect here is due to the type of processing required for this task. It is pos-

sible that learning words with their corresponding meanings and then remembering

those words across the duration of this experiment requires deep enough phonological

processing that any phonetic effects are obscured or overridden here.

This argument that ALL requires phonological, and not phonetic, processing would

suggest that a phonological effect would be visible here. However, the results of this

experiment show no phonological effect; the interaction between aspiration and L1

was not significant, showing that a speakers L1 did not have an impact on the relative

accuracies of words with aspirated and unaspirated stops. Though it is unclear why the

phonemic inventory of Spanish, which contains unaspirated but not aspirated stops,

does not lead to a phonological effect, this finding is in keeping with the results of

the previous experiment, in which the interaction between aspiration and L1 was only

marginally significant. If the true distribution of means were such that the interaction

in the recall experiment were in fact not significant, the general results here would be
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that the presence of unaspirated stops in the phoneme inventory of Spanish does not

impact the processing of stops by these speakers, regardless of the task and the type

of processing it requires.

3.5 General Discussion

The results of the recall experiment provide evidence of a phonetic effect in the recall of

aspirated versus unaspirated stops, such that the more perceptually salient aspirated

stops are overall easier to recall. There may also be some evidence for a phonological

effect here, such that the recall of unaspirated stops is relatively easier for Spanish

speakers than for Thai speakers, due to the presence of unaspirated stops in the

Spanish phoneme inventory. However, this result was only marginally significant, and

therefore this phonological effect cannot be discussed with certainty.

On the other hand, the ALL experiment shows no evidence of either a phonetic or

a phonological effect. It may be that the lack of phonetic effect here is due to the type

of phonological processing happening in this task; learning words and their meanings

and remembering them for the duration of an experiment may be a task that is

not impacted by the acoustic properties of the segments in those words. This task

may instead rely on higher-level phonological processing. However, this task also did

not show any evidence of a phonological effect. There was no significant interaction

between aspiration and L1 such that the L1 of the speaker predicted the relative

accuracies of words with aspirated and unaspirated stops.

There are several possible explanations for the surprising finding that there is no

detectable phonological effect in either of the experiments in this test case. First, the

phonological bias expected to surface in this experiment was due to the segmental

inventory of Spanish, not any phonological processes or interactions that are active
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in the language. It may be the case that while the role that a given sound plays in a

language’s phonological processes can impact the processing of this sound by speakers

of the language, the mere presence or absence of a sound in a language’s phoneme

inventory does not have the same effect.

Another possibility is that the phoneme inventory of a speaker’s language does in

fact bias their processing of speech sounds, but that this effect is simply not strong

enough to emerge as significant in either of the experiments conducted here. It is

possible that this phonological effect would emerge in another task, or if more sensitive

measures, such as response time, were taken. In the absence of this type of data, it is

unclear whether this phonological effect is in fact nonexistent, or whether it is simply

undetected in this experiment.

One additional explanation for the surprising lack of a phonological effect in these

experiments comes from recent work by Durvasula and Kahng (2020). These authors

draw an important connection between, on one hand, the robust findings that speakers

perceptually repair input strings based on the phonotactics of their languages (e.g.,

Dupoux et al., 1999), and on the other hand, the common experimental methodology

of eliciting grammaticality judgements of input strings. They show that when asked

to first report on how they perceived an input string that is illicit in their native

language and then determine whether that string is acceptable, speakers’ rates of

perceptual repair were highly correlated with positive acceptability judgements. In

other words, even when the task was to determine whether a string was licit in their

language, speakers first perceptually repaired illicit strings so that they became licit,

and only then did they evaluate the string’s grammaticality. This finding suggests

that in all experiments involving the perception of an auditory stimulus, speakers

may perceptually repair the input before proceeding with the experimental task. This

result may inform the data from Spanish speakers in these experiments.
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Though the perceptual repair reported by Durvasula and Kahng (2020) involves

vowel epenthesis to avoid illicit consonant clusters, it is possible that a different type of

perceptual repair can occur, in which speakers repair input segments to conform with

the phonetics of similar segments in their inventory. If this is the case, the Spanish

speakers in these experiments may have perceived all stops as unaspirated, repairing

the aspirated stops in the stimuli to match the phonetics of the corresponding unaspi-

rated stops in the Spanish phoneme inventory. As Durvasula and Kahng (2020) show,

experimental tasks such as repeating syllables and determining the correct word for

an object, are performed after the speaker has already perceptually repaired the stim-

ulus. If all the stops were perceived as unaspirated by the Spanish speakers as the

result of a perceptual repair, it is then expected that there would be no difference

between these speakers’ performance recalling or learning one stop type compared to

the other.

On the whole, the two experiments in this test case provide compelling evidence for

a phonetic effect on the recall of aspirated and unaspirated stops, such that aspirated

stops are more perceptually salient and therefore easier to recall. The results show no

clear effect of the phonological inventory of a speaker’s L1 on the processing of these

two stop types, and raise questions as to whether the mere presence or absence of a

segment type in a speaker’s L1 inventory can impact the way in which this segment

type is processed.
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Chapter 4

Phonetics and Phonology in the Perception of High vs. Low Tones

4.1 Background

As many as 60-70% of the world’s languages use tone to convey lexical and grammat-

ical contrast (Yip, 2002). These tonal languages exist across a diverse set of language

families, including languages native to Africa, Europe, East Asia, and the Americas.

Linguistic tones are distinguished by their pitch height and contours, the primary

phonetic cue to which is fundamental frequency (F0)1 (Gandour, 1978; Yip, 2002).

Evidence both from the theoretical phonological literature and from language acqui-

sition studies suggests that tones with higher pitch targets (H tones) are more percep-

tually salient than those with lower pitch targets (L tones). The following paragraphs

outline the various lines of research that have proposed that H tones are the more

salient of these two tone types.

There is a cross-linguistic tendency for metrical prominence and H tones to co-

occur as a result of phonological processes, suggesting that H tones are inherently more

prominent than lower tones (De Lacy, 1999, 2007). For instance, in Golin, stress falls

on the rightmost H-toned syllable; in the absence of a H syllable in a word, stress

defaults to the rightmost syllable of the word (De Lacy, 1999). Similarly, in Ayutla

Mixtec, metrical feet are attracted to the left edge of a word, unless a foot headed by

a H, a ‘perfect toned foot,’ appears closer to the right edge (De Lacy, 2007). Based
1Though different languages have other cues to tone contrasts, such as amplitude and

phonation differences, F0 is always the primary cue (Gandour, 1978; Yip, 2002).
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on this and other similar phonological phenomena involving the co-occurrence of high

tone and metrical prominence, De Lacy (1999) posits a tonal prominence scale H >

M > L. This scale operates similarly to the sonority hierarchy (Parker, 2002, 2011),

predicting how tones are likely to interact with each other in phonological processes.

Though this generalization does not come from any acoustic properties of the tone

heights, it is clear that several languages have developed with a bias towards H tones

as more prominent than others.

In addition to this phonological evidence for the relative prominence of H tones,

evidence from the speech perception literature shows a similar patterning. Among

speakers of tone languages, it has been shown that contour tones are more easily

perceived and identified than level tones (Yip, 2002; Francis et al., 2003), suggesting

that contour tones are the most psychoacoustically salient of all linguistic tone types

(Mattock and Burnham, 2006). This is corroborated by Huang and Johnson (2010),

who show that Chinese speakers attend to pitch contours when discriminating among

different tones. However, in the same study, American English speakers attended

to pitch height to complete the same task; for these speakers, the easiest tones to

distinguish were those with H versus L pitch targets. This is one of many studies

showing that speakers of non-tone languages, whose phonology does not bias them

towards one lexical tone over another, use pitch height rather than pitch contour

to discriminate among lexical tones (Francis et al., 2003; Riestenberg, 2017). Other

studies have shown that of tones with distinct pitch heights, H level tones were the

easiest to perceive, followed by L or extra-L tones (see discussion in Yip, 2002).

A similar pattern of relative salience emerges from language acquisition findings.

Harrison (1998) uses tone perception experiments to show that six- to eight-month-old

babies acquiring Yoruba, a tone language, discriminate H tones from other tones, but

have a harder time distinguishing non-H tones from each other. This is in line with
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findings from adult speakers of non-tone languages, who are also best at distinguishing

H tones from all other non-H tones (Harrison, 1998). These perceptual patterns also

have parallels in L2 production. Findings from a study examining the acquisition of

lexical tone in San Pablo Macuiltianguis Zapotec suggest that learners may attend

more to tones with higher pitch targets, and therefore acquire these tones more easily

than tones with lower pitch targets (Riestenberg, 2017). Overall, findings in theoretical

phonology, non-native speech perception, and first and second language acquisition

all suggest that among level tones, H tones are more perceptually salient than L tones.

Given the high perceptual salience of H tones relative to L tones, it is not surprising

that most languages with a two-way tone contrast distinguish between underlying H

and Ø (Hyman, 2001a). In these languages, syllables that surface as L are in fact

grammatically unspecified for tone, and are simply produced with a lower pitch than

the phonologically-specified H tones. However, there do exist languages that exhibit

a tone distinction between L and Ø (Hyman, 2001a, 2007). These two types of tone

languages are referred to in the literature as H-marked and L-marked, respectively2.

Tłı̨chǫ, an endangered and under-documented Northern Athabaskan Dene language

spoken in the Northwest Territories, Canada, is an example of an L-marked language;

L tones in Tłı̨chǫ are active in phonological processes, as demonstrated in §4.2, and H

tones surface only on syllables that are unspecified for tone (Hyman, 2001a; Krauss,

2005; Jaker, 2012).

In the final test case of this dissertation, the aim is to determine whether the

phonological status of L tones in Tłı̨chǫ makes them more perceptually salient to
2It should be noted that L-marked languages are much more typologically rare than H-

marked languages. According to Hyman (2015), there are about 63 H-marked languages and
only about 9 known L-marked languages. This imbalance is perhaps unsurprising: it is the
more acoustically salient tone that is more likely to be the phonologically prominent tone
in a 2-tone system.
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speakers of this language, despite the fact that H tones are said to be otherwise

more acoustically salient. The control group in this test case will be speakers of

French, a language with no tone distinctions. French does have syllables that are

relatively more prominent than others, but this prominence predictably falls on word-

final syllables, and is cued by vowel duration and not F0. In fact, Dupoux et al. (1997)

show that when asked to distinguish between words that are segmentally identical

but have different stress patterns, French speakers are less successful than speakers of

Spanish, a language with contrastive stress. When asked to determine whether words

are segmentally identical, even if they have different stress patterns, French speakers

were able to ignore the stress cues while Spanish speakers were not. Furthermore,

though French speakers are able to perceive differences in F0 when listening for syllable

stress, they do not rely on this F0 cue to determine stress placement (Frost, 2011).

Therefore, if French speakers show differential processing between H and L tones, this

result must be due to the different acoustic properties of the tones and not due to a

bias from any phonological patterning in French. Tłı̨chǫ speakers, on the other hand,

may be influenced by the phonological prominence of L tones in their language when

processing speech sounds.

In this test case, the Phonetic-Superiority Hypothesis predicts that all speakers

will process H tones more easily than L tones, due to their higher acoustic salience.

The Phonological-Superiority Hypothesis predicts that speakers of Tłı̨chǫ will process

L tones more easily, despite the higher acoustic salience of H, as these tones are the

only tones that participate in phonological processes in this language.
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4.2 Phonetics and Phonology of Tłı̨chǫ Low Tones

This test case examines the perception of tone by speakers of Tłı̨chǫ (ISO 639-3

dgr).3 The language is considered endangered and is currently spoken by around 2,000

people located between Great Slave Lake and Great Bear Lake in Canada’s Northwest

Territories.4 The community is currently engaged in language revitalization efforts,

including language instruction for younger members of the community who are mostly

monolingual in Canadian English.

The experiments that comprise this test case, which examine the perception of

high versus low tones, rely on two assumptions about the tonal system in Tłı̨chǫ.

The first assumption is that F0 is an acoustic correlate to tone in this language. The

second assumption is that Tłı̨chǫ is in fact phonologically L-marked, as suggested

in the typological literature (e.g., Hyman, 2001a) as well as in the literature on the

phonology and morphosyntax of Dene languages (e.g., Saxon, 1979; Krauss, 2005;

Jaker, 2012). L-markedness would imply that L tones in this language are active

where as H tones surface by default on phonologically toneless syllables. This section

provides phonetic and phonological evidence from Tłı̨chǫ, with the goal of motivating

these two major assumptions.

4.2.1 Phonetics of Tłı̨chǫ Tone

Though tone in Tłı̨chǫ is often discussed in descriptive and analytical work on the

language, no existing literature has examined the phonetic implementation of tone in

Tłı̨chǫ. Since it is well-documented that there may be cues to phonological tone other

than F0 (e.g., Morén and Zsiga, 2006; Yu and Lam, 2014), it is important to confirm

3Tłı̨chǫ is often referred to in the literature as Dogrib; Tłı̨chǫ is used here as this is the
name preferred by the speaker community

4http://endangeredlanguages.com/lang/2159
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that F0 does in fact correlate with the linguistic tone heights in Tłı̨chǫ. To this end,

this section examines the acoustics of pitch in Tłı̨chǫ speech, confirming that F0 is a

reliable cue to tone in this language.

Figures 4.1 and 4.2 show F0 in two representative examples of Tłı̨chǫ phrases of

different lengths. The TextGrids in these examples show transcriptions in the Tłı̨chǫ

orthography, which employs a near-phonetic alphabet that marks low tones with grave

accents and does not mark high tones. Examples here use Tłı̨chǫ orthography in lieu

of IPA transcription, per the conventions of the speaker community. The examples

come from Bible.is, an online mobile app that has text and audio versions of the Bible

in over 1,300 languages, including Tłı̨chǫ.5 The utterances shown here, like the rest

of the recordings on this site, are produced by a native Tłı̨chǫ speaker who works as

a translator and interpreter (Leslie Saxon, Nicholas Welch; personal communication).

Both of these phrases come from the recording of the Tłı̨chǫ translation of Luke 1:28.

Figure 4.1 provides an example of the pitch contour across one multimorphemic

word in Tłı̨chǫ. The word has a HLH tone melody, as shown by the orthographic

representation in the TextGrid. The first syllable, a high-toned prefix, is produced

with a mean F0 of 204 Hz. The subsequent low-toned syllable is produced with a

mean F0 of 150 Hz, about 50 Hz lower than the preceding high tone. The final syllable

in the word is another high tone, produced with a mean F0 of 184 Hz, about 30 Hz

higher than the preceding low tone. The fact that the final high tone in the word is

produced with an F0 that is 20 Hz lower than that of the initial high tone is in line

with cross-linguistically common downdrift processes, in which high tones later in the

phonological phrase tend to be produced with lower F0 than phrase-initial high tones.

Figure 4.2 shows an example of F0 on a longer intonational phrase in Tłı̨chǫ.

The tone melody on this phrase is HL LL HL, as shown in the Tłı̨chǫ orthography.
5https://live.bible.is/bible/DGRCBS/LUK/1?audio_type=audio
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Figure 4.1: Example of pitch on one multimorphemic word in Tłı̨chǫ
(‘he told her’)

The first syllable in this phrase is a high tone, produced with a mean F0 of 240 Hz.

The following three syllables are low-toned syllables, each produced with a mean F0

between 160 and 170 Hz. The penultimate syllable is high-toned and is produced with

a mean F0 of 201 Hz, which is 40 Hz above the previous low-toned syllable, though

still 40 Hz lower than the initial high tone in the phrase. The final syllable in the

phrase is low-toned, produced with a mean F0 of 159 Hz, effectively equal in pitch to

the previous low tone in the phrase. Again, the low tones here are produced about

40-50 Hz lower than the initial high tone in the phrase, and high tones later in the

phonological phrase, while higher than the nearby low tones, demonstrate phonetic

downdrift.

Taken together, these representative examples show that F0 is in fact a phonetic

correlate to phonological tone in Tłı̨chǫ. Syllables that are written as bearing low tone

are consistently produced with an F0 about 50 Hz lower than preceding high tones.

Tłı̨chǫ also exhibits phonetic downdrift, in which initial high tones in a phonological
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Figure 4.2: Example of pitch on one intonational phrase in Tłı̨chǫ
(‘peace be with you’)

phrase are produced with the highest F0 of the phrase, and subsequent high tones are

produced with progressively lower F0. This data does not preclude the presence of an

additional perceptual cue to tone, such as vowel duration or voice quality cues, in the

language. However, even if secondary cues to tone exist in Tłı̨chǫ, what is important

to this test case is that pitch is a reliable cue to tone.

4.2.2 Phonology of Tłı̨chǫ Low Tones

Tłı̨chǫ is frequently referred to in the Dene and typological literatures as an L-marked

language, one in which low tones are phonologically active and high tones surface

only in the absence of a low tone (e.g., Hyman, 2001a; Krauss, 2005; Jaker, 2012). As

discussed above, Tłı̨chǫ orthography encodes low tones with a grave accent, and does

not mark high tones in the orthography at all. Though this orthographic convention

may shed light on the phonological patterning of tone, and though it may bias literate

Tłı̨chǫ speakers towards low over high tones in speech processing, it is not in and of
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itself evidence that Tłı̨chǫ is phonologically L-marked. Rather, this section provides

three pieces of purely phonological evidence that together confirm the assumption

that the low tone is the active tone in the Tłı̨chǫ phonology.

The first piece of evidence supporting the claim that Tłı̨chǫ is an L-marked lan-

guage is that the tones in Tłı̨chǫ are opposite to those of neighboring H-marked Dene

languages (Saxon, 1979). It has also been shown that these neighboring H-marked

languages have the same tonal patterning as Proto-Northeastern Athabaskan, from

which Tłı̨chǫ derives, whereas Tłı̨chǫ has the opposite tones as the predecessor lan-

guage (Saxon, 1979). In other words, there is strong evidence that Tłı̨chǫ underwent

a historical sound change process in which all of the phonologically active high tones

became low tones. Though this tone reversal process is typologically rare, Hyman

(2001b) documents at least one other instance of this diachronic process, in this case

the Bantu language Ruwund, and proposes a diachronic scenario by which tones were

inverted and reanalyzed. This supports the claim that, though the phonetic imple-

mentation of these tones has changed, the low tones in Tłı̨chǫ correspond to the active

high tones in the neighboring related languages as well as in the proto language.

French borrowings into Tłı̨chǫ also provide evidence that low tones are the active

tone in this language. In many H-marked Dene languages, French words are borrowed

with a final high tone, corresponding to the French fixed word-final prominence. How-

ever, in Tłı̨chǫ, French borrowings have a final low tone (Krauss, 2005). In other words,

the word-final prominence in the French word corresponds to a final L tone in Tłı̨chǫ,

suggesting that the low tone is in fact the prominent tone in Tłı̨chǫ. For example,

the word for ‘tea’ in Hare, an H-marked Dene language, is /lıdí/ ( < le thé) and

the word for ‘cotton’ is /lígodǫ́/ (< le coton) (Krauss, 2005). In Tłı̨chǫ, these words

are borrowed as /lıdì/ and /lìgodǫ̀/, respectively, with final low tones (Krauss, 2005;

Tłı̨chǫ Community Services Agency, 2005-). Though it is possible that these French

77



words were borrowed into Tłı̨chǫ from a neighboring H-marked Dene language and

not from French itself (see discussion in Prunet, 1990), this pattern nonetheless pro-

vides convincing evidence that the low tone in Tłı̨chǫ is the phonologically prominent

tone.

The final piece of phonological evidence for Tłı̨chǫ’s L-marked status comes from

the possessed noun suffix (PNS) in Tłı̨chǫ, as described by Saxon and Wilhelm (2016).

In Tłı̨chǫ, the PNS surfaces on nouns in possessive and other morphologically similar

constructions. This suffix usually surfaces as an additional mora which copies the

features of the preceding vowel and bears a low tone (1).

(1) a. gosǫǫ̀mbaà

go-sǫǫ̀mba-à

1pl-money-pns

‘our money’

b. amìı lı̨į̀

amìı tłı̨-į̀6

who dog-PNS

‘whose dog?’

However, this PNS is in some cases exponed by a floating low tone, as in the

examples in (2). In both of these examples, a toneless syllable, which is produced

with a high tone in isolation, associates with the floating low tone and the syllable

consequently surfaces with a low tone. Crucially, unlike in the examples in (1), no

additional mora is being added here; rather, a L tone is added to the existing moras

in the noun phrase.

(2) a. taı toò

taı too-`

three night-pns

‘three nights’

b. golà

go-la-`

unsp.hum-hand-pns

‘(someone’s) hand’

6The /l/ ∼ /tł/ alternation in this form results from morphophonological processes in
Tłı̨chǫ independent from the tonal processes discussed here.
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The existence of a floating low tone in (2) provides support for the notion that

the low tone in Tłı̨chǫ is phonologically marked. In order for a tone to be present

underlyingly without being borne by a tone-bearing unit, low tones must be phono-

logical units that are active in phonological processes. The fact that these low tones

surface on syllables that would otherwise be produced with a high tone suggests that

the high tone is not present in the underlying representation and rather surfaces by

default only in the absence of a low tone. In addition, there are no equivalent phono-

logical processes in Tłı̨chǫ in which a high tone is a sole exponent of a morpheme and

surfaces on a previously toneless syllable (Keren Rice, personal communication); that

is, there are no processes in which the high tone is phonologically or morphologically

active in the Tłı̨chǫ grammar.

Evidence from Dene typology and historical phonology, French borrowings in

Dene, and the Tłı̨chǫ PNS suffix together provide a convincing argument that Tłı̨chǫ

is in fact an L-marked language, supporting the second assumption relevant to this

test case. L tones in Tłı̨chǫ are associated with prominence and are active in the

phonology, whereas high tones surface by default in the absence of a low tone.

Having confirmed the phonetic and phonological assumptions that motivate the

investigation of Tłı̨chǫ speakers in this study, I turn now to the two experiments that

comprise this test case.

4.3 Recall Experiment

This section details the ISR experiment of this test case. All participants completed

both this experiment and the ALL experiment; the order in which the experiments

were completed was counterbalanced across participants.
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4.3.1 Methods

Participants

The participants in this study were 17 native speakers of French and 14 native speakers

of Tłı̨chǫ, all over the age of 18. French speakers for this test case were recruited

through Georgetown University, and Tłı̨chǫ speakers were recruited and participated

in Canada’s Northwest Territories. All participants in this study were also proficient

in English.

Materials

The stimuli in this experiment were sequences of six CV syllables. The segmental

inventory from which the syllables were generated was /p t s i u a/, all phonemic

in both languages. Only voiceless consonants were used here, as voiced consonants

have been shown to interact with F0, both phonetically and, in many languages,

phonologically (Yip, 2002). The nine syllables generated from this segmental inventory

were produced by a native Thai speaker. Each syllable was produced five times: once

with each of the five Thai lexical tones (low, mid, high, falling, and rising). The L

and H7 level tones were extracted from the resulting recording and used to generate

the sequences tested here. One L tone contour and one H tone contour from the

recording were extracted and each resynthesized onto the M tone production of the

Thai speaker. There were four resulting recordings for each of the syllables: one natural

L production, one natural H production, one resynthesized with the L contour, and

one resynthesized with the H contour.
7It was in fact the phonologically falling tone in Thai that was produced by the speaker

with the most level high pitch and therefore used for the stimuli of this experiment. They
are referred to here as H for clarity, as their phonological identity in Thai is irrelevant to
the stimuli and resulting experiment.
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Stimulus sequences contained only H or L tones, with at least two H syllables

and at least two L syllables, in varying orders, in each. There were no more than two

consecutive syllables hosting the same tone in any stimulus sequence, and all of the

H- and L-toned syllables in the sequences were those naturally produced by the Thai

speakers. Each stimulus sequence was followed by a test syllable. This test syllable

either matched one of the syllables in the stimulus sequence or did not match any of

the stimulus syllables. Matching test syllables were segmentally and tonally identical

to one of the syllables in the sequence, but were the resynthesized version of the given

syllable; as a result, they were acoustically distinct from the syllable they matched.

Examples of trials with a matching high-toned syllable, a matching low-toned, and

with no matching syllable in the previous sequence are provided in (3).

(3) Tone ISR stimulus examples

a. High

Sequence: /tí pá sù tá sì pú/

Test syllable: /pá/

b. Low

Sequence: /pà tí tú pì sú tà/

Test syllable: /pì/

c. Distractor

Sequence: /pú tí sà pí tù sì/

Test syllable: /tá/

Non-matching test syllables were segmentally different from each of the syllables in

the stimulus sequence, i.e., there were no trials in which, for example, /pà/ appeared

in the stimulus sequence and /pá/ was the test syllable.
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Procedure

The experiment was run on a laptop computer using PsychoPy (Peirce, 2007). French

speakers participated in the experiment in a sound-attenuated booth in Georgetown

University’s Linguistics Lab; Tłı̨chǫ speakers participated in the experiment in a quiet

office in the Tłı̨chǫ government offices in Behchokǫ̀, Northwest Territories, Canada.

Stimulus sequences were presented auditorily on a laptop computer; test sylla-

bles played approximately 1500 ms after the end of the stimulus sequence. The par-

ticipant was told that their task was to determine whether the test syllable they

heard was the same as one of the syllables they heard in the sequence or not. The

right and left arrows on the computer keyboard were used as the response keys; the

key corresponding to a matching syllable was counterbalanced across participants.

All sequences were randomized across the testing phase. There were three practice

sequences before the beginning of the actual testing portion of the experiment, neither

of which was repeated during the testing phase.

Keyboard responses were recorded and coded for accuracy for each target syllable

tone. A mixed-effects logistic regression model was fit to predict mean score based on

speaker L1 and target tone.

4.3.2 Hypotheses

It was hypothesized that French speakers would have a higher accuracy remembering

syllables that were initially heard with H tone; acoustic salience predicts that these are

easier to remember than L syllables, and French has no grammatical properties that

should interfere with this effect. Speakers of Tłı̨chǫ, on the other hand, were predicted

to have a higher accuracy remembering syllables that were heard with L tone, as this

is the tone that is grammatically active in their language. This grammatical effect
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was predicted to outweigh any acoustic effect observed among French speakers, in line

with the prediction made by the Phonological-Superiority Hypothesis.

4.3.3 Results

An initial examination of the data revealed that one of the native Tłı̨chǫ speakers

produced the same response for all trials in this experiment, suggesting that they did

not understand the task; this person was removed from the analysis. Similarly, one

participant failed to give a response for over 15 of the trails in this experiment and

therefore was also removed. The results below are from the remaining 12 speakers.

Table 4.1 shows the mean scores in this experiment by participant L1 and target

syllable tone.

Table 4.1: Mean sequence score (SE) by L1 and target syllable tone

H L

French 0.616 (0.031) 0.567 (0.032)
Tłı̨chǫ 0.594 (0.038) 0.659 (0.036)

Figure 4.3 shows the mean recall scores. Both groups had a mean accuracy of

approximately 0.60 when recalling H syllables. Within the groups, French speakers

had a lower mean score when recalling L syllables, whereas Tłı̨chǫ speakers had higher

mean scores when recalling L syllables.

A mixed-effects logistic regression model was fit using the glmer function in the

lme4 R package (Bates et al., 2015) to predict mean score on this task (Table 4.2). No

significant main effect of target syllable tone or L1 was found. However, the interaction

between target syllable tone and L1 was significant (p = 0.0368); the relative means

of H and L accuracy was significantly different for Tłı̨chǫ speakers than for French

speakers. Though the pairwise comparison revealed no significant difference between
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Figure 4.3: Recall scores by L1 and target syllable tone

recall rates for H versus L tones for the French speakers (p = 0.768) or for Tłı̨chǫ

speakers (p = 0.563), this significant interaction implies that the relationship between

H tone recall and L tone recall was significantly different across the L1 groups.
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Table 4.2:Mixed-effects logistic regression model: recall accuracy. French as reference
level for L1; H as reference level for target syllable tone. Speaker and syllable sequence
as random effects.

Fixed Effects Estimate Std. Error z-value p-value

(Intercept) 0.5431 0.321 1.690 0.0910 .
Tone
L -0.2593 0.2802 -0.925 0.3548
L1

Tłı̨chǫ -0.0597 0.4562 -0.131 0.8959
Tone * L1
L:Tłı̨chǫ 0.6612 0.3290 2.010 0.0444 *

4.3.4 Discussion

The results presented above support the presence of a phonological effect in the recall

of H versus L tones. The statistical significance of the interaction between L1 and tone

type shows that the L1 of the speaker influences the relative rates at which H and L

tones are remembered. Specifically, whereas French speakers were slightly more likely

to correctly remember H tones than L tones, Tłı̨chǫ speakers were likely to remember

L tones more accurately than H tones. In other words, the phonological prominence

of L tones in Tłı̨chǫ facilitates recall of L tones by speakers of this language, making

for a different pattern than for speakers of French, which does not have grammatical

tone and does not make use of F0 in any portion of the phonological grammar.

These results may also be consistent with the presence of a phonetic effect in the

relative processing of H and L tones. The difference between H and L recall by the

French speakers fails to reach significance, showing that for speakers of a language

that does not employ F0 for any linguistic contrast, the acoustic differences between H

and L are not enough to impact recall. However, the fact that the French and Tłı̨chǫ

speakers remembered H syllables with effectively equal accuracy supports the notion

that acoustic salience is similarly active for both speakers in this task. In other words,
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the acoustic salience of H tones is such that all speakers, so long as their L1 does not

further facilitate H recall, remember them equally well. The difference between the

groups then comes from the fact that Tłı̨chǫ speakers are impacted by an additional

effect of the phonological prominence of L tones, which boosts their recall.

Though the pairwise comparisons do not reveal statistically significant differences

in H and L recall for either speaker group, the results presented here show that there

is an effect of L1 in this recall task, such that for speakers in whose native language L

tones are more phonological prominent than H tones, L tones are more easily recalled.

4.4 Artificial Language Experiment

This section details the ALL experiment of this test case. All participants completed

both this experiment and the ISR experiment; the order in which the experiments

were completed was counterbalanced across participants.

4.4.1 Methods

Participants

The participants in this experiment were the same as those in the previous experiment.

Materials

The stimuli in this experiment were words in an artificial language. The words were

trisyllabic and had one of two tonal melodies: LHL or HLH. The segmental inventory

of the words in this artificial language was /p t s l w j i u a/. Filler words were

trisyllabic words in which all three syllables have the same tone, either H or L. Sylla-

bles that comprised the stimuli were identical to those that comprised the stimuli in
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the previous experiment; they were recorded as individual syllables by a native Thai

speaker and concatenated together into the words in the artificial language.

Procedure

The experiment was run on a laptop computer using PsychoPy (Peirce, 2007). French

speakers participated in the experiment in a sound-attenuated booth in Georgetown

University’s Linguistics Lab; Tłı̨chǫ speakers participated in the experiment in a quiet

office in the Tłı̨chǫ government offices in Behchokǫ̀, Northwest Territories, Canada.

Participants were told that their task was to learn the names of objects in a

new language. Each stimulus word was associated with an image of an object. In

the training phase, the participants heard a stimulus while the corresponding image

was displayed on the screen. Each image remained on the screen for three seconds,

with an interstimulus interval of one second. The participant was exposed to each

stimulus and corresponding image two times, in a randomized order. Following this

training period, the testing period began. Participants saw one of the objects from the

training period and heard two words. One of the words was the name for the object

and the other word was the distractor word. Distractor words were other words in

the language that matched the target word in tone melody as well as in its first and

third syllables; only the segments of the middle syllable changed. For example, if the

correct word was /sátìlú/, the distractor word might have been /sápòlú/. Therefore,

it was the tone of the middle syllable in the word that was being tested; words LHL

melodies test the learning of medial H tones and words HLH melodies test the learning

of medial L tones. Participants were instructed to press the 1 key on the keyboard if

the first word heard was the correct name for the object and the 2 key if the second

word was correct. The order of the correct and incorrect words was counterbalanced

across trials.
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Keyboard responses will be recorded and coded for accuracy for each tone melody

type. A mixed-effects logistic regression model was fit to predict mean score based on

speaker L1 and tone melody.

4.4.2 Hypotheses

It was hypothesized that French speakers would learn words with medial H tones

(those with the LHL tone melody) better than those with medial L tones (those with

the HLH tone melody), as the acoustic salience of these H tones would make them

easier to acquire. However, the Phonological-Superiority Hypothesis was predicted to

hold for Tłı̨chǫ speakers in this experiment: they were predicted to more easily learn

medial L tones, as this tone is active in the phonology of their native language. In

other words, the effect of grammatical prominence of L in Tłı̨chǫ was predicted to

override the effect of acoustic salience of H.

4.4.3 Results

The Tłı̨chǫ speaker who was removed from the analysis of the previous experiment

due to a misunderstanding of the instructions was removed here for the same reason.

The results discussed below are from the remaining participants in this study.

Table 4.3 shows the mean scores in this experiment by participant L1 and tone

melody.

Table 4.3: Mean sequence score (SE) by L1 and target syllable tone

LHL HLH

French 0.647 (0.031) 0.676 (0.030)
Tłı̨chǫ 0.555 (0.037) 0.456 (0.037)
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Figure 4.4 shows the mean recall scores for this task. Whereas French speakers

show almost equal accuracy when learning words with HLH and LHL tone melodies,

Tłı̨chǫ speakers show higher accuracy for the LHL than the HLH words.

Figure 4.4: ALL scores by L1 and target word tone melody

A mixed-effects logistic regression model was fit using the glmer function in the

lme4 R package (Bates et al., 2015) to predict mean score on this task (Table 4.4). No

significant main effect of tone melody was found, and the main effect of L1 reached

only marginal significance (p=0.095), with French speakers performing slightly better

on this task. The interaction between tone melody and L1 also reached only marginal

significance (0.074); the difference between the rate at which Tłı̨chǫ speakers learn

words with LHL and HLH melodies and the rate at which French speakers learn words

with LHL and HLH melodies is marginally significant.
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Table 4.4: Mixed-effects logistic regression model: ALL accuracy. French as reference
level for L1; LHL as reference level for tone melody. Speaker and word as random
effects.

Fixed Effects Estimate Std. Error z-value p-value

(Intercept) 0.6472 0.1953 3.314 <0.001 ***
Tone Melody

HLH 0.1381 0.2475 0.558 0.5770
L1

Tłı̨chǫ -0.4126 0.2470 -1.670 0.0948 .
Tone Melody * L1

HLH:Tłı̨chǫ -0.5274 0.2959 -1.783 0.0747 .

Pairwise comparisons revealed no significant differences in the learning of LHL

versus HLH words for the French speakers (p = 0.943) or for the Tłı̨chǫ speakers (p

= 0.442).

Figure 4.5: Boxplot of ALL scores by L1 and target word tone melody
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A boxplot revealing the distribution of the data from this experiment (Figure 4.5)

shows that though the mean score for LHL words learned by Tłı̨chǫ speakers in this

language is higher than that for HLH words, there was considerably more variation

in the results of the Tłı̨chǫ speakers, and many of the speakers had mean scores that

were similar for both tone melodies tested.

4.4.4 Discussion

The results presented for the French speakers show no clear evidence of an acoustic

effect in the learning of words with different tone melodies. Figure 4.4 shows only

a small difference in the mean accuracy of LHL versus HLH words, and Figure 4.5

shows that the majority of the French speakers had very similar mean scores for the

two word types; this is confirmed by a lack of statistical significance in the pairwise

comparison of HLH and LHL words learned by French speakers. It is possible that

the effectively equal accuracies across the two word types for the French speakers is

due to the nature of this task. The word-learning experiment required longer-term

memory than did the recall experiment, as in the former words were remembered

across the duration of the experiment and in the latter each trial only lasted about

16 seconds. Additionally, it may be the case that associating a stimulus word with an

image triggered more deep phonological processing than did a recall experiment in

which stimuli were not associated with any meaning. As a result, it is possible that

the acoustic effects that impacted H versus L tone recall in the previous study are

eliminated here by the more phonological nature of the task. Since the word types

differed only in their tone melodies, and since the two word types in this language

are equally easy for French speakers to learn, it appears that the acoustic differences

of tones do not impact the processing required for this task.
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Though Figure 4.4 seems to reveal a surprising pattern for the Tłı̨chǫ speakers

here, in which it is the words with the medial H tones, not the medial L tones, that are

easiest to process, the interaction between L1 and tone melody was only marginally

significant. This statistical result is clarified by the relatively large amount of variance

in the Tłı̨chǫ data, especially the data for Tłı̨chǫ speakers learning HLH words, as

shown in Figure 4.5. In any event, the prediction that HLH words would be more

easily learned than LHL words by Tłı̨chǫ speakers, since medial L tones are assumed

to be more perceptually salient to these speakers than medial H tones, was decidedly

not borne out.

It is possible that this surprising pattern seen from the Tłı̨chǫ speakers in this

experiment is due to some experimental confound specific to this task. For instance,

the instructions for this task may have been more difficult for the Tłı̨chǫ speakers

to understand than those for the recall task. Anecdotally, some participants assumed

that this task involved producing the Tłı̨chǫ word for each image that appeared, not

learning a new word for each image; this type of confusion did not occur in the recall

task. This confusion may also explain the marginally significant main effect of L1

shown in Table 4.4, in which the French speakers overall produced more accurate

responses in this experiment. In addition, some speakers expressed that they did not

know the Tłı̨chǫ word for many of the images that were used in this experiment, but

rather only knew the term for some images in English. Therefore, it is possible that

the stimuli in this experiment primed the speakers’ English phonologies, resulting in

facilitated H-tone processing.

It is also possible that though Tłı̨chǫ is phonologically L-marked, as discussed in

§4.2, there is a phonological bias towards LHL words over HLH in Tłı̨chǫ. Both of

these tone melodies are attested in the language (Leslie Saxon, personal communica-

tion), and therefore it does not seem that the inventory of tone melodies in Tłı̨chǫ is
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responsible for this effect. It is possible that more phonological and morphophonolog-

ical analysis of Tłı̨chǫ would reveal the source of this potential bias, but the surface

phonology of the language does not show any clear reason why it would exist as such.

Another phonological explanation for this surprising effect could be in the relative

salience of the tone melodies as units, and not of the individual syllables. It could be

the case that since the LHL tone melody has more low tones than the HLH melody,

and since the L tones are expected to the be more salient to the Tłı̨chǫ speakers, the

LHL words were overall more salient to these participants and therefore it is these

words that were most correctly remembered. Under this explanation, even though it

was the relatively less salient H tone that was the target of the manipulation in the

LHL words, the overall salience of these words is higher than that of the HLH words,

and this word-level salience explains the results observed here.

Despite these potential explanations for the patterns that emerge in the results,

the lack of a statistically significant difference within the Tłı̨chǫ speakers in the pair-

wise comparison, along with the variance revealed in Figure 4.5, call into question

the conclusion that the LHL words were in fact meaningfully easier for the Tłı̨chǫ

speakers to learn than the HLH words. Rather, it is more likely that there is in fact

no real difference in the rates at which these words are able to be acquired by Tłı̨chǫ

speakers. Given that the data from the French speakers supports the notion that the

processing required for this task is phonological, the lack of an effect from the Tłı̨chǫ

phonology is unexpected. Overall, though the results presented here warrant further

experimentation and investigation into the acoustic and phonological effects of tones

in word learning, the data show no clear evidence of either type of effect in the type

of processing required for this task.
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4.5 General Discussion

4.5.1 Task Differences in Tone Processing

The results presented above suggest that phonetic and phonological effects on tone

processing are different depending on the type of task that a participant is asked to

complete. Whereas the results from the recall experiment show a statistically signifi-

cant interaction between participant L1 and stimulus type, the ALL results show no

such significant interaction. The recall results support the idea that acoustic salience

is active in tone processing for both groups, but that the Tłı̨chǫ speakers have an

additional effect of their tonal phonology, which facilitates L tone processing and

leads to even higher accuracy for L tones than H tones. The ALL results, on the

other hand, show no clear evidence of either a phonetic or a phonological effect. The

lack of a phonetic effect in this task may be due to the type of sound processing

required for this task. While the recall task involved short-term memory of syllables

with no associated meaning, word learning involves remembering words with their

associated meanings over the course of the experiment. It is possible that this type of

task simply does not benefit from acoustic effects, as it requires deeper phonological

processing and not simply memorization of the acoustic signal.

However, by this logic, the lack of a phonological effect in the ALL results is

surprising. Given that the French ALL results support the conclusion that this exper-

iment requires only phonological processing, and given that it is the phonology of

Tłı̨chǫ that would bias the Tłı̨chǫ-speaking participants towards processing L tones

more easily, higher accuracy in learning HLH words than in learning LHL words by

Tłı̨chǫ speakers was the expected result.

As discussed above, it is possible that the Tłı̨chǫ phonology impacts the ALL

results in a way that cannot be predicted from the mere distribution of tones in the
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language. For example, it is possible that specific aspects of the (morpho-)phonology

of the language make it so that LHL tone melodies are more frequent or more phono-

tactically acceptable, in turn facilitating the learning of these words. It also possible

that something about the nature of the task prevented the Tłı̨chǫ speakers from

drawing on Tłı̨chǫ phonological knowledge in completing the task and instead biased

them towards the English phonological system. For instance, if the task completed in

the ALL experiment was logically more complex than that in the recall experiment,

it is possible that the speakers were thinking more carefully about the instructions,

which were provided in English. Alternatively, it may be the case that something

about the production of the stimuli made the words sound more like English words

with word- and phrase-level stress than like Tłı̨chǫ monomorphemes.

Another possible explanation is that the phonetic and phonological effects that

were shown in the recall experiment were simply not strong enough to influence the

ALL task. It is not the case this task was easy enough that all speakers performed

at ceiling and no additional facilitation from phonetic or phonological biases was

possible; the mean score across speakers and trials in this experiment was 0.586 out

of a possible score of 1. Rather, it may be the case that the phonetic and phonological

effects that impact the processing of syllables with different tones are simply not

enough to impact the learning of words in an artificial language.

Taken together, the results from this test case show that there is an effect of

phonology in the processing of tones, such that speakers of L-marked languages more

easily remember syllables produced on L tones whereas the same effect is not apparent

in speakers of languages with no linguistic tone or use of F0. The results also imply

that the relative effects of phonetics and phonology in tone processing are depending

upon the nature of the task: whereas the recall results show that L1 impacts the

relative processing rates of H and L tones, the ALL task, which involves longer-term
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memory and the association of words with lexical meanings, does not reveal the same

effects of phonetics and phonology.

4.5.2 Experimental Linguistics in the Field

The experiments in this test case were carried out in part through linguistic field-

work conducted in a remote village outside of Yellowknife, Northwest Territories,

Canada. Linguistic experiments, and especially experiments investigating phonetics

and phonology, rarely include data from speakers of languages that are currently

undergoing documentation efforts (Sande and Oakley, 2019), and therefore languages

that are otherwise under-represented in the literature are especially under-represented

in linguistic work examining linguistic processing such as the study presented here.

As evidenced in the discussion above, there are some clear challenges associ-

ated with conducting experimental research in the field. The experiments that com-

prise this test case include data from only 14 Tłı̨chǫ speakers; data from one of

these speakers was removed from the analysis in one experiment, and data from two

were removed in the other experiment. The resulting low sample size from of Tłı̨chǫ

speakers likely contributes to overall low statistical power in the models generated

from the data, and may explain the lack of statistically significant results in the ALL

experiment.

Not only was the overall number of Tłı̨chǫ speakers low, but there were other clear

differences between the Tłı̨chǫ speakers and the French speakers in this test case that

may have generated experimental confounds. Many of the Tłı̨chǫ speakers who par-

ticipated in this study expressed that they were not familiar with laptops such as the

one on which the study was conducted. Though information about each participant’s

educational background was not explicitly collected for the purposes of this study, gen-

eral demographic information about the Tłı̨chǫ community in Behchokǫ̀, where the
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data was collected, suggests that the Tłı̨chǫ-speaking participants in this this study

had likely received far less formal education than the French speakers. It is possible,

then, that the abstract nature of the linguistic tasks carried out in this test case was

more foreign to and therefore more difficult for the Tłı̨chǫ speakers than the French

speakers. In fact, it is likely that the greater variance in the results from the Tłı̨chǫ

speakers than among French speakers discussed above arises from this factor. Finally,

some Tłı̨chǫ speakers who participated in this study had some experience, direct or

indirect, with linguists conducting fieldwork on the language. Crucially, the linguistic

fieldwork that these speakers had experienced was elicitation-based language docu-

mentation and linguistic analysis; the speakers may quite logically have anticipated

that participation in this study would involve Tłı̨chǫ elicitations and translations,

not experiments requiring recall and learning of nonce words. It is possible that this

expectation, though reasonable given the nature of most previous linguistic field-

work conducted with the Tłı̨chǫ community, created an additional hurdle for Tłı̨chǫ

speakers when interpreting the instructions for the tasks.

Despite the methodological challenges associated with the collection of the data

presented here, and the questions that these challenges raise about the results, the

experiments in this test case reveal clear patterns in the processing of tones by the

speakers examined, as well as presenting areas for a deeper understanding of the

effect of an L-marked grammar on speakers’ tone processing. Therefore, in addition

to the experimental findings, this test case as a whole presents an argument for the

pursuit of experimental data from speakers of languages that are endangered, under-

documented, or otherwise traditionally difficult to access. As argued by Sande and

Oakley (2019), strategies that mitigate the potential experimental confounds that

arise from this type of experimentation are available, and in fact are being developed in

ongoing research by researchers who pursue this type of work. The more experimental
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fieldwork that is conducted, the better-equipped the field as a whole will become to

carry out higher-quality research of this type. Furthermore, the data that results from

this experimental work is ultimately interpretable and informative, and should not be

excluded from the literature simply because of the relative difficulty associated with

obtaining it.
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Chapter 5

Conclusion

This dissertation presents the results from six psycholinguistic experiments across

three test cases, examining the speech sound processing of speakers of seven languages.

The results reveal the effects of both phonetics and phonology on speech sound pro-

cessing in two different types of tasks. This chapter discusses the over-arching effects

seen across the results presented in this dissertation. First, §5.1 discusses the ways in

which the experiments conducted across this dissertation differed from each other in

the type of processing they involved. §5.2 explores the different effects of phonetics

and phonology seen in the results across the three test cases and discusses their impli-

cations. §5.3 discusses the inherent differences in the types of phonological elements

examined in the three test cases, and how these differences may be interpreted to

impact the results. Finally, §5.4 presents the questions raised by the results presented

here, and discusses future work that may address them.

5.1 Task Differences

Not only were the ISR and ALL tasks in each test case different from each other, but

the ISR task in §4.3 was different in design from those in §2.3 and §3.3. This section

details these differences in turn, explaining how each one may lead to a difference in

processing demands among the tasks.
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5.1.1 ISR Tasks

Before discussing the broad differences in processing required by each experiment

in the three test cases here, it must be mentioned that the ISR task in the tone

test case (§4.3) is methodologically different from that in the test cases involving the

processing of consonants versus vowels (§2.3) and aspirated versus unaspirated stops

(§3.3). In the former, the task was to make a judgement as to whether the final syllable

heard was the same as any of the six preceding syllables; in the latter, the task was to

simply to repeat a sequence of six syllables aloud. The ISR experiment in the test case

examining tone processing was different from the other two ISR experiments to avoid

scoring French speakers, speakers whose L1 is not only non-tonal but does not use F0

for any linguistic or prosodic contrast, on their reproduction of tone. If the task in this

experiment had been to repeat the syllables from the stimulus sequence with their

corresponding tones, it would have been impossible to appropriately code for which

tones were intended by these speakers, who do not use tone in their L1. Furthermore,

because tone is inherently relative, and because different speakers’ productions of

tones are necessarily different, an attempt to code for tone even in Tłı̨chǫ speaker

reproductions would have been similarly impractical. In addition, this task would

have necessitated an explicit discussion of tone in the instructions, which would have

unnecessarily caused participants to be overly aware of tone, inherently impacting the

results.

The ISR experiments in §2.3 and §3.3 allowed for a methodology in which speakers

simply repeated the stimulus sequences, since in these test cases, the issues discussed

above were irrelevant. In §2.3, all CV syllables in all of the sequences were equally

licit and phonologically natural in the L1 of all the speaker groups represented. The

difference among the sequences was whether they were vowel-variable or consonant-
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variable; this did not impact the speakers’ ability to reproduce the sequences, or the

system by which the responses could be coded and evaluated. In §3.3, it is not the case

that all syllables were equally licit in both languages; when remembering sequences

with aspirated stops, Spanish speakers asked to repeat segments not present in their

L1 inventories. However, in this experiment, the amount of aspiration with which

each stop was produced was not taken into account in the transcription and coding,

but rather only the place of articulation for each stop was recorded. In other words,

this test case probed whether the presence of aspiration on a stop impacted the rates

at which their places of articulation were correctly remembered. In both cases, the

responses did not require any participants to produce non-native sounds or contrasts

in order to produce accurate results, and the instructions did not bias the speakers

or unnecessarily provide them with an idea of what the experiment was targeting.

It is possible that the two types of responses elicited by the different ISR tasks

required different levels of speech sound processing. The participants in the experi-

ment in §4.3, while listening to the stimulus sequence, waiting for the target syllable,

and using the computer keyboard to provide their response, may have necessarily

employed deeper, more phonological processing than the participants who simply

heard a sequence and then almost immediately repeated it. The remainder of this

section abstracts away from this key difference in recall tasks for simplicity, but the

question of how this difference may have led to different processing demands is further

addressed below in subsequent discussions.

5.1.2 ISR versus ALL

The two experiments carried out in each test case are inherently different in at least

three distinct ways. First, the two tasks represent different amounts of time during

which the target speech sounds are processed. In the ISR experiments, syllables were
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heard, retained, and produced over the course of no more than 16 seconds in total.

Each 16-second trial was completely separate from all of the trials preceding and

following it. On the other hand, in the ALL experiments words were learned and then

tested over the course of an experiment that lasted about 15 minutes in total. The

time courses of each trial in the two experiment types are meaningfully different, and

may well represent a significant difference in the processing required by each.

The second difference between the two tasks is the presence or absence of inter-

vening tokens between the initial perception of the sound and the time of the response.

In the ISR tasks, sequences of sounds were heard and then immediately repeated after

a short silence. Therefore, while, for example, the second through sixth syllables inter-

vened between the first syllable in each sequence and the time at which the response

began, there were not additional sounds perceived in the interim that were not part

of the correct response. In contrast, the ALL required the retention of stimulus words

across the duration of the experiment, with other target and distractor words inter-

vening. In other words, in the time from when the participant first learned a target

word and its corresponding meaning in the training phase to the point at which they

were asked to determine an image’s associated name in the testing phase, not only

had a long period of time passed, but the participant had heard many other words. It

is likely that the presence of intervening stimuli in the ALL task, but not in the ISR

task, represents a noteworthy difference in the processing required by the two tasks.

Finally, a major difference in the two tasks is the type of response required in each.

In the ISR task, the goal of the participant was to hear syllables and repeat them in

the order in which they had been presented. These syllables were not associated with

any specific meaning or overt organization. On the other hand, the stimuli in the ALL

tasks each corresponded to an image of a different object, so the task involved not

only remembering the sounds themselves but associating them with a specific lexical
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meaning. It can be expected that this later types of task requires deeper phonological

processing than simply repeating sounds without this type of meaning attached.

The three overarching differences in the task types discussed here are not in theory

inseparable in all psycholinguistic tasks, but they are inherently conflated in the tasks

that make up this dissertation. Therefore, any subset of these differences may be at

the root of the difference in results across tasks seen in all three test cases.

5.2 Phonetics and Phonology in Recall and Word Learning

In all three of the test cases comprising this dissertation, the results from the ISR task

showed different relative effects of phonetics and phonology than did the ALL task.

These results therefore provide clear evidence not only that phonetic and phonological

processing are discrete and separable, but also that the relationship between phonetic

and phonological effects is dependent upon the type of processing required by a given

task. This section summarizes these different effects, first discussing phonetic effects

observed in all three ISR experiments in this dissertation, and then detailing the

phonological effects that were apparent both in at least one ALL experiment and at

least one ISR experiment.

5.2.1 Phonetic Effects in Immediate Serial Recall

The results from all three ISR experiments conducted as part of this dissertation

reveal evidence of a phonetic effect on recall. In the ISR experiments in Chapters 2

and 3, this effect is quite clear: consonants were easier to remember than vowels and

aspirated stops were easier to remember than unaspirated stops, across all participants

in the respective test cases. The effects of phonetics on tone processing are slightly less

clear, but nonetheless can be observed. In this recall experiment, the most striking
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effect was the interaction between L1 and target tone, revealing an effect of phonology

on this task, as discussed below. However, the fact that French speakers remembered

high tones better than low tones and Tłı̨chǫ speakers showed the opposite pattern

may reveal a phonetic effect, such that in the absence of an additional phonological

effect, high tones are easier to process in ISR tasks than low tones. All three of these

results are in keeping with the predictions made by the proposed relative acoustic

salience of the three pairs of sounds examined.

It is clear, then, that the acoustic-perceptual properties of speech sounds can shape

the rates at which they are recalled in ISR experiments. In other words, though there

is not one clear measure of phonetic salience, the effects of phonetic salience can

be consistently measured and do in fact emerge in a series of related experiments.

Interestingly, none of the ALL experiments conducted as part of this dissertation

showed results that suggested a purely phonetic effect. Therefore, it can be interpreted

that the ALL experiments involve a type of processing that is either not impacted

by phonetic salience, or that undergoes other effects which are strong enough to

counteract the effects of phonetic salience. This set of results is discussed below.

5.2.2 Phonological Effects Across Tasks

Though the phonological effects that emerged in the results across this dissertation

are not specific to one type of task, there are several instances of clear phonological

effects seen here. First, the ALL experiment in the test case examining the processing

of consonants versus vowels (§2.4) shows evidence for a phonological effect in language

learning tasks. The language that was the most easily-acquired one in this experiment

was the one that was more morphophonologically naturalistic. Interestingly, this effect

emerged not as a language-specific effect, such that speakers of languages with root-

and-pattern morphology were more likely to learn the C-variable language better,
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as hypothesized. Rather, this effect was seen across speakers of all L1 groups; as

discussed above, this is likely due to fact that the generalization that consonants are

more likely than vowels to carry lexical information (Nespor et al., 2003) is a robust

cross-linguistic pattern.

Interestingly, though it is reasonable to suspect that ALL tasks require more

phonological processing than do ISR tasks, as describe above in §5.1, this ALL exper-

iment was the only one with results that indicate a phonological effect. It is the recall

experiments in the other two test cases (in §3.3 and §4.3) that show other instances

of a potential phonological effect.

The ISR experiment investigating the recall of aspirated and unaspirated stops

(§3.3) showed that whereas Thai speakers were more likely to remember aspirated

stops accurately, the more phonetically salient of the two stop types, Spanish speakers

remembered both stop types with effectively equal accuracy. This may suggest that

the shape of a language’s phoneme inventory can impact the rates at which segments

are recalled by native speakers of this language. However, this result did not emerge

as statistically significant at an alpha level of 0.05, and is also at odds with the effects

seen in the comparable experiment in the preceding test case (§2.3), in which the

effect of phonetic salience was stronger than the effect of phonology. Therefore, it is

unclear from these results whether this effect of phonology on the recall of aspirated

versus unaspirated in fact exists, and further research is necessary to provide more

compelling data.

The recall experiment in the test case investigating the processing of tone (§4.3),

however, shows clear evidence of a phonological effect. In this test case, speakers of

L-marked Tłı̨chǫ were more likely to remember L tones more accurately, suggesting

that the phonological patterning of tones in a language can impact the ways in which

they are processed by speakers of this language. This result may also show that in ISR
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tasks, not only is there an effect of phonetics, as discussed above, but phonological

processing may also play a role. It is worth noting at this point that this recall task

was different in design from the other two recall tasks discussed in this dissertation

(see discussion above in §5.1), and therefore it may be the case that this phonological

effect emerges because of the task executed in this test case as compared to that in the

others. In other words, the differences in the recall task designs may be enough that

one methodology leads to a phonetic effect in processing whereas the other inherently

requires more phonological processing. If this is the case, the findings in §4.3 are in

keeping with the idea that phonological effects can only be observed in tasks that

require more processing than simply short-term recall and reproduction of syllables.

5.2.3 Implications

The presence of a phonetic effect in one set of tasks and a phonological effect in another

set of tasks show that phonetics and phonology can be processed independently of

each other. This separability provides psycholinguistic evidence for the argument that

phonetics and phonology comprise separate modules of the grammar (e.g., Pierrehum-

bert, 1990), and against models of the grammar that include phonetics and phonology

as inseparable (e.g., Ohala, 1990). This result implies that when listeners perceive only

those cues that are contrastive in their native language, they do so using phonolog-

ical processing; when a processing task requires only phonetic processing, listeners

show results that conform to the phonetic predictions. These results may have sim-

ilar implications for L2 learning, showing that while L1 phonology interacts with L2

phonological acquisition, language-independent phonetic properties of speech sounds

can also be at play in low-level, non-phonological perception of the target language.
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5.3 The Processing of Segments, Subsegments, and Suprasegments

This dissertation examines the processing of three types of phonological constructs:

the difference between consonants and vowels (Chapter 2) is on the level of the seg-

ment; the difference between aspirated and unaspirated stops (Chapter 3) is consid-

ered to be subsegmental; high and low tones (Chapter 4) are suprasegmental phono-

logical units. It is worth stating at this point that in addition to the phonetic and

phonological patterning of these three types of speech sounds, there is a difference in

the type of phonological prominence examined in each test case. Specifically, Chapter

2 examines the effect of morphophonological and lexical functional load on processing,

Chapter 3 examines the effect of phoneme inventory on processing, and Chapter 4

examines the effect of suprasegmental and prosodic processes on speech sound pro-

cessing.

This conflation of phonetic properties with phonological patterning, which may

be seen as an experimental confound, in fact represents an inherent combination that

must be acknowledged in order to study the phonetic and phonological effects that

are at the core of this dissertation. For instance, it would be impossible to examine

the phonetic effects of high versus low tones on processing without also examining the

effects of prosodic patterning on processing; to do so, one would have to study speakers

of a language with high and low tones, in which one of the tones is demonstrably the

morphophonologically prominent one, but in which suprasegmental phonological pro-

cesses do not come into play. A language of this type is difficult to imagine, and in

fact may be logically impossible. Another way to eliminate this confound would be to

examine the effects of salience of phonological elements that all behave in supraseg-

mental processes similar to those of tone. For instance, the [+spread glottis] feature

associated with aspiration has been proposed to be active in floating and docking

107



processes in Cherokee and Korean (Cho, 2012). Crucially, it is the [-spread glottis]

feature specification that must participate in suprasegmental processes in order for

the phonetic and phonological facts to mirror those of the tone test case in Chapter 4;

it must be the less acoustically salient element that is more phonologically prominent,

or suprasegmentally active. Languages with these properties — in which not only is

the less acoustically salient sound the more phonologically prominent sound, but in

which this phonological prominence manifests in the same way across test cases — are

difficult to come across. In the case of L-marked languages, for instance, only 9 out of

the 72 languages with 2-tone systems in a database of tonal languages have L tones

as the more phonologically salient tone (Hyman, 2015). Though the unlikelihood of

such languages presents a methodological confound in this dissertation, it may also

reveal a typological generalization that phonetically salient sounds are more likely to

hold phonological prominence than phonetically less salient sounds.

The results from the tone test case differ from those of the other two. In this test

case, the ISR experiment may show a phonetic effect, similar to those in §2.3 and

§3.3, but the clearest result in this experiment is the phonological effect. It is possible

that the perceptual and morphophonological properties of tone are different enough

from those of segments and subsegmental properties that they produce a stronger

overarching phonological effect. On the other hand, as discussed above in §5.1, this

difference may simply result from the difference in methodologies across the ISR tasks.

On the whole, the fact that the test cases showed slightly different effects in com-

parable tasks reveals that the interaction between phonetic and phonological effects

on speech sound processing is not just dependent on the task, but also on the type of

phonological element being processed.
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5.4 Directions for Future Research

The results in this dissertation provide clear evidence that phonetics and phonology

can impact speech sound processing in different ways. The differences in results

between the two experiments in each test case support the notion that short-term

memory tasks may require more phonetic processing whereas tasks involving longer-

term memory and word learning may require phonological processing. Future work

is needed to determine exactly where the boundary between these two types of pro-

cessing lies, and whether there are any psycholinguistic processing tasks that can

show simultaneous effects of phonetics and phonology. For example, tasks that require

longer-term processing without lexical learning, or conversely those that require only

short-term processing but that do rely on lexical information, may provide greater

insight into the tradeoff between phonetic and phonological processing.

This dissertation also raises questions about different sources of phonological

prominence and how they can affect processing. Some results presented here may

suggest that the presence of a segment in a language’s phoneme inventory yields a

type of phonological prominence that is distinct from the phonological prominence

attached to, say, a phonologically active tone. Though it is asserted above in §5.3

that the phonetic and morphophonological properties of these phonological elements

are intrinsically linked, it may be the case that this relationship can be more fully

examined. If so, it remains to be seen whether the identity of a sound as a segment,

subsegment, or suprasegment has an effect that is distinct from its morphophonolog-

ical role in the grammar of a given language.

Finally, this dissertation examines speakers of seven languages in total, including

one endangered language currently undergoing revitalization efforts. The results from

the test case in Chapter 4 not only provide insight into the processing of tone, but
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are also an example of the type of experimental results that can be obtained from

conducting psycholinguistic work in the field. Future work, whether specifically exam-

ining phonetic and phonological processing or otherwise, should aim to include data

from endangered or under-documented languages, as it is not the case that this data is

impossible to obtain, despite the logistical and methodological challenges, and results

of this sort provide insights that would otherwise be lacking from the literature.
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