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ABSTRACT 
 

Universals in natural language have long been a focus of the generative syntactic and 

typological literature. However, the source of these universals is not clear. Within 

Chomskyan generative syntactic literature, it is assumed that children are endowed with 

innate knowledge of language structure (see for example, Lightfoot 1999). However, 

research on language acquisition has shown that learning biases may partially explain 

these universals (Newport 1981; Morgan, Meier & Newport, 1987; Culbertson et al., 

2012; Culbertson & Newport, 2015; Culbertson & Newport, 2017). In a series of artificial 

language experiments, we have attempted to add further evidence to the hypothesis that 

biases in learning mechanisms give rise to language universals.  

In our first study, we ask whether children can use distributional information to acquire 

syntactic categories, phrases, and the sentence structure of a language. Our results show 

children are able to use statistical learning mechanisms to acquire syntax from 

distributional cues to phrase structure.  

We then ask whether the addition of local asymmetry in a phrase structure grammar 

results in enhanced learning of sentence structure. Our results show that participants 

exposed to the locally asymmetric grammar learned the sentence structure better than 

those exposed to the control grammar, providing evidence for our hypothesis that local 

asymmetries bolster learning of sentence structure.  
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We follow up on this finding by asking whether other local asymmetries are equally 

learnable. Our results suggest that only head-initial patterning is of additional learning 

benefit. We argue this is due to native-language induced biases, in line with previous 

research by Onnis & Thiessen (2013).  

Finally, we attempt to address the question of whether the Final-Over-Final Constraint 

(Holmberg, 2000) (FOFC) is a result of a bias in learning mechanisms. Our results 

showed that while there was no significant difference between the four grammars, the 

disallowed grammar resulted in weaker learning when compared to the three allowed 

grammars. 

We argue that the work included in this dissertation presents a partial confirmation of our 

hypothesis. We conclude by discussing our findings and propose future work to build 

upon the foundation we present here. 

 

  



 v 

 

ACKNOWLEDGEMENTS  
 

Thank you to all of the individuals and organizations that funded this work, and to my 
committee chair and mentor, Elissa Newport, for making this research possible, for her 

invaluable support, and for sharing with me her expertise. I owe a huge thank you as well 
to Ruth Kramer for serving on my committee, for her enthusiastic support for this 

research, and for lending her expertise to some of the designs. And a big thank you to 
David Lightfoot for serving on my committee, and for his support of this work and of the 

cognitive science community at Georgetown.  
This research would not have been possible without our amazing team of research 

assistants—Joy Kim, Darcy Campbell, Kendall Place, and Emily Fisher. And for all of 
her time and efforts, including late night zoom calls, tech and emotional support, I am 

forever indebted to our lab manager, Rebecca Rennert.  
A big thank you to all of my office mates and colleagues over the years in the Learning 

and Development lab for their invaluable expertise and friendship.  
And last, but definitely not least, to my husband Andrew, my son Henry, and my mom, 

for coming along on this journey and always supporting me.  
 
 
 
 

This dissertation is dedicated to the late Samuel D. Epstein, 
for teaching me so much about syntax and about life. 

But most importantly, for believing in me during the darkest of times. 



 v 

TABLE OF CONTENTS 
 
 

INTRODUCTION .......................................................................................................... 1 
 
CHAPTER 1: CHILDREN’S ACQUISITION OF SYNTAX FROM CUES TO PHRASE 
STRUCTURE ................................................................................................................. 6 
 INTRODUCTION ............................................................................................... 6 

DESCRIPTION OF GRAMMARS ..................................................................... 8 
MATERIALS .................................................................................................... 12 

PROCEDURE ................................................................................................... 12 
METHOD ......................................................................................................... 14 

RESULTS ......................................................................................................... 14 
DISCUSSION ................................................................................................... 17 

 
CHAPTER 2: LEARNING BENEFITS FOR LOCALLY ASYMMETRIC PHRASE 
STRUCTURE GRAMMARS ....................................................................................... 20 

INTRODUCTION ............................................................................................. 20 

DESCRIPTION OF GRAMMARS ................................................................... 28 
MATERIALS .................................................................................................... 34 

PROCEDURE ................................................................................................... 34 
METHOD ......................................................................................................... 36 

RESULTS ......................................................................................................... 36 
DISCUSSION ................................................................................................... 39 

 
CHAPTER 3: ARE ALL LOCALLY ASYMMETRIC PHRASE STRUCTURES 
EUQALLY LEARNABLE? AN INVVESTIGATION OF LOCAL HEAD-DIRECTION 
PATTERNS USING ARTIFICIAL LANGUAGES ...................................................... 42 

INTRODUCTION ............................................................................................. 42 
EXPERIMENT 3.1: CONSISTENTLY HEAD-FINAL GRAMMAR ............... 49 

EXPERIMENT 3.1 MATERIALS ..................................................................... 54 
EXPERIMENT 3.1 PRODCEDURE ................................................................. 55 

EXPERIMENT 3.1 METHOD .......................................................................... 59 
EXPERIMENT 3.1 RESULTS .......................................................................... 60 

EXPERIMENT 3.1 DISCUSSION .................................................................... 63 



 vi 

EXPERIMENT 3.2: MIXED-DIRECTION GRAMMAR, HEAD-INITIAL 
PRECEDING HEAD-FINAL ............................................................................ 69 

EXPERIMENT 3.2 MATERIALS ..................................................................... 73 
EXPERIMENT 3.2 PRODCEDURE ................................................................. 74 

EXPERIMENT 3.2 METHOD .......................................................................... 74 
EXPERIMENT 3.2 RESULTS .......................................................................... 74 

EXPERIMENT 3.2 DISCUSSION .................................................................... 77 
EXPERIMENT 3.3: MIXED-DIRECTION GRAMMAR, HEAD-FINAL 
PRECEDING HEAD-INITIAL ......................................................................... 79 
EXPERIMENT 3.3 MATERIALS ..................................................................... 81 

EXPERIMENT 3.3 PRODCEDURE ................................................................. 82 
EXPERIMENT 3.3 METHOD .......................................................................... 82 

EXPERIMENT 3.3 RESULTS .......................................................................... 82 
EXPERIMENT 3.3 DISCUSSION .................................................................... 85 

GENERAL DISCUSSION ................................................................................ 85 
 

CHAPTER 4: TESTING THE FINAL-OVER-FINAL CONSTRAINT USING 
ARTIFICIAL LANGUAGES ....................................................................................... 89 

INTRODUCTION ............................................................................................. 89 
DESCRIPTION OF GRAMMARS ................................................................... 90 

MATERIALS ...................................................................................................106 
PROCEDURE ..................................................................................................107 

METHOD ........................................................................................................109 
RESULTS ........................................................................................................109 

DISCUSSION ..................................................................................................119 
 
CONCLUSION ...........................................................................................................124 
 
REFERENCES ............................................................................................................132 
 
 
 
 
 
 
 
 
 



 vii 

 
LIST OF FIGURES 

 

 
Figure 1.1: Summary of transitional probabilities in grammars used in Chapter 1.......... 10 
 
Figure 1.2: Nonsense words used in grammars used in Chapter 1 .................................. 10 
 
Figure 1.3: Image of the experiment exposure level ...................................................... 14 
 
Figure 1.4: Group mean accuracy on the phrase test by session ..................................... 16 
 
Figure 1.5: Group mean accuracy on the sentence test by condition .............................. 17 
 
Figure 2.1: Summary of experimental grammar design ................................................. 30 
 
Figure 2.2: Summary of control grammar design........................................................... 30 
 
Figure 2.3: Summary of transitional probability structure of grammars used ................. 30 
 
Figure 2.4: Group mean accuracy on the phrase test by session ..................................... 37 
 
Figure 2.5: Mean normalized sentence ratings from the Sentence Test for grammatical 
versus ungrammatical trials by condition ...................................................................... 39 
 
Figure 3.1: Possible head-directionality combinations described by the Final-Over-Final 
Constraint ..................................................................................................................... 43 
 
Figure 3.2: Summary of experimental grammar design for Experiment 3.1 ................... 51 
 
Figure 3.3: Summary of control grammar design for Experiment 3.1  ........................... 51 
 
Figure 3.4: Summary of transitional probability structure of grammars used in 
Experiment 3.1.............................................................................................................. 51 
 
Figure 3.5: Image of the experiment exposure level screen for Procedure 1. .................. 57 
 
Figure 3.6: Image of the experiment exposure level screen for Procedure 2 ................... 59 
 
Figure 3.7: Group mean accuracy on the phrase test by session in Experiment 3.1 ........ 61 
 
Figure 3.8: Difference scores for the sentence test in Experiment 3.1 ............................ 63 
 
Figure 3.9: Individual mean accuracy by condition on the phrase test as session 2 in 
Experiment 3.1.............................................................................................................. 65 
 



 viii 

Figure 3.10: Difference scores on the sentence test by phrase test performance level in 
Experiment 3.1 ............................................................................................................. 66 
 
Figure 3.11: Mean normalized rating by sentence position of error (ungrammatical trials 
only) in Experiment 3.1 ................................................................................................ 67 
 
Figure 3.12: Summary of experimental grammar design for Experiment 3.2 ................. 72 
 
Figure 3.13: Summary of control grammar design for Experiment 3.2  .......................... 72 
 
Figure 3.14: Summary of transitional probability structure of grammars used in 
Experiment 3.2.............................................................................................................. 72 
 
Figure 3.15: Group mean accuracy on the phrase test by session in Experiment 3.2 ...... 75 
 
Figure 3.16: Difference scores on the sentence test in Experiment 3.2 ........................... 77 
 
Figure 3.17: Summary of experimental grammar design for Experiment 3.3 ................. 80 
 
Figure 3.18: Summary of control grammar design for Experiment 3.3  .......................... 80 
 
Figure 3.19: Summary of transitional probability structure of grammars used in 
Experiment 3.3.............................................................................................................. 80 
 
Figure 3.20: Group mean accuracy on the phrase test by session in Experiment 3.3 ...... 83 
 
Figure 3.21: Difference scores on the sentence test in Experiment 3.3 ........................... 84 
 
Figure 4.1: Canonical Harmonic Head-Initial sentence structure ................................... 92 
 
Figure 4.2: Harmonic Head-Initial basic structure (no movement transformations) using 
the ZP à Z (ZP) rule. ................................................................................................... 93 
 
Figure 4.3: Harmonic Head-Initial basic structure (no movement transformations) using 
the XP à X (ZP) rule ................................................................................................... 93 
 
Figure 4.4: Harmonic Head-Initial transitional probability structure .............................. 94 
 
Figure 4.5: Canonical Harmonic Head-Final sentence structure..................................... 95 
 
Figure 4.6: Harmonic Head-Final basic structure (no movement transformations) using 
the ZP à (ZP) Z rule. ................................................................................................... 96 
 
Figure 4.7: Harmonic Head-Final basic structure (no movement transformations) using 
the XP à (ZP) X rule ................................................................................................... 96 
 



 ix 

Figure 4.8: Harmonic Head-Final transitional probability structure ............................... 97 
 
Figure 4.9: Canonical Disharmonic Head-Initial over Head-Final sentence structure ..... 98 
 
Figure 4.10: Disharmonic Head-Initial over Head-Final basic structure (no movement 
transformations) using the ZP à Z (ZP) rule. ............................................................... 99 
 
Figure 4.11: Disharmonic Head-Initial over Head-Final basic structure (no movement 
transformations) using the XP à (YP) X rule ............................................................... 99 
 
Figure 4.12: Disharmonic Head-Initial over Head-Final transitional probability     
structure .......................................................................................................................100 
 
Figure 4.13: Disharmonic Head-Final over Head-Initial canonical sentence structure ...101 
 
Figure 4.14: Disharmonic Head-Final over Head-Initial basic structure using the  
ZP à (ZP) Z rule. ........................................................................................................101 
 
Figure 4.15: Disharmonic Head-Final over Head-Initial basic structure using the  
XP à (ZP) X rule ........................................................................................................102 
 
Figure 4.16: Disharmonic Head-Final over Head-Initial transitional probability     
structure .......................................................................................................................103 
 
Figure 4.17: Image of the experiment exposure level....................................................108 
 
Figure 4.18: Performance on the phrase test by condition and session ..........................110 
 
Figure 4.19: Performance on the phrase test in session two by condition and trial type. 112 
 
Figure 4.20: Performance on the movement test by condition .......................................113 
 
Figure 4.21: Performance on the movement test by Final-Over-Final Constraint category 
(allowed vs. disallowed)...............................................................................................114 
 
Figure 4.22: Performance on the sentence ratings test by condition. .............................116 
 
Figure 4.23: Performance on the sentence test by Final-Over-Final Constraint category 
(allowed vs. disallowed)...............................................................................................117 
 
Figure 4.24: Performance on the sentence test by condition with ungrammatical majority-
start trials removed.......................................................................................................118 
 
Figure 4.25: Performance on the sentence test by Final-Over-Final Constraint category 
(allowed vs. disallowed) with ungrammatical majority-start trials removed ..................119 



 1 

INTRODUCTION 

Natural language is a complex, highly structured system. Within the field of language 

acquisition, there has long been a debate about whether speakers of a language arrive at 

knowledge of this complex structure via innate knowledge or via experience with the 

structured language. For decades, the argument that children are born with innate linguistic 

knowledge was characterized by the claim that children had access to detailed, contentful 

information about possible structures that language could adhere to (see, for example, 

Lightfoot 1999). But over the years it has become clear from research on language 

acquisition that children are able to access and utilize more information in their input than 

previously known (e.g., Saffran et al. 1996, Reeder et al. 2013).  

In the face of universalities among languages of the world, the idea of some type of  

“Universal Grammar” is still quite compelling—though not in the form originally proposed 

by Chomsky (1965). Among the documented languages in the world, there is substantial 

variation in how sentences are structured. Most prominently, languages differ in the 

position of heads relative to their complements. However, this variation is highly 

constrained. This strongly suggests that there is something responsible for certain logically 

possible structures appearing infrequently, or in some cases, not at all. A number of studies 

have now pointed to biases in human learning mechanisms as, at least partially, responsible 

for these universals (e.g., Culberston et al. 2012, Culbertson & Newport 2015, Culberston 

& Newport 2017).  

In this body of work we have attempted to investigate the hypothesis that the basic building 

blocks of natural language syntax and word order are ubiquitously present in natural 

language precisely because they render the complex syntactic system highly learnable. In 
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Chapter 1 we ask whether children, like adults, can use statistical learning mechanisms at 

this higher level of linguistic abstraction to acquire the syntactic structure of a complex 

miniature language. Specifically, we ask whether children can use distributional 

information alone to acquire the syntactic categories, phrases, and ultimately the sentence 

structure of the language. 

Previous studies have shown that infants and children can use distributional information in 

their input to segment the speech stream (Saffran et al., 1996; Aslin et al., 1998) and to 

acquire simple finite-state grammars (Gómez & Gerken, 1999). Previous research has also 

shown that adult learners are able to use distributional cues to acquire the phrases and 

sentence structure of miniature languages (Thompson & Newport 2007). In the experiment 

discussed in Chapter 1, children between the ages of five and ten were exposed to sentences 

from a complex miniature phrase structure language or to a control language with no phrase 

structure. The phrase structure language was comprised of two phrases that mimicked the 

behavior of phrases in natural language by moving, repeating, and deleting the words 

within a phrase as a unit. This distributional manipulation created a pattern of high and low 

transitional probabilities between word-class categories that served as cues to the phrase 

structure of the language.  

Experimental participants significantly outperformed controls on tests of both the phrases 

and sentence structure. Our results show that children are able to use statistical learning 

mechanisms to acquire syntax from distributional information regarding where classes of 

words may appear in sentences of the language.  

In Chapter 2 we ask whether the addition of local asymmetries is beneficial to learning 

complex sequences. Asymmetry, in the form of head-complement relationships, has long 
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been considered a fundamental feature of natural language syntax. Yet despite its 

prominent role in theoretical syntax, there has been little empirical investigation into its 

role in language acquisition. We hypothesized that local asymmetries may provide 

additional scaffolding for learning long sequences like sentences, thereby enabling learners 

to acquire complex sentence structures with minimal input. In order to test this hypothesis, 

we exposed learners to either a miniature artificial grammar that was comprised of locally 

asymmetric phrases or a control grammar that contained no local asymmetry but was 

otherwise similar. We then tested their learning of the phrases and sentences from these 

grammars.  

Our results show that participants who were exposed to the locally asymmetric grammar 

learned the sentence structure rules better than those who were exposed to the control 

grammar, providing evidence for our hypothesis that local asymmetries bolster learning of 

sentence-length sequences. We argue that the addition of local asymmetry to a miniature 

phrase structure grammar provided additional scaffolding for learning syntax, allowing 

complex syntax to be acquired with minimal input.  

In Chapter 3 we build on our findings from Chapter 2, by asking whether other patterns of 

head-complement asymmetry provide the same benefit to learning as the head-initial 

pattern we used in our experiment from Chapter 2. In particular, we examine head-final 

and mixed head-direction patterns. We hypothesized that the generalizations described in 

the theoretical syntax literature (in particular, the Final-Over-Final Constraint (FOFC) 

(Holmberg, 2000)) arise due to biases in learning mechanisms that favor consistent head-

initial, consistent head-final, and “head-initial over head-final” patterns. Because we used 

linearly sequenced phrases in our grammars for the head-initial experiment from Chapter 
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2 and saw strong results, we continued to use linearly sequenced phrases for the grammars 

used in Chapter 3. We note that this is not a direct test of the Final-Over-Final Constraint, 

but provides a good first step in understanding whether all head-directionalities are equally 

beneficial to learning.   

Our results suggest that only the head-initial patterning was of additional learning benefit. 

We argue that this may be due to the effects of the head-initial native language (English) 

of our participants, in line with previous research by Onnis & Thiessen (2013). Our results 

show that this preference holds not only at the word-level, but at the category-level as well. 

Future research should examine whether non-head-initial patterns are beneficial to learning 

with adult learners who are native speakers of other types of languages, and especially with 

child learners.  

In Chapter 4 we attempt to address more directly the question of whether the FOFC is a 

result of a bias in human learning mechanisms. We reasoned that our findings from 

Chapters 2 and 3 were reflections of biases in statistical learning caused by participants’ 

native language (English), which is also head-initial. It is also the case, however, that our 

design in those chapters was not a strong, targeted test of the FOFC. In particular, our 

previous languages had two phrases that were linearly linked, but not in a hierarchical 

relationship with one another. The FOFC makes explicit reference to relationships between 

elements in a hierarchical, asymmetrical structure.  

For this reason, we next designed a set of grammars with nested phrase structures as a test 

of our hypothesis that the FOFC arises as a result of a bias in learning mechanisms that 

favors the allowed structures. In addition, from the basic hierarchical canonical structures 

we applied movement operations that more closely mimicked those found in natural 
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language than the move, repeat, and delete transformations that we used in the previous 

studies. These constraints created grammars that were more restricted in their possible 

sentence structures than our previous grammars, but with more complex rules. We created 

four grammars, one for each of the four possible head-direction combinations. We then 

exposed learners to one of these four grammars over the course of two days and tested them 

on the phrases, sentences, and possible movements in the grammar.  

Our results showed that while there was no significant difference between the four 

grammars, when examined by FOFC category (allowed vs. disallowed) there was a 

significant difference between the two groups. While some of our results suggest that 

participants may have needed additional exposure to this highly complex language to fully 

acquire the syntactic structure, these preliminary results are a promising first step toward 

proving our hypothesis that language universals arise as a result of biases in human learning 

mechanisms.  

Finally, we conclude by discussing our findings and propose future work that will build 

upon the foundation we have presented here. We argue that the body of work included in 

this dissertation presents a partial confirmation of our hypothesis that language universals 

arise as a result of biases in human learning mechanisms. 
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CHAPTER 1: CHILDREN’S ACQUISITION OF SYNTAX FROM CUES TO 

PHRASE STRUCTURE 

INTRODUCTION 

A large body of research points to children’s strong statistical learning abilities as an 

important mechanism in language acquisition. For example, children can use 

distributional information about syllable sequences in their input to segment the 

continuous speech stream into individual words (Saffran et al., 1996). The authors found 

that eight-month old infants are able to distinguish between words and part-words after a 

brief (two minute) exposure to an artificial language comprised of three-syllable words. 

Babies listened to a continuous stream of syllables in which words were signaled only by 

differences in transitional probability between syllables that comprised a word and 

syllables that spanned word boundaries; no acoustic cues to word boundaries were 

provided. After exposure, they found that babies listened significantly longer to part-

words than to words, indicating that the babies recognized the distinction and thus were 

apparently able to segment the continuous stream into words based solely on the 

distributional relationships between the syllables (Saffran et al., 1996).  

Thompson and Newport (2007) (henceforth “TN”) argued that a homologous 

distributional pattern (at a higher level of abstraction) in the syntactic system could be 

similarly exploited to learn the phrase and sentence structure of a language. For example, 

the syntactic categories that form a noun phrase (e.g., determiner + noun, adjective + 

noun) occur together frequently, and categories that do not form phrases (e.g., determiner 

+ verb) rarely occur together. As an effect of this distributional pattern, the transitional 

probabilities between categories that form phrases are high, and the transitional 
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probabilities between categories that span phrase boundaries are low. With this in mind, 

TN created meaningless artificial languages with a variety of distributional cues to phrase 

structure in order to test learners’ ability to acquire syntax from this distributional 

information. The most complex grammar in their set of experiments (Experiment 4) was 

comprised of three two-word phrases that moved, repeated, or deleted to form complex 

sentences. These transformations are highly prevalent in natural language, so the 

characteristic distributional information in their artificial languages was similar to the 

type of information that would also be present in natural languages. They exposed adult 

participants to a representative subset of 39 (out of the 233,536 possible) sentences in the 

grammar, including only two (5% of the input) canonical sentences (sentences with no 

transformations), for approximately twenty minutes a day for five days. Participants were 

tested to see if they recognized the phrases of the grammar (did they prefer a sequence of 

words that formed a phrase over a sequence of words that spanned a phrase boundary?), 

as well as the canonical sentence structure. After the first day of exposure, participants 

chose the phrases significantly more often than the non-phrases but had not yet learned 

the sentence structure. After the fifth day of exposure, participants showed strong 

learning of both the phrases and sentence structure of the language. Their results show 

that adult learners can use the distributional information in the input to acquire phrase 

structure when the input is sufficiently rich and properly structured (i.e., created by rules 

similar to those in natural languages). These findings show that distributional information 

can be highly informative in the acquisition of syntax and can be accessed by simple 

statistical learning mechanisms. 
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While TN makes a strong argument that simple statistical learning mechanisms 

can be used to break into the syntactic system, their study was done with adult learners. A 

number of studies using artificial grammars have shown that children can acquire 

syntactic categories when distributional information is correlated with phonological cues 

(Gerken et al., 2005) or with semantic cues (Braine et al., 1990). Schuler et al. 

(submitted) show that six- to eight-year old children can acquire syntactic categories from 

distributional information alone when the input is consistent and provides dense, 

overlapping syntactic information. In addition, studies have shown that infants and young 

children are capable of learning simple finite-state artificial languages from distributional 

patterns (Gómez & Gerken, 1999; Saffran & Wilson, 2002). The present study asks 

whether children are capable of using rich distributional information to learn the syntactic 

categories in an artificial language, and then use distributional cues available at the 

category level to acquire the syntactic structure of the language.  

To test this, we developed a simplified version of the grammar used in 

Experiment 4 of TN for use with children. We then exposed children to rich, properly 

structured input from the phrase structure grammar or from a matched control grammar, 

before testing them on the phrase and sentence structure of the language.  

DESCRIPTION OF GRAMMARS 

To test children’s capacity to use distributional cues to phrase structure to acquire 

sentence structure, we adapted the most complex grammar used with adults in TN. The 

original grammar of TN’s Experiment 4 contained 18 monosyllabic pseudo-words 

divided into six form-class categories. The categories formed three meaningless two-

word phrases. Previous studies and piloting done in our lab have shown that children are 
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not capable of learning artificial grammars with large novel vocabularies without 

substantial vocabulary training to assist them in acquiring the words used in the grammar 

(see, for example, Braine et al., 1990; Austin, 2010). In order to adapt the TN grammar 

for use with children, then, we simplified the language to only four form-class categories 

of two nonsense words each, i.e. a total of eight words (see Figure 1.2). We further 

simplified the grammar by limiting all sentences to six words or less in length. These 

simplifications allowed us to assess children’s learning over the course of just two short 

exposure sessions.  

We used a combination of mono- and disyllabic words in the grammar to avoid 

any confound in the results due to children’s propensity to combine monosyllabic words 

into pairs (Demuth, 1996). Using both one- and two-syllable words makes phrase 

structure unpredictable from syllable count, since phrases will vary unpredictably in 

length from two to four syllables.  

In the experimental grammar, there were two phrases (AB and CD). These 

phrases moved, repeated, or deleted as units. This created transitional probabilities of 1.0 

between form-class categories within phrases (A to B or C to D) and lower transitional 

probabilities between categories across phrase boundaries (e.g., B to C).  

In the control grammar, any two consecutive words (e.g., AB or BC) could move, repeat, 

or delete together. This eliminated the distributional cues to phrases and created 

approximately equal transitional probabilities between all categories. Figures 1.1 and 1.2 

summarize the design of the two grammars.  

The transformations (i.e., move, repeat, delete) and rules (i.e., no word repeats, 

maximum length six words) were used to generate an exposure corpus of representative 
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sentences for each grammar. The corpora consisted of two unique tokens of each of 12 

sentence structures, creating a total of 24 sentences. Two of these sentences (8%) 

appeared in the canonical word order (ABCD). As described below, these 24 sentences 

were presented repeatedly to form the exposure corpus. 

 

 
Figure 1.1: Summary of transitional probabilities in grammars used in Chapter 1. 

 

 
 

Figure 1.2: Nonsense words used in grammars used in Chapter 1. 
 
 
Phrase and sentence tests 

In order to evaluate learning, participants were tested on their knowledge of the phrases 

in the language and on the canonical sentence structure.  Both tests were two-alternative 

forced choice tasks. 

Phrase Test 

In the phrase test, participants were given one sequence that formed a phrase in the 

experimental grammar (AB, CD) and one sequence that spanned a phrase boundary (BC, 

DA) and instructed to choose the “better” sequence. For the purposes of analysis, the 

phrase from the experimental grammar (AB or CD) was counted as the correct answer for 

both groups. Both the phrases and the non-phrases were word sequences that appeared in 

the presentation set for both grammars. The test included eight items, balanced for 
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whether the phrase occurred first or second, and for the frequency of each word used in 

the test. Items were presented in random order with the stipulation that no more than 

three consecutive trials could have the same order (first or second) for the correct answer. 

All participants heard the test items in the same order. 

We expected that participants in the experimental condition would be able to use 

the distributional and statistical cues to phrases in their grammar to learn the phrase 

structure. Since participants in the control condition were exposed to a grammar that had 

no consistent cues to phrases, we expected that they would show no preference for phrase 

versus non-phrase sequences. That is, we expected to see participants in the experimental 

condition perform above chance on the phrase test, while participants in the control 

condition should show chance-level performance.  

Sentence Test 

For the sentence test, we adapted the sentence test paradigm used in TN. Participants 

were presented with a novel canonical sentence (i.e., ABCD) compared with a matched 

ungrammatical string that included one form-class category replacement (e.g., ADCD, 

DBCD), and instructed to choose the “better” sentence. The errant replacement was the 

only word that differed in the pair of sentences. For each form-class category, there were 

three possible replacements, creating twelve total test items. The items were balanced for 

the order of the correct alternative (the canonical sentence first or second) and the 

frequency of words used in the items. Test items were randomized with the condition that 

no more than three consecutive trials could have the same order of the correct alternative. 

Test items were presented in the same order for all participants. 
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We expected that participants in the experimental condition would use the 

distributional and statistical cues to the phrase structure of the grammar to form a more 

structured representation of the sentence structure in the language. Conversely, because 

participants in the control condition had no access to phrase structure cues, they should 

be unable to form structured representations of the sentences. Though they could in 

principle be able to learn the sentence structure anyway, as simple linear strings with 

word order regularities, we expected that phrase structure cues would make these linear 

relationships easier to learn. We therefore expected that participants in the experimental 

condition would perform above chance on the sentence test, while participants in the 

control condition would perform significantly lower than experimental participants. 

MATERIALS 

The exposure corpora, sentence test, and phrase test were created as audio files that were 

generated by concatenating individually recorded nonsense words using the SoX 

command line utility (http://sox.sourceforge.net/). This eliminated any possible prosodic 

information that might have been introduced by recording the sequences spoken as whole 

sentences. Each word was recorded individually by a female research assistant, then 

edited to remove background noise and standardized for volume and tempo. The words 

were then concatenated into the sentences and test trial sequences. Audio files were 

checked by research assistants blind to the grammar design to confirm that they contained 

no audio artifacts or intonational cues to phrase structure.  

PROCEDURE 

Participants each completed two sessions, with a maximum of two days between the first 

and second sessions. Each session lasted approximately 25 minutes, during which 
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participants played a short computer game in the presence of a research assistant in a 

quiet area (Pierce, 2009). Participants wore headphones throughout the exposure and the 

tests, but they were allowed to remove the headphones during breaks. All instructions 

were given by a robot character in the game to eliminate researcher variation 1.  

Participants were told that they would be helping an alien practice her new 

language on the way to her new planet. During each session, participants played a game 

in which they listened to the alien practice her new language and had to click on her if 

she repeated the same sentence twice in a row2. This one-back task ensured that 

participants were attending to the sentences and stayed engaged in the experiment. The 

game was divided into four “levels,” with two loops of the exposure corpus and ten 

repeated one-back trials per level. Each participant heard a total of eight loops of the 

exposure corpus, plus 40 repeated sentences at each session, for a total of 232 sentences 

during the exposure. All participants received the same random order of sentences. The 

sentences included as one-back trials were balanced across each session so that all 

structures were exposed with equal frequencies. Between each level, participants were 

given a sticker break and allowed to rest for a brief period before continuing.  

At the end of the exposure levels, participants were told that the alien needed their 

help to check how she was doing at her new language and were then given the phrase 

                                                
1 If participants had questions, research assistants used a standardized script to answer the questions 

before moving on.  
2 After each one-back trial, the game would pause and wait for the participant to click before 

continuing, thus ensuring that no participant missed a trial and all participants received equal 

exposure 
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test.3 At the end of the phrase test during the second session, participants were given the 

sentence test.  

 
 
 
 
 
 
 
 
 
 
 

Figure 1.3: Image of the experiment exposure level. 
 

METHOD 

20 native-English speaking children (age 5;8-10;7, mean age = 7;9, 13 female). were 

recruited from childcare centers in the metro-DC area. Parents gave informed consent for 

their child’s participation, and each child assented to playing the game with the 

experimenter prior to each session. Participants were given stickers during the sessions 

and received a small prize bag at the end of each session.  

RESULTS 

We analyzed the results of the phrase and sentence tests to determine whether our 

hypothesis was confirmed. If we are correct that children are able to learn the phrase and 

sentence structure from the rich distributional cues in the input, we should see 

experimental participants performing above chance on both the phrase and sentence tests. 

Since participants in the control condition had no cues to phrases, we expected that their 

                                                
3 Described as “short sentences” in the instructions. 
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performance would not rise above chance and that their accuracy on both tests would be 

significantly lower than control participants.   

Phrase test 

To analyze the results of the phrase test, we used a 2 x 2 mixed repeated measure 

ANOVA with condition as between-subjects factor and session as a within-subjects 

factor. The results are shown in Figure 1.4 below. There was a main effect of condition 

(F(1, 18) = 4.538, p = 0.047), with experimental condition participants performing 

significantly better than control participants. There was also a significant interaction 

between session and condition (F(1, 18) = 6.776, p = 0.018), showing that the difference 

between the two conditions was substantially larger in session two. As predicted, 

participants in the experimental condition chose the sequence that represented a phrase in 

their grammar over the sequence that spanned a phrase boundary, as reflected by their 

higher accuracy after both session one (M = 0.600, SD = 0.165) and session two (M = 

0.750, SD = 0.195) compared to controls (session one M = 0.563, SD = 0.147; session 

two M = 0.513, SD = 0.161). There was no significant main effect of session (F(1, 18) = 

1.694, p = 0.209).  

We confirmed that experimental condition performance was significantly above 

chance using a one-tailed t-test (t(9) = 4.045, p = 0.001) and that control performance 

was not different than chance (t(9) = 0.246, p = 0.456). 
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Figure 1.4: Group mean accuracy on the phrase test by session. The dashed line at 
0.50 indicates chance performance. Error bars represent standard error. The results of a 2 
x 2 mixed repeated measures ANOVA showed that there was a significant main effect of 

condition (F(1, 18) = 4.538, p = 0.047), as well as a significant interaction between 
session and condition (F(1, 18) = 6.776, p = 0.018). A one-tailed t-test confirmed that 

experimental performance was significantly above chance (mean = 0.750, t(9) = 4.045, p 
= 0.001453), whereas control performance was indistinguishable from chance (mean = 

0.5125, t(9) = 0.246, p = 0.406). 
 
Sentence test 

For the Sentence test, we conducted a one-tailed t-test to determine whether participants 

in the experimental condition performed better than controls, as predicted (Figure 1.5). 

The results showed a highly significant difference (t(15.529) = 3.713, p = 0.00099) in the 

predicted direction, with mean accuracy of experimental participants (M = 0.700, SD = 

0.172) greater than controls (M = 0.458, SD = 0.113), reflecting the fact that 

experimental participants chose the correct canonical sentence structure significantly 

more often than did the controls. We again confirmed that experimental performance was 

significantly above chance using a one-tailed t-test (t(9) = 3.674, p = 0.003).  
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Figure 1.5: Group mean accuracy on the sentence test by condition. Participants were 
tested on knowledge of sentence structure at the end of session 2. The dashed line at 0.50 
indicates chance performance. Error bars represent standard error. There was a significant 

difference in mean accuracy, t(15.529) = 3.713, p = 0.000988, between conditions. 
 

DISCUSSION 

In this experiment we used simplified versions of the most complex grammar and its 

matched control from TN to test whether children are capable of acquiring a complex 

phrase structure grammar from distributional cues to phrases. We hypothesized that, just 

as TN found in adults, children would be able to use distributional information in the 

experimental grammar to learn the categories, phrases, and sentence structure of the 

grammar. Sentence structure learning in experimental participants would then emerge as 

a result of a more structured, hierarchical representation of the grammar. In contrast, 

since control participants had no evidence for phrases, we expected that they should show 

no preference for any particular sequence or grouping of categories, and weak (if any) 

learning of the sentence structure. 
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Our results indeed showed that children in the experimental condition were able 

to use the distributional information about phrases to acquire both the phrase structure 

and the sentence structure of the language. Control participants performed significantly 

lower on both the phrase and the sentence tests than the experimental participants, with 

chance-level performance on both tests. Experimental participants showed weak learning 

after the first session, but after the additional exposure at the second session, they showed 

strong learning of the phrases. These results confirm our hypothesis that children can 

leverage distributional information in their input to acquire the sentence structure of a 

grammar. 

Although our hypothesis was that experimental participants would use the 

distributional cues to learn phrases, it is worth considering whether the amount of 

exposure to canonical sentences they received drove the learning evidenced in the 

sentence test. Across the two sessions, each participant heard 40 canonical sentences.4 

However, participants in the control condition heard an equal number of canonical 

sentences and failed to show any learning of the sentence structure at test. If exposure to 

canonical sentences was driving the learning shown by experimental participants, we 

should have seen equal evidence of learning for control participants as well.   

Importantly, the learning shown here is also apparently not merely a reflection of 

participants’ ability to track word or bigram frequencies. The variations in transitional 

probability that reflect the distributional cues to phrase structure hold only at the category 

                                                
4 Each session consisted of eight loops of the exposure corpus, plus two repeated instances of each 

canonical sentence as part of the 1-back trials, for a total of 20 instances of canonical sentences per 

session (40 total across both sessions).  
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level; word-to-word and bigram-level transitional probabilities varied within each form-

class category. It is only when the words in a category are taken as a whole and category-

to-category transitions are acquired that the peaks and troughs characteristic of phrases 

appear. This makes successful acquisition of this grammar much more difficult. Learners 

must first categorize the words into form-class categories and then track transitional 

probabilities between those categories to find the regularities.  

The results of the present experiment replicate the findings of TN in child learners 

and establish that children are capable of using the same distributional information in the 

input to acquire the phrase and sentence structure of a complex grammar. These results 

also suggest that children are able to use distributional cues alone to acquire complex and 

abstract information about syntax, provided that their input is sufficiently rich and 

properly structured.  
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CHAPTER 2: LEARNING BENEFITS OF LOCALLY ASYMMETRIC PHRASE 
STRUCTURE GRAMMARS 

 
INTRODUCTION 

After decades of theoretical linguistic research using natural language data, a consensus 

has emerged that head-complement asymmetry is integral to the syntactic structure of 

natural language. However, there are have been relatively few attempts to examine this 

characteristic feature and what role it may play in language acquisition. Previous 

acquisition work in this area has addressed the question of asymmetry using incorrect 

assumptions about the typology of languages and the constraints on their variation 

(Devlin & Christiansen, 1997; Christiansen, 2000). Only a very small body of work has 

attempted to directly address the impact on acquisition of the type of asymmetries that are 

and are not permissible in natural language (Culbertson & Newport, 2015; Culbertson & 

Newport 2017).   

It is possible that there is an innate cognitive bias for asymmetrical patterns like 

those we find in natural language.  Such a cognitive bias would most likely show up as 

either an advantage for learning patterns that contain the characteristic asymmetry or as a 

disruption in the ability to learn patterns that do not.  It is currently unknown whether 

either of these predictions is true.  Understanding how learners approach the fundamental 

characteristics of syntactic patterns is an important step towards understanding the 

cognitive abilities that underlie, and possibly shape, human language. This experiment 

aims to address the gap in our knowledge about how learners treat linguistic patterns that 

include natural language-like local asymmetry in an artificial language paradigm. 
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Background 

Asymmetry in morphology and syntax, in the form of endocentricity, dates back at least 

to Bloomfield (1933). In present approaches, local asymmetries are represented and 

explained in terms of the concept of headedness.  That is, one of the two elements in each 

binary combination determines the syntactic behavior of the pair. While the notion of 

head is integral to syntax, the concept is largely presupposed. 

Perhaps the earliest comprehensive explanation of endocentric and exocentric 

constructions appears in Bloomfield (1933). The basic property of syntax for Bloomfield 

is the combination of two or more elements into a phrase. These phrases can be either 

endocentric—having the same function as one or more of its components— or 

exocentric, such as Sólis ran, which has a different function than any of its individual 

components. According to Bloomfield, exocentric constructions include what today 

would be referred to as finite sentences and prepositional phrases, while endocentric 

constructions include things like noun (determiner) phrases.  

Bloomfield defines the member of an endocentric phrase that determines the 

form-class category (i.e., function) of the phrase as the “center” or “head” of the phrase. 

For example, in the phrase “all my beautiful fluffy kittens”, which has the same function 

as the noun “kittens”, the center would be “kittens”. It is notable that this maps directly 

onto the notion of endocentricity used later in X-bar theory (Jackendoff, 1977), as well as 

the concept of heads used in contemporary syntax. The picture is more complicated for 

exocentric phrases, which Bloomfield notes exhibit functions that can be largely reduced 

to the combination of form-class categories of their members, but cannot be wholly 

reduced to the form-class category of a single member. However, he does note that is 
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there usually one member that is “peculiar to the construction and serves to characterize 

the resultant phrase…” (Bloomfield, 1933, pg. 195). For example, Bloomfield considers 

prepositional phrases exocentric since their function is distinct both from prepositions 

alone and from their other constituent parts such as noun phrases. Instead, these phrases 

are best characterized by the presence of the preposition. The characteristic component in 

these cases is referred to as a “marker”. The class of markers, as defined by Bloomfield, 

maps nicely onto the more contemporary notion of closed class items (i.e., functional 

elements/heads). In subsequent work in transformational grammar and in contemporary 

generative grammar work, the center/head of an endocentric phrase and the marker of an 

exocentric phrase are collapsed into the concept of headedness.  

In current syntactic theory, the generative operation Merge, as defined in (1), takes 

as its input two syntactic objects, α and β, and outputs a single syntactic unit, !, that 

includes a projection of one of its components that serves as its label, ". The function of 

the label is to determine the type and function of the phrase and to serve as a marker of 

this information to the larger syntactic derivation and outside systems that interact with 

the syntax (e.g., semantics).  

1. Definition of the operation Merge 

Applied to two objects α and β, forms the new object ! = {", {α , β}}, where " 

is the label of !.  (Chomsky, 1995a pg. 62; Chomsky, 1995b) 

The label reflects the projection of one of the two combined objects, such that a single 

member of the pair determines the syntactic function (and semantic function) of the new 

object. In other words, the label serves to mark which of the elements is the head of the 

Merged object.  
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This kind of projection is the root of local, and ultimately global, asymmetry in 

syntax. However, the question of which of the two objects in the pair projects is not 

trivial. There are two basic cases that any discussion of projection must consider: the 

combination of a lexical head and maximal phrase (X + YP), and the combination of two 

maximal phrases (XP + YP). In the former case, the label of the new syntactic object after 

Merge will always be X. The latter case is more complicated and can only be determined 

by examining the full derivation of the sentence in which it appears. Considerable work 

has been done to develop an algorithm that will straightforwardly choose the appropriate 

label in both of these conditions, with a number of researchers arguing that the need to 

determine a label in the non-straightforward cases is intimately related to the 

pervasiveness of movement (displacement) in human language (e.g., Moro, 2000; Seely, 

2006; Chomsky, 2013). There is also a large body of work that has focused on whether or 

not an explicit label is a necessary component of the output of Merge (e.g., Collins, 2002; 

Seely, 2006; Seely, 2015; Chomsky, 2013), but all of this work recognizes that each 

iteration of Merge results in a single, asymmetrical syntactic object in which only one of 

the object’s two components serves as the head.  

In addition to being integral to the fundamental structure of syntax, heads are also 

integral to the linearized output of syntax. One of the primary roles of heads, from the 

point of view of language acquisition, is to establish consistency of word order for all or 

part of the syntax. However, it is not the case that the head of a phrase can be determined 

by linear order alone, since languages vary in their preferred linear position of heads. The 

observation that the order of heads relative to their complements is consistent within a 

language, and that this order varies within specific constraints, goes back to Greenberg 
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(1963), who describes word orders in languages as either harmonic or disharmonic. 

Languages which are consistently head-final (e.g., Japanese) or consistently head-initial 

(e.g., English) are described as harmonic, while languages that have mixed head-

directionality are described as disharmonic.  

This observation was formalized by Stowell (1981) into the Head Directionality 

Parameter (HDP), which established a parametric variation between languages based on 

the position of heads relative to their complements: head-initial languages consistently 

place heads preceding complements, and head-final languages consistently place heads 

following complements. While most languages can be considered either wholly head-

initial or head-final, there are a number of languages that exhibit mixed-direction 

headedness (Baker, 2008). 

It is reasonable to expect that head-direction patterns might play an important role in 

the acquisition of syntax since these patterns introduce strong consistency in word order 

and structure. Consider the distinction in possible word orders that are allowed by a 

system with no head-ordering restrictions, versus those allowed by a system with such 

restrictions. For the nested structure in (2), with no head ordering restrictions, the number 

of possible realizations is four since B and C must first combine with each other.  

 

2.           
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3.     
 

 
 
 
 
 
 
 

If we now add the requirement that a given head appear in a specific position, we 

reduce the possible word orders to one, as shown in (3). From the perspective of 

learnability, it becomes clear that a system with head ordering rules, which may appear 

more complex, actually constrains learning in such a way that the system may be more 

easily acquired. 

The importance of the organization of information for recognition, recall and 

behavior among human- and non-human primates was recognized as far back as Gestalt 

psychology (Köhler, 1947). Later work by Miller (1956a; 1956b) established that 

“immediate memory” was limited to “seven plus or minus two”. However, Miller also 

showed that the organization of the items was important, with the limit of immediate 

memory defined by the number of chunks of information, and not by the amount of 

information contained in each chunk. Though chunks are an imprecise unit, the important 

point is that a much larger quantity of information can be stored if it is organized into 

subunits. The systematic chunking of linguistic information into syllables, words, phrases 

and sentences is undoubtedly one of the key ingredients in linguistic systems that allows 

humans to remember, learn and process language so efficiently. In fact, Miller (1956b) 

suggests that linguistics’ insights into the hierarchical structure of language may be 
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helpful in discovering how much “chunking” and organizing humans do in other 

cognitive domains, and how to define the “units” of these chunks.  

Within the formal study of syntax, we have seen that not only chunks (or phrases) 

but asymmetrical groupings are a fundamental characteristic of the linguistic system. An 

important question is whether the asymmetry present in language is due to a cognitive 

bias for this specific type of information structure, and whether humans are biased to 

learn complex systems that include this characteristic over those that do not. For language 

acquisition, head-directionality provides a consistency in word order and structure that 

learners may utilize in order to break into the syntactic system of the language. In fact, in 

a series of studies by Culbertson & Newport (2015, 2017), it was shown that children are 

sensitive to such consistencies in word order. Culbertson and Newport (2015, 2017) 

exposed children to an artificial grammar that consisted of nouns, numerals and 

adjectives. Their findings showed that children exhibited a strong bias for learning 

artificial languages with harmonic word orders (either both adjective and numeral 

preceding or both following the noun), as opposed to languages in which these elements 

were distributed on either side of the noun. Their results confirm that the word order 

universals Greenberg (1963) described are reflected in children’s ability to acquire 

linguistic patterns.  

In follow-up experiments, they found that children exposed to disharmonic word 

orders altered the word order of the grammar to which they were exposed, producing the 

more frequently attested harmonic word orders in their production of the language, rather 

than the mixed word-order to which they were exposed (Culbertson & Newport, 2017). 

This suggests that children may be sensitive to the abstract distinction between heads and 
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complements in syntax and do exhibit a preference for consistency in ordering of these 

elements; it also lends further support to the hypothesis that word order universals are 

driven in part by the types of linguistic patterns learners are able to acquire. 

Previous researchers have also attempted to use “artificial language” materials to ask 

whether word order universals (and the frequency with which each type occurs) can be 

explained by biases in general learning mechanisms (e.g., Christiansen & Devlin, 1997; 

Christiansen, 2000). In one example, the author used strings of letters or symbols 

organized into “sentences” that were derived using a series of phrase structure rules 

(Christiansen, 2000). These “artificial languages” had no meaning and had no explicitly 

created statistical regularities that would lead participants to treat them as linguistic 

representations. One problem with this methodology is that the authors used strings of 

English letters to represent words in the grammars. There is little reason to believe that 

the use of English letters would be a suitable substitute for pseudo-words in a test of 

language-specific syntactic pattern learning. Additionally, only two of the “syntactic 

categories” explicitly represented “heads”, and it is unclear from the language design 

whether the language accurately represented the distinction between heads and 

complements or the linguistic facts that instantiate head-directionality. This study may 

not adequately represent the language universals discussed above. In the present study we 

aim to produce a more valid test of the role of learning mechanisms in determining 

natural language- like word-order universals.  

Given that asymmetry is fundamental to syntactic structure in natural languages, it is 

important to ask why this feature is so pervasive. We have seen that asymmetry adds 

important regularities to a complex system, in particular by reducing the number of 
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possible word-orders the system allows. In the present study we ask whether these 

additional regularities allow learners to better acquire a complex grammar. We 

hypothesize that, by adding local asymmetry that models head-complement relationships 

to an artificial grammar, we will see that learners more readily acquire a complex 

grammar.  

DESCRIPTION OF GRAMMARS 

For this study, we approximated the distributional character of heads by implementing 

the following rules to define the “head” of a phrase: 

I. Each phrase has one and only one head;  

II. The head of the phrase obligatorily appears whenever the phrase is present;  

III. The head of the phrase appears consistently in the same linear position 

within the phrase; and 

IV. All other elements of the phrase are optional. 

This characterization of heads includes key features that define heads in the theoretical 

work on natural languages, but it does not include all of the features that define heads 

from either the perspective of theoretical linguistics or the perspective of the learner. Of 

particular note are additional features of functional heads, like prepositions and 

determiners, that are not included in the present characterization of heads. These features 

include high frequency, small overall category size (as in closed-class categories), and 

phonological distinctiveness such as short length. However, within the larger syntactic 

system, functional heads are not the only heads. Open-class lexical items also serve as 
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heads of phrases in many instances.5 We chose the above definition for heads to capture 

the characteristics of both lexical and functional heads. The characteristics we have 

chosen are fundamental to all heads in natural language and therefore useful in capturing 

the local asymmetry exhibited by natural languages. 

The design of the experimental and control grammars is summarized in Figures 

2.1 and 2.2, respectively. The transitional probability structures of the grammars are 

summarized in Figure 2.3.  Both grammars consisted of two 2-word phrases. Each of the 

four form-class categories that comprised the grammars consisted of two English pseudo-

words: one monosyllabic and one disyllabic pseudo-word. (This variation in phonological 

form meant that phrase length was not predictable from the number of syllables.) Each 

grammar was used to generate an exposure corpus of 22 unique sentences.  

Two of the 22 sentences (9%) appeared in the canonical sentence structure. The 

remaining 20 sentences varied in different ways in the two grammars, as described 

below. 

 

                                                
5 There are additionally instances where two maximal projections are combined by Merge. In these 

situations, it is still necessary to determine which of the two phrases will project. In these instances, 

the projecting phrase is not the “head” of the combination, but serves as the “label”.  
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Figure 2.1: Summary of experimental grammar design. 
 
 

 
Figure 2.2: Summary of control grammar design. 

 
 
 
 
 
 
 

Figure 2.3: Summary of transitional probability structure of grammars used. 
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Experimental grammar 

In the experimental grammar, each phrase has a designated head that appears 

obligatorily in the first linear position of the phrase, and a complement that appears 

optionally following the head. In the set of exposure sentences, half of all phrases appear 

with both the head and complement, and the remaining phrases appear as the head only 

(without the complement). By requiring that the head the phrase be present whenever the 

phrase is present, and allowing the complement to be optional, we create an asymmetry in 

the distribution of the two elements. While the heads appear in sentences without their 

complements, the complements never appear without their respective heads. This creates 

a strong distributional cue to the distinction between the heads and complements in the 

grammar. In addition, the statistical structure of the language is also asymmetrical. 

Within each phrase, the forward transitional probability between the two form-class 

categories was approximately 0.50, but the backwards transition probability was 1.0. In 

other words, the presence of the complement predicts the presence of the head 100% of 

the time, but not vice versa.  

While the basic sentence structure was two phrases, XA and YB, the exposure 

corpus contained only 2 sentences in XAYB order; the remaining sentences were created 

by moving, deleting, and repeating phrases as units to create transformed sentences. Each 

sentence contained at least one full phrase (head + complement), making the sentences in 

the corpus minimally two words long. The maximum sentence length allowed was six 

words, and no single word was allowed to repeat within a sentence.  
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Control grammar 

In the paired control grammar, there was no distinction between head and 

complement; both words in each phrase could appear alone and both were optional. This 

eliminated the asymmetry introduced by the “heads” in the experimental grammar. Both 

elements of the phrase were equally likely to appear alone or together. That is, there was 

no distributional distinction between the elements. As a result, the control grammar had 

equal forward and backward transitional probabilities within the phrases (TP ~ 0.50). The 

full transitional probability structure of the grammar is summarized in Figure 2.3.  

The exposure corpus again had two sentences in the canonical XAYB order, with the 

remainder created by moving, repeating and deleting the phrases as units to create 

transformed sentences. All sentences had a minimum of one complete phrase and a 

maximum of six words per sentence, and no word was allowed to appear more than once 

in a sentence.  

Phrase and sentence tests 

In order to evaluate learning, participants were tested on their knowledge of the 

phrases in the language and separately on the canonical sentence structure. 

Phrase Test 

The phrase test was a two-alternative forced choice task. The test was comprised of 

two types of test items. Four test trials asked participants to choose between a sequence 

that formed a phrase in both grammars (XA, YB) and a sequence that spanned a phrase 

boundary (AY, BX). All sequences appeared in the exposure corpus for both conditions. 

The remaining four test trials asked participants to choose between a sequence that 

formed a phrase in the grammars and a sequence of two heads (XY, YX). Despite the 
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lower transitional probability between head categories, these sequences occurred often in 

the exposure corpus and were allowed by the rules of both grammars. Trials were 

pseudorandomized and presented in the same order to each participant. 

We expected that, given the high frequency of full phrases in the exposure corpora 

for both grammars, participants in both conditions would learn the phrases well. We 

therefore expected to see participants from both conditions performing significantly 

above chance on the phrase test. 

Sentence Test 

For the sentence test, we adapted the sentence test paradigm used in Thompson & 

Newport (2007) for use in a Likert-scale ratings task. We created twelve novel canonical 

sentences (i.e., XAYB) and twelve novel sentences that included one form-class category 

replacement (e.g., XBYB, XAXB). Items were randomized (with the constraint that no 

more than 4 sequential trials had the same grammatical value) and presented in the same 

order to each participant. Participants provided a rating for each individual sentence on a 

scale from one to five. 

If we are correct in hypothesizing that locally asymmetric structures with head-

complement relationships are more readily learnable than those without, we would expect 

to see participants in the experimental condition outperform those in the control condition 

on the sentence test.  We hypothesize that the addition of the asymmetry in the 

experimental grammar will allow participants in the experimental condition to develop 

more structured representations of the sentences, and therefore that, after a relatively brief 

exposure to the language, they will show a larger distinction between their ratings for 

grammatical versus ungrammatical sentences in the sentence test. 
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MATERIALS 

The exposure corpora, sentence test, and phrase test audio files were generated by 

concatenating individually recorded pseudo-words. This eliminated any possible prosodic 

information introduced by recording the sequences as whole sentences. Each word was 

recorded individually by the same female research assistant and edited to remove 

background noise. Word files were then standardized in volume and tempo. The words 

were then concatenated into the exposure sentences and test sequences using the SoX 

command line utility (http://sox.sourceforge.net/). Audio files were checked by research 

assistants blind to the grammar design to confirm that they contained no audio artifacts or 

intonational cues to phrase structure.  

PROCEDURE 

Participants completed two sessions, with a maximum of two days between the 

first and second sessions. Each session lasted approximately 20 minutes, during which 

participants played a short computer game in the presence of a research assistant in a 

quiet area (Pierce, 2009). Participants wore headphones throughout exposure and tests 

but were allowed to remove the headphones during breaks. All instructions were given by 

a robot character in the game to eliminate experimenter variation.6  

Participants were told that they would be helping an alien practice her new 

language on the way to her new planet. During each session, participants played a game 

in which they listened to the alien practice her new language and had to click on her if 

                                                
 6 If participants had questions, research assistants used a standardized script to answer the questions 

before moving on.  
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she repeated the same sentence twice in a row (1-back task)7. The game was divided into 

four sections, with ten 1-back trials per section. Each participant heard a total of six loops 

of the exposure corpus (22 sentences), plus 40 sentences repeated for 1-back trials at each 

session, for a total of 172 sentences during exposure per session. All participants received 

the same random order of sentences. The sentences included as 1-back trials were 

balanced across each session so that no structures were over-exposed. Between each 

section, participants were given a sticker break and allowed to rest for a brief period 

before continuing.  

At the end of exposure at both sessions, participants were told that the alien wanted 

their help to check how she was doing at her new language and were then given the 

phrase test.8 

At the beginning of the second session, participants were shown a practice sentence-

rating task. Participants were told they were going to practice a new task in English that 

they would be asked to do for the new language at the end of the game. Participants were 

instructed to listen while the alien said a number of sentences in English, and then 

participants heard the instructions for the sentence test. The research assistant then 

demonstrated how to use the rating scale to respond to a familiar grammatical English 

sentence, a novel grammatical English sentence, and a novel ungrammatical English 

sentence. Participants then completed the four exposure sections, followed by the phrase 

                                                
7 After each 1-back trial, the game would pause and wait for the participant to click before 

continuing, thus ensuring that no participant missed a trial and all participants received equal 

exposure 

8 The phrase test was described as “short sentences” 
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test. After the phrase test, participants heard the sentence test instructions again, followed 

by the sentence test itself.  

METHOD 

A total of 28 participants (15 female) were recruited from the Georgetown 

University community. All participants were native speakers of English. Participants 

were between the ages of 18-26 (mean = 19.9 years, range: 18.0 – 24.2 years). No 

participants were excluded. All participants gave informed consent prior to participating 

in the study. Participants were compensated $20 for completing both sessions.  

RESULTS 

We analyzed the results of the phrase and sentence tests to determine whether our 

hypotheses were confirmed. We expected both experimental and control participants to 

perform above chance on the phrase test, since there is a high frequency of the full [head 

+ complement] phrases in both corpora. However, if local asymmetry provides additional 

structural scaffolding for learning the longer sentence-length sequences, then participants 

in the experimental condition should perform better than those in the control condition on 

the sentence test. In other words, we expected that participants in the experimental 

condition would show a larger difference in their ratings for grammatical versus 

ungrammatical trials, if indeed their sentence learning was further supported by the 

addition of local asymmetries.  

Phrase test 

To analyze the results of the phrase test, we used a 2x2 mixed repeated measures 

ANOVA with condition as between-subjects factor, and session as a within-subjects 

factor. The results are shown in Figure 2.4 below. There was no main effect of condition 
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(F(1, 26) = 0.227, p = 0.637) and no main effect of session (F(1, 26) = 1.761, p = 0.196). 

There was also no significant interaction between session and condition (F(1, 26) = 

0.364, p = 0.552).  

As predicted, participants in both conditions consistently chose the sequence that 

represented a phrase in the grammars over the sequence that either spanned a phrase 

boundary or did not include the complement, as reflected by their above-chance 

performance at session two. The results of independent one-tailed t-tests confirm that 

both experimental (mean = 0.77, t(13) = 7.29, p = 0.000003) and control groups       

(mean = 0.72, t(13) = 4.69, p = 0.0002) performed significantly above chance on the 

phrase test. This shows that participants in both conditions learned the phrases in their 

grammars.  

 

 

 
 

 

 
 
 
 
 

Figure 2.4: Group mean accuracy on the phrase test by session. The dashed line at 
accuracy = 0.50 indicates chance performance. Error bars represent standard error. The 

results of a 2 x 2 mixed repeated measures ANOVA showed that there was no main effect 
of condition (F(1, 26) = 0.227, p = 0.637), nor a main effect of session (F(1, 26) = 1.761, 
p = 0.196). There was also no significant interaction between session and condition (F(1, 

26) = 0.364, p = 0.552). 
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Sentence test 

Turning to the sentence test, we first normalized the ratings data by calculating the z-

score for each trial from the raw ratings data for each participant and analyzing the mean 

z-score for grammatical and ungrammatical items for each participant. This 

normalization ensures that we removed any bias that particular participants may have to 

use different ranges on the ratings scale. We then used the normalized ratings in a 2x2 

mixed repeated measures ANOVA with condition as the between-subjects factor and test-

item grammaticality (grammatical or ungrammatical) as a within-subjects factor. The 

results are shown in Figure 2.5 below. There was a significant main effect of 

grammaticality (F(1, 26) = 58.071, p < 0.001), as well as a significant interaction between 

grammaticality and condition in the predicted direction (F(1, 26) = 11.157, p = 0.003). 

There was no significant main effect of condition (F(1, 26) = 1.742, p = 0.198). 

As predicted, participants in the experimental condition showed stronger learning of 

the canonical sentence structure, as evidenced by the larger difference between their 

normalized ratings for the grammatical (M = 0.3627, SD = 0.1194) versus ungrammatical 

(M = -0.3314, SD = 0.1789) sentences. Control participants showed a smaller difference 

between their normalized ratings for the grammatical (M = 0.1198, SD = 0.2344) and 

ungrammatical (M = -0.1512, SD = 0.1640) sentences. While all participants learned the 

difference between grammatical and ungrammatical sentences, experimental participants 

showed a much larger distinction between grammatical and ungrammatical trials.  

 

 



 39 

 

Figure 2.5: Mean normalized sentence ratings from the Sentence Test for 
grammatical versus ungrammatical trials by condition. Ratings were normalized by 

determining z-scores for each individual participant. Bars represent the group mean 
normalized rating. Error bars represent standard error. The results of a 2 x 1 mixed 

repeated measures ANOVA showed that there was a significant main effect of 
grammaticality (F(1, 26) = 58.071, p < 0.001), as well as a significant interaction between 

grammaticality and condition in the predicted direction (F(1, 26) = 11.157, p = 0.003). 
There was no significant main effect of condition. 

 

DISCUSSION 

The results of our study show that the addition of local asymmetries that mimic head-

complement relationships in natural language provides additional scaffolding for learning 

the syntax of an artificial language. It is notable that performance on the phrase test was 

indistinguishable between the two conditions, but a significant interaction of condition 

and grammaticality emerged on the sentence test. Participants in the control condition 

were able to learn the sentence structure of the language, as evidenced by the main effect 

of grammaticality, but they showed a much smaller difference between their ratings for 

grammatical versus ungrammatical sentences. This suggests that learning the phrases, 
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combined with exposure to the canonical sentences in the input, did facilitate learning 

sentence structure. However, even with equal performance on the phrase test and an 

identical amount of exposure to the canonical sentences, participants in the experimental 

condition performed better on the sentence test, suggesting that the local asymmetries in 

their grammar created a boost in learning the sentence structure.  

It is important to note here that the experimental grammar is less permissive in its 

possible sentence types than is the control grammar. But this is exactly the point: one of 

the primary characteristics of heads in natural language is that they are required and 

ordered, providing additional regularity within phrases. Optionality of elements within 

phrases creates a highly permissive system with greatly increased generative capacity, but 

it does not create a highly learnable system. The addition of consistently positioned 

heads, coupled with their asymmetric relationship with their complements, creates a 

system that is somewhat reduced in generative capacity compared to a system that 

contains full optionality (e.g., our control grammar), but the resulting system is highly 

learnable with limited exposure.  

Future work should focus on how additional features of heads, in particular the 

features of functional heads, may interact with the fundamental characteristics of 

asymmetry we have modeled in this study. Additionally, we have here only tested a 

model of head-initial asymmetry, but that is not the only instantiation of local 

asymmetries that are exhibited by the world’s languages. Our future work focuses on 

whether typological frequencies in head-directionality are reflected in learners’ ability to 

acquire locally asymmetric grammars. However, we believe that the results of this study 
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provide convincing evidence that asymmetry in syntax an important characteristic of 

natural language that allows languages to be highly learnable.   
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CHAPTER 3: ARE ALL LOCALLY ASYMMETRIC PHRASE STRUCTURES 

EQUALLY LEARNABLE? AN INVESTIGATION OF LOCAL HEAD-

DIRECTION PATTERNS USING ARTIFICIAL LANGUAGES 

INTRODUCTION 

As we saw in Chapter 3, asymmetry is a fundamental characteristic of natural 

language syntax. We also saw that head-direction is parameterized and varies across 

languages. While most languages can be considered harmonic—that is, either wholly 

head-initial or wholly head-final—there are a number of languages that exhibit mixed-

direction headedness (Baker, 2008).  However, it is not the case that mixed-direction 

languages exhibit no regularity in head direction or that there are no constraints on the 

amount of variation in head-direction.  One constraint on the mixing of head-

directionality appears to come in the form of a restriction on the head direction of phrases 

that are immediately connected in the syntax of a sentence.  A formal description of one 

constraint on mixed head-direction is the Final-Over-Final Constraint, below. 

4. The Final-Over-Final Constraint (FOFC) 

If α is a head-initial phrase and β is a phrase immediately dominating α, then β 

must be head-initial.  If α is a head-final phrase, and β is a phrase immediately 

dominating α, then β can be head-initial or head-final.   

         (Holmberg, 2000 pg. 124) 

Holmberg and colleagues (Biberauer et al., 2008; Biberauer et al., 2014) have introduced 

the FOFC as a hierarchical word-order universal, noting that the original Greenbergian 

universals refer only to linear order and did not consider more sophisticated notions of 

syntactic heads, beyond the typical parts of speech.  As noted by Baker (2008), harmony 
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is preferred in the typology of world languages, with the majority of world languages 

exhibiting harmonic word orders.  Biberauer et al. (2014) describe the logically possible 

head-ordering combinations and note that one is conspicuously unattested in world 

languages.  The four possible orderings they describe are shown below in Figure 3.1.  In 

the structures they describe, ɑ and β are heads. Note that (d) is explicitly ruled out by the 

FOFC and does not occur in natural language. 

 

  a.     b.     
 
 
 
 
 
 
 
 
 
  c.      d.      
 
 
 
 
 
        

 

 

Figure 3.1: Possible head-directionality combinations described by the Final-Over-
Final Constraint. (Biberauer et al., 2014 pg. 171) 

 

 Biberauer et al. (2008) suggest that such word-order universals should be applied 

at the category level since the majority of the inconsistencies in head-ordering in 

disharmonic languages are due to the behavior of a small number of syntactic categories.  
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These authors also provide evidence that apparent counterexamples to the FOFC may not 

actually violate the FOFC when analyzed properly, leaving no attested examples of 

structures like Figure 3.1d.  Biberauer et al. (2008) note that the FOFC appears to hold at 

both the level of syntax and the level of morphology, suggesting that the FOFC is a 

pervasive principle in the hierarchical organization of linguistic information.  

It is striking that not all possible head-ordering combinations occur in natural 

language. One possibility is that structures that Figure 3.1d that are ruled out by the 

FOFC are not attested because they are not learnable.  This could be due to a constraint 

on the types of patterns that children are able to learn or a bias to prefer certain types of 

patterns.  However, it is unknown whether either of these possibilities can account for the 

patterning of head-orderings we see in the world’s languages. It is reasonable to assume 

that head-direction patterns play an important role in the acquisition of syntax since these 

patterns introduce remarkable consistency in word order and structure.   

Following this assumption, it is possible that children might use the regularities 

introduced by head-direction pattern to break into the syntactic system of their language. 

There are only a few previous studies that have looked directly at this question. As we 

saw in Chapter 2, work by Culbertson & Newport (2017) showed that children are 

sensitive to head-direction ordering patterns and show a strong preference for harmonic 

word orders in a production task. 

An earlier study examined the learnability of consistent versus mixed head-direction 

artificial languages by a connectionist model (Christiansen & Devlin, 1997).  This study 

used simple concatenations of a and b into tree forms, with arbitrarily assigned heads and 

head-direction for each phrase.  The authors generated 32 possible grammars by 
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arbitrarily designating a series of natural language phrase structure rules as head-initial or 

head-final.  The authors hypothesized that grammars with mixed directionality would be 

harder to learn on the basis of a Constraint they call the Recursive Rule Interaction 

Constraint (RRIC), which says that “If a set of rules are mutually recursive (in the sense 

that they each directly call the other(s)) and do not obey head direction consistency, then 

this rule set will be more difficult to learn than one in which the rules obey head direction 

consistency” (Christiansen & Devlin, pg. 114). Each of the 32 grammars was assigned an 

“inconsistency penalty” between zero (no violations of the RRIC) to three (one major and 

one minor violation). They then trained a Simple Recurrent Network (SRN) to predict the 

next lexical category in sentences derived from the grammars.  The result of the learning 

simulation showed that with higher inconsistency penalty scores were more difficult for 

the network to learn.   

Though their results may match up with the typological statistics (i.e., the majority of 

languages are consistently head-initial or head-final), there are some limitations on this 

work as a test of the role of language acquisition in the establishment of word-order 

universals.  One concern is that they collapsed typologically possible with typologically 

impossible grammars into the inconsistency groups. This removes the possibility of 

distinguishing between mixed-direction languages with different directionality 

characteristics. The linguistic typological data makes clear that some mixed head-

directions do appear in natural languages but some do not.  If our hypothesis that the 

unattested mixed-direction grammars do not appear because their patterns are not 

learnable by children, we would expect that some mixed-direction grammars used in this 

study would be learnable and others impossible (or significantly more difficult) to learn.  
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By collapsing all of the mixed-direction grammars together, the difference between these 

two subsets is obscured, giving the inaccurate impression that any mixed-direction 

languages are more difficult to learn. Finally, the authors use data from the FANAL 

database (developed by Matthew Dryer) to show that as the Mean Standard Error 

(measure of learning difficulty for the network) increases, the frequency of a given 

pattern in the world’s languages decreases. However, an additional issue with this study 

is the characterization of English as “mixed direction”. According to FANAL,  English 

has head-final PossP (possessive phrase) and head-final NP when it includes a PossP.  

This is not consistent with current consensus within theoretical linguistics about the 

structure of NPs (see, for example, Alexiadou, Haegeman & Stavrou’s 2007 overview 

monograph). This raises questions about the relation of the languages used in the study to 

the world’s languages. The present set of experiments differentiates between specific 

patterns within mixed head-direction grammars and will therefore provide a clearer look 

at the role of learning mechanisms in establishing language universals. Furthermore, it is 

unclear whether learning by an SRN is consistent with human learning mechanisms, 

making it important to test these hypotheses with human learners.   

Onnis & Thiessen (2013) examined the role that prediction and retrodiction play in 

statistical learning and asked whether statistical learning mechanisms are affected by 

language experience. They hypothesized that prediction (relying on high forward 

transitional probabilities) would be more useful in head-final languages like Korean since 

functional words follow content words, while retrodiction (relying on high backwards 

transitional probabilities) would be more useful in head-initial languages like English 

since functional words precede content words. Using a corpus analysis, the authors 
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confirmed that English and Korean do follow these patterns. That is, their results show 

that Korean syntax is characterized by high forward transitional probabilities and low 

backwards transitional probabilities, while English syntax is characterized by low 

forward transitional probabilities and high backward transitional probabilities. They then 

designed a stochastic Markovian-grammar in which some pairwise groups exhibited a 

high forward-low backward transitional probability pattern and other pairs exhibited a 

low-high pattern. Native English speakers were exposed to an English nonsense word 

task using this grammar, while native Korean speakers were exposed to a Korean 

nonsense word task using this grammar. Their results show that participants who are 

native speakers of English preferred the sequences characterized by a low-high pattern, 

while native speakers of Korean preferred the sequences characterized by a high-low 

pattern - each corresponding to the type of pattern that is the best fit for their native 

language. These results suggest that participants are sensitive to the patterns that we are 

modeling in the present grammars (both those in this Chapter and those in Chapter 2).  

However, as the authors note, their results are for low level word to word transitions 

that were presented as a continuous stream. In the present set of experiments we ask 

whether learners can acquire the sentence structure of a grammar that is characterized by 

these patterns at the category level. We are also giving participants substantially more 

exposure to the language, which may overcome any biases they have due to the structure 

of their native language. In fact, a study by Onnis et al. (2015) used a pre-test, treatment 

and post-test design to determine whether learners could be trained to shift their direction 

preference in transitional probability patterns. Their results showed that, after brief 

exposure to a grammar that differed from participants’ baseline preference, they shifted 
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their preference toward the pattern presented in the exposure (e.g., an initial high 

forward-low backward preference shifted towards a low forward-high backward 

preference).  These results suggest that the comparatively large amount of exposure we 

are using in the present experiments (approximately 40 minutes compared to the 3.5 

minutes used by Onnis et al. (2015)) will be sufficient to overcome any initial native-

language biases in our participants.  

Turning to the present experiments, we aimed to test our findings from a head-initial 

grammar in Chapter 2 on a set of similar grammars with different head-directionality 

patterns. In Chapter 2 we saw that learners who were exposed to a miniature language 

with locally asymmetric “head-initial” phrases were significantly better at learning the 

sentence structure of their grammar than controls who were exposed to a symmetrical 

phrase structure grammar. In the following set of experiments, we ask whether learners 

show the same sentence-level learning benefit for any locally asymmetric grammar, 

including a head-final grammar and two mixed direction grammars. Based on the FOFC 

(1) and Culbertson & Newport (2017), we expect that the results of Experiments 3.1 

(head-final grammar) and 3.2 (head-initial>head-final grammar) will replicate our 

findings from Chapter 2. However, if we are correct in hypothesizing that the “head-final 

over head-initial“ pattern barred by the FOFC is disallowed in natural language due to a 

learning bias that favors the other patterns, we expect that the experimental manipulation 

in Experiment 3.3 (head-final>head-initial) will not show a benefit to learners. 
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EXPERIMENT 3.1: CONSISTENTLY HEAD-FINAL GRAMMAR 

Description of grammars 

For this study, we used the same method for establishing the distributional character of 

heads that we used in our previous investigation of a head-initial grammar (see Chapter 

2).  The following rules were used to define the “head” of a phrase: 

I. Each phrase has one and only one head;  

II. The head of the phrase obligatorily appears whenever the phrase is 

present;  

III. The head of the phrase appears consistently in the same linear position 

within the phrase; and 

IV. All other elements of the phrase are optional. 

This characterization of heads includes key properties that define heads in theoretical 

work on natural languages, but it does not include all of the features that define heads 

from the perspective of theoretical linguistics or from the perspective of the learner. Of 

particular note are additional features of functional heads in natural languages, for 

example, prepositions and determiners, that are not included in the present 

characterization of heads. These features include high frequency, small overall category 

size (as in closed-class categories), and phonological distinctiveness such as short length. 

However, functional heads are not the only types of heads that appear in natural 

languages. Open-class lexical items and phrases also serve as heads of phrases in many 

instances, but these heads do not have the characteristics just listed for functional heads. 

We chose our definition of heads in order to capture the characteristics of both lexical 

and functional heads. These characteristics used in our artificial grammars are 
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fundamental to all heads in natural language and are therefore useful in capturing the 

local asymmetry exhibited by natural languages. 

To create a consistent head-final grammar, we simply modified the grammar of 

Chapter 2 so that the head consistently appeared after the complement in both phrases. 

We altered the control grammar correspondingly, to match the word order of canonical 

sentences in the head-final grammar. The control grammar thus served to control for any 

sequence learning that occurred from exposure to canonical sentences and for any low-

level preferences for particular combinations of nonsense words.  

The design of the experimental and control grammars is summarized in Figures 3.2 

and 3.3, respectively. The transitional probability structures of the grammars are 

summarized in Figure 3.4.  Both grammars consisted of two 2-word phrases. Each of the 

four form-class categories that comprised the grammars consisted of two English 

nonsense words: one monosyllabic and one disyllabic nonsense word. (This variation in 

phonological form meant that phrase length was not predictable from the number of 

syllables.) Each grammar was used to generate an exposure corpus of 22 unique 

sentences representing the various types of sentence structure possible in each grammar. 

Two of the 22 sentences (9%) appeared in the canonical sentence structure. The 

remaining 20 sentences varied in different ways in the two grammars, as described 

below.  
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Figure 3.2: Summary of experimental grammar design for Experiment 3.1. 
 

 

 
Figure 3.3: Summary of control grammar design for Experiment 3.1. 

 
 
 
 
 
 
 

Figure 3.4 Summary of transitional probability structure of grammars used in 
Experiment 3.1. 

 
 

Experimental Grammar 

In the experimental grammar, each phrase has a designated head that appears 

obligatorily in the final position in the phrase, and a complement that appears optionally 
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preceding the head. In the set of exposure sentences, half of all phrases appear with both 

the head and complement, and the remaining phrases appear as the head only (without the 

complement). By requiring that the head of the phrase be present whenever the phrase is 

present and allowing the complement to be optional, we create an asymmetry in the 

distribution of the two elements. While the heads appear in sentences without their 

complements, the complements never appear without their respective heads. This creates 

a strong distributional cue to the distinction between the heads and complements in the 

grammar. In addition, the statistical structure of the language is also asymmetrical: the 

presence of the complement predicts the presence of the head 100% of the time, but not 

vice versa.  

While the basic sentence structure comprised two phrases AX and BY, the exposure 

corpus contained only 2 sentences in AXBY order; the remaining sentences were created 

by moving, deleting, and repeating the phrases as units to create transformed sentences. 

Each sentence contained at least one full phrase (head + complement), making the 

sentences in the corpus minimally two words long. The maximum sentence length 

allowed was six words, and no single word was allowed to repeat within a sentence.  

Control Grammar 

In the paired control grammar, there was no distinction between head and 

complement; both words in each phrase could appear alone and both were optional. This 

eliminated the asymmetry introduced by the “heads” in the experimental grammar. Both 

elements of the phrase were equally likely to appear alone or together. That is, there was 

no distributional (or statistical) distinction between the elements. The full transitional 

probability structure of the grammar is summarized in Figure 3.3.  



 53 

The exposure corpus again had two sentences in the canonical AXBY order, with the 

remainder again created by moving, repeating and deleting the phrases as units to create 

transformed sentences. Again, all sentences had a minimum of one complete phrase and a 

maximum of six words per sentence, and no word was allowed to appear more than once 

in a sentence.  

Phrase and Sentence Tests 

In order to evaluate learning, participants were tested on their knowledge of the 

phrases in the language and separately on the canonical sentence structure.  

Phrase Test 

The phrase test was a two-alternative forced choice task. The test was comprised of 

two types of test items. Four test trials asked participants to choose between a sequence 

that formed a phrase in both grammars (AX, BY) and a sequence that spanned a phrase 

boundary (XB, YA). All sequences appeared in the exposure corpus for both conditions.  

The remaining four test trials asked participants to choose between a sequence that 

formed a phrase in the grammars and a sequence of two heads (XY, YX). Despite the 

lower transitional probability between head categories, these sequences occurred often in 

the exposure corpus and were allowed by the rules of both grammars. Trials were 

randomized with the condition that no more than three consecutive trials shared the same 

presentation order.  Trials were presented in the same order to each participant. 

We expected that, given the availability of distributional cues to the phrase structure 

in both languages and the frequency of full phrases in the exposure corpora for both 

grammars, participants in both conditions would learn the phrases well. We therefore 
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expected to see participants from both conditions performing significantly above chance 

on the phrase test. 

Sentence Test 

For the sentence test, we adapted the sentence test paradigm used in Thompson & 

Newport (2007) for use in a Likert-scale ratings task. We created twelve novel canonical 

sentences that were grammatical (i.e., AXBY) and twelve novel sentences that included 

one form-class category replacement (e.g., BXBY, AXBX). Items were randomized (with 

the constraint that no more than 4 sequential trials had the same grammatical value) and 

presented in the same order to each participant. Participants provided a rating for each 

individual sentence on a scale from one to five.  

If we are correct in hypothesizing that locally asymmetric structures with head-

complement relationships are more readily learnable than those without, we would expect 

to see participants in the experimental condition outperform those in the control condition 

on the sentence test.  We hypothesize that the addition of the asymmetry in the 

experimental grammar will allow participants in the experimental condition to develop 

more structured representations of the sentences, and therefore that, after a relatively brief 

exposure to the language, they will show a larger distinction between their ratings for 

grammatical versus ungrammatical sentences in the sentence test.  

EXPERIMENT 3.1 MATERIALS 

The exposure corpora, sentence test, and phrase test audio files were all generated by 

concatenating individually recorded nonsense words. This eliminated any possible 

prosodic information introduced by recording the sequences as whole sentences. Each 

word was recorded individually by the same female research assistant and edited to 
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remove background noise. Word files were then standardized in volume and tempo. The 

words were then concatenated to form the exposure sentences and test sequences using 

the SoX command line utility (http://sox.sourceforge.net/). Audio files were checked by 

research assistants blind to the grammar design to confirm that they contained no audio 

artifacts or intonational cues to phrase structure.  

EXPERIMENT 3.1 PROCEDURE 

Due to the COVID-19 outbreak and local restrictions, the data for this experiment were 

collected using one of two distinct but largely similar procedures. The first 16 

participants (eight in each condition) completed both sessions of the experiment in the lab 

using Procedure 1, described below. The remaining 12 participants completed the 

experiment online using Procedure 2, described below. Prior to including the data for the 

12 online participants, we conducted a validation study to ensure that data collected 

online was not significantly different from data collected in-lab for a separate study and 

confirmed that the results were indeed comparable; online performance in this validation 

study was not distinguishable from in-lab performance. All online participants were 

recruited from the same Georgetown University community used to recruit in-person 

participants, using our existing recruitment protocols.  

Procedure 1 (in-lab) 

Participants completed two sessions, with a maximum of two days between the first and 

second sessions. Each session lasted approximately 20 minutes, during which participants 

played a short computer game in the presence of a research assistant in a quiet area. The 

program was designed and presented using Psychopy 3 (Pierce, 2009). Participants wore 

headphones throughout exposure and tests but were allowed to remove the headphones 
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during breaks. All instructions were given by a robot character in the game to eliminate 

experimenter variation.9  

Participants were told that they would be helping an alien practice her new language 

on the way to her new planet. During each session, participants played a game in which 

they listened to the alien practice her new language and had to click on her if she repeated 

the same sentence twice in a row (one-back task)10. The game was divided into four 

sections, with ten one-back trials per section. Each participant heard a total of six loops of 

the exposure corpus (6 x 22 sentences), plus 40 sentences repeated as one-back trials at 

each session, for a total of 172 sentences during exposure per session. All participants 

received the same random order of sentences. The sentences included as one-back trials 

were balanced across each session so that no structure was over-exposed. Between each 

level, participants were given a sticker break and allowed to rest for a brief period before 

continuing.  

                                                
 9  If participants had questions, research assistants used a standardized script to answer the 

questions before moving on.  
10 After each one-back trial, the game would pause and wait for the participant to click 

before continuing, thus ensuring that no participant missed a trial and all participants received equal 

exposure 
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Figure 3.5: Image of the experiment exposure level screen for Procedure 1. 

 

At the end of exposure in both sessions, participants were told that the alien wanted 

their help to check how she was doing at her new language and were then given the 

phrase test.11 

At the beginning of the second session, participants were shown a practice sentence-

rating task. Participants were told they were going to practice a new task in English that 

they would be asked to do in the new language at the end of the game. Participants were 

instructed to listen while the alien said a number of sentences in English, and then 

participants heard the instructions for the sentence test. The research assistant then 

demonstrated how to use the rating scale to respond to a familiar grammatical English 

sentence, a novel grammatical English sentence, and a novel ungrammatical English 

sentence. Participants then completed the four exposure levels, followed by the phrase 

                                                
11  The phrase test was described as “short sentences” 



 58 

test. After the phrase test, participants heard the sentence test instructions again, and then 

the sentence test itself.  

Procedure 2 (online) 

Participants completed two sessions, with a maximum of two days between the first and 

second sessions. Each session lasted approximately 20 minutes, during which participants 

played a short computer game. Participants were instructed to either use headphones or 

move to a quiet location before beginning the experiment. They were instructed to pay 

attention to the task and were told that they should not take notes. All instructions 

appeared on the screen and were additionally read aloud by a speech synthesizer.  

Participants were told that they would be hearing sentences in a new language and 

later would be asked questions about the language. During each session participants 

played a game in which they listened to sentences from the language while looking at 

nature photographs. The program was designed and using PsychoJS and run online using 

Pavlovia (Pierce, 2009). Participants were instructed to listen for sentences that were 

immediately repeated (one-back task)12 and to press a key when they heard a repeat. The 

game was divided into four sections, with ten one-back trials per section. Participants 

heard the same exposure corpus and ordering as did participants in Procedure 1. Between 

each level participants were allowed to take a brief break period before continuing.  

 
 

                                                
12    After each one-back trial, the game would pause and wait for the participant to 

click before continuing, thus ensuring that no participant missed a trial and all participants received 

equal exposure 



 59 

 
Figure 3.6: Image of the experiment exposure level screen for Procedure 2. 

 
 
At the end of exposure at both sessions, participants were given the phrase test.13 

At the beginning of the second session participants were shown a practice sentence-rating 

task. Participants were told they were going to practice a new task in English that they 

would be asked to do in the new language at the end of the game. Participants were 

instructed to listen to a number of sentences in English and then heard the instructions for 

the sentence test. Online participants saw an example rating scale and heard the same 

descriptions of the ratings task as did participants in Procedure 1. Participants then 

completed the four exposure levels, followed by the phrase test. After the phrase test, 

participants heard the sentence test instructions again, and then the sentence test itself. 

EXPERIMENT 3.1 METHOD 

A total of 28 participants (20 female) were recruited from the Georgetown 

University community. All participants were native speakers of English. Participants 

were between the ages of 18-26 (mean = 20.31 years, range: 18.33 – 22.25 years). No 

                                                
13  The phrase test was described as “short sentences” 
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participants were excluded. All participants gave informed consent prior to participating 

in the study. Participants were compensated $20 for completing both sessions.  

EXPERIMENT 3.1 RESULTS 

We analyzed the results of the phrase and sentence tests to determine whether our 

hypotheses were confirmed. We expected both experimental and control participants to 

perform above chance on the phrase test, since there is a high frequency of the full 

[complement + head] phrases and availability of distributional cues to phrase structure 

in both corpora. As we saw in Chapter 2, the addition of the local asymmetry (in that 

case, head-initial asymmetry) provided additional scaffolding for learning the sentence 

structure, as evidenced by stronger performance on the sentence test by experimental 

participants. Given that head-final languages are common typologically, we expected to 

see the same effect in the present experiment. In other words, we expected that 

participants in the experimental condition would show a larger difference in their ratings 

of grammatical versus ungrammatical items, if indeed their sentence learning was further 

supported by the addition of local “head-final” asymmetries.  

Phrase test 

To analyze the results of the phrase test, we used a 2x2 mixed repeated measures 

ANOVA, with condition as between-subjects factor and session as a within-subjects 

factor. The results are shown in Figure 3.7 below. There was no main effect of condition 

(F(1, 26) = 0.065, p = 0.800). There was a significant main effect of session (F(1, 26) = 

12.683, p = 0.001). However, there was no significant interaction between session and 

condition (F(1, 26) = 0.119, p = 0.733). 

 



 61 

 

 

 

 

 

 

 

 

 

 
Figure 3.7: Group mean accuracy on the phrase test by session in 

Experiment 3.1. The dashed line at 0.50 indicates chance performance. 
Error bars represent standard error. The results of a 2 x 2 mixed repeated 
measures ANOVA showed no main effect of condition (F(1, 26) = 0.065, 
p = 0.800), and no significant interaction between session and condition 

(F(1, 26) = 0.119, p = 0.733). There was a main effect of session (F(1, 26) 
= 12.683, p = 0.001). 

 
 
As predicted, participants in both conditions consistently chose the sequence that 

represented a phrase in the grammars over the sequence that either spanned a phrase 

boundary or did not include the complement, as reflected by their above-chance 

performance at session two. The results of independent one-tailed t-tests confirmed that 

both experimental (M = 0.72, t(13) = 4.23, p = 0.00049) and control groups  

(M = 0.75, t(13) = 6.360, p = 0.000012) performed significantly above chance on the 

phrase test. This shows that participants in both conditions learned the phrases in their 

grammars. 
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Sentence test 

Turning to the sentence test, we first normalized the ratings data by calculating the z-

score for each item from the raw ratings data for each participant and analyzing the mean 

z-score for grammatical and ungrammatical items for each participant. This 

normalization ensures that we removed any bias that particular participants may have had 

to use different ranges on the ratings scale. We then subtracted the mean ungrammatical 

normalized rating from the mean grammatical normalized rating for each participant to 

determine their difference score. We then used the individual difference scores as the 

input to a one-tailed t-test to determine if there was a difference between the experimental 

and control groups on the sentence test. The results are shown in Figure 3.8 below. The t-

test showed that there was a significant difference between the experimental and control 

groups on the sentence test (t(1, 26) = 2.450, p = 0.011). However, unexpectedly, this 

difference was in the opposite direction of our prediction, with the control group showing 

a larger difference between their normalized ratings for grammatical and ungrammatical 

sentences (M = 0.497, SD = 0.293) than did the experimental group (M = 0.233, SD = 

0.277).  
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Figure 3.8: Difference scores for the sentence test in Experiment 3.1. 

Scores were calculating by subtracting the mean normalized ungrammatical 
rating from the mean normalized grammatical rating. A one-tailed t-test 

revealed that that performance was significantly different between the two 
conditions (t(1, 26) = 2.450, p = 0.011) in the opposite direction of our 

prediction. 
 

DISCUSSION 

The results of Experiment 3.1 were surprising. They did not confirm our hypothesis, nor 

did they replicate the findings from Chapter 2 that local asymmetries provide additional 

regularities for sentence learning. There was similar performance on the phrase test in the 

present experiment, as we saw for the head-initial grammar used in Chapter 2. However, 

unlike the results from Chapter 2, we saw no boost in learning on the sentence test for the 

experimental participants. In fact, participants in the experimental group showed 

significantly less distinction between grammatical and ungrammatical sentence ratings at 

test than did the control participants. This suggests that the experimental participants’ 

learning was possibly hindered by the local asymmetries they encountered. At minimum, 
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it is clear that the local “head-final” asymmetries were not of additional benefit to 

learners at the level of sentence structure. 

To investigate further, we examined individual performance on the phrase test to see if 

learners with high phrase test performance showed better performance on the sentence 

test. We hypothesized that we may see better performance on the sentence test for 

participants with very high scores on the phrase test. Figure 3.9 shows individual 

performance on the phrase test at session 2.  

Since the mean accuracy on the phrase test across both groups was approximately 75%, 

we set 80% accuracy as our cut-off for “high” versus “low” performance, in order to 

capture those participants that performed above average on the phrase test. We then 

divided participants into two groups, those whose mean accuracy on the session 2 phrase 

test was at or above 80% (the “high” category) versus the remaining participants (the 

“low” category).  Five participants in each condition fell into the “high” learning 

category.  
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Figure 3.9: Individual mean accuracy on the phrase test at session 2 in Experiment 
3.1. The dashed line at 0.50 represents chance. 

 

We then examined performance on the sentence test by phrase test performance level. 

The results are shown in Figure 3.10. Participants in the high-performance experimental 

group actually performed worse on the sentence test than did the low performance group. 

Ordinarily we would expect that better learning of the phrase structure of a language 

would translate into better learning of the overall sentence structure (see Thompson & 

Newport, 2007 for discussion). In this case, we see that better phrase structure learning 

results in less distinction between grammatical and ungrammatical canonical sentences. 

This analysis provides further evidence that learning in the experimental group was 

actually hindered by the “head-final” asymmetries in their grammar. 
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Figure 3.10: Difference scores on the sentence test by phrase test performance level 
in Experiment 3.1. Error bars represent standard error. “High Performance” participants 

achieved an accuracy of 0.80 or higher (greater than mean performance) on the phrase 
test. Note that there are fewer participants in the High-Performance groups. 

 

We next examined the sentence test data by the position of the error for the 12 

ungrammatical items, as shown in Figure 3.11. There were three items for each of the 

four possible error positions. Participants in the experimental condition show normalized 

ratings distinct from the mean only for the final position (Y) in the sentence. Notably, this 

position is fully (forward TP = 1.0) predictable after seeing a preceding B-category word. 

Participants in the experimental condition failed to detect errors in the second position 

(X), despite the fact that this position was also fully predictable after a preceding A-

category word. It is also notable that experimental participants do not rate errors in the 

first position (A) below the mean.  

 



 67 

 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 

Figure 3.11: Mean normalized rating by sentence position of error  (ungrammatical 
trials only) in Experiment 3.1. Error bars represent standard error. 

 
 

The head-initial grammar used in Chapter 2 had a highly predictable first position: since 

heads always appeared in the first position of a phrase and were obligatory, only X or Y 

could begin a sentence. However, in the present head-final grammar, the first position is 

more variable. Here, since the head of the phrase appears following the complement and 

the complement is optional, a word from any of the four grammatical categories can 

begin a sentence. The low performance on ungrammatical items with errors in the first 

position suggests that participants were sensitive to this variation in sentence onset. The 

strong performance by control participants for first-position errors is consistent with the 

finding that learners show better learning for items occurring at the beginning of 

sentences (Morgan et al., 1987). If we consider performance by the control participants as 

a baseline, it is curious that participants in the experimental condition would perform 
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significantly worse on the sentence test. This suggests that participants in the 

experimental condition were sensitive to the additional regularity in their grammar, but 

that the regularity made learning the sentence structure more difficult.14  

Previous research has suggested that native language patterns play a role in the 

types of asymmetry adult learners prefer in laboratory tasks (Onnis & Thiessen 2013, 

Thiessen et al. 2019). Onnis & Thiessen (2013) showed that native English-speaking 

participants preferred sequences with low forward and high backward transitional 

probability patterns (like those used in the head-initial grammar from Chapter 2), while 

native Korean-speaking participants learned sequences with high forward and low 

backward transitional probability patterns (like those used in the head-final grammar) 

best. The authors concluded that native language experience influenced statistical 

learning mechanisms15,16. In follow-up work, Thiessen et al. (2019) showed that seven-

month old infants showed no native language preference for high-low versus low-high 

transitional probability patterns, but that by 13-months native English-speaking children 

preferred the low-high pattern that is characteristic of English and other head-initial 

languages.  

                                                
14 We caution against the over-interpretation of these negative results. These grammars were 

designed to be simple enough for use in future experiments with child learners. The present results 

for adult learners may reflect additional cognitive strategies that were available to adults given the 

relative simplicity of the grammars.   
15 See above for more detailed discussion of this work. 

16 It is notable that participants in the Korean-speaking group were also advanced L2 learners of 

English (Onnis & Thiessen, 2013). 
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If that is the case, we would expect that native speakers of head-final languages 

might show strong learning on the head-final grammar but weak learning on the head-

initial grammar – just as native speakers of English showed strong learning of the head-

initial grammar (in Chapter 2) and weak learning of the head-final grammar seen here.17 

Future work should explore whether native-speakers of head-final languages like Korean 

or Turkish show results similar on a head-final artificial language to the results from 

Chapter 2 on a head-initial grammar. In contrast, children within the critical period for 

language learning might show similar results for both their native language-like pattern 

and the opposite pattern, or might instead show a strong bias toward their native 

language. We also suggest that future work should explore whether additional exposure 

to patterns that do not match learners’ native languages is enough to overcome native 

language biases, or whether additional cues, such as differing phonological 

characteristics, are required to move learners away from their preferred pattern.  

We next turn to examining how mixed head-direction patterns affect sentence 

learning.   

EXPERIMENT 3.2: MIXED-DIRECTION GRAMMAR, HEAD-INITIAL 

PRECEDING HEAD-FINAL 

Typologically, mixed head-direction languages are less frequent than languages that can 

be characterized as wholly head-initial or head-final (Baker, 2008). However, they are 

not non-existent, which means that they are learnable. According to the FOFC (4), the 

only mixed-direction combination that is allowed in natural languages is head-initial 

                                                
17 It may, in the case of bilinguals, matter which of their languages the nonsense words are designed 

to mimic and what language the task is presented in. 
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dominating head-final (Biberauer et al., 2014). In order to test whether a sequence18 of 

phrases with this ordering provides the same learning benefit that consistent head-initial 

patterning provides, we designed a mixed-direction head-initial-over-head-final grammar 

and a matching control grammar. The head-initial grammar (see Chapter 2), and head-

final grammar (Experiment 3.1) are both characterized by phrases that are related by 

precedence (linear order) only, while the FOFC explicitly describes phrases in dominance 

(hierarchical) relationships. However, since we saw significant and distinct results in both 

harmonic (head-initial and head-final) experiments without the inclusion of dominance 

(hierarchical) relationships, we chose to continue using precedence as the only 

relationship between the phrases in the mixed-direction grammars. While dominance 

relationships are fundamental to syntactic structure, it is reasonable to question whether 

learning is affected by the presence of multiple head-directions in a linear structure. It is 

possible that complex sequences are more difficult to learn when each component is 

generated by a different rule. We separately consider the question of whether all head-

direction patterns in phrase structure grammars characterized by dominance 

relationships are equally learnable in Chapter 4.  

Description of grammars 

We again used the same distributional characteristic of heads that we used in our previous 

studies (see Chapter 2): an obligatory head but optional complement.   

                                                
18 It is important to note here that the present set of experiments is not a direct test of the structures 

in Figure 3.1. The structures in Figure 3.1 are created via recursive application of the syntactic 

function Merge, and are thus nested phrases in which the upper-most phrase dominates the 

embedded phrase. 
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To create the mixed-direction head-initial>head-final grammar, we modified the 

grammar used in Experiment 3.1 so that the head of the first phrase (XP) appeared in the 

initial position, preceding the complement, and the head of the second phrase (YP) 

appeared in the final position, following the complement. We altered the control grammar 

to match the word order of the canonical sentences in the experimental grammar, but both 

words in each phrase were optional. The control grammar thus served as a matched 

control for any sequence learning that occurred from exposure to canonical sentences and 

for any low-level preferences for particular combinations of nonsense words.  

The design of the experimental and control grammars is summarized in Figures 3.12 

and 3.13, respectively. The transitional probability structures of the grammars are 

summarized in Figure 3.14.  Both grammars consisted of two 2-word phrases. Each of the 

four form-class categories that comprised the grammars consisted of two English 

nonsense words: one monosyllabic and one disyllabic nonsense word. (This variation in 

phonological form meant that phrase length was not predictable from the number of 

syllables.) Each grammar was used to generate an exposure corpus of 22 unique, 

representative sentences. Two of the 22 sentences (9%) appeared in the canonical 

sentence structure. The remaining 20 sentences varied in according to the same rules 

described for Experiment 3.1.  
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Figure 3.12: Summary of experimental grammar design for Experiment 3.2. 

 
 

 
Figure 3.13: Summary of control grammar design for Experiment 3.2. 

 
 

Figure 3.14: Summary of transitional probability structure of grammars used in 
Experiment 3.2. 

 
 

Phrase and sentence tests 
 

We used the same basic design for the phrase and sentence tests described for 

Experiment 3.1. Participants completed a two-alternative forced choice test for the 

phrases in the present grammars, and a Likert-scale ratings task for the sentence test.  
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Given the large amount of input available to participants in both conditions about the 

phrases of the grammars, we expected that participants in both conditions would perform 

above chance on the phrase test. If locally asymmetric structures with head-complement 

relationships are more readily learnable than those without, we would expect to see 

participants in the experimental condition outperform those in the control condition on 

the sentence test. Following the typological generalizations in the literature regarding 

mixed head-direction languages, we expect that the present grammar should still be 

learnable. This grammar corresponds to the grammar in Figure 3.1(d) which has a head-

initial phrase preceding a head-final one.  We again hypothesized that the addition of the 

asymmetry in the experimental grammar will allow participants in the experimental 

condition to develop more structured representations of the sentences, and therefore that, 

after a relatively brief exposure to the language, they will show a larger distinction 

between their ratings for grammatical versus ungrammatical sentences in the sentence 

test.  

EXPERIMENT 3.2 MATERIALS 

The exposure corpora, sentence test, and phrase test audio files were generated by 

concatenating individually recorded nonsense words. We used the same normalized 

single-word recordings from Experiment 3.1. The words were then concatenated into the 

exposure sentences and test sequences using the SoX command line utility 

(http://sox.sourceforge.net/). Audio files were checked by research assistants blind to the 

grammar design to confirm that they contained no audio artifacts or intonational cues to 

phrase structure. 
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EXPERIMENT 3.2 PROCEDURE 

Due to the COVID-19 outbreak and local restrictions, the data for this experiment were 

collected entirely online, following Procedure 2 as described for Experiment 3.1. 

EXPERIMENT 3.2 METHOD 

A total of 28 participants (22 female) were recruited from the Georgetown 

University community. All participants were native speakers of English. Participants 

were between the ages of 18-26 (M = 21.10 years, range: 18.75 – 23.92 years). No 

participants were excluded. All participants gave informed consent prior to participating 

in the study. Participants were compensated $20 for completing both sessions.  

EXPERIMENT 3.2 RESULTS 

We analyzed the results of the phrase and sentence tests to determine whether our 

hypotheses were confirmed. We expected both experimental and control participants to 

perform above chance on the phrase test, since there is a high frequency of the complete 

phrases in both corpora. Since this grammar is allowable under the FOFC, we expected 

that the local asymmetry would provide additional structural scaffolding for learning the 

longer sentence-length sequences. We therefore expected participants in the experimental 

condition to perform better than those in the control condition on the sentence test, as 

evidenced by a larger difference in their ratings for grammatical versus ungrammatical 

trials.  

Phrase test 

To analyze the results of the phrase test, we used a 2x2 mixed repeated measures 

ANOVA, with condition as between-subjects factor and session as a within-subjects 

factor. The results are shown in Figure 3.15 below. There was a highly significant main 
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effect of condition (F(1, 26) = 9.706, p = 0.004) and a significant main effect of session 

(F(1, 26) = 4.300, p = 0.048). There was also a significant interaction between session 

and condition (F(1, 26) = 5.442, p = 0.028).  

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.15: Group mean accuracy on the phrase test by session in 
Experiment 3.2. The dashed line at accuracy = 0.50 indicates chance 
performance. Error bars represent standard error. The results of a 2 x 2 
mixed repeated measures ANOVA showed that there was a significant 
main effect of condition (F(1, 26) = 9.706, p = 0.004) and a significant 
main effect of session (F(1, 26) = 4.300, p = 0.048). There was also a 

significant interaction between session and condition (F(1, 26) = 5.442, p 
= 0.028). 

 
 
These results only partially confirmed our hypothesis. Participants in the experimental 

condition did perform above chance using a one-tailed t-test (M = 0.768, t(1, 13) = 6.204, 

p= 0.000016). However, participants in the control condition performed no better than 

chance on the phrase test (M = 0.518, t(1, 13) = 0.563, p = 0.2915). We predicted that 

participants in both conditions would learn the phrases in the grammars because of the 
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large amount of exposure to the full phrases. However, these results show that only the 

experimental participants successfully learned the phrases.  

Sentence test 

Turning to the sentence test, we first normalized the ratings data by calculating the z-

score for each trial from the raw ratings data for each participant and analyzing the mean 

z-score for grammatical and ungrammatical items for each participant. This 

normalization ensures that we removed any bias that participants may have to use 

different ranges on the ratings scale. We calculated a difference score for each participant 

by subtracting their mean normalized ungrammatical rating from their mean normalized 

grammatical rating. We then used a one-tailed t-test to compare the difference scores for 

the experimental and control groups. The results are shown in Figure 3.16 below. The t-

test revealed that there was not a significant difference between the groups (t(1, 26) = 

1.429, p = 0.083), but that the results are trending in the predicted direction.  

These results did not confirm our hypothesis. Participants in the experimental 

condition were not significantly different in learning the canonical sentence structure (M 

= 0.608, SD = 0.284) from control participants (M = 0.782, SD = 0.356). While all 

participants learned the difference between grammatical and ungrammatical sentences, 

the experimental group’s higher performance on the sentence test was only marginally 

significant.  
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Figure 3.16: Difference scores on the sentence test in Experiment 3.2. 
Error bars represent standard error. Scores were calculated by subtracting 
each participant’s mean normalized ungrammatical rating from their mean 
normalized grammatical rating. The results of the one-tailed t-test showed 

that the difference between groups was only marginally significant        
(t(1, 26) = 1.429, p = 0.083). 

 
 

EXPERIMENT 3.2 DISCUSSION 

While the results of this experiment did not reach statistical significance, it is notable that 

the results are trending in the predicted direction. The chance-level performance on the 

phrase test by control participants was surprising, especially since we saw in Chapter 2 

and Experiment 3.1 that participants in both conditions learned the phrases. We further 

examined the results of the phrase test to determine if participants in the control condition 

struggled with a particular phrase (XA or BY) or a particular type of question on the 

phrase test. However, this analysis did not reveal any difference between the two phrases 

or the two types of trials from the test. It is possible that TP = 0.22 that characterized the 

phrase boundary was not different enough from the TP = 0.50 that characterized the 

phrases; however, TP = 0.22 is actually lower than the TP = 0.30 that characterized the 
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phrase boundary in Experiment 3.1. This result is unexpected and should be confirmed 

with a larger group of participants.  

Turning to the sentence test results, we did not see a significant learning benefit of 

the addition of the mixed local asymmetries in the experimental grammar. Both 

conditions learned the sentences, with experimental participants only performing 

marginally better on the sentence test. Control participants were likely able to learn the 

sentences largely from the large number of canonical sentences in the input, combined 

with the distributional information about phrases in their grammar. Had the sentences 

been longer or the grammar had a larger vocabulary, control participants would likely 

have shown lower difference scores on the sentence test. For the experimental 

participants, the addition of the head-initial regularity in the first phrase was not enough 

to result in significantly stronger learning. It is notable, however, that the addition of the 

single head-final phrase did not result in the reduced learning that we saw in Experiment 

3.1. It is possible that the single head-initial phrase supported learning enough to 

overcome any reduced learning caused by the single head-final phrase. Future work 

should ask whether mixed languages simply require additional exposure to show 

increased learning over baseline. 

We next asked whether the disallowed “final over initial” mixed-direction grammar 

would show similar results.  
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EXPERIMENT 3.3: MIXED-DIRECTION GRAMMAR, HEAD-FINAL PRECEDING 

HEAD-INITIAL 

Description of grammars 

We again used the same distributional characteristic for heads that we used in our 

previous investigations (obligatory head, optional complement). To create the mixed-

direction head-final>head-initial grammar, we modified the grammar used in Experiment 

3.1 so that the head of the first phrase (XP) appeared in the final position, following the 

complement, and the head of the second phrase (YP) appeared in the initial position, 

preceding the complement. We altered the control grammar to match the word order of 

the canonical sentences in the experimental grammar. The control grammar thus served 

as a matched control for any sequence learning that occurred from exposure to canonical 

sentences and any low-level preferences for particular combinations of nonsense words.  

The design of the experimental and control grammars is summarized in Figures 3.17 

and 3.18, respectively. The transitional probability structures of the grammars are 

summarized in Figure 3.19.  Both grammars consisted of two 2-word phrases. Each of the 

four form-class categories that comprised the grammars consisted of two English 

nonsense words: one monosyllabic and one disyllabic nonsense word. (This variation in 

phonological form meant that phrase length was not predictable from the number of 

syllables.) Each grammar was used to generate an exposure corpus of 22 unique, 

representative sentences. Two of the 22 sentences (9%) appeared in the canonical 

sentence structure. The remaining 20 sentences varied in according to the same rules 

described for Experiments 3.1 and 3.2.  
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Figure 3.17: Summary of experimental grammar design for Experiment 3.3. 

 

 
 

Figure 3.18 Summary of control grammar design for Experiment 3.3. 
 

 

 
 

Figure 3.19: Summary of transitional probability structure of grammars used in 
Experiment 3.3. 
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Phrase and sentence tests 
 

We used the same basic design for the phrase and sentence tests described for 

Experiments 3.1 and 3.2. Participants completed a two-alternative forced choice test for 

the phrase test and a Likert-ratings task for the sentence test.  

Given the large amount of input available to participants in both conditions about 

phrases, we expected to see participants in both conditions performing above chance on 

the phrase test. This grammar does not correspond directly to Figure 3.1(d), which has a 

head-final phrase dominating a head-initial phrase. According to the FOFC (4) this 

configuration does not occur in natural language. The present experiment is a test of 

whether a head-final>head-initial pattern in a linear (precedence) relationship is equally 

as learnable as the other possible head-orderings. If the linear pattern of head-final>head-

initial is roughly equivalent to the dominance-related (hierarchical) head-final>head-

initial pattern, and is therefore subject to a learning bias, we should see participants in the 

experimental either fail to learn the sentences or show diminished learning, compared to 

their matched controls.  

EXPERIMENT 3.3 MATERIALS 

The exposure corpora, sentence test, and phrase test audio files were generated by 

concatenating individually recorded nonsense words. We used the same normalized 

single-word recordings from Experiments 3.1 and 3.2. The words were then concatenated 

into the exposure sentences and test sequences using the SoX command line utility 

(http://sox.sourceforge.net/). Audio files were checked by research assistants blind to the 

grammar design to confirm that they contained no audio artifacts or intonational cues to 

phrase structure.  
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EXPERIMENT 3.3 PROCEDURE 

Due to the COVID-19 outbreak and local restrictions, the data for this experiment were 

collected entirely online, following Procedure 2 as described for Experiment 3.1. 

EXPERIMENT 3.3 METHOD 

A total of 28 participants (21 female) were recruited from the Georgetown 

University community. All participants were native speakers of English. Participants 

were between the ages of 18-26 (mean = 21.32 years, range: 18.50 – 25.33 years). No 

participants were excluded. All participants gave informed consent prior to participating 

in the study. Participants were compensated $20 for completing both sessions.  

EXPERIMENT 3.3 RESULTS 

We analyzed the results of the phrase and sentence tests to determine whether our 

hypotheses were confirmed. We expected both experimental and control participants to 

perform above chance on the phrase test, since both grammars provide distributional cues 

to phrases and include a high frequency of full phrases. Since this grammar is disallowed 

by the FOFC, we expected that the local asymmetry would provide no benefit to learners. 

We therefore expected participants in the experimental condition to perform either equal 

to or worse than those in the control condition on the sentence test.  

Phrase test 

To analyze the results of the phrase test, we used a 2 x 2 mixed repeated measures 

ANOVA, with condition as between-subjects factor and session as a within-subjects 

factor. The results are shown in Figure 3.20 below. There was no main effect of condition 

(F(1, 26) = 2.278, p = 0.143) and no main effect of session (F(1, 26) = 2.746, p = 0.109). 
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There was also no significant interaction between session and condition (F(1, 26) = 

0.989, p = 0.329).  

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 3.20: Group mean accuracy on the phrase test by session in Experiment 3.3. 
The dashed line at accuracy = 0.50 indicates chance performance. Error bars represent 
standard error. The results of a 2 x 2 mixed repeated measures ANOVA showed that 

there was no main effect of condition (F(1, 26) = 0.227, p = 0.637), nor a main effect of 
session (F(1, 26) = 1.761, p = 0.196). There was also no significant interaction between 

session and condition (F(1, 26) = 0.364, p = 0.552). 
 

As predicted, participants in both conditions consistently chose the sequence that 

represented a phrase in the grammars over the sequence that either spanned a phrase 

boundary or did not include the complement, as reflected by their above-chance 

performance at session two. Both experimental (mean = 0.696, t(13) = 4.580, p = 

0.00026) and control groups (mean = 0.580, t(13) = 2.360, p = 0.016) performed 

significantly above chance on the phrase test. This shows that participants in both 

conditions learned the phrases in their grammars. 
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Sentence test 

Turning to the sentence test, we first normalized the ratings data by calculating the z-

score for each trial from the raw ratings data for each participant and analyzing the mean 

z-score for grammatical and ungrammatical items for each participant. This 

normalization ensures that we removed any bias that particular participants may have to 

use different ranges on the ratings scale. We then calculated a difference score for each 

participant by subtracting their mean normalized ungrammatical rating from their mean 

normalized grammatical rating. We used the difference scores as the input for a one-

tailed t-test to determine if the experimental and control groups performed differently on 

the sentence test. The results of the t-test showed that there was no difference between the 

conditions (t(1, 26) = 0.454, p = 0.327). The results are shown in Figure 3.21. 

 

Figure 3.21: Difference scores on the sentence test in Experiment 3.3. Error bars 
represent standard error. Scores were calculated by subtracting each participant’s mean 
normalized ungrammatical rating from their mean normalized grammatical rating. The 

results of the one-tailed t-test showed that there was not a significant difference between 
the two groups (t(1, 26) = 0.454, p = 0.327). 
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While all participants learned the difference between grammatical and 

ungrammatical sentences, there was no difference in performance for the experimental 

group (M = 0.822, SD = 0.188) over the baseline learning shown by the control group (M 

= 0.865, SD = 0.306).  

EXPERIMENT 3.3 DISCUSSION 

We had hypothesized that this pattern of asymmetry would either provide no additional 

benefit or hinder sentence learning because it is barred by the FOFC. While these results 

are consistent with that hypothesis, it is important to note they are also consistent with the 

interpretation that only the head-initial pattern is of additional benefit in sentence learning 

in native speakers of head-initial languages. The results of the present experiment are 

consistent with those of Experiment 3.2, which suggest that the mixed head-direction 

pattern is not of additional benefit to learning but is not a hindrance to learning as we saw 

in Experiment 3.1. While participants in both conditions were able to learn the phrases, 

we saw no difference between the groups on the sentence test.  

GENERAL DISCUSSION 

We conducted this set of experiments to test our hypothesis that the three head-

directionality patterns allowed by the FOFC (4) are found in natural language due to a 

bias in human learning mechanisms that favor such patterns and disfavor the disallowed 

“final-over-initial” pattern. In Chapter 2, we saw that the additional of locally symmetric 

head-complement patterns was beneficial to learners in acquiring the sentence structure 

of a miniature language. The grammar used in Chapter 2 was a model of a consistently 

head-initial pattern. In order to test our hypothesis that learning mechanisms favor locally 

asymmetric patterns, we created three additional grammars that were designed to model 
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the remaining three possible head-direction patterns—consistently head-final, head-initial 

preceding head-final, and head-final preceding head-initial. This was not a direct test of 

the patterns described by the FOFC. The present set of experiments was designed to test 

whether the described patterns affect learning when they appear in linear language 

patterns, in which the relationships between phrases can only be described by precedence. 

Since we saw strong results for our head-initial grammar that was also a precedence-

relation phrase structure grammar, we chose to continue examining whether the 

remainder of the possible head-direction patterns would result in similarly strong benefits 

to sentence structure acquisition.  

Each grammar was paired with a matching control grammar that included cues to phrase 

structure but had locally symmetric phrases. The control grammars were designed to 

provide a baseline for sentence structure learning from exposure to canonical sentences, 

overall cues to phrase structure, and low-level preferences for combinations of nonsense 

words.   

 Across the three experiments, we failed to replicate the results from the head-

initial grammar used in Chapter 2. In Experiment 3.1, exposure to the head-final grammar 

resulted in significantly worse performance on the phrase test than did exposure to its 

matched control. In light of the findings of Onnis & Thiessen (2013), we interpret our 

own findings as the result of biases introduced by the participants’ native language 

(English). Future work should determine whether additional exposure or additional cues 

can overcome these biases, and whether children within the critical period for language 

acquisition are able to learn both grammars equally well.  
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 In Experiments 3.2 and 3.3, we tested the two possible combinations of mixed-

direction head patterns. In Experiment 3.2, we saw that participants exposed to the head-

initial preceding head-final grammar showed sentence structure learning that was only 

marginally significantly better than their matched controls. Unlike the results of 

Experiment 3.1, the single head-final phrase did not result in diminished learning. This 

suggests that the presence of the single head-initial phrase was enough to overcome any 

hindrances introduced by the presence of the head-final phrase, but not enough to provide 

an additional learning benefit as we saw in Chapter 2 for the harmonic head-initial 

grammar. It is possible that the head-initial preceding head-final grammar is more 

difficult to learn, and that with additional exposure we would see significantly better 

learning than controls.  

 In Experiment 3.3, we tested the head-final preceding head-initial combination 

that is barred by the FOFC (4) and is argued to be absent from the world’s languages. 

However, our test of this pattern was characterized by a precedence relationship and not a 

dominance relationship as it is described in the FOFC. Our results showed that there was 

no additional learning benefit for participants exposed to the head-final>head-initial 

grammar. These results are consistent with the interpretation that this patterning is dis-

preferred by human leaning mechanisms, but it is also consistent with our findings from 

Experiment 3.2. We confirmed that the results of these experiments were comparable 

using a two-way ANOVA to examine the effect of condition (experimental vs. control) 

and head-directionality (initial>final or final>initial). There was no significant interaction 

between the effects of condition and head-directionality (F(1, 52) = 1.967, p = 0.167). 

Just as in Experiment 3.2, we saw no detrimental effects of the presence of a single head-
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final phrase, but also no significant benefit of the presence of a single head-initial phrase. 

For both Experiments 3.2 and 3.3, it is possible that diminished sentence learning caused 

by the head-final pattern was overcome by the benefits to learning from the head-initial 

pattern. The marginally significant difference found for experiment 3.2 suggests that it 

would be informative to test whether a difference arises between experimental and 

control groups after additional exposure to the language for both experiments 3.2 and 3.3.  

 Although we were not able to confirm our hypothesis that typological 

generalizations about head-directionality patterns arise due to biases in learning 

mechanisms, the present grammars were an imperfect test of these patterns. Of particular 

concern is the fact that these grammars, while locally asymmetrical and comprised of 

phrases, are not hierarchical. These grammars consist of two phrases that are merely 

sequentially linked. The patterns described by the FOFC (4) and shown in Figure 3.1 are 

patterns of nested phrases, where the head of one phrase dominates the phrase with which 

it combines. This nested patterning may result in different distributional relationships and 

different effects during learning. It is also notable that, while the grammars used in the 

present study make use of transformations that are common in natural language, the 

transformations did not obey universal restrictions that apply to movement operations in 

natural language syntax. For example, phrases were allowed to move any distance and 

repeat in any location, without constraint.  

For these reasons, in the next chapter we designed an additional set of miniature 

grammars that consisted of nested phrases that obey the syntactic restrictions on 

movement. We then used these grammars to again test our hypothesis that head-ordering 

universals arise from biases in learning mechanisms.  
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CHAPTER 4: TESTING THE FINAL-OVER-FINAL CONSTRAINT USING 

ARTIFICIAL LANGUAGES 

INTRODUCTION 

We saw in Chapter 3 that having the heads of phrases consistently in initial position made 

a positive difference for learning sentence structure, but consistent head-final position did 

not provide such an advantage. We reasoned that this may be due to biases in statistical 

learning caused by participants’ native language of English, which is also head-initial. It 

is alternatively possible, however, that our design was not a strong, targeted test of the 

Final-Over-Final Constraint (FOFC) (Holmberg, 2000). In particular, our previous 

languages had two phrases that were linearly linked, but not in a hierarchical relationship 

with one another, while the FOFC makes explicit reference to relationships between 

elements in a hierarchical, asymmetrical structure.  

For this reason, we designed a set of grammars with nested phrase structures as a 

second test of our hypothesis that the FOFC arises as a result of a bias in learning 

mechanisms that favors the allowed structures. In addition, from the basic nested-phrase 

canonical structures, we applied movement operations that more closely mimicked those 

found in natural language than the move, repeat, and delete that we used in the previous 

studies. In particular, we limited the sentence components that could be targeted for 

movement and also limited the landing sites for moved phrases; both of these limits were 

in accord with common syntactic movements described in the theoretical literature. For 

example, we allowed some long phrases to undergo “heavy-NP” shift by moving to the 

end of the sentence (see Ross 1967 for analysis and discussion of this type of movement).  
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These constraints created grammars that were more restricted in their possible sentence 

structures than our previous grammars, but with more complex rules and restrictions.  

We then used these new grammars to test our hypothesis that the word order 

generalizations captured by the FOFC arise as a result of a bias in the human learning 

mechanisms. We hypothesized that participants exposed to the grammars containing the 

allowed Final-over-Initial (HF-HI) structures would show better sentence structure 

learning than those exposed to disallowed FOFC grammars. 

DESCRIPTION OF GRAMMARS 

For this study, we used the same distributional characteristics of heads that we used in 

our previous studies, defined by the characteristics below.  

I. Each phrase has one and only one head;  

II. The head of the phrase obligatorily appears whenever the phrase is 

present;  

III. For each phrase type, the head of the phrase appears consistently in the 

same linear position within the phrase19; and  

IV. All other elements of the phrase are optional. 

However, in the present experiment, each grammar consists of a set of three nested 

phrases. Each language included four form-class categories, each comprised of two 

nonsense words. The most embedded phrase, XP, is a head X plus an optional 

                                                
19 For a given phrase type XP, the head of any instance of XP will appear consistently in the same 

linear position within the phrase. However, the linear position may not be consistent across all 

phrase types. For phrase type YP, the head of any instance of YP will appear consistently in the same 

linear position, but that linear position may not be the same position in which the head of an instance 

of XP appears.  
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complement A. XP is then the optional complement to the head Y, forming YP; and YP is 

the optional complement to the head Z, forming ZP.  

This design has two main benefits over our previous languages. First, the phrases 

are hierarchically related to one another. (In our previous languages, the phrases were 

related only linearly.) The hierarchical relationships used here more closely reflect the 

relationships seen in natural language described by the FOFC. Second, the sentences in 

this grammar can be more straightforwardly defined by Merge (see Chapter 2 for 

definition and discussion). While our previous grammars could be generated by applying 

Merge to XP and YP, there was no head-complement relationship between the two 

phrases. As we discussed in Chapter 2, Projection is an important feature of natural 

language syntactic combination. Projection requires that one of the two elements 

combined via Merge act as the label for the newly created object, which then serves to 

define the syntactic behavior of the object in the derivation. Merge{Y, XP} is the most 

straightforward case for projection, with the head Y acting as the label. As a by-product, 

we create a language that is both locally asymmetrical (due to head-complement 

relationships) and globally asymmetrical (as a result of Projection). For these reasons, 

this design creates a better basis for testing our hypothesis that language head-

directionality universals (namely, the FOFC) are the result of learning biases that favor 

the three attested word-orders.  

Finally, as part of this design, we altered our transformation rules to reflect the 

rules that syntactic theory has defined for movement in syntax. Phrases in these 

grammars were still allowed to delete (e.g., XP was allowed to be absent from sentences, 

since it was an optional component of YP), repeat (e.g., our phrase structure rules allowed 
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certain phrases to appear in multiple positions in the sentence), and move (e.g., phrases 

were allowed to move from their original positions to other positions in the sentence, as 

allowed by syntactic movement restrictions). By applying these transformations to the 

canonical sentence structure, we again created exposure corpora for each grammar that 

provided distributional evidence for phrases, complemented by asymmetries within and 

between phrases.  

With these characteristics as a base, we then created four different grammars that 

represent each of the four possible head-direction combinations—harmonic head-initial, 

harmonic head-final, disharmonic head-initial over head-final, and the disallowed 

disharmonic head-final over head-initial.  

Harmonic head-initial (HHI) 

 The harmonic head-initial grammar has all three heads (Z, Y, X) preceding their 

complements (YP, XP, A). The tree diagram in Figure 4.1 shows the canonical sentence 

structure of the grammar.  

 
Figure 4.1: Canonical Harmonic Head-Initial sentence structure. 

 
 
The following phrase structure rules were used to define the grammar: 

i) ZP à Z (YP) 

ii) ZP à Z (ZP) 
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iii) YP à Y (XP) 

iv) XP à X (A) 

v) XP à X (ZP) 

These rules provide for three basic structures (prior to movement transformations), shown 

in Figure 4.1, above, and Figures 4.2 and 4.3, below. 

 
Figure 4.2: Harmonic Head-Initial basic structure (no movement transformations) 

using the ZP à Z (ZP) rule. 
 
 

 
 
Figure 4.3: Harmonic Head-Initial basic structure (no movement transformations) 

using the XP à X (ZP) rule. 
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The three movement transformations that were allowed in the grammar were: 

i) Movement of an XP or YP to the leftward specifier position of its most 

immediately dominating ZP20 

ii) Movement of an embedded ZP to the leftward specifier position of its most 

immediately dominating ZP 

iii) Rightward movement of a “heavy YP” to the right periphery21 

We then applied the optionality and movement transformations to the three basic 

structures to derive a total of 27 exposure sentences that are representative of the 

sentences allowed in the grammar. Only one exposure sentence appeared in the canonical 

order, representing a total of 3.7% of the exposure corpus. As with the harmonic head-

initial grammar we used in our previous study (see Chapter 2), this grammar provides 

consistent distributional cues that heads must be present in order for complements to be 

present and that heads obligatorily precede complements. This grammar is additionally 

characterized by the same low-forward, high-backward transitional probability pattern 

that characterized the grammar used in Chapter 2, and also matching the corpus analysis 

findings of Onnis & Thiessen (2012). The transitional probability structure of this 

grammar is shown in Figure 4.4.  

 
Figure 4.4: Harmonic Head-Initial transitional probability structure. 

                                                
20 Z was treated as a quasi-phase head in that any movement was required to first stop at the most 

immediately dominating (i.e., closest in structure) Z-node.  

21 “Heavy YP” was defined as a YP+XP combination with all optional elements present. 



 95 

Harmonic head-final (HHF) 

The harmonic head-final grammar was designed with all three heads (Z, Y, X) following 

their complements (YP, XP, A). The tree diagram in Figure 4.5 shows the canonical 

sentence structure of the grammar.  

 
Figure 4.5: Harmonic Head-Final canonical sentence structure. 

 
 

The following phrase structure rules were used to define the grammar: 

vi) ZP à (YP) Z 

vii) ZP à (ZP) Z 

viii) YP à (XP) Y 

ix) XP à (A) X 

x) XP à (ZP) X 

These rules provide for three basic structures (before movement transformations), as 

shown in Figure 4.5, above, and Figures 4.6 and 4.7, below. 
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Figure 4.6: Harmonic Head-Final basic structure (no movement transformations) 
using the additional ZP à (ZP) Z rule. 

 

 
Figure 4.7: Harmonic Head-Final basic structure (no movement transformations) 

using the additional XP à (ZP) X rule. 
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The two movement transformations22 that were allowed in the grammar were: 

iv) Rightward movement of an XP or YP to the rightward specifier position of 

its most immediately dominating ZP 

v) Rightward movement of a “heavy YP” or “heavy ZP” to the right periphery 

We then applied the optionality and movement transformations to the basic structures to 

derive a total of 27 exposure sentences that are representative of the sentences allowed in 

the grammar. Only one exposure sentence appeared in the canonical order, representing a 

total of 3.7% of the exposure corpus. The HHF grammar again provides consistent 

distributional cues that heads must be present for complements to be present and that 

heads obligatorily follow their complements. This grammar is additionally characterized 

by the same high-forward, low-backward transitional probability pattern that 

characterized the harmonic head-final grammar used in Chapter 3, and also matching the 

findings of Onnis & Thiessen (2012) for the corpus study of a head-final language 

(Korean). The transitional probability structure of this grammar is shown in Figure 4.8. 

 
Figure 4.8: Harmonic Head-Final transitional probability structure. 

                                                
22 While there are only two movement transformation rules in this grammar, note that the same 

number of phrases participate in movement as in the HHI grammar. The rules for the HHF grammar 

are not exact matches to those used in the HHI grammar due to the nature of linearization in head-

final structures. Had we applied the same rules used in the HHI grammar, word order would not have 

been variable enough to produce the distributional cues necessary for phrase structure learning. 

However, the rules used for the HHF grammar are attested in the world’s languages, so we do not 

expect they will cause participants to perform differently.  
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Disharmonic head-initial > head-final (HI-HF) 

The disharmonic head-initial over head-final grammar (HI-HF) was designed with the 

highest head (Z) preceding its complement (YP) and the remaining heads (Y, X) following 

their complements (XP, A). The tree diagram in Figure 4.9 shows the canonical sentence 

structure of the grammar.  

 
Figure 4.9: Canonical Disharmonic Head-Initial over Head-Final sentence structure. 

 
 
The following phrase structure rules were used to define the grammar: 

xi) ZP à Z (YP) 

xii) ZP à Z (ZP) 

xiii) YP à (XP) Y 

xiv) XP à (A) X 

xv) XP à (YP) X 

These rules provide for three basic structures, as shown in Figure 4.9, above, and Figures 

4.10 and 4.11, below. Note that rule (xv) is not homologous to the embedding rule used 

in the other grammars in this study. In the other grammars, X combines with ZP to allow 

for an embedded ZP-clause. However, in the case of this grammar, ZP is defined as a 

head-initial phrase, and XP is defined as a head-final phrase. By embedding ZP within 

XP, we would be creating a structure with a head-final phrase dominating a head-initial 
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phrase. Since that structure is barred by the FOFC and is the type of structure we 

hypothesize is not learnable, the phrase structure rule XP à (ZP) X would render our 

“initial over final” grammar unlearnable as well. To avoid this issue, we allowed for YP 

to combine with X, creating a similar instance of embedding that allows for more 

complex sentences but avoiding the creation of a “final over initial” structure. 

 
Figure 4.10: Disharmonic Head-Initial over Head-Final basic structure (no 

movement transformations) using the additional ZP à Z (ZP) rule. 
 

 

Figure 4.11: Disharmonic Head-Initial over Head-Final basic structure (no 
movement transformations) using the XP à (YP) X rule. 
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The movement transformations that were allowed in the grammar were: 

vi) Rightward movement of an XP or YP to the leftward specifier position of 

its most immediately dominating ZP 

vii) Rightward movement of a “heavy YP” to the right periphery 

We then applied the optionality and movement transformations (above) to the basic 

structures to derive a total of 27 exposure sentences that are representative of the 

sentences allowed in the grammar. Only one exposure sentence appeared in the canonical 

order, representing a total of 3.7% of the exposure corpus. This grammar provides 

consistent distributional cues that heads must be present for complements to be present 

and that each head has a specified linear position relative to its complement (but this 

position varies between head types). This grammar is additionally characterized by a mix 

of high-forward, low-backward and low-forward, high-backward transitional 

probabilities. The transitional probability structure of this grammar is shown in Figure 

4.12.  

 
Figure 4.12: Disharmonic Head-Initial over Head-Final transitional probability 

structure . 
 
 
Disharmonic head-final > head-initial (HF-HI) 

 The disharmonic head-final over head-initial grammar (HF-HI) was designed with the 

highest head (Z) following its complement (YP) and the remaining heads (Y, X) preceding 

their complements (XP, A). The tree diagram in Figure 4.13 shows the canonical sentence 

structure of the grammar.  
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Figure 4.13: Disharmonic Head-Final over Head-Initial canonical sentence 

structure. 
 

The following phrase structure rules were used to define the grammar: 

xvi) ZP à (YP) Z 

xvii) ZP à (ZP) Z 

xviii) YP à Y (XP) 

xix) XP à X (A) 

xx) XP à X (ZP) 

These rules provide for three basic structures (no movement transformations), as shown 

in Figure 4.13, above, and Figures 4.14 and 4.15, below. 

 
Figure 4.14: Disharmonic Head-Final over Head-Initial basic structure using the  

ZP à (ZP) Z rule. 
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Figure 4.15: Disharmonic Head-Final over Head-Initial basic structure using the  
XP à (ZP) X rule. 

 
 
The movement transformations that were allowed in the grammar were: 

viii) Leftward movement of an XP to the leftward specifier position of its most 

immediately dominating ZP 

ix) Rightward movement of an XP or YP to the rightward specifier of the most 

immediately dominating ZP 

x) Rightward movement of a “heavy YP” to the right periphery 

We then applied the optionality and movement transformations to the basic structures to 

derive a total of 27 exposure sentences that are representative of the allowed sentences in 

the grammar. Only one exposure sentence appeared in the canonical order, representing a 

total of 3.7% of the exposure corpus. The HF-HI grammar provides consistent 

distributional cues that heads must be present for complements to be present, and that 

each head has a specified linear position relative to its complement. This grammar is 

additionally characterized by a mix of high-forward, low-backward and low-forward, 
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high-backward transitional probabilities. The transitional probability structure of this 

grammar is shown in Figure 4.16.  

 
Figure 4.16: Disharmonic Head-Final over Head-Initial transitional probability 

structure. 
 
 

Phrase, movement and sentence tests  

In order to test participants’ learning of the grammars, we gave them three tests designed 

to determine how well they learned the phrase structure of the grammar, the canonical 

sentence structure of the grammar, and the allowed movements in the grammar.  

Phrase Test 

In order to evaluate whether participants acquired the phrase structure of the language, 

we gave participants a two-alternative forced choice test. Each test item consisted of a 

phrase from the grammar and a sequence of words that did not form a phrase in the 

language; participants were instructed to choose the best sequence. The test was 

comprised of 12 items that tested two-word sequences from the grammar and eight items 

that tested nested three-word sequences from the grammar, for a total of 20 trials.  

The two-word items tested XP (e.g., XA), YP (e.g., YX), and ZP (e.g., ZY). Each phrase 

was tested four times. All incorrect alternatives were word sequences that occurred in the 

exposure corpus but were not phrases. These items were designed to test whether 

participants learned the relationships between the heads and complements of the 

grammar. 
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The three-word items tested whether participants learned the nested sequencing of the 

grammar. These items tested the sequence ZP-YP-XP and the sequence YP-XP (including 

X’s complement A). Each sequence was tested four times. Half of the items compared 

these sequences against word sequences that occurred in the grammar due to movement 

operations but represented only partial or mis-ordered phrase groupings. The remaining 

half of the items compared these sequences against word sequences that did not occur in 

the grammar.  

The full set of 20 items was balanced for the order of presentation of the correct answer 

(first or second) and then randomized with the condition that no more than three items in 

a row had the same presentation order for the correct answer. All participants were 

presented with the same ordering of items. 

If participants successfully acquired the phrase structure of the grammar, we would 

expect to see them perform above chance overall on the phrase test. If participants 

learned the hierarchical relationships between the phrases, we would expect to see that 

they performed significantly above chance on the three-word trials in the phrase test.  

Sentence Test 

In order to test whether participants learned the canonical sentence structure of the 

grammar, we gave participants a Likert-scale ratings test. The test was comprised of 30 

items. Half of the items were novel grammatical canonical sentences, and the remaining 

half were ungrammatical sentences. Participants were instructed to rate the sentences on a 

scale from one (low confidence) to five (high confidence), based on whether they thought 

they had heard the sentence during the exposure portion of the experiment. The 15 

canonical sentences were all novel sentences (none appeared in the exposure corpus). The 
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15 ungrammatical sentences were created by scrambling the four words in a canonical 

sentence. The ungrammatical sentences were incorrect canonical sentence structures, but 

were also not derivable using the allowed movement or optionality transformations.  

The 30 items in the sentence test were randomized, with the condition that no more than 

three items in a row have the same grammaticality. All participants were given the same 

order of trials.  

 If participants successfully acquired the sentence structure, they should show higher 

ratings for grammatical versus ungrammatical sentences on the sentence test. We 

hypothesized that, given the simplicity of the grammar, participants in all conditions 

would show some difference between their grammatical and ungrammatical sentence 

ratings. However, since head-final over head-initial structures are disallowed by the 

FOFC, we hypothesized that we would see a significantly smaller difference for 

grammatical versus ungrammatical sentences on the sentence test for participants in the 

HF-HI condition than for participants in the other three conditions.  

Movement Test 

In order to test whether participants learned the movement transformation rules, we gave 

them a two-alternative forced choice task that asked them to choose the better sequence 

from a pair of sentences in the grammar. The correct answer was a novel, grammatical, 

movement-transformed sentence. These sentence structures appeared in the input, but the 

specific tokens did not. The incorrect answer used the same words as the correct answer, 

but the movement transformation was applied incorrectly. Incorrect sentences were 

generated by moving a partial phrase (i.e., not a full phrase that always moved as a unit in 
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the input), moving a phrase to a non-target position (i.e., movement to a position that was 

not evidenced in the input), or a combination of both errors.  

The test contained a total of 12 items. Three simple movement transformations were 

tested, with four items per transformation. For each condition, we tested: 

(i) movement of XP to its allowed specifier position from a canonical sentence 

base (e.g., XAZY in the harmonic head-initial condition);  

(ii) movement of YP to its allowed specifier position from a canonical sentence 

base (e.g., YXAZ in the harmonic head-initial condition); and, 

(iii) movement of XP to its most immediately dominating ZP in a “double-ZP” 

sentence base (e.g., ZXAZY in the harmonic head-initial condition). 

We hypothesized that participants in all conditions except the HF-HI condition would 

perform above chance on the movement test, since all conditions but the HF-HI condition 

are allowed per the FOFC. If we are correct in hypothesizing that the FOFC arises due to 

a learning constraint, we should see significantly lower performance by participants in 

the HF-HI than in the other conditions.  

MATERIALS 

The exposure corpora, sentence test, movement test, and phrase test audio files were all 

generated by concatenating individually recorded nonsense words. This eliminated any 

possible prosodic information introduced by recording the sequences as whole sentences. 

Each word was recorded individually by the same female research assistant and edited to 

remove background noise. Word files were then standardized in volume and tempo. The 

words were then concatenated to form the exposure sentences and test sequences using 

the SoX command line utility (http://sox.sourceforge.net/). Audio files were checked by 
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research assistants blind to the grammar design to confirm that they contained no audio 

artifacts or intonational cues to phrase structure.  

PROCEDURE 

Due to the outbreak of COVID-19, this study was conducted remotely via an online 

platform. Participants completed two sessions, with a maximum of two days between the 

first and second sessions. Each session lasted approximately 25 minutes, during which 

participants played a short computer game. Participants were instructed to either use 

headphones or move to a quiet location before beginning the experiment. They were 

instructed to pay attention to the task and to not take notes. All instructions appeared on 

the screen and were read aloud by a speech synthesizer.  

Participants were told that they would be hearing sentences in a new language and 

then later would be asked questions about the language. During each session participants 

played a game in which they listened to sentences from the language while looking at 

nature photographs. The program was designed and run using PsychoJS and run online 

via Pavlovia (Pierce, 2009). Participants were instructed to listen for sentences that 

repeated twice in a row (one-back task)23 and to press a key when they heard a repeated 

sentence. The game was divided into four sections, with ten one-back trials per section. 

Each participant heard a total of eight loops of the exposure corpus (27 sentences/loop), 

plus 40 sentences repeated as one-back trials at each session, for a total of 256 sentences 

during exposure per session. All participants received the same random order of 

                                                
23 After each one-back trial, the game would pause and wait for the participant to click before 

continuing, thus ensuring that no participant missed a trial and all participants received equal 

exposure. 
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sentences. The sentences that formed the one-back trials were balanced across each 

session so that no structure was over-exposed. Between each section participants were 

allowed to take a brief break before continuing.  

 

Figure 4.17: Image of the experiment exposure level. 
 

 
After exposure in both sessions, participants were given the phrase test. 

At the beginning of the second session, participants were shown a practice sentence-

rating task. They were told they were going to practice a new task in English that they 

would be asked to do in the new language at the end of the game. Participants were 

instructed to listen to a number of sentences in English and then heard the instructions for 

the sentence test. They then saw an example rating scale with an animated demonstration 

and audio description of how to use the rating scale to respond to three English sentences: 

a familiar grammatical sentence, a novel grammatical sentence, and a novel 

ungrammatical sentence. Participants then completed the exposure phase, followed by the 

phrase test. After the phrase test, participants completed the two-alternative forced choice 

movement test and then heard the sentence test instructions again. Participants then 

completed the sentence test itself.  
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METHOD 

A total of 56 participants (eight males, 14 participants per condition) were 

recruited from the Georgetown University and George Washington University 

communities. All participants were native speakers of English. Participants were between 

the ages of 18-26 (M = 21.04 years, range: 18.08 – 25.42 years). No participants were 

excluded. All participants gave informed consent prior to participating in the study. 

Participants were compensated $20 for completing both sessions.  

RESULTS 

In order to determine whether our hypotheses were confirmed, we analyzed 

participants’ performance on the three tests. We expected that participants in all 

conditions would learn the phrases, given the simplicity of the languages and the 

distributional cues to the phrases present in the grammars. However, we hypothesized 

that if the generalization described by the FOFC arises due to a learning bias, participants 

in the HF-HI condition would perform worse than participants in the other conditions on 

the sentence and movement tests. If our hypothesis is correct, we expected to find that 

HF-HI participants showed significantly lower differences between grammatical and 

ungrammatical trials on the sentence ratings test, as well as significantly lower accuracy 

on the two-alternative forced choice movement test, when compared to the FOFC-

allowed grammars.  

Phrase test 

 To analyze the results of the phrase test, we used a 2 x 4 mixed repeated measures 

ANOVA with session as the within-subjects measure and condition as the between-

subjects measure. The results showed that there was a significant main effect of session 
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(F(1, 52) = 7.037, p = 0.011) and a significant interaction between session and condition 

(F(3, 52) = 3.062, p = 0.036). However, the main effect of condition was only marginally 

significant (F(1, 52)  = 2.328, p = 0.085). Post-hoc testing using Tukey’s HSD revealed 

no significant differences between any two conditions. We confirmed using t-tests that 

performance in all conditions was significantly better than chance at session 2. The 

overall results of the phrase test by condition and session are shown below in Figure 4.18.  

 

 
 

Figure 4.18: Performance on the phrase test by condition and session. Error bars 
represent standard error. The dotted line at mean accuracy = 0.50 represents chance 
performance. A 2 x 4 mixed repeated measures ANOVA showed that there was a 

significant interaction between the effects of session and condition (F(3, 52) = 3.062, p = 
0.036). There was also a significant main effect of session (F(1, 52) = 7.037, p = 0.011). 

There was not a significant main effect of condition (F(1, 52) = 2.328, p = 0.085. 
 

The significant interaction between session and condition appears to be driven by two 

conditions in particular.  HHF participants performed poorly overall on day one but 

showed improvement after additional exposure on day two. HI-HF participants showed 

good performance on day one, but unexpectedly showed worse performance after 
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additional exposure on day two. Both of these results are in-line with our findings from 

Chapter 3. It appears HHF participants were able to overcome their native-language bias 

for low-forward, high-backward transitional probabilities with enough properly 

structured exposure (see Chapter 3 for background). While similar to our findings in 

Experiment 3.2, the low phrase test performance of HIHF participants is still unexpected 

and should be verified with additional participants. 

 Looking more closely at the data, we analyzed the phrase test by item type to 

determine if participants showed equal performance for the head-only (two word) and 

nested (three word) trials. For this analysis, we looked at performance in session two 

only. We performed a 2 x 4 mixed repeated measures ANOVA, with condition as the 

between-subjects factor and item type as the within-subjects measure. The results are 

shown in Figure 4.19 below. There was no significant interaction between item type and 

condition (F(3, 52) = 0.491, p = 0.690). There was also no significant main effect of item 

type (F(1, 52) = 2.719, p = 0.105). There was a marginally significant main effect of 

condition (F(3, 52) = 2.672, p = 0.057), which is driven by the low performance by HI-

HF participants in session two described above and the strong performance for both 

comparisons by HHI participants. This suggests that participants in all conditions learned 

the head-complement relationships and nested relationships equally. With the exception 

of HI-HF, we confirmed using t-test that both comparisons were significantly above 

chance for all conditions. For the HI-HF condition, only the nested comparison trials 

were significantly above chance.   
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Figure 4.19: Performance on the phrase test in session two by condition and trial 

type. “Heads only” trials tested the relationships between a single head and its 
complement. “Nested phrases” trials tested the hierarchical relationship between phrases. 
Error bars represent standard error. The dashed line at mean accuracy = 0.50 represents 

chance performance. All conditions were significantly above chance for both 
comparisons as revealed by t-tests, with the exception of HI-HF being indistinguishable 

from chance for the “Heads only” comparison. 
 
Movement test 

 Prior to analyzing the results of the movement test, we first removed any trials in 

which participants may have been biased towards either the correct or incorrect answer. 

In the exposure corpus for each condition, approximately half of the sentences began with 

the same category (e.g., Z). This arose as a result of the restrictions on movement in the 

grammar. Because such a large proportion of sentences began with the same category, we 

eliminated trials in which only the correct answer began with the majority-start category 

for the grammar, or only the incorrect answer began with the majority-start category for 

the grammar. This left trials in which both the correct and incorrect answers began with 

the majority-start category and trials in which neither answer began with the majority-

start category. This filtering removed from three to seven trials per condition. 
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 The results on the remaining trials by condition are shown below in Figure 4.20.  

Only the HF and the HI-HF conditions performed significantly better than chance as 

confirmed by one-tailed t-tests (HF: M = 0.587, t (1, 13) = 2.321, p = 0.019; HI-HF: M = 

0.730, t (1, 13) = 8.2663, p = 0.0000007798).  

 

 
Figure 4.20: Performance on the movement test by condition. Error bars represent 

standard error. We used one-tailed t-tests to determine whether participants in each 
condition achieved above chance performance. Only the HF and HI-HF conditions were 

significantly different from chance. 
 

  
We then analyzed performance on the remaining trials for the group of FOFC-allowed 

conditions together (HI, HF, HI-HF), versus the FOFC-disallowed condition (HF-HI). 

The results are shown below in Figure 4.21. Because we predicted that FOFC-allowed 

conditions would show higher accuracy than the FOFC-disallowed condition, we 

performed a one-tailed t-test to determine if there was a significant difference in 

performance between the two groups. The results showed that there was not a significant 

difference between the allowed and disallowed grammars (t(1, 54) = 1.253, p = 0.108), 
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although the difference was near significant.  Moreover, this trend in the predicted 

direction was not due to similar performance on all of the FOFC-allowed conditions. 

 

 
Figure 4.21: Performance on the movement test by Final-Over-Final Constraint 

category (allowed vs. disallowed). Error bars represent standard error. The dashed line 
at mean accuracy = 0.50 represents chance performance.  A one tailed t-test testing our 
prediction that allowed conditions would show better performance than the disallowed 

condition showed that there was not a significant difference between the groups (t(1, 54) 
= 1.253, p = 0.108). 

 
 

These results did not confirm our hypothesis that participants exposed to the FOFC-

disallowed grammar would show lower learning for sentence structures. However, it is 

notable that only the FOFC-allowed group (HHF and HI-HF conditions) performed 

significantly above chance (M = 0.603, t(1,41) = 3.927, p = 0.0003). Performance for the 

FOFC-disallowed condition (HF-HI) was not significantly different than chance (M = 

0.428, t(1, 13) = 0.715, p = 0.487). Poor performance on the movement test by 

participants in the head-initial condition was a factor in the non-significant difference 

between FOFC groups. It is unclear why head-initial participants did not show learning 

better than chance (M = 0.492, t(1, 13) = -0.172, p = 0.567). Given the strong 
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performance by head-initial participants in our previous study (see Chapter 2), we 

expected that head-initial participants in the present study would show good learning on 

all tests. This suggests that giving participants additional exposure to the grammars, or 

additional participants in the HF-HI condition, may be helpful in further examining our 

hypothesis, particularly since judging transformed sentences is in other studies a fairly 

difficult task.  

Sentence test 

 Turning to the sentence test, we first normalized the raw ratings data by 

transforming each participant’s raw ratings into a z-score for each trial. This ensured that 

we removed any differences among individuals for using specific values on the ratings 

scale. We then calculated a difference score for each participant by subtracting their mean 

ungrammatical z-score from their mean grammatical z-score. We then analyzed the data 

by condition. The results are below in Figure 4.22. We performed a one-way ANOVA to 

analyze the effect of condition on difference scores. The results showed that there was a 

marginally significant difference between conditions (F(3, 52) = 2.3986, p = 0.078). This 

was likely driven by strong performance by participants in the HHI (M = 0.777,            

SD = 0.313) and HI-HF conditions (M = 0.893, SD = 0.432) and relatively weak 

performance by participants in the HF-HI condition (M = 0.550, SD = 0.299).  
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Figure 4.22: Performance on the sentence ratings test by condition. Error bars 

represent standard error. A one-way ANOVA revealed a marginally significant difference 
between conditions (F(3, 52) = 2.3986, p = 0.0784). 

 
 Because we hypothesized that participants in the three FOFC-allowed conditions would 

show significantly greater difference between their grammatical and ungrammatical trial 

ratings, we also performed a one-tailed independent samples t-test to determine whether 

there was a significant difference between these two groups. The results are shown below 

in Figure 4.23. The analysis showed that there was a significant difference in the 

predicted direction between the two groups (t(1, 54) = 1.864, p = 0.034). This confirmed 

our hypothesis that allowed grammars would show better sentence learning than the 

disallowed grammar. In this case the pattern of the individual conditions followed this 

overall contrast: all of the FOFC-allowed conditions performed better than the FOFC-

disallowed condition. 
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Figure 4.23: Performance on the sentence test by Final-Over-Final Constraint 

category (allowed vs. disallowed). Error bars represent standard error. A one-tailed t-test 
confirmed our prediction that allowed grammars would show higher difference scores 

than the disallowed condition (t(1, 54) = 1.864, p = 0.034). 
 

 
We additionally analyzed the sentence test after removing all ungrammatical trials that 

began with the majority form for each condition. We reasoned that if participants were 

relying on their knowledge that most sentences begin with a specific category, they 

would be more likely to rate higher any sentences that began with that category and rate 

lower any sentences that began with a different category. We removed four to seven 

ungrammatical trials per condition and then re-calculated mean grammatical and mean 

ungrammatical z-scores for each participant. We analyzed this filtered data by condition, 

as shown in Figure 4.24, below.  

We again performed a one-way ANOVA to evaluate the effect of condition on difference 

scores, and the results showed that, after removal of the majority-start trials, there was no 

longer a marginally significant difference between conditions (F(3, 52) = 1.026, p = 

0.389). There was a reduction in the mean difference score for all conditions, with the 
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largest reduction in mean difference score for the HI-HF condition (change in M = 

0.194).  

 

 
Figure 4.24: Performance on the sentence test by condition with ungrammatical 

majority-start trials removed. Error bars represent standard error. A one-way ANOVA 
showed that there was not a significant difference between conditions (F(3, 52) = 1.026, p 

= 0.389). 
 
 
The results of the comparison for the FOFC-allowed versus FOFC-disallowed conditions 

after removal of the majority-start trials are shown below in Figure 4.25. We again 

performed a one-tailed t-test to check whether our prediction that the allowed grammars 

would show larger difference scores was confirmed. The results showed that the 

difference remained in the same direction but was no longer significant (t(1, 54) = 0.885, 

p = 0.190).  
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Figure 4.25: Performance on the sentence test by Final-Over-Final Constraint 

category (allowed vs. disallowed) with ungrammatical majority-start trials removed. 
Error bars represent standard error. A one-tailed t-test showed that there was not a 

significant difference between grammar types (t(1, 54) = 0.885, p = 0.190). 
 

If we were correct in reasoning that participants would rely on the majority start to rate 

the sentences, we would have seen an increase in difference scores after removing the 

ungrammatical trials that began with the majority start. However, the results of the 

analyses with those trials removed showed lower mean difference scores across all 

conditions, with the significant difference between grammar types that we saw previously 

eliminated (t(1.54) = 0.885, p = 0.190). This result was driven by a reduction in the mean 

difference score for the allowed grammars from the all-trials analysis (M = 0.766, SD = 

0.397) to the filtered analysis (M = 0.626, SD = 0.470). This suggests that participants 

were better at judging the overall structure of the sentence when the majority start was 

present and were not simply relying on its presence to determine their rating.   

DISCUSSION 
 
We designed the present set of grammars as a more exact test of our hypothesis that the 

head-directionality constraints described by the FOFC arise due to a learning bias. In 
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particular, we hypothesized that the disallowed structure, head-final over head-initial 

(HF-HI), would be dispreferred by human learners when compared to the remaining three 

possible structures (harmonic head-initial, harmonic head-final, and head-initial over 

head-final). We designed four artificial languages with hierarchical phrase structures that 

mimicked the four possible head-ordering combinations and exposed learners to one of 

the languages for approximately 40 total minutes across two experimental sessions.  

At test, our results show that participants in all conditions learned the nested 

phrase structure of the grammar (and all conditions with the exception of the HI-HF 

condition also learned the relationship between each head and its complement). There 

was no significant difference between the allowed and disallowed grammars on the 

movement test, but only the allowed grammars performed significantly above chance. 

These results suggest that the movement test was difficult for participants and that 

learning was not strong enough after two exposure sessions to produce strong results for 

the transformed sentences. However, the significantly above-chance performance by 

participants in the allowed-structure participants, in contrast to the chance-level 

performance by the disallowed-structure participants, does indicate that additional 

exposure may be helpful to determine whether head-directionality patterns affect learning 

of transformed sentences. It may also be helpful to include additional participants in the 

disallowed-structure grammar (HF-HI) to more closely match the sample size of the three 

allowed-structure grammars. Future work should follow up on these preliminary results. 

On the sentence test, while there was no significant difference between the four 

conditions, when the data were examined by FOFC category, participants in the three 

allowed-structure conditions (HHI, HHF, HI-HF) significantly outperformed participants 
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in the disallowed-structure condition (HF-HI). This finding confirmed our hypothesis that 

learning would be weaker for the disallowed-structure condition and suggests that there is 

a learning bias in favor of the three FOFC-allowed head-directionality patterns. While 

this is a preliminary finding, it does suggest that universals of head-directionality may 

arise due to biases for specific types of patterns. In other words, ubiquitous patterns of 

natural language may arise because those patterns are the most readily learnable with 

minimal input.   

Our results show that there are measurable learning benefits to FOFC-allowed 

patterns, but they do not speak to the precise mechanism for those benefits. Within the 

theoretical work on the FOFC, it is argued that syntactic objects must be adjacent to one-

another in order to establish syntactic relationships (e.g., feature sharing, agreement) and 

the HF-HI structure prevents hierarchically close objects from being linearly adjacent 

(Holmberg, 2000). However, there is currently no work within the field of 

psycholinguistics that speaks to the real-time processing of these relationships or their 

violations. Future work should focus on understanding the computations and mechanisms 

that give rise to the findings from the current experiment.  

Given our description of the FOFC and the related typological findings, one might 

expect that the HF-HI grammar would be unlearnable. However, the FOFC is actually 

more complicated than the simple picture of allowed versus disallowed structures that we 

have painted here. HF-HI structures do appear in the world’s languages, but they arise 

only under specific syntactic conditions. Biberauer et al. (2008) find that in cases where 

apparent violations of the FOFC appear, there is no direct categorical relationship 

between the dominating and dominated head. For example, the FOFC holds between vP 
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and VP, but is not expected to hold between vP and an NP it dominates. This limits the 

possible structural locations for HF-HI structures to a small set that are highly 

predictable. Because of this, we would not expect that all instances of HF-HI structures 

would be unlearnable, but rather that there is a preference in the learning system for the 

remaining structures. In this more complex context, it is notable that we find a difference 

between the HF-HI grammar and the allowed-structure grammars because none of the 

grammars contained elements that were explicitly categorically related or related by 

agreement relationships. Yet we still found a significant difference in learning between 

the HF-HI and the allowed-structure grammars. While we can’t rule out the possibility 

that participants posited an additional relationship between the heads in our grammars, 

we think it is unlikely that participants would have attributed additional syntactic 

structures or relationships to the grammars beyond what was attested in the input, 

particularly in the absence of agreement morphology or semantics, and with such little 

exposure. Therefore, we believe these results show that the HF-HI pattern produces 

weaker learning than the three remaining head-direction possibilities, even in a very 

simple hierarchical structure. These results provide promising evidence that syntactic 

universals of head-ordering may arise due to biases in learning mechanisms. 

We suggest that future work follow up on these findings by examining whether 

children within the critical period for language acquisition exhibit the same learning 

distinction between the allowed and HF-HI grammars. Since children have been found to 

exhibit stronger preferences for word-order universals than adults (Culbertson & 

Newport, 2018), children may also exhibit a stronger bias for the allowed grammars than 

did adults in our study. Additionally, since previous work has found native language 
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effects for head-direction related transitional probability patterns (Onnis & Thiesson, 

2013), it is possible that children within the critical period are able to more readily 

overcome these effects. For the same reason, we suggest that the present experiment be 

repeated with native speakers of head-final languages and with native speakers of 

languages that exhibit mixed head-directions. It may be particularly informative to repeat 

this study with participants who speak languages with mixed head-direction that exhibit 

HF-HI structures, since their exposure to the HF-HI structure may allow them to more 

readily acquire the HF-HI structured grammar.  
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CONCLUSION 

 In a series of experiments, we have taken the first step in confirming our 

hypothesis that syntactic universals arise as a result of learning biases. We began by 

testing whether children could use distributional information that is widely available in 

natural language to acquire syntactic structure. We then designed a series of artificial 

grammars to test whether the fundamental asymmetry features (i.e., head-complement 

relationships) in natural language create a complex grammar that is more readily 

learnable than a complex grammar without asymmetry. Finally, we asked whether the 

head-directionality universal described by the Final-Over-Final Constraint (FOFC) 

(Holmberg, 2000) arises as a result of a learning bias that favors the structures allowed by 

the FOFC.  

In Chapter 1 we used simplified versions of a complex grammar used by Thompson 

& Newport (2007) (henceforth TN) to test whether children can use distributional cues to 

phrase structure to learn syntactic structure. We hypothesized that, just as TN found in 

adults, children would be able to use distributional information in the experimental 

grammar to learn the categories, phrases, and sentence structure of the grammar. 

Sentence structure learning in experimental participants would then emerge as a result of 

a more structured hierarchical representation of the grammar. In contrast, since control 

participants had no evidence for phrases, we expected that they should show no 

preference for any particular sequence or grouping of categories, and weak (if any) 

learning of the sentence structure. 

Our results indeed showed that children in the experimental condition were able to 

use the distributional information about phrases to acquire both the phrase structure and 
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the sentence structure of the language. Control participants performed significantly lower 

on both the phrase and the sentence tests than the experimental participants, with chance-

level performance on both tests. Experimental participants showed weak learning after 

the first session, but after the additional exposure at the second session, they showed 

strong learning of the phrases. These results confirm our hypothesis that children can 

leverage distributional information in their input to acquire the sentence structure of a 

grammar. 

The results of our experiment replicate the findings of TN in child learners and 

establish that children are capable of using the same distributional information in the 

input to acquire the phrase and sentence structure of a complex grammar. These results 

also suggest that children are able to use distributional cues alone to acquire complex and 

abstract information about syntax, without additional information from semantics or 

prosody, as long as their input is sufficiently rich and properly structured.  

 In Chapter 2 we exposed learners to either a miniature artificial grammar that was 

comprised of locally asymmetric phrases or a control grammar that contained no 

asymmetry but was otherwise similar. We designed our experimental asymmetric 

grammar to mimic the most basic characteristics of heads in natural language: heads of 

phrases appeared obligatorily and in a prescribed linear position (head initial). We then 

tested how well participants learned the phrases and sentences from these grammars. We 

hypothesized that local asymmetries may provide additional scaffolding for learning long 

sequences like sentences, thereby enabling learners to acquire complex sentence 

structures with minimal input. We therefore expected that participants in the asymmetric 
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condition would out-perform participants in the symmetric control condition on the 

sentence test.  

The results of our study show that the addition of local asymmetries that mimic 

head-complement relationships in natural language provides additional scaffolding for 

learning the syntax of an artificial language. Performance on the phrase test was 

indistinguishable between the two conditions (since they both received distributional cues 

to phrases), but a significant interaction of condition and grammaticality emerged on the 

sentence test. Participants in the control condition were able to learn the sentence 

structure of the language, as evidenced by the main effect of grammaticality, but they 

showed a much smaller difference between their ratings for grammatical versus 

ungrammatical sentences. This suggests that learning the phrases, combined with 

exposure to the canonical sentences in the input, did facilitate learning sentence structure. 

However, even with equal performance on the phrase test and an identical amount of 

exposure to the canonical sentences, participants in the experimental condition performed 

better on the sentence test, suggesting that the local asymmetries in their grammar created 

a boost in learning at the level of sentence structure.  

In Chapter 3 we followed up on our results from Chapter 2 by asking whether all 

possible local asymmetries provide the same boost in learning for sentence structure. In a 

set of experiments we examined whether other typologically evidenced patterns of head-

complement asymmetry provide the same benefit to learning as the head-initial pattern 

we used in our previous study. In particular, we examined head-final and mixed head-

direction patterns. We hypothesized that the generalizations described in the theoretical 

syntax literature (in particular, the Final-Over-Final Constraint (Holmberg, 2000)) arise 
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due to biases in learning mechanisms that favor consistent head-initial, consistent head-

final, and “head-initial preceding head-final” patterns. In an indirect test of the FOFC we 

expected that participants in the “head-final preceding head-initial” grammar would show 

no additional sentence learning benefit over controls, but that participants in the other 

head-direction grammars would show the same learning benefit seen in Chapter 2. 

However, our results suggest that only the head-initial patterning in Chapter 2 was of 

additional learning benefit. We argue that this may be due to the effects of the head-initial 

native language (English) of our participants, in line with previous research by Onnis & 

Thiessen (2013). 

Finally, in Chapter 4 we follow up on our findings from Chapters 2 and 3 with a 

more direct test of the FOFC. As a second test of our hypothesis that the FOFC arises as a 

result of a bias in learning mechanisms that favors the allowed structures, we designed a 

set of grammars with nested phrase structures. In addition, from the basic nested-phrase 

canonical structures, we applied movement operations that more closely mimicked those 

found in natural language than the move, repeat, and delete that we used in the previous 

studies. In particular, we limited the sentence components that could be targeted for 

movement and also limited the landing sites for moved phrases; both of these limits were 

in accord with common syntactic movements described in the theoretical literature. For 

example, we allowed some long phrases to undergo “heavy-NP” shift by moving to the 

end of the sentence (see Ross 1967 for analysis and discussion of this type of movement).  

These constraints created grammars that were more restricted in their possible sentence 

structures than our previous grammars, but with more complex rules and restrictions.  
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We then used these new grammars to test our hypothesis that the word order 

generalizations captured by the FOFC arise as a result of a bias in the human learning 

mechanisms. We hypothesized that participants exposed to the grammars containing the 

allowed Final-over-Initial (HF-HI) structures would show better sentence structure 

learning than those exposed to disallowed FOFC grammars. Our results, while 

preliminary, show that there are some measurable learning benefits to FOFC-allowed 

patterns, but they do not follow our predictions in detail and do not speak to the precise 

mechanism for those benefits.  

With these results in mind we return to our original hypothesis: universal 

characteristics of and typological generalizations of natural language syntax arise as a 

result of learning biases that render precisely those types of structures highly learnable. 

Through the series of experiments we have presented in this dissertation, we have 

attempted to take a first step towards showing that learners achieve higher levels of 

syntactic acquisition when exposed to grammars that contain essential characteristics of 

natural language like phrase structure, movement, and local asymmetry. Our results from 

Chapter 1 show that children are capable of acquiring the syntax of a complex grammar 

when exposed to only distributional cues to the phrase structure when their input is 

sufficiently rich.  

The results of Chapter 2 provided promising evidence that learners acquire locally 

asymmetric grammars more readily than symmetric grammars, as evidenced by the 

significant difference between conditions on the sentence test. This finding is significant 

because it suggests that learners were able to detect the local asymmetries in our 

grammars and use them to scaffold their sentence structures in a beneficial way. Previous 
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work by TN (2007) suggests that acquisition of the phrase structure of a grammar is 

essential for acquiring the sentence structure, but we have shown here that structure 

within phrases also contributes to sentence-level learning and that this is the reason that 

asymmetries between phrase elements is a fundamental characteristic of natural language.   

However, in Chapter 3 we saw that not all locally asymmetric patterns provide the 

same benefit to learning that we saw in Chapter 2. The primary reason for this is likely 

that our learners were adults. In previous experiments examining language universals, 

adults performed significantly differently than children (Culbertson & Newport, 2017). 

Furthermore, results from Onnis & Thiessen (2013) show that native language head-

direction patterns affect the directionality of transitional probabilities (and therefore head-

directions) that learners prefer. However, Onnis et al. (2015) showed that with just three 

and a half minutes of training, adult learners were able to overcome their native language 

preferences. While Onnis & Thiessen (2013) showed that these effects are significant at 

the single word level, our results suggest that native-language driven head-direction 

preferences are pervasive even at the form-class category level. This finding may have 

implications for second language acquisition, since head-direction preference may play a 

role in adults’ generally lower second language syntactic acquisition. Most importantly 

for our line of research, we suggest that this set of experiments be repeated with children. 

While Thiessen et al. (2019) showed that native language driven head-direction 

preferences can be detected as early as 13 months, Culberston & Newport (2017) found 

that children did not display a head-direction preference for their native language pattern 

in their study. Given that children between five and seven are within the critical period 

for language acquisition (Johnson & Newport, 1991), it is reasonable to assume they may 
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show a less persistent effect of native-language driven head-direction preference. 

Repeating this set of experiments with children may help to determine whether local 

asymmetries of all kinds are helpful to syntactic acquisition, or whether some patterns are 

more beneficial than others. It is also possible, in line with the findings from Culbertson 

& Newport (2017), that children will show the strongest preference for the two harmonic 

word-orders and either no preference or a slight preference for the HI-HF disharmonic 

structure over the HF-HI disharmonic structure.  

We believe that the results of the studies we have presented in this dissertation 

make a strong argument for continuing this line of research with child learners. The use 

of adult learners for these studies is not ideal. While we found some confirmation of our 

hypotheses with the grammars used in these studies, the grammars could be improved to 

be even more language like. As we discuss in Chapter 2, the definition we used for head 

in this series of grammars is the simplest possible definition. There are a number of other 

features of heads that may be important to the learnability of asymmetric structures. For 

example, functional heads are frequently phonologically distinct and higher frequency 

than non-functional heads. Including at least one functional head may improve detection 

of the relevant asymmetrical relationship(s) and further aid learning of the syntactic 

structure of the grammar (see Getz & Newport, 2019 for discussion of how and why 

functional heads may be important markers for syntactic acquisition).   

Finally, we think it is important to note that, while the results of this dissertation 

provide an initial step towards confirmation of our primary hypothesis, they do not speak 

to the specifics of the learning mechanisms that drive these biases. We think future 

research should also attempt to answer the question of why these structures are preferred. 
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While it is likely that harmonic head-directions are easier to learn since learners only 

have to perform one type of computation to detect relevant structure in their language, we 

have no a priori reason to think that HI-HF patterns would be easier to learn (from a non-

theoretical standpoint) than an HF-HI pattern. 

There is more work to be done to answer the question of why syntactic universals 

arise and whether learning biases for the types of structures exhibited in natural language 

are the most readily learnable. The studies we have presented here provide initial 

evidence that our hypothesis is correct. These studies constitute a foundational first step 

in this line of work, and will hopefully guide future research into this question.  
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