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Abstract

Named Entity Recognition (NER) has always been one significant part of Natural

Language Processing technologies. This thesis investigates a range of approaches to

address the NER task in isiZulu, a morphologically complex language belonging to the

Bantu languages, spoken by over 12 million people in South Africa. We present a deep

learning based part-of-speech tagger with custom 50-dimensional word embeddings

to automatically generate POS tags for the following NER task, which outperforms

the previous benchmark by around 9% of the F-score. Furthermore, we evaluate both

feature-based and sequence-based approaches (i.e. CRF and bidirectional RNN) for

entity recognition, showing the robustness of the former method with enhanced fea-

ture engineering and the challenges of applying the latter method. Also, we propose

potential improvements that could be achieved for future system development. Our

work contributes to developing core NLP technologies for comparatively low-resource

languages that have not been examined thoroughly and provides insights into other

research on similar problems.

Index words: named entity recognition, isiZulu, morphologically rich
languages
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Chapter 1

Introduction

Named Entity Recognition (NER) has always been a significant part of Natural

Language Processing (NLP) research, acting as a foundation for a series of NLP

applications, including information extraction [43], machine translation [1], question

answering system [34], and information retrieval [18]. It aims to identify mentions

such as person, places, and organizations in the text. In the last decade, the study

on NER has been primarily powered by the development of deep learning models

using vector representations generated from large volumes of data [24]. These models

have been proved effective and achieved state-of-art performance for languages like

English, French and German, etc. However, these models are not always powerful,

especially for languages that do not have abundant resources.

The performance of deep learning models driven by large amounts of data has

been hindered since for low-resource languages, the data that can be utilized to train

word embeddings are limited. Normally, for SOTA language models, an adequate

real-value vector requires billions of words to train. Unfortunately, most low-resource

languages only have tens of thousands of words. Taking isiZulu, one of the eleven offi-

cial languages in South Africa, as an example, isiZulu Wikipedia includes over 7000

articles and a total of 83k words, which is far from adequate for the training of word

embedding. Besides lacking data for vector representation, the size of annotated cor-

pora with gold labels for NLP tasks is also restricted. For instance, one mainstream
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NER dataset, OntoNotes 5.0, contains 1,745 thousand English words and 900 thou-

sand Chinese words from a range of sources, while the dataset of isiZulu is made up

of 27 thousand tokens. In order to address the above challenges, approaches such as

cross-lingual transfer [9, 16], multi-task learning [5, 31], and annotation projection [38]

has been employed for low-resource languages and achieved excellent results. Other

methods, including weakly labeled data training and cascade framework (divide NER

task into span detection and entity classification) have also been proved effective.

Currently, rare research has focused on the development of the isiZulu NER tasks.

The only work that can be found is led by Eiselen [12], as a part of the NCHLT

(National Centre for Human Language Technology) project which is sponsored by

the South African government. In this paper, Eiselen presents an automatic NER

model solely based on the Conditional Random Field (CRF) for ten South African

languages including isiZulu. Apart from his work, no other research has probed into

the NER solution for isiZulu. Therefore, conducting experiments to investigate the

performance of newly developed method for NER tasks in low resource setting is

necessary and will shed lights on the future research on isiZulu NLP applications.

In this thesis, we present a variety of experiments in creating both feature-based

models and sequence-based models for isiZulu NER. The main contributions of this

thesis are: (1) We evaluate and analyze the state-of-art approaches to NER for isiZulu,

providing a panorama of how different models perform in such setting. (2) We present

a sequence-based neural network Part of Speech (POS) tagger for isiZulu, which

outperforms the previous results by approximate 9 percent of the F-score. (3) We

report the limitations of neural-based models and the improvements of the feature-

based models based on the improved POS tagger. And we propose several potential

methods to boost the performance in the future experiments.
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We will first introduce the previous works in entity recognition, isiZulu language,

and the NLP developments for isiZulu in Chapter 2. The studies that made efforts

to address the same issues will be discussed, showing both advantages and disadvan-

tages of their approaches, and how our study extend from their work. In Chapter

3 and Chapter 4, we will explain why we decide to adopt both feature-based and

sequence-based models and how we apply them to the NER task. Then the results

of these approaches will be analyzed in the form of tables and figures to better illus-

trates their performances and make comparisons in Chapter 5. The final part of the

thesis, Chapter 6, will focus on the possible future improvements on this task and the

conclusion.
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Chapter 2

Background

2.1 Named Entity Recognition

The emergence of Named Entity Recognition can be traced back to the early 1990s

[42]. However, the term ‘named entity (NE)’ has not been widely accepted until

the Sixth Message Understanding Conferences (MUC–6) [17]. Later, the 6th and

7th Conference on Natural Language Learning (CoNLL–2002 and CoNLL–2003) [47,

48] defined the NE as phrases that contain person, places, organizations, time, and

quantity, which basically followed the definition proposed in MUC–6. Therefore, the

task of NER is to identify these pre-defined NEs from the original text. Though

there are other NE types in specific domain (i.e., the Organ in medical domain and

API in the software domain), this thesis will focus on more generic entity types,

namely person, place, organization and date. An example of the annotation scheme

is presented in Example (1).

(1) [Mary]PERSON is now at [Georgetown University]ORGANIZATION in [Washington

D.C.]PLACE.

Most commonly used approaches for the NER task can be divided into two major

groups: (1) traditional approaches and (2) deep learning approaches. The tradi-

tional approaches are further divided into three subcategories: rule-based models,
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unsupervised learning models, and feature-based supervised learning models. Rule-

based models usually require dictionaries, vocabularies, domain-specific knowledge,

and hand-crafted rules to make the prediction. However, this method has critical

disadvantages as it lacks the ability to accommodate out of the vocabulary (OOV)

words and needs experts in the domain to maintain the knowledge base. Unsupervised

learning approaches are typically based on clusters. The main idea of this method is

that the patterns of words and phrases and the statistical properties of big data can

be used to extract the name entities. One advantage of unsupervised learning lies in

the fact that datasets with gold labels are not necessary for the training [36].

As for feature-based supervised learning approaches, both classification models

and sequence labeling models are frequently employed. These models rely on labeled

corpora and carefully selected features that are extracted from the text. Typical classi-

fication models include Hidden Markov Model (HMM) [35], Maximum Entropy (ME)

models [6], Support Vector Machine (SVM) [15]. Different from classification models

that treat each token’s label as a separate object to classify, sequence labeling models

such as Conditional Random Fields (CRF) [27] consider the NER task as identi-

fying the sequence with maximum probability and allows arbitrary feature spaces.

The CRF model is still robust for NER in many settings since it has the merit of

collecting contextual information when labeling tokens. Typical features include but

are not limited to POS tags, places of tokens and affixes.

Deep learning models have been the focus of NLP research in recent years, and

now the mainstream approaches for the NER task. Generally, deep learning models

take distributed representations (i.e. word-level and character-level) as input, then

employ neural network architectures such as Convolutional Neural Network (CNN)

and Recurrent Neural Network (RNN) to capture the contextual information and

predict tags for tokens by tag decoder. Since Collobert et al. [8] first applied CNN
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architecture to NER, a series of research have extended from their work. Compared

with RNN, CNN models take a shorter time to train but sometimes are not as effective

as RNNs in terms of long-distance dependency if used alone. As for RNN, Hammerton

[20] attempted to adopt Long Short-Term Memory (LSTM) [21] to address the NER

task. However, the results are far behind other approaches due to the limitation of the

computational power back at that time. Huang et al. [22] first added a CRF layer on

the top of the bidirectional LSTM architecture for sequence tagging tasks, in which

the model can use both past and future input features and tag information on the

sentence level. Later, Chiu and Nichols [7] reported the first deep learning model that

combines LSTM and CNN architecture. This hybrid approach achieved the SOTA

results for the NER task without heavy feature engineering work. At the same time,

Lample et al. [28] presented another bidirectional LSTM-CRF model. Though the

structure of their model is similar to the previous models, they totally eliminated the

need of feature engineering and domain-specific knowledge. Ma and Hovy [32] further

expanded the BiLSTM-CRF structure, employing CNN instead of an LSTM layer to

generate embeddings. The above RNN models remain superior in the NER task until

the appearance of the Transformer.

Vaswani et al. [49] proposed Transformer, a neural network architecture relying

only on attention mechanism without convolutions and recurrence. Transformer per-

forms successfully in many NLP applications. Thanks to pre-trained Transformer

based on large amounts of data, models such as Generative Pre-trained Trans-

former(GPT) [41], Bidirectional Encoder Representation (BERT) [10], XLNet [50],

and ALBERT [29] achieve outstanding results and now become prevailing for the

NER task.

In recent years, low-resource NER has come into notice and increasing approaches

have been applied to address the challenge, since large pretrained language models
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are not accessible for under-resource languages. Cross-lingual transfer is one essen-

tial method, which bridges the high resource languages with sufficient entity labels

with low resource languages with scarce labels. Relying on parallel corpora, Li et al.

[30] trained a joint CRF model to extract names using cross-lingual features. Ni et al.

[38] developed weakly supervised cross-lingual approaches that do not require manual

annotation based on annotation projection. However, not all languages have available

parallel corpora. In this case, translating annotated data of high resource languages

is another feasible method to generate NER data [33]. Also, parallel corpora are not

required for models learning cross-lingual word embeddings [16] and character repre-

sentations [9]. Besides, multi-task training is also exploited for the low-resource NER.

Chen et al. [5] presented an aggregated model which can jointly identify and align

NEs cross-lingually. Lin et al. [31] adopted architectures that transfer knowledge from

related tasks like POS tagging to the main task including name tagging. Their results

proved the effectiveness of knowledge transfer from auxiliary tasks in the low resource

setting. Since it is expensive and time-consuming to annotate low resource languages

on the token level, Kruengkrai et al. [26] proposed a framework that conducts sentence

and token labeling jointly.

The results of the NER task on open-resource datasets have been significantly

boosted by the above approaches. Nevertheless, there are some long-lasting chal-

lenges that have not been tackled yet. Solution for domain specific NER is one of the

problems. Currently, the NER task achieves encouraging results in limited domains

and entity types, which is still difficult to transfer into other areas, such as biology,

medicine, military and minority languages. Another challenge is the diversity and

ambiguity of named entities. One token could have multiple entries, which may mis-

lead the machine during classification. Moreover, the reference of NEs might be vague

due to the divergence in context, background and culture. For instance, the phrase
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‘big apple’ can refer to the fruit or the location (New York city) depending on dif-

ferent contexts. Besides, most NER merely focuses on several pre-defined categories.

However, the NE categories in real data are much more complicated. The complexity

and openness of named entities bring critical challenges to the practical use of NER.

2.2 IsiZulu Language and Natural Language Processing Applications

2.2.1 IsiZulu Language

Zulu language, known as isiZulu, is one of the eleven official languages in South Africa

since 1994, belonging to the Nguni group of the South Bantu (SB) family. Spoken

by around 12 million people, it is the second largest language (after Swahili) among

Bantu languages. As a part of Nguini languages, Zulu is closely related to isiXhosa,

isiNdebele and isiSwati. Though Zulu has long existed in South Africa, the written

system has not been developed until the 19th century, when European missionaries

came to Africa and thus documented their languages.

Zulu’s writing system consists of 26 letters (5 vowels, 17 consonants, 3 clicks

and 1 guttural), which are the same as in the English alphabet. As an agglutinative

language, Zulu has a rich and complicated morphological typology, which raises chal-

lenges for the automatic processing of the text, including morphological segmentation

and phrase chunking. Taking the noun class as an example, nouns in Zulu controls the

agreement of all other words in the sentence, forming the classic subject-verb-object

structure.

(2) U-ne-zinja ezin-tathu.

3SG-has-dog.PL AC1-three.ADJ

‘He has three dogs.’
1AC refers to the adjective concord, agreeing with the noun it modifies.
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As shown in Example (2), the first word contains two prefixes, one for the subject

and the other for the possessive. The root is a noun with associative copulative verb

stem na- (have). And the second word is a combination of an adjective concord and an

adjective. This example offers a glimpse of the basic grammatical structure in Zulu.

Due to its short writing history and the apartheid that once existed in Africa,

Zulu is undoubtedly under-resourced. Most digital resources (i.e. online dictionaries

and corpora) are developed in the last two decades. The details of digital resources

will be illustrated in Section 2.2.2.

2.2.2 IsiZulu NLP Applications

The NLP development of isiZulu has mainly focused on two fields: (1) digital resources

such as corpora2 (see Table 2.1) and dictionaries, and (2) NLP tools such as lemma-

tizer and POS tagger.

Table 2.1: An overview of isiZulu corpora.

Corpus Source Size

Ukwabelana Corpus fiction, bible

10,000 morphologi-
cally labeled words,
3,000 POS-tagged
sentences and 3,000
raw sentences

NCHLT Annotated Text Corpus government doc ∼ 50,000 tokens

NCHLT Speech Corpus speech ∼ 200 speakers (∼ 50
hours in total)

NCHLT Phrase Chunk Corpus government doc 16,262 tokens

NCHLT Named Entity Corpus government doc 210,000 total tokens
(27,725 annotated)

2All NCHLT corpora can be found in this repositoryhttps://repo.sadilar.org
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Botha and Barnard [4] investigated two web-crawling approaches that collect

isiZulu text from Word Wide Web (WWW), showing the commercial search engine

could provide a promising result. Later, Spiegler et al. [46] presented a morpholog-

ical Zulu corpus named Ukwabelana with both labeled and unlabeled word types,

part-of-speech (POS) tags and raw sentences. Digital resources have been significant

parts of human language technologies (HLT). In order to support the development

of HLT, the Department of Acts and Culture (DAC) in South Africa funded a series

of projects with the aim of generating NLP resources, including corpora, systems,

and downstream applications, for its ten official languages (excludes English). As a

part of these NCHLT (short for National Centre for Human Language Technology)

projects, Barnard et al. [2]developed a speech corpus of the South African languages,

which contains speech from around 200 speakers in Zulu. Eiselen and Puttkammer [14]

collected monolingual text corpora for all official languages apart from English and

annotated approximately 50,000 tokens per language. They further developed core

NLP technologies, such as lemmatizer, POS tagger and morphological decomposer,

which contributed significantly to future NLP applications. Eiselen [13] described

the progress of the annotation scheme, the dataset and automatic tool for phrase

chunking in South African languages. Also, Eiselen [12] made efforts to create proto-

cols and annotated more than 15,000 named entity tokens for the ten resource-scarce

languages. He adopted the CRF model to build an automatic flat NER system with

an F-score of 0.6993 to identify 4 different NER classes. Besides the previous NCHLT

projects, Khumalo et al. [25] reported an open-sourced corpus management system

(CMS) interface with three suites that allow users to obtain word lists, word frequen-

cies, keyword extraction and concordance in Zulu.

As for NLP applications, Pretorius and Bosch [39] discussed a rudimentary mor-

phological analyzer for Zulu using finite state tools. Joubert et al. [23] developed
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a framework for the purpose of morphological decomposition in the bootstrapping

approach. Bosch and Eiselen [3] examined the contribution of morphological analysis

to the improvements on the spelling checker. Spiegler et al. [45] compared the perfor-

mance of Zulu morphological learning on different levels of supervision. To improve

the performance of text-to-speech synthesis, Schlünz et al. [44] applied POS tagging

and chunking in the process and showed the effectiveness of POS tagging (0.8383

in F-score). Ndaba et al. [37] explored a spellchecker based on N-grams for isiZulu

on various corpora. Relying on previously annotated datasets, Eiselen [13] again uti-

lized a CRF model with L2 regularization to train the automatic phrase chunker

and tested it with different features. Based on previous projects funded by NCHLT,

Puttkammer et al. [40] presented an integrated web-based system and RESTful API

which provide access to 61 text-based core technologies, allowing users to process the

text via pre-defined modules (i.e. sentence separation, tokenizer, POS tagger, NER

and phrase chunking etc.). Dlamini et al. [11] evaluated the performance of both word

embeddings and morpheme-level embeddings for Zulu on Word Sense Disambiguation

(WSD) tasks.

This thesis is largely inspired by Eiselen [12], the only research work that proposed

a solution for isiZulu NER. However, the author adopted merely one machine learning

model with the same linguistic features for all ten languages instead of using language

specific features. And the results show that this system could not properly handle the

morphologically complex languages. Therefore, an overall evaluation of a series of

approaches to address the Zulu NER task is necessary.
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Chapter 3

Data

There are two corpora used in this thesis, namely NCHLT isiZulu Annotated Text

Corpora1 and NCHLT isiZulu Named Entity Annotated Corpora2. The former is for

the POS tagger and the latter is for the NER task.

3.1 IsiZulu Part-of-speech Dataset

The annotated text corpora for isiZulu is a part of the NCHLT project Phase I

[14]. It collected around 1.64 million tokens (∼ 5.5 thousand unique type lexicon

based on frequency) from South African government documents and websites, and

non-fictions such as news, scientific articles and magazines. The authors annotated

a subset of the previously collected data on four layers, including the token layer,

orthographic layer, morphological layer and morphosyntactic layers. As a part of the

morphological layer, the annotation of POS tags follows the Expert Advisory Group

for Language Engineering Standards (EAGLES). The dataset has 46,057 tokens in

total, with each token annotated in one of 19 categories which can be further divided

into 99 subcategories. For example, the word ‘ifomu (form)’ is labeled as ‘N05 ’, which

means that it belongs to the main category ‘Noun’ with a subclass number 5 indicating

it is the singular form of loanwords.
1https://repo.sadilar.org/handle/20.500.12185/315
2https://repo.sadilar.org/handle/20.500.12185/319
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Figure 3.1: The distribution of the annotated part-of-speech corpus.

Figure 3.1 gives the distribution of the annotated dataset in both main categories

and subcategories. It can be seen that the most common classes in the dataset are

VERB and NOUN, while other categories (i.e. COP, IDEOPH and PRES ) are pretty

rare. The insufficient examples in the training data may cause errors when predicting

the rare categories that are not closed classes. Compared with the distribution of

data with the coarse tag set, the distribution of the fine-grained tags are particularly
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imbalanced. Therefore, we assume that using the coarse tag set would be more likely

to yield better results than the fine-grained dataset.

3.2 IsiZulu Named Entity Recognition Dataset

The manually annotated NER corpus was developed during the Phase II of NCHLT

projects. It includes approximately 210,000 total tokens, of which 27,725 tokens are

annotated. Adopting the annotated scheme defined by the CoNLL shared tasks, this

corpus is labeled in IOB3 format with labels in Table 3.1. Note that theMISC category

is created to collect information for future annotation in more concrete categories.

Table 3.1: Labels for isiZulu NER annotation.

Label Definition Example
PERS People, names uJohn

ORG Organizations, institutions, compa-
nies, etc. we-Medicines Control Council

LOC Locations eNingizimu Afrika (South Africa)

MISC All other entities (e.g. time, num-
bers, publications and laws) we-Companies Act

OUT Tokens out of entity spans punctuation, verbs, adverbs, non-
named nouns and etc.

Among all categories, OUT accounts for about 84% of total tokens, which means

that positive examples of NER only take up a small amount of the dataset. The

distribution of each label (except for OUT ) is presented in Figure 3.2. It is not

surprising that MISC is the largest group of labels (over 50 percent), since it includes

a range of subcategories that the author failed to specify. However, the imbalanced

distribution might lead to several potential challenges for the later experiments. With

fewer positive examples, it would be difficult for the model to learn their patterns.
3The IOB format presents the entity boundaries with B- prefix (beginning) and I- prefix

(inside), while O refers to any token outside the entity span.
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Figure 3.2: The distribution of the annotated NER corpus.

Moreover, it would be more likely for the model to classify the example from the

scarce class being part of the majority class. Another problem is the label noise.

We observed from the dataset that some mislabeled examples and inappropriately

delimited number strings. For instance, the phrase ‘Onke Amalunga (every member)’

is labeled as MISC, instead of PERS. These mistakes will decrease the accuracy of

classification tasks and also require a larger size of the training data.
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Chapter 4

Experimental Study

We evaluate a series of approaches to two separate tasks related to entity recognition:

part of speech tagging (Section 4.1) and named entity recognition (Section 4.2). For

each task, we will assess the performance of different input data (word embedding for

deep learning models and features for feature-based models) and attempt to improve

upon the previous benchmarks.

4.1 Part of Speech Tagging

Though building a POS tagger from scratch is not demanded for the entity recog-

nition, we found that the current state-of-art results on isiZulu NER adopted the

automatically annotated POS tags as an important feature since the current NER

corpus does not include the POS information. The automatic POS tag used in the

previous research was developed during Phase I of NCHLT projects [14]. Considering

the limited scope of the project and the simplicity of the training and feature engi-

neering, they decided to apply an open-source tagger, HunPoS [19], based on Hidden

Markov Model. However, the result of the system is not satisfying, which will cause

degradation. Therefore, we believe it is necessary and helpful for the later entity

recognition to exploit an adequate automatic POS tagger.

As for the approach, we adopt the bidirectional LSTM architecture for several rea-

sons. First, feature engineering is not required for the deep learning based approach,
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which can learn the input representation by itself. And earlier research proved that

the RNN POS tagger outperformed CRF and HMM implementations on a range of

languages. Besides, to the best of our knowledge, this is the first paper that attempts

to apply the deep learning approach to the isiZulu POS tagging. The system relies on

word vector representations, which we will provide using the fastText word embed-

ding. The pre-trained Zulu word vector posted by fastText are trained on Wikipedia,

with a 300 dimension1. However, the current Zulu Wikipedia merely contains roughly

83k words. With such a modest size data, a lower number of dimensions is prefer-

able to a higher number of dimensions, since it requires more data to be learned.

Moreover, both Zulu POS and NER corpora are partly from government websites

and documents, whose domain is different from those articles on Wikipedia. Thus, we

retrain the word embedding on these corpora and reduce the word vector size to 50.

We also compare two different versions of input data, namely fine-grained data (with

99 classes) and coarse-grained data (with 19 classes).

Table 4.1: Results for automatic part-of-speech tagging. Note that the first
line is the previous benchmark using HunPoS.

Tag set F1 P R

HunPoS fine-grained 0.838 – –

300 D
fine-grained 0.903 0.926 0.882

coarse-grained 0.913 0.967 0.864

50 D
fine-grained 0.924 0.957 0.893

coarse-grained 0.927 0.946 0.909

1https://fasttext.cc/docs/en/pretrained-vectors.html
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Table 4.1 gives the F-score, precision and recall of datasets with fine-grained and

coarse-grained tag sets using both the original vectors and retrained vectors. The

results validate our assumption that a small vector size would be appropriate for

the modest dataset. The F-scores of 50 dimension word embedding surpass the 300

dimension word embeddings by 2 points on average. Comparing the performance

of fine-grained and coarse-grained tag sets, we see that with 300 dimension vectors

the tag set with fewer labels achieves better scores, increasing 1 percent of the F-

score. Similar enhancement for the 50 dimension vectors is observed with coarse and

fine tag sets, although the improvement is subtle (0.924 vs. 0.927). The best result

is obtained by using word representations with 50 dimensions and a coarse-grained

dataset, outperforming the previous benchmark (0.838) by approximately 9 percent.

4.2 Named Entity Recognition

For the named entity recognition task, we examine two families of approaches: feature-

based models (Section 4.2.1), which take in the selected features and predict labels

for each token; and sequence-based models (Section 4.2.2), which takes word repre-

sentations as input and output sequences of labels for each sentence.

4.2.1 Feature-based Models

As for feature-based methods, we mainly consider two models, namely eXtreme Gra-

dient Boosting (XGBoost) and Conditional Random Fields (CRF). Compared with

other gradient boosting models, XGBoost has fast execution speed and is proved to

be powerful in a range of classification tasks. The previous benchmark of isiZulu NER

is achieved by adopting the CRF model. We also evaluate the CRF model in this sec-

tion with improved automatically predicted POS tags and additional features. Both
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models allow highly flexible feature engineering, and accurate prediction would be

obtained if appropriate features are chosen. Regarding feature selection, three major

categories of features are extracted from the corpus (See Table 4.2).

Table 4.2: Feature selection for XGBoost and CRF models.

Main categories Sub categories

Grammatical Affix
POS tags

Numerical

word index
Word length
Word frequency
Sentence length

Binary
Capitalization
Punctuation
Digit

Contextual Prev/next token
Prev/next POS tag

Grammatical features The first grammatical feature is affix, which captures the

first and last 2-3 letters of each token. For a morphologically rich language as Zulu,

affixes usually contains information indicating the word classes. For instance, there

are eight classes of Zulu nouns, most of which have distinctive prefixes. The prefix

um- in umfazi (wife) implies the word is a singular personal noun. Thus, including

affixes will help the system better recognize possible noun phrases. Another feature

in this category is the POS tag, which is generated by the automatic POS tagger in

Section 4.1. This feature can also assist the model in identifying the entity spans.

Numerical features This main category includes the positional and frequency

information of each token. Since Zulu follows the SVO sentence structure, it is more

likely for entities to appear in the subject and object positions. The frequency of one
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token mentioned in the corpus is also helpful, due to the fact that personal names,

organizations and articles of law are frequently mentioned in government documents.

Binary features The models include a series of binary features. We observe that

a number of entities are capitalized in the middle of sentences or have inner capital-

ization. One reason for the observation lies in the fact that nominal prefixes always

precede capitalized nouns in isiZulu. For example, the prefix e- is followed by the

noun Phalamende in token ePhalamende (the parliament). Inner punctuations are

effective indicators for named entities as well, especially for organizations, locations

(i.e. ngu-Google and base-China). Besides, special digital patterns are found in the

positive examples. The digits are frequently combined with words in the MISC, such

as ngo-2004 (in 2004) and kuma-85% (to 85%).

Contextual features Apart from features of current tokens, we include contextual

information by extracting the previous and next tokens along with their grammatical

features. Indicative context surroundings may also aid the NER system to capture

positive cases.

To evaluate the model, we adopt the strictest metric, namely exact match, which

follows the rule described in CoNLL shared tasks [48]. According to this criterion,

a system prediction will only be considered as correct if and only if it can satisfy

two prerequisites simultaneously: (1) the assigned entity type is correct; (2) the span

detection should be exactly the same as the gold annotations. This is to say, any entity

with a wrong assigned entity type or different boundaries will not be scored. Instead

of using accuracy as the metric, precision, recall and F-score are applied during the

evaluation.
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Table 4.3: Results for feature-based models on the NER task. Note that
the CRF++ is the previous benchmark.

model F1 P R

CRF++ 0.699 0.735 0.666

XGBoost 0.587 0.612 0.564

CRF 0.711 0.729 0.693

Table 4.3 provides the scores for both models. Surprisingly, the performance of

the XGBoost model is not as satisfying as we expect, only achieving an F-score of

0.587. We suggest the reason is that the gradient boosting models fails to capture the

transition between label sequences, which means that impossible sequences such as

IBO can not be filtered out during the prediction. As for the CRF model, although the

result slightly increases from 0.699 to 0.711, it is still far from enough for practical use.

Judging from the overall performance, we notice that both models have comparatively

low recall. Therefore, further enhancement on augmenting the coverage of the system

is essential for the system performance.

4.2.2 Deep Learning Models

As for sequence-based models, we exploit both the bidirectional LSTM model and

bidirectional LSTM model plus a CRF layer on the top. Compared with the former

structure, the latter is able to learn the relation between state sequences due to

the CRF layer. The sequence-based models take word vectors as input. Apart from

using the retrained 50 dimension word embedding in Section 4.1, we have trained a

21



5 dimension POS embedding and concatenate it with the word embedding in order

to include additional information. During the experiments, we also attempt to apply

the cascade method, which first detects the entity span using bidirectional RNN with

biaffine attention [51] and then identifies the entity type. However, the performance

of this approach is far worse than expected (with an F-score in the low 40s for span

detection alone). Thus, we do not present the results here.

Table 4.4: Results for Sequence-based models on the NER task.

model F1 P R

BiLSTM 0.375 0.366 0.383

BiLSTM (with POS) 0.393 0.379 0.410

BiLSTM+CRF 0.425 0.416 0.435

BiLSTM+CRF (with POS) 0.467 0.459 0.480

Table 4.4 shows the results of sequence-based models. Contrasting with feature-

based approaches, the performance of deep learning approaches is disappointing, none

of which exceeds 50. We believe this is largely due to the limited data size (around 27k

annotated named entities) and the complexity of extensive inflectional forms of the

isiZulu language. Though the results indicate that the sequence-based model might

not be ideal for the isiZulu NER task, the experiments confirm the effectiveness of

including additional features such as POS tags in the word representation.
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Chapter 5

Error Analysis

In this chapter, we will focus on investigating mistakes made by the NER systems

with the aim of improving them in future research. Since the performance of the NER

system is not as satisfying as expected, it is necessary to conduct the error analysis

and examine the problems that influence the results.

One common problem for all models is the low recall, especially for the sequence-

based models. For NER systems, low recall means that the system fails to capture a

large number of entities which are known as False Negatives (FN). We noticed that

this problem is extremely severe for the MISC class. This is partly because some

expressions in MISC are difficult to distinguish from the general words. For example,

most systems mislabel individual guarantee (a guarantee scheme in the original text)

and isikhawama (fund) as non-entities in the prediction. A similar phenomenon also

happens to other entity types. This kind of ambiguous named entities poses significant

negative impact on the recall and thus decreases the F-score.

Another frequent mistake produced by the system is assigning MISC to entities

that belong to other entity types, such as PERS and ORG. Some proper names in

Zulu can also be non-entities depending on their context. For instance, the word

noShaka can either be a proper noun when indicating ‘King Shaka’, or be a common

noun when indicating ‘the shark’. As a result, the system tends to mark it as MISC

instead of PERS since the former is the majority class of all positive examples.
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As we employ the exact-match as the evaluation metric, shorter or longer bound-

aries will not be considered as a correct prediction. Thus, identifying the accurate

boundaries of named entities is critical for the model performance. However, var-

ious errors related to entity spans are found in both feature-based and sequence-

based models. To better illustrate this problem, we can consider the phrase kwi-

Intergovernmental Panel on Climate Change. Commonly, it should be labeled as

MISC as a whole. But the NER system separates the phrase into two named entities,

kwi-Intergovermental Panel and Climate Change, assigning MISC labels to each of

them.

Besides, the inconsistency of gold labels also brings challenges to the prediction

process. One typical example is eNingizimu Afrika (in South Africa). 4 different

annotations of this phrase are discovered in the corpus, including B-LOC_I-LOC,

B-LOC_B-LOC, B-MISC_I-MISC and O_B-LOC. We suppose this kind of incon-

sistency is due to the annotation mistakes, making it more difficult for models to

learn the pattern.

Though deep learning models employ the retrained word embeddings, which is

proved to be more effective than the original vectors, word-level embedding alone is

not sufficient for a morphologically complex language like Zulu. As the underlying

form of words can be combined with a wide range of affixes to produce the surface

form, Zulu has particularly enormous vocabularies that are impossible to be fully

covered by word vectors. This is another factor that negatively influences the system

performance.
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Chapter 6

Conclusion

This thesis presents an automatic part-of-speech tagger for isiZulu based on the bidi-

rectional RNN architecture, which outperforms the previous benchmark by approxi-

mately 9 percent of F-score and serves as a significant part for the following NER task.

For named entity recognition, we evaluate a series of approaches with different input

data, including feature-based supervised models and deep learning models. Slight

improvement on the CRF model has been achieved by applying automatically gener-

ated POS tags and additional features. In addition, the system performance of neural

network models shows that the current word embeddings are not sufficient for high-

quality results, due to the limited coverage of vocabularies and the incapability to

capture the information on the morphological level, which is critical for agglutinative

languages. Our work provides a systematic evaluation of the most robust approaches

in the NER fields, providing insights for future research on similar problems.

For the future development of the isiZulu NER task, we propose several possible

directions. First, we could manage to collect more positive examples into the data,

since the current corpus only contains a small portion of annotated named entities.

The system is more likely to learn the pattern with a larger size of positive cases. More-

over, the annotation scheme could also be improved in order to correct the mislabeled

entities and further divided the abstract MISC class into more specific subgroups. As

for feature-based models, we have experimented with most of the local information.
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Thus, the next step could be adding external resources, such as knowledge-based fea-

tures. Although the performance of current sequence-based models is far from what

one would expect, few enhancements could be considered. For example, morpholog-

ical embeddings stand a good chance to boost the system results. Furthermore, other

approaches such as annotation projection and transfer learning are also worth inves-

tigating.
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