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ABSTRACT
In this dissertation, I develop a substantive, scientific account of the nature of practical
normativity and then use this account to articulate an empirically tractable version of the
rationalist approach to ethics. In Chapter One, I consider the basis of the longstanding
problem of naturalizing practical normativity. I locate the source of this problem in a specific,
pre-theoretic conception of action explanation, which reflects our justificatory practices of
“explaining ourselves” to others. Given this, I argue that this problem will only have force
insofar as the scientific explanation of action is also required to model these practices. Then,
in Chapter Two, I demonstrate the significance of an alternative, pre-theoretic conception of
action explanation—which I call normative action explanation—that takes as its paradigm the
explanation of non-human action. The distinguishing feature of normative action explanation
is that it works by citing an organism’s normative reasons for action rather than its motivating
reasons for acting. I then develop an analysis of an organism’s normative reasons for action
that grounds such reasons in the activity of living as that particular organism.
In Chapter Three, I show that the optimality approach in behavioral ecology provides
the resources needed to evaluate normative action explanations empirically and that an
adequate account of the resulting optimality explanations must ground such explanations in
the theory of biological autonomy—the leading scientific theory of the nature of life. I
conclude that normative action explanations are equivalent in both structure and interpretation
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to optimality explanations, meaning that the latter is sufficient to integrate the former into the
natural sciences. Finally, in Chapter Four, I show that, when this framework is applied to the
human case, it makes available an empirically tractable version of the rationalist approach to
ethics. On this view, moral and normative requirements derive their content and authority
from our position in and dependence on the social systems of which we are a part. The result,
I argue, is a rationalist characterization of moral and normative requirements that grounds
such requirements in empirically evaluable facts about the relational structure of human social
systems.
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1. INTRODUCTION

1.1 THE PROBLEM OF NATURALIZING PRACTICAL NORMATIVITY
Over the past several decades, philosophers working on the foundations of ethics have grown
increasingly pessimistic about the prospects of developing a naturalist theory of practical normativity
(Scanlon 1998; 2014; Shafer-Landau 2003; Dancy 2006; Wedgwood 2007; Parfit 2011; Enoch 2011;
T. Nagel 2012; FitzPatrick 2014). Not long ago, it was standard for philosophers to hold that a basic
condition on any account of the metaphysics of practical normativity is that it satisfies the constraints
of naturalism. Now, however, it is becoming increasingly common for philosophers to argue that, in
fact, something closer to the opposite is true: that the only way one can possibly provide a
philosophically adequate account of metaphysics of practical normativity is by rejecting the constraints
of naturalism and allowing for a special domain of intrinsically normative facts and properties which
make our normative judgments true.
The basis of this striking shift in perspective can be understood, at least in part, in terms of
the way in which contemporary philosophers standardly distinguish between the normative domain
and the natural domain. As most philosophers see it, one of the defining features of the structure of
the natural world is that it does not contain any intrinsically normative fact or properties. As such,
successfully naturalizing practical normativity would seem to require finding a way to reduce normative
facts and properties to a corresponding set of non-normative facts and properties. The problem,
however, is that it is incredibly difficult to see how one can do this without undermining the
normativity of the normative facts and properties that one has set out to explain. For it would seem
that, once the normative is reduced to the natural, all that would remain is non-normative facts and
properties. And these are, of course, not normative. As a result, any attempt to naturalize practical
normativity ultimately seems to fall into nihilism about the normative domain—an outcome that is
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widely seen as deeply unacceptable (see, for instance, Dancy (2006), Parfit (2011), Enoch (2011) and
Fitzpatrick (2014) for arguments along these lines). Consequently, many philosophers have come to
the conclusion that an adequate account of the metaphysics of practical normativity must be nonnaturalistic, since, otherwise, we would not be able to make sense of the substantive role that
normative considerations play in shaping our choices, actions, and lives. As such, for them, normative
non-naturalism must be accepted, since it appears to be the only option that can actually make sense
of the normative significance of normative facts and properties.
Nevertheless, and despite the clarity of the motivating argument, the resulting acquiescence
to non-naturalism is deeply unsatisfying. As Wilfrid Sellars (1963a) once pointed out, philosophers
can adopt one of two approaches when challenging a philosophical position that they believe to be
mistaken: they can either “seek to reduce [the position] to absurdity by developing its implications and
showing them to be either mutually inconsistent or incompatible with the incontrovertible”; or they
can attempt to “trace the error back to its roots, and show why those who defend [the position] have
been led to speak as they do” (282). The present critique of naturalism is clearly an instance of the
first approach. However, as Sellars goes on to explain, only the second approach is actually capable of
definitive results. Indeed, we can see this in the present case: a previous generation of philosophers
insisted that the apparent conflict between naturalism and normative realism must be resolved without
sacrificing naturalism. Now, having observed that the resulting accounts of practical normativity were
unable to establish the kind of realism they wanted, the present generation of philosophers has
responded by insisting that we must instead give up naturalism so as to preserve normative realism.
One generation’s modus ponens became the next generation’s modus tollens, only to be reversed again, we
can expect, as the following generation of philosophers seeks to establish itself in relation to the last.
In this way, all we end up doing by adopting the first approach is “leap[ing] from the frying-pan of
one absurdity into the fire of another, and from there into the well of a third, and da capo as long as a
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fundamental confusion remains uncovered” (Sellars 1963a, 282). From this perspective, then, the
fundamental problem with the present critique of naturalism is that, while it may be able to justify the
leap from the frying-pan of nihilism into the fire of non-naturalism, finding a reason to take this a leap
is hardly a mark of progress—even if it is, in fact, our only option. The confusion at the root of the
problem has not yet been addressed and will surely find another way to make its presence felt. Given
this, the only way to make progress on this problem is to actually uncover the confusion at its roots.
Until we do that, all we will have is a choice between the frying-pan and the fire.

1.2 SCIENCE, HISTORY, AND THE PROJECT OF NATURALIZING PRACTICAL
NORMATIVITY
Of course, finding the root of this problem is much more easily said than done. The problem
of naturalizing practical normativity has been with us, in one form or another, at least since Hobbes
(1651) first endeavored to develop a theory of moral and political authority that was fully compatible
with the mechanistic philosophy that was then rapidly coming to define the structure and foundations
of the emerging empirical sciences. Since then, and despite many valiant attempts to address it, the
problem of naturalizing practical normativity has persisted as a seemingly ineliminable fracture in our
broader conception of ourselves and our place in the world, always reappearing, in new form, just as
soon as we had thought it was resolved. Indeed, it can be hard not to suppose, after surveying the
history of attempts to solve this problem, that we have been condemned to the choice between the
proverbial frying-pan and the fire and that, ultimately, it is our lot in life as creatures both natural and
rational that we will never be able to achieve a fully integrated self-conception and worldview.
When considered in this light, the recent turn to non-naturalism might seem to constitute a
form of progress after all. For it might seem that, by showing that the problem of naturalizing practical
normativity boils down to the fact that non-normative facts and properties are not normative facts
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and properties, non-naturalists have shown, once and for all, why the problem of naturalizing practical
normativity cannot be resolved. From this perspective, the turn to non-naturalism would constitute a
form of progress not because it gives us a way to escape the choice between the frying-pan and the
fire but rather because it makes it so clear that we cannot escape it. We must simply choose. Future
generations of philosophers may end up choosing differently, but what we know now, it seems, is that
they cannot avoid the choice—they too will have to choose. Thus, on this view, what the nonnaturalist has given us is not a resolution to the problem of naturalizing practical normativity, but
rather the conciliatory comfort of knowing that there was never a solution to be found. We can thus
finally leave this problem behind us and move on, accepting it as a basic fracture in our worldview
that we cannot mend, and which we must simply learn to recognize and work around.
This kind of quietism about the problem of naturalizing practical normativity has a clear
appeal. However, as I see it, there is good reason to be skeptical of the pessimistic evaluation of our
meta-theoretic situation that motivates it. This response to the problem of naturalizing normativity is
predicated on the assumption that the problem of naturalizing normativity is so basic and fundamental
to our way of being in the world that it can never be put to rest. Yet, if we again reflect on the history
of this problem, this way of characterizing the problem quickly loses its plausibility. Although the
problem of naturalizing practical normativity has been with us for a long time, it has not been with us
forever. As is often remarked, it is a problem that emerged at a particular time and place due to the
development of the empirical sciences and, in particular, due to the authority conferred to the sciences
as the ultimate arbiters of the structure and content of the natural world (Ryle 1949; Sellars 1963b;
McDowell 1981; 1994; Williams 1985; Korsgaard 1996; Hampton 1998; Blackburn 1998; Putnam
2002; T. Nagel 2012). As such, the problem of naturalizing practical normativity is not plausibly the
kind of problem that can be understood as having its source in some ineliminable feature of the human
condition—it is not a problem, that is, that plausibly constitutes a perennial problem of philosophy

4

(to use Sellars’ apt phrase). Indeed, prior to the advent of the empirical sciences, there was no problem
of naturalizing practical normativity to be solved because it did not, and indeed could not, exist
(although, to be sure, there were a number of other philosophical problems that have since been
reframed in terms of it, e.g., fatalist arguments related to freedom of choice). The fact that this problem
is culturally and historically contingent strongly suggests that it is a problem that it is within our power
to address. The history of the problem already indicates that it is perfectly possible to have a coherent
conception of practical normativity that is consistent with both realism and naturalism; the challenge
is to find a way to secure such a conception from within our modern, scientifically informed
worldview. Doing this is clearly no easy feat, but given the open-ended nature of social and cultural
evolution and development, there is no reason to think it can’t be done. We may have not yet found
a way to do it, but this is not a reason to give up hope—the trajectory of human progress can often
surprise us.
There is, moreover, another reason to be skeptical of the non-naturalist’s pessimism about
naturalizing practical normativity. As I just noted, the problem of naturalizing practical normativity
emerged as a consequence of the advent of the empirical sciences and, more specifically, the
metaphysical picture of the world that it is standardly taken to support. As such, the stability and
persistence of the problem depend, in large part, on the details of that picture: it is only insofar as the
natural sciences support a picture of the world that is inhospitable to the existence of substantive
normative categories that the problem of naturalizing practical normativity has any force. As such, for
the problem of naturalizing practical normativity to be ineliminable, the natural sciences must not only
support such a picture, they must also do so necessarily: that is, it must be a constitutive feature of the
natural sciences that they cannot reveal a picture of the world that supports a substantive conception
of practical normativity.
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Yet, given the natural sciences’ inherently progressive nature, it is difficult to see why this
would be true. As has long been recognized, one of the most distinctive features of the natural
sciences—and, in fact, the feature that is often taken to justify their special status as the arbiters of our
metaphysical worldview—is that they are continuously revising and expanding their explanatory
norms and conceptual resources in order to accommodate novel or anomalous phenomena or to unify
existing theoretical and experimental results. Moreover, the kinds of changes the sciences can undergo
in their development can be quite radical, yielding outcomes that could never have been predicted—
or even, in some cases, conceived—prior to the changes taking place (as Kuhn (1962) famously argued;
see Friedman (2001) for an important discussion of this issue). Accordingly, given the kinds of shifts
in worldview that characterize scientific progress, it is difficult to imagine how there could be a
principled reason to think that the metaphysical picture of the world supported by science is inherently
incompatible with a substantive conception of practical normativity.1 Any such reason would have to
rely on a conception of scientific progress that takes it to be inherently conservative, building on and
expanding its existing worldview without ever having to revise it. Yet we know from the history of
science that this conception fails. And, with it, goes any grounds for thinking that the natural sciences
will not do what we have long hoped it would do: provide the foundations for a substantive account
of the nature of practical normativity.

1

Indeed, thinking that one can adduce, on principled ground, a set of fundamental constraints on the
structure of scientific theory was famously one of Kant’s greatest errors. In the first Critique, Kant
argues that a transcendental condition on the possibility of scientific knowledge is that the objects and
relations represented by the sciences must be defined in Euclidean space. Since then, however, we
have discovered that it is not only possible for the sciences to represent objects and relations in nonEuclidean space, but also that it necessary to do so in order to understand the basic structure of
spaciotemporal objects and relation (see Friedman (2001) for an extensive discussion of this case). If
something as basic as a commitment to the Euclidean structure of space cannot be established as an
in principle constraint on the structure of scientific theory and discourse, then we have strong reason
to doubt that any such constraint can.
6

What these reflections thus appear to suggest is that the most promising way to approach the
problem of naturalizing practical normativity is by taking it up as a problem specifically for science
and the philosophy of science. Any other approach, it would seem, will fail to address the root of the
problem because this problem appears to be rooted in the structure of science itself (at least as it is
standardly conceived). Nevertheless, this is only a clue to where the root of the problem lies—we have
not yet located it, let alone found a way to pull it up. We thus still have work to do when it comes to
tracing the problem of naturalizing practical normativity back to the confusion that has led
philosophers to conclude that the scientific worldview cannot be made hospitable to a substantive
conception of practical normativity. The purpose of the rest of this chapter is to do just that. As we
will see, once this confusion is identified, we will be in a position to pursue, in the subsequent chapters,
the constructive theoretical project of showing not only that the scientific worldview is hospitable to
a substantive conception of practical normativity, but also that the conception of practical normativity
it does support makes available an account of the relationship between morality and rationality which
vindicates the guiding commitments of rationalist discourse in ethics, starting with Aristotle, running
through Kant, and up to the present day (e.g., Sellars 1968; T. Nagel 1970; 2012; Brandom 1979;
McDowell 1981; 1994; O’Neill 1989; Korsgaard 1996; Hampton 1998; Foot 2001; M. Thompson
2004b; 2008; Darwall 2006). Indeed, what I hope to show is that, far from being inhospitable to a
substantive conception of practical normativity, the structure of the scientific worldview actually
supports precisely the conception of practical normativity that philosophers have long been holding
out for.

1.3 THE CAUSAL PROBLEM AND THE EMPIRICAL PROBLEM
Historically, philosophers have pointed to two perceived constraints on the structure of
scientific theory and explanation in justifying the claim that the scientific worldview does not possess

7

the structure needed to support a substantive conception of practical normativity. First, they have
maintained that, because scientific explanation must be causal, the natural sciences lack the resources
to explain an agent’s behavior in terms of substantive normative requirements. Second, they have held
that, because scientific knowledge must be empirical, normative facts and properties necessarily fall
outside the scope of scientific inquiry. Call the first constraint the causal constraint and its corresponding
problem the causal problem; and the second constraint the empirical constraint and its corresponding
problem the empirical problem.
My goal in the following is to show that the force of these two problems as in-principle
grounds for the holding that the natural sciences cannot support a substantive conception of practical
normativity ultimately depends on assumptions about the structure of scientific theory and
explanation that we have long had independent reason to reject. As such, I argue that, although both
the causal problem and the empirical problem point to important adequacy conditions on a scientific
theory of practical normativity, neither is the true root of the problem; for, if they were, we would
have identified the path to solving it long ago. Instead, I will propose that the true root of the problem
is a much more specific and contingent view about the way in which scientific theory and explanation
will proceed: namely, that a complete scientific explanation of intentional action will locate the source
of an agent’s action in the agent’s intentions, preferences, and desires (see McDowell (1981) for a
similar diagnosis). Although this view is sometimes justified in terms of the above constraints, I believe
that the primary motivation for holding this view is largely independent of any such justification and,
indeed, that the reason it has persisted for so long is that it appears to be entailed by a family of pretheoretic intuitions (as, in fact, many of its defenders make clear, e.g., Mackie (1977), Williams (1981a),
Smith (1987), Lewis (1988), Blackburn (1998), Schroeder (2007)). As such, it will turn out that it is this
view that must be addressed in order to resolve the confusion at the root of the problem of naturalizing
practical normativity, for otherwise, the problem will surely find a way to grow back after being shorn.
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Of the two problems identified above, the causal problem is typically taken to be the more
significant of the two and has thus generally constituted the primary focus of philosophical attention
(for good reason, as we will see). However, although the causal problem is the more historically salient,
I want to begin here by first exploring the basis for the empirical problem. There are two reasons for
this. First, unlike the causal problem, which can easily be conceived of in purely metaphysical terms,
the empirical problem nicely highlights the way in which metatheoretic assumptions have structured
and sustained the problem of naturalizing practical normativity. By beginning with the empirical
problem, I hope to counteract, at least to some extent, the often facile slide from talking about the
way in which the natural sciences represent the world (something that is, to some degree, under our
control) to talking about the way in which the world fundamentally is (something that is clearly not under
our control). After all, even if scientific knowledge is our best guide to the way the world is, it is still
the product of fallible human institutions and thus subject to revision and change. We thus do
ourselves a service, I believe, by proceeding in a way that emphasizes the central role of contingent
metatheoretical commitments in shaping and stabilizing the problem at hand. For unless we keep the
contingency of our present situation in view, we will surely never be able to find our way through.
The second reason for beginning in this way has to do with the relationship between the two
problems. As I argue below, the empirical problem only constitutes a problem for the project of
naturalizing practical normativity under the condition that the only kinds of explanatory relation
available to the natural sciences are causal relations. As such, it will turn out that the empirical problem
ultimately depends on the causal problem for its force. By beginning with the empirical problem, then,
we will be able to get a better sense of the ways in which these problems relate to and depend on each
other.
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1.3.1 EXPLORING THE EMPIRICAL PROBLEM
The empirical problem takes as its starting point an almost incontrovertible fact: that a defining
feature of scientific knowledge is that it is, in some broad sense, beholden to the tribunal of experience
(to use Quine’s famous phrase). Indeed, so central is this feature to our conception of scientific
knowledge that the existence of an in-principle conflict between the empirical character of scientific
knowledge and a substantive conception of practical normativity would certainly be a good reason to
be pessimistic about the prospects of naturalizing practical normativity. Under such conditions, even
if it were notionally possible to revise our scientific practices so as to accommodate a substantive
conception of practical normativity, it would be difficult to imagine how we could do so without
rendering the natural sciences completely unrecognizable. It is thus clear that if there were an inprinciple conflict between the empirical character of scientific knowledge and a substantive conception
of practical normativity, then the prospects of a naturalistic theory of practical normativity look grim.
But why should we think there is such a conflict?
Notice that, when viewed in a certain light, it can be difficult to see why the empirical character
of scientific knowledge would actually pose a problem for a substantive conception of practical
normativity. After all, we often cite our experiences when we explain how we came to learn how we
should act, like when we say things like, “I learned I shouldn’t act that way after I saw the pain it
caused.” Moreover, we sometimes characterize our responsiveness to normative requirements in
perceptual terms, such as when we say things like “I saw that the situation called for action, so I acted”
(see McDowell (1979) for an influential defense of the perceptual character of our responsiveness to
normative requirements). Given this, if we were to take these examples as paradigms, it might be hard
to see how it would be possible to draw a distinction between the normative and the non-normative
that would, in fact, track the distinction between the non-empirical and the empirical since, in both of
these cases, the normative is at least prima facie empirical.
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Of course, to those of us trained in a certain way of thinking about normativity, these kinds
of cases might naturally read either as metaphors or as somehow incomplete. Still, what these examples
make clear is that it is hardly a truism that normative facts and properties are not empirically accessible:
establishing this thesis requires an antecedent conception of empirical knowledge, and different
conceptions may have different implications for the project of naturalizing practical normativity. It is
thus crucial to be clear about the conception of empirical knowledge at play, as it is hardly given that
the normative domain cannot be known empirically.
Perhaps the most influential approach to establishing this thesis attempts to do so by appealing
to a particular characterization of the architecture of mind—which I will call the classical conception of
mind—that holds that all mental processes are made up of two functionally distinct mental categories:
cognitive states, which are defined by their having a mind-to-world direction of fit; and non-cognitive
states, which are defined by their having a world-to-mind direction of fit. Perceptual experience, on
this approach, is then defined in terms of its role in the formation of cognitive states, such that it
corresponds to the structure by which the state of the world comes to determine the content of our
cognitive states. The structure of perceptual experience is thus also taken to have a world-to-mind
direction of fit, since, on this view, the specific purpose of perceptual experience is to provide worldly
input to our thoughts. The classical conception of mind is thus generally taken to imply that perceptual
experiences cannot have action-guiding content because this is not part of their function: to be actionguiding, they would have to have a world-to-mind direction of fit, not a mind-to-world direction of it.
Accordingly, because action-guidingness is generally taken to be a defining feature of normative
content, it has generally appeared that the classical conception of mind leaves little room for the idea
that empirical knowledge can be of the normative as, on this view, it does not seem to make sense to
hold that we can perceive substantive normative facts (see Mackie (1977) for a classic example of this
line of argument).
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There is a lot that can be said—and, indeed, has been said—about the implications of this
account mind for a theory of practical normativity. However, what I want to focus on here is the fact
that the argument I’ve just outlined is only valid under the condition that we accept the classical
conception of mind. This argument indicates that if we accept the classical conception of mind, then
we will be hard-pressed to make sense of how knowledge of normative facts could be empirical. But
why should we accept the classical conception of mind in the first place? One possible reason might
be that it is, in fact, the only one available. Indeed, this is often the way in which philosophers motivate
the classical conception of mind when discussing the metaphysical problems of practical normativity
(e.g., Mackie 1977; Smith 1987; Velleman 1992; Blackburn 1998). But this is not actually the case—
there are, in fact, a wide range of other accounts of mind available in philosophy, psychology, and the
cognitive sciences, and many of those accounts do suggest that perceptual experience can and should
be understood as action-guiding (e.g., Lewin 1935; Gibson and Crooks 1938; Gibson 1979; Varela,
Thompson, and Rosch 1991; McDowell 1994; Churchland, Ramachandran, and Sejnowski 1994;
Hurley 1998; Clark 1998; 2015; Chemero 2009; Anderson 2014). As such, it cannot be that the reason
we should accept the classical conception of mind is simply that we do not have any other option. We
do. Rather, on my view, a better explanation of why this account of mind has seemed almost
inescapable to philosophers is one offered by Susan Hurley (1998) in her own critique of the classical
conception of mind.
According to Hurley, the central reason philosophers have found this conception of mind so
compelling is that they have been relying on a background conception of our relation to the world
that requires that the cycle of perception and action be understood as corresponding to (or at least
covarying with) the causal flow that runs from the world to the mind (perception) and then back out
to the world (action). According to Hurley’s diagnosis, then, the primary theoretical virtue holding the
classical conception of mind in place is that its apparent consistency with a strictly causal conception
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of our relation to the world (it is notable in this context that Hobbes is often credited with being the
first to propose this model of mind). And, if this is right, then the plausibility and appeal of this
conception of mind is itself largely predicated on its consistency with a conception of the natural world
that takes it to be inherently devoid of substantive normative relations between mind and world. As
such, it will not do to appeal to this conception of mind to show that the structure of the natural world
cannot support a substantive conception of practical normativity, as it seems that our primary reason
for accepting this conception of mind over any other is that it is favored by a conception of the world
that antecedently denies the existence of substantive normative facts or properties that we could come
to know empirically.
It thus appears that the classical conception of mind does not provide a strong basis for
thinking that the normative domain cannot be known empirically. Nevertheless, it may still be possible
to establish this claim without recourse to the philosophy of mind. For notice that even if we accept
that human perceptual experience can be action-guiding, we may still hold that the only kind of
experience that can serve as the basis of scientific knowledge is experience of non-normative fact. From
this perspective, the relevant constraint on the content of empirical knowledge would not be a general
consequence of the architecture of the mind but rather a more specific feature of the way in which
scientific theory and practice are structured. In such a case, there may still be an in-principle reason to
hold that the empirical constraint precludes the possibility of a substantive scientific conception of
practical normativity, even if this is not by virtue of some more general feature of perceptual
experience. We will thus need to evaluate this further proposal and see if it is, in fact, the case that the
empirical character of scientific knowledge in particular is such that it precludes the possibility of a
substantive scientific conception of practical normativity.
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1.3.2 SCIENTIFIC OBSERVATION AND EMPIRICAL KNOWLEDGE
Although the vagaries of the human mind may leave room for disagreement about the
possibility of having empirical knowledge of the normative, things seem much clearer when we turn
to the natural sciences. The reason for this is that, generally, when people talk about the empirical
basis of scientific knowledge, they do not use the term “empirical” in an unrestricted sense. Rather
what they mean when they say scientific knowledge is empirical is that it is specifically based on
observation, where this is understood to consist in the detection of occurrent events, typically through
the use of controlled experiments. And, given this more narrow characterization of the empirical basis
of scientific knowledge, it would seem to follow that normative facts cannot constitute part of the
evidentiary basis of scientific knowledge. For it is clear that the structure of a normative proposition
is fundamentally different from that of an observation: normative propositions represent what ought
to happen (but might not) in a given context, rather than what did, in fact, happen in that context. As
a result, normative facts do not appear to be able to provide the evidentiary basis for scientific
knowledge, since they do not have the structure of an observation.
Still, even if we accept that normative facts cannot constitute part of the evidentiary basis of
scientific knowledge, it does not follow that we cannot have scientific knowledge of the normative.
For just as important to the formation and constitution of scientific knowledge is the scientific theories
from which the empirically evaluated hypotheses are derived. This thus means that, in order to show
that we cannot have scientific knowledge of substantive normative facts, we cannot merely show that
the evidentiary basis of scientific knowledge cannot be normative; we must also show that the scientific
theories that structure this knowledge cannot be used to infer the existence of normative facts from
observation. And this, in turn, implies that, in order to evaluate the force of the empirical problem,
we will also have to evaluate the kind of contribution that scientific theories make to the content and
structure of scientific knowledge. For unless one can show that the empirical constraint on scientific
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knowledge gives us some reason to think that scientific theories cannot provide the normative
structure observations lack, then we will have not have reason to think that we cannot have scientific
knowledge of the normative.
1.3.1.1 Hume’s law
One historically influential way that philosophers have tried to establish the claim that
normative truths cannot be derived from observation is to argue that such inferences are excluded by
Hume’s Law, the principle that one cannot derive an ‘ought’ from an ‘is.’ This line of argument takes
as its starting point the view that Hume’s Law has the status of a logical truth. It then argues that,
because an inference from observation to normative truth constitutes an inference from ‘is’ to ‘ought,’
these inferences violate Hume’s Law and are thus invalid. The result, according to this view, is that
the truth of Hume’s Law blocks the requisite inference from observation to normative truth and, with
it, the possibility of having substantive scientific knowledge of the normative.
Notably, however, and despite the historical influence of this kind of argument, there is
actually little reason to think that Hume’s Law has much bearing on the present problem. To see this,
it is important to recognize that Hume’s Law is actually a very weak constraint on a theory and,
moreover, that the reason for this is because it has the status of a logical truth. In particular, it is generally
agreed that, insofar as Hume’s Law constitutes a logical truth, this is because it is a consequence of
the more general constraint on logical inference that a deductive argument cannot have a conclusion
that is not already contained in its premises (Pigden 1989; 2010; Schurz 1997; 2010). Thus, according
to this analysis, Hume’s Law’s status as a logical truth is ultimately explained by the unsurprising fact
that normative statements are semantically distinct from descriptive statements and thus cannot be
logically derived from them. Accordingly, all Hume’s Law actually shows is that it is impossible to
infer an ‘ought’ from an ‘is’ using only the rules of deductive inference. It does not show what would
need to be shown, that one cannot derive an ‘ought’ from an ‘is’ by means of a theoretically necessary
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(but logically contingent) connection between ‘ought’ and ‘is.’ In this way, Hume’s Law ends up having
very little bearing on the present problem since our primary concern is with theoretical inference, not
logical inference.
As such, even if it may be the case that we cannot derive an ‘ought’ from an ‘is’ by logical
means, it may still be possible to secure such an inference by means of an appropriate theory; indeed,
it is natural to think that one of the primary purposes of developing a theory is to identify the
conditions under which such logically contingent inferences hold (see Brink (1989, chap. 6) for a
related criticism of arguments from Hume’s Law). In this way, reflections on the implications of
Hume’s Law only serve to point us back to our initial question: whether it is possible for the structure
of scientific theory to support inferences from observation to substantive normative fact. This
question can only be addressed by looking specifically at the way in which science operates and
determining whether there are any constraints on the process of scientific theory-building that exclude
the possibility of establishing a theoretical inference from ‘is’ to ‘ought.’ We thus find, once again, that
we must look at the structure of science itself if we want to be able to determine what it can and
cannot do.
1.3.1.2 Observation and empirical laws
Although the truth of Hume’s Law cannot be used to invalidate theoretical inferences from
observation to normative fact, it is still possible to argue that the non-normative character of scientific
observations restricts the scope of scientific theorizing to the non-normative domain. In particular, if
we hold that the subject matter of scientific theories is determined by the content of the observations
on which they are based, then it appears to follow that scientific knowledge cannot be about normative
facts because normative facts cannot be the objects of observation. Moreover, this way of framing the
relationship between theory and observation appears to gain support from a fairly traditional
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understanding of the relationship between observations and empirical laws. Consider, for instance,
Ernest Nagel’s (1962) classic characterization of the basic structure of scientific thought:
Scientific thought takes its ultimate point of departure from problems suggested by
observing things and events encountered in common experience; it aims to understand
these observable things by discovering some systematic order in them; and its final test
of the laws that serve as instruments of explanation and prediction is their concordance
with such observations. (79)
Thus, as Nagel describes it, the basic structure of scientific thought consists in complementary
processes of nomological explanation and empirical justification: our observations motivate us to posit
laws that explain why they occur; and our use of these laws is, in turn, justified by their conformity
with the observations that they are supposed to explain. Scientific laws are thus, on this view, both
derived from and constrained by the content and structure of observation, with their primary purpose
being to support inferences from one set of observations to another. Given such a characterization of
the structure of scientific thought, it is hard to see how we could use the theoretical resources of the
natural sciences to infer normative truths, as kinds of inferences they support both begin and end with
observations. Accordingly, this way of characterizing the basic structure of scientific thought provides
an initial reason to doubt that we can have scientific knowledge of the normative, as it suggests that
the specific purpose of scientific laws is to identify relationships between the kinds of non-normative
facts described by observations.
Of course, as Nagel immediately goes on to argue, this basic picture of scientific thought needs
to be revised in light of the central role played by theoretical entities and properties in scientific
theorizing. In particular, he points out that,
[M]any laws employed in some of the most impressive comprehensive explanatory
systems of the physical sciences are notoriously not about matters that would
ordinarily be characterized as “observable,” even when the word “observable” is used
[broadly]. Thus, when the evaporation of heated water is explained in terms of
assumptions about the molecular constitution of water, laws of this latter sort appear
among the explanatory premises. Although we may have good observational evidence
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for these assumptions, neither molecules nor their motions are capable of being
observed in the sense in which, for example, the temperature of boiling water…is said
to be observable. (p. 79)
As such, in contrast to empirical laws, theoretical laws do not simply serve to characterize systematic
relations between observations. Rather, according to Nagel, the primary purpose of theoretical laws is
to make available a calculus, and interpretation of that calculus, that can explain empirical laws as
special cases. Because the resulting theories generally involve terms that do not correspond to
observable features of the world, these theories will require positing a corresponding set of theoretical
entities, properties, or relations that derive their significance from the interpretation of the calculus,
rather than from the content of experience. This feature of the structure of scientific theories, in turn,
gives scientists a significant degree of freedom over the kinds of metaphysical commitments they can
adopt when constructing scientific theories. In particular, as Nagel highlights, the metaphysical
assumptions that scientists adopt when developing scientific theories primarily derive their
justification from their ability to unify and explain sets of empirical laws, not from the experimental
confirmation of those assumptions.
Accordingly, the content of scientific knowledge proves to be far less constrained by the
content and structure of observation than our initial reflections on the relationship between empirical
laws and observations suggest. Scientists can and do develop theories that support inferences to nonobservational truths; and the primary determinant of the acceptability of such inferences is their
explanatory value rather than their conformity to observation. Thus, the mere unobservability of
normative facts and properties cannot be sufficient to exclude normative facts and properties from
the scientific domain. For, as our present discussion makes clear, this would also require showing that
such facts and properties cannot enter the scientific domain by means of explanatory posits.
Accordingly, at this point, the only way one could establish the in-principle claim that we cannot have
substantive scientific knowledge of the normative is by appealing to some further in-principle
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constraint on the interpretation of theoretical laws that would exclude the possibility of the relevant
kinds of normative posits. And, as it turns out, there is only one feature of the standard
characterization of scientific laws that appears to be able to do this: namely that scientific laws
specifically function to define causal relations between the elements of their domain. We thus find that
we are coming to the point in our dialectic at which we must shift our focus away from the empirical
problem and towards the causal problem; for, as is now beginning to become clear, the empirical
problem ultimately depends on the causal constraint for its force.
1.3.2 THE STRUCTURE OF THE CAUSAL PROBLEM
There are two questions that immediately arise when we turn our attention to the claim that
the causal constraint is required to exclude the possibility of substantive scientific knowledge of
normative facts. The first concerns why the causal constraint is the only constraint on the structure of
scientific theories that is in a position to do this. That is, why not think that it is actually some other
constraint on the structure of scientific theory that is ultimately responsible for the conflict between
the normative and the natural? Let’s call this the necessity question. The second question, by contrast,
concerns the reason why the causal constraint is incompatible with the existence of substantive
normative facts in the first place. That is, why not think that substantive normative facts and properties
could exist as part of the causal order? Call this question the incompatibility question.
Of these two questions, the necessity question is the easier to answer. To see this, recall that
our present concern is with identifying an in-principle constraint on the structure of scientific theory
that functions to exclude the possibility of a substantive scientific conception of practical normativity.
Accordingly, in order for the relevant constraint to have force, it will have to satisfy the following
three conditions: first, the constraint must actually be able to exclude the possibility of a substantive
conception of practical normativity; second, the motivation for the constraint must be independent
of the view that the natural cannot be normative, since otherwise appealing to the constraint in this
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context would simply beg the question; and, third, the constraint must be sufficiently central to our
conception of scientific theory that a conflict between it and a substantive conception of practical
normativity would plausibly be decided in favor of the constraint. Together, these three conditions set
a very high bar for the candidate constraint, which only the causal constraint seems to even come
close to meeting (note that part of the reason for this that there are simply not that many in-principle
constraints on the structure of scientific theory to begin with). As such, the reason that the causal
constraint would seem to constitute the only option is that it appears to be the only constraint on the
structure of scientific theory that can satisfy the relevant adequacy conditions.
Addressing the incompatibility question, on the other hand, is somewhat less straightforward.
Indeed, if we considered this question from a pre-theoretical perspective, it is not immediately obvious
why there would be a conflict between the normative and the causal, as we often cite normative or
evaluative categories as the causes of events. For instance, it is not unusual to say things like “the
beauty of the performance caused me to weep,” or “the cruelty of what I witnessed caused me to
intervene,” where, in each case, it is the normative or evaluative aspect of the context that is being
cited as a cause. Of course, to those of us trained in a certain way of thinking about normativity, these
examples might naturally read as elliptical psychological explanations which characterize the way in
which the non-normative structure of the world brings about a corresponding psychological response.
Notice, however, that nothing about these statements themselves actually suggests this interpretation.
Rather, the structure of these statements indicates that the response is brought about by the normative
features of the external world. We thus find, once again, that it is hardly a truism that a causally
structured world is incompatible with a normatively structured one. The truth of this thesis requires a
theory, and different theories may yield different results. Accordingly, in order to answer the
incompatibility question and identify the source of the causal problem, we will need to identify the
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theoretical assumptions that are required to show that the causal constraint functions to exclude the
possibility of a substantive conception of practical normativity.
1.3.2.1 Causality and teleology
The first thing to notice about the causal constraint is that it defines a constraint on the kinds
of explanations that are supposed to be available to the natural sciences. As such, we can expect that
the reason the causal constraint is taken to exclude the possibility of a substantive conception of
practical normativity is that it does not allow for the form of explanation on which such a conception
of practical normativity depends. It thus appears that if want to identify the source of the causal
problem, we will first need to consider the kinds of explanation that are required to support a
substantive conception of practical normativity.
Philosophers often suggest that the problem of naturalizing practical normativity emerged as
a consequence of the mechanist’s rejection of teleological metaphysics at the beginning of the modern
era (McDowell 1994; Korsgaard 1996; 2009; Hampton 1998; T. Nagel 2012). On this view, the reason
why the scientific worldview cannot support a substantive conception of practical normativity is that
it is founded on a conception of the world that does not allow for teleological explanation or final
causation. This diagnosis thus suggests that the ultimate source of the causal problem is that the causal
constraint excludes the possibility of teleological explanation. But why think that a substantive
conception of practical normativity depends on the possibility of teleological explanation?
One of the best explanations of practical normativity’s dependence on teleology is presented
by Jean Hampton (1998) in her own wide-ranging exploration of the problem of naturalizing practical
normativity. There, Hampton proposes that the ultimate reason why a substantive conception of
practical normativity cannot pass “scientific muster” is that such a conception of practical normativity
violates one of the most basic tenets of something counting as a scientific theory: that “such a theory
never invoke the Aristotelian idea of final causes in any way” (111). More specifically, Hampton argues
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that fundamental to a substantive conception of practical normativity is the idea that normative facts
and properties are characterized as having a compelling rightness that moves us to act not by a “causal
push” but rather by a “compelling pull” (110). The problem then, according to Hampton, is that an
explanation of behavior in terms of an agent’s sensitivity to compelling rightness just is an explanation
of behavior in terms of final causation. To show this, Hampton offers an analysis of finalistic
explanation consisting of the following three components:
(1) The assumption that objects have a “certain place, state of affairs, or kind of motion
that is appropriate or ‘fitting for [them]” (111);
(2) The assumption that “the object whose movement or state is to be explained is in
some way able to respond to this compelling rightness” (111);
(3) And the assumption that the object’s “state or movement [can] be explained by
appealing to its sensitivity to this compelling rightness” (112).
In light of this analysis, Hampton argues that, because a substantive conception of practical
normativity requires that we explain behavior in terms of an agent’s sensitivity to the compelling
rightness of a state or action, such a conception of practical normativity depends on the possibility of
final causation. But, according to Hampton, one of the defining features of the metaphysics of science
is the rejection of “all manifestations of Aristotelian science” and thus the rejection of the possibility
of final-cause explanation (112). Given this, Hampton concludes that a substantive conception of
practical normativity will never be able to pass scientific muster because the structure of the scientific
worldview is defined, in part, by the thesis that there can be no explanations that depend on the
“possibility that an object moves for the sake of something else that compels it to do so by virtues of
its ‘rightness’ that it can somehow sense” (112, italics omitted). As long the natural sciences do not
allow for final-cause explanations, that is, they will never be able to support a substantive conception
of practical normativity.
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Hampton’s account of the problem of naturalizing practical normativity appears to provide an
explanation of why the causal constraint would exclude the possibility of a substantive conception of
practical normativity: namely that, in excluding the possibility of final-cause explanation, it also
excludes the possibility of such a conception of practical normativity. And, if Hampton is right that
the exclusion of this kind of explanation is a constitutive feature of the scientific worldview, then it
would seem that we have no other option but to conclude, as Hampton does, that we must give up
the project of naturalizing practical normativity and instead devote our efforts to developing an
philosophically defensible account of normative non-naturalism.
Notably, however, and despite the confidence with which she asserts that final causation
cannot be tolerated as part of the scientific worldview, Hampton’s own discussion of scientific
attitudes towards finalistic explanation give us reason to doubt that the prohibition on such
explanations is as fundamental to science as she claims. Specifically, in defending her claim that
scientists will never accept final causation, she cites as an example the early critiques of Newton’s
theory of gravitation, which challenged his theory on the grounds that it appears to rely on finalistic
explanation. According to Hampton, these critiques indicate that the prohibition on this kind of
explanation is so central to science that philosophers and scientists were even willing to reject Newton’s
theory on these grounds. However, when we look at the example as she presents it, it is hard to see
how this follows:
Indeed, it was because of their insistence on rejecting Aristotelian final causes that
many continental thinkers (including Huygens) rejected Isaac Newton’s theory of
gravitational force. For these thinkers, the idea that a force called gravity acted on
material objects was too close for comfort to the idea of a place for matter that “ought
to be.” Of course, the two ideas are not the same, and despite the smell of final causation to
Newton’s theory, thinkers in the Cartesian tradition were eventually won over to the Newtonian view
because of its mathematical beauty and its theoretical unifying power. Nonetheless, this bit of
history is instructive insofar as it shows just how much the rejection of final-cause
explanations was central to a conception of what counted as science in the early
modern era. (112, my italics)

23

Hampton’s conclusion here is striking because the historical progression she describes actually seems
to support the opposite inference. The continental thinkers she refers to did not come to accept
Newton’s theory because it was shown not to depend on final-cause explanations but rather because
it had other theoretical virtues that trumped that theoretical vice. Thus, although Hampton is certainly
right that the rejection of final-cause explanations was central to early modern science, what this
example actually seems to suggest is that the denial of final-cause explanations is not so fundamental
to science that it cannot be revised in light of other theoretical considerations. And if this is right, then
the apparent reliance on final-cause explanation is not as much of a dealbreaker as Hampton makes it
seem. Indeed, if Newton’s Cartesian critics eventually came to accept his theory of gravity despite its
apparent reliance on final-cause explanation, then why not think that something similar might happen
with respect to practical normativity? In drawing the pessimistic conclusion that she did, Hampton
seems to have given up too soon, as it still may be that the prohibition on the relevant kind of finalcause explanation cannot be revised in light of the theoretical benefits of a substantive conception of
practical normativity.
Moreover, Hampton’s example is instructive for another reason. Notice that, in order for her
example to work, it must be true that the Newtonian idea of gravitational force and the idea that
matter has a place that it “ought to be” are not the same. Otherwise, Newton’s theory of gravitation
would constitute an instance of the relevant kind of explanation, and this, in turn, would undermine
her point. Yet, it is difficult to see how Hampton can draw the relevant distinction in explanatory form
in a way that preserves the scientific status of Newton’s theory while at the same time undermining
the possibility of a substantive conception of practical normativity. The reason for this is tied to the
way in which Hampton herself characterizes the nature of practical normativity. Although Hampton
argues that final-cause explanation is required for a substantive conception of practical normativity,
her actual account practical normativity is not explicitly finalistic. Rather, according to Hampton, the
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best way to understand the nature of practical normativity is in terms of Kant’s nomological analysis
of the categorical imperative. According to this analysis, the necessitating force of moral requirements
has its source in a special class of laws or principles that govern the actions of rational agents in a way
that does not depend on social or psychological contingencies (105). Thus, in broad structural terms,
Hampton’s account of practical normativity seems to explain behavior in the same way that Newton’s
theory of gravitation does: by reference to a law governing the objects in the relevant domain (massive
objects in the case of Newton’s theory and rational agents in the case of the Kantian analysis). Yet
Hampton takes there to be a fundamental disanalogy between these two cases, and one, moreover,
that places them on opposite sides of the natural/non-natural divide. The question, then, is what could
this be?
One way to draw this distinction would be to appeal to the causal constraint. In particular, one
might argue that, unlike Newton’s law of gravitation, normative laws or principles do not constitute
causal laws and thus cannot feature as part of a scientific theory. The problem, however, with this line
of argument is that we have no grounds for holding that normative laws or principles are not causal
laws or principles. Indeed, a central feature of Kant’s account of the metaphysics of morality is that
the moral law must take exactly this form. For instance, in the third section of the Groundwork, Kant
(1785) argues that the moral law must be understood as the principle of causality governing the
behavior of rational agents because, otherwise, it would not be possible to make sense of the idea that
the actions of rational agents are free. That is, according to Kant, because the idea of freedom of the
will depends on the idea that the causality of rational agents “can be efficient, independently of foreign
causes determining it” (G446), the free actions of rational agents must have their source in a causal
principle that is unique to rational agents. As such, for Kant, it is precisely because the moral law
constitutes the causal law governing rational agents that it has a special relationship to rational action
and choice. Consequently, it cannot be that the difference between Newton’s law of gravitation and
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the moral law is that one is causal and the other is not, since, on the paradigm Kantian analysis, the
moral law must be understood as a causal law that determines the causal relations between rational
agents and the world.
Nevertheless, Kant’s own account of the conflict between nature and freedom suggests a
different way in which the causal constraint can be used to establish an in-principle distinction between
Newton’s law of gravitation and normative laws or principles. For Kant, the ultimate reason that our
ideas of nature and freedom appear to be incompatible is that our conception of nature implies that
the causality of each thing must itself be determined by a foreign cause, whereas our conception of
freedom implies that the causality rational being is determined independently of foreign causes. As
such, on Kant’s view, the explanatory force of the laws of nature (e.g., Newton’s laws) seems to
undermine the explanatory force of the laws of freedom (i.e., the moral law): if everything we do qua
natural beings is determined by foreign causes, then it seems that nothing we do is determined
independently of foreign causes. The result is that our conception of the causal structure of nature
appears to exclude the possibility that we do anything freely and thus qua rational beings. From this
perspective, then, the reason why Newton’s laws are taken to be scientifically acceptable while
normative laws are not is that Newton’s laws cohere with—and, indeed, characterize—the causal
structure of nature, while normative laws are rendered superfluous by the causal structure of nature.
Thus, on this Kantian view, the crucial metaphysical difference between Newton’s laws and normative
laws is their explanatory priority in the natural order, with normative laws being excluded from the
natural order because their explanatory significance is undermined by more fundamental causal laws
and, indeed, by Newton’s laws themselves.
Kant’s account of the conflict between nature and freedom thus provides a way to explain
why Newton’s law of gravitation would be included as part of the scientific worldview, while
normative laws would not be. Notice, however, that if this is right, then the difference that makes a
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difference, in this case, does not turn out to be a difference in explanatory form. Rather, the central
difference concerns the relationship between these laws and other laws: Newton’s law of gravitation
is included in the natural order because it coheres with a set of more fundamental natural laws, while
normative laws are not included in the natural order because they are undermined by such laws.
Consequently, it seems we still have little reason to think that Hampton’s diagnosis of the problem of
naturalizing normativity is correct. Instead, these considerations suggest that the problem actually has
its source in our conception of the relationships between systems of laws and, in particular, in the way
we conceive of the inter-level explanatory constraints. For, what seems to matter in this case is not
the kind of explanation at issue but rather the way in which an explanation at one level of generality
bears on an explanation at a different level of generality. What these considerations thus suggest is
that, if we want to identify the root of the problem of naturalizing normativity, we will have to
investigate the nature of inter-level theoretical relations in more detail and evaluate whether they do,
in fact, provide an in-principle reason to think that a substantive conception of practical normativity
cannot be made available from within the scientific worldview.
1.3.2.2 Reductive explanation and inter-level theoretical relations
A notable feature of philosophical discussions of the metaphysics of science is that they often
slide between a characterization of scientific explanation as fundamentally causal and a
characterization of scientific explanation as inherently reductive. For instance, as we saw in our
discussion of Kant’s account of the conflict between nature and freedom, although Kant characterized
the problem in terms of the causal structure of the world, the conflict itself turns on the idea that the
behavior of rational agents can be fully explained in terms of the more fundamental laws governing
the behavior of physical objects. Yet these two kinds of explanation are, at least in principle, distinct.
Causal explanations standardly define a kind of “horizontal” explanatory relation in which a set of
pre-given entities interact in temporal sequence to produce an overall change in state; whereas
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reductive explanations standardly define a kind of “vertical” explanatory relation in which features,
structures, or phenomena at one level of description are shown to be the result of principles or
processes operating at a more basic level of description. It is thus not immediately obvious why the
idea that nature is causally structured would be so closely associated with the idea that a naturalistic
worldview is reductive. Why not think that there can be causal explanations that cannot be reduced to
a more basic level of explanation?
There appear to be two mutually supporting grounds for this association. The first is related
to the central role that mechanistic philosophy has played in determining our conception of the
metaphysics of science. Although philosophers often characterize scientific explanation as causal,
frequently what they mean by this is that scientific explanations are mechanistic: they explain a
phenomenon exhibited by a system by decomposing that system into its component parts and then
identifying the causal contribution of those parts to the phenomenon as a whole (Bechtel and
Richardson 1993; Glennan 1996; Machamer, Darden, and Craver 2000). The notable feature of
mechanistic explanation in this context is that they are both causal and reductive, as they explain
phenomena by identifying causal interaction operating at a more basic level. Accordingly, if what we
mean when we say that scientific explanation must be causal is that it is necessarily mechanistic, then
it is hard to avoid associating causal explanation with reductive explanation, as mechanistic explanation
involves both elements.
However, one need not rely on a mechanistic conception of science to arrive at this conclusion.
A different and complementary way to come to this conclusion is by taking it that the only kind of
explanation that is available to the natural sciences is causal explanation. For, if one restricts the class
of explanations to just causal relations, then one would lack the explanatory resources needed to
support the kinds of vertical explanatory relations that would be needed to make sense of the
emergence of higher-level processes from lower-level processes. As a result, the only kinds of
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explanatory relations that would actually exist under this assumption would be the horizontal
explanatory relations that characterize causal interactions between entities at the lowest level. All other
entities and relations would then have to be understood as epiphenomenal—an apparent projection
of the mind (this way of thinking is clearly reflected in early modern debates over primary and
secondary qualities that occupied the attention of Descartes, Locke, Berkeley, and Hume among
others; as well as in the views of contemporary metaphysical nihilists, and in Kim’s (1993) influential
causal exclusion argument). From this perspective, reductive explanations are not actually a way to
explain higher-level phenomena in terms of lower-level ones, but rather a way to demonstrate that
this kind of vertical explanation is not needed since the relevant phenomenon can be adequately
explained at a lower level. This in turn suggests that the reason a causal conception of the world implies
a reductive conception of the world is that the possibility of reduction is required to avoid having to
posit non-causal explanatory relations between levels. What we thus find then is that reduction proves
to be the cost we must pay to preserve the explanatory unity of science (see Oppenheim and Putnam
(1958) for a classic version of this thesis).
These reflections on the association between causal and reductive explanation make it clear
that as long we supposed that the metaphysics of science only trades in one kind of explanation, we
will be forced to conclude, as Kant does, that the scientific worldview leaves no room for substantive
normative laws. Less clear, however, is why we should accept this characterization of the structure of
scientific explanation in the first place. Indeed, why not hold that the natural sciences trade in multiple
different kinds of explanation? To be sure, there is clearly value in showing that we can do more with
less. But, as we’ve already seen, we do not appear able to do more with less. Indeed, not only does
restricting the class of scientific explanation in this way exclude the possibility of substantive normative
laws, but it also appears to create a wide range of problems for both our conception of the mind and
our understanding of the nature of everyday objects (see Sellars (1963b), Nagel (1986), and McDowell
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(1994) for further discussion). So, why should we continue to accept this constraint on scientific
explanation?
One answer to this question—and one already suggested by our discussion of Kant—is that
the structure of inter-theory relations implies that the explanatory completeness of theories in the
fundamental sciences undermines the explanatory significance of theories in the less fundamental
sciences. Given such a conception of inter-theory relations, it then seems to follow that, insofar as the
theories of fundamental physics are sufficient to explain all microphysical phenomena, the theories of
the non-fundamental sciences are unnecessary to characterize the metaphysical structure of the world.
Indeed, from this perspective, the value of non-fundamental scientific theories rests only in the fact
that they make the world manageable for cognitively finite creatures like us—not in the fact that they
describe the metaphysically real structure of the world. On this view, then, if we were able to take a
God’s eye view of the world, we would have no need for non-fundamental theories because we could
understand everything that happens strictly in terms of the causal structure of the microphysical world.
Accordingly, on this line of thought, the reductive conception of the scientific worldview is ultimately
entailed by the explanatory success of science itself: it is because the laws postulated by fundamental
physics have proven sufficient to explain everything that happens at a microphysical level that the
theories at all other levels prove to be metaphysically superfluous. As such, on this view, the natural
science themselves are the source of the reductive picture, meaning that we cannot reject this picture
without rejecting science itself.
If it is true that the explanatory completeness of fundamental physics undermines the
explanatory significance of the non-fundamental sciences, then there is little hope of securing a
substantive scientific conception of practical normativity. However, there is good reason to think that
this characterization of inter-theory relations itself rests on a mistake, which was first made clear by
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Gilbert Ryle (1949) in his own attempt to address the specter of reduction. Central to Ryle’s argument
is the idea that explanations are question-dependent. He begins by noting that,
[People] tend to hope or fear that biological, psychological and sociological laws will
one day be 'reduced' to mechanical laws though it is left unclear what sort of a
transaction this 'reduction' would be… The fear that theoretically minded persons
have felt lest everything should turn out to be explicable by mechanical laws is a
baseless fear. And it is baseless not because the contingency which they dread happens
not to be impending, but because it makes no sense to speak of such a contingency.
Physicists may one day have found the answers to all physical questions, but not all questions are
physical questions (76, my italics)
For Ryle, the core mistake lies in assuming that a theory constructed to answer questions in one
domain will always entail determinate answers to questions in another domain. Moreover, and
importantly, the reason that this is a mistake, according to Ryle, is not that the relevant domains are
in fact wholly independent of each other, but rather that the dependence of explanations in one
domain on those of another does not warrant the elimination of the former in favor of the latter. To
explain this point, Ryle draws an analogy to the difference between an explanation of a move in chess
in terms of the rules of chess and an explanation of that same move in terms of the tactical canons of
chess:
The sense in which a rule ‘explains’ a move made in conformity with it is not the same
as the sense in which a tactical principle explains a move, for all that every move that
obeys a tactical principle also obeys a rule…[This illustration] is meant to bring
out…the fact that there is no contradiction in saying that one and the same process, such as the
move of a bishop, is in accordance with two principles of completely different types and such that neither
is ‘reducible’ to the other, though one of them presupposed the other. Hence there derive two quite
different sorts of ‘explanation’ of the moves, neither of which is incompatible with the
other…Mechanism seemed to be a menace because it was assumed that the use of
[explanatory] terms in mechanical theories is their sole use; that all 'why' questions are
answerable in terms of laws of motion. In fact all 'why' questions of one type are perhaps
answerable in those terms and no 'why' questions of other types are answerable merely in those terms.
(78-9, my italics)
In this example, the rules of chess are clearly more fundamental than the tactical canon of chess, since
(1) the tactical canons of chess depend on the rules of chess, and (2) all of the moves that can be
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explained in terms of the tactical canons of chess must also conform to the rules of chess. Yet, there
is no sense in which the tactical cannons of chess are reducible to the rules of chess. On the contrary,
the rules of chess create the space of possibilities that is necessary for the tactical canons of chess to
make sense. Far from undermining the explanatory significance of the tactical canons of chess, this
grounding in the rules of chess actually makes explanations in terms of the tactical canons possible.
Thus, as Ryle concludes, there is no contradiction in saying that one and the same process operates
according to two completely different types of principles, since the principles that support explanation
of one kind do need not exclude the principles that support explanations of a different kind. Indeed,
if anything, the opposite is true: the fact that a process is governed by one set of principles can and
often does enable a process to operate according to another set of principles.
As should be clear, Ryle’s diagnosis of the specter of reduction applies directly to the problem
of inter-theory relations introduced above. Recall that the upshot of this problem was that the nature
of the fundamentality relationship between theories is such that the explanatory completeness of the
more fundamental theory functions to undermine the explanatory significance of the less fundamental
theory. In order for this to be true, however, the fundamentality relationship between theories must
entail that the more fundamental theory can answer the explanatory questions that are answered by
the less fundamental theory; otherwise, the explanatory significance of the less fundamental theory
will not have been undermined, and the less fundamental theory will still be required to answer
explanatory questions.
However, it is not generally possible for a more fundamental theory to answer the questions
that are answered by a less fundamental one. The reason for this is that the questions answered by the
less fundamental theory typically involve terms that are not well-defined in the language of the more
fundamental theory, meaning that the more fundamental theory will not be able to properly interpret
it. Given this, unless one can establish a derivational reduction of one theory to another (something
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which, in most cases, is not possible), it will not be possible for the more fundamental theory to answer
the explanatory questions that are answered by the less fundamental theory (see Dupre (1995) for an
extended argument along these lines).
Notice that one might take this conclusion to imply (as, e.g., Dupre does) that the very idea of
fundamentality relations is mistaken. However, as Ryle highlights, a better conclusion to draw from
this is that the problem lies in a mistaken conception of the sense in which one theory is more
fundamental than the other: the more fundamental theory is not more fundamental because it can
explain everything the less fundamental one can; it is more fundamental because it specifies the
superordinate constraints that determine the space of possible explanations that can be offered by the
less fundamental theory. Put somewhat differently, the more fundamental theory does not exclude the
less fundamental one; it enables it.
To get a better sense of what this claim amounts to, it will be useful to consider the example
of photosynthesis, the process by which plants (as well as many bacteria) convert light into sugar. The
process of photosynthesis is especially salient in this context because the explanation of how it works
depends on quantum theory (to explain how light is converted into usable energy). Thus, unlike many
other processes in which we might be interested, explaining photosynthesis requires appealing to
fundamental physical theories. Crucially, however, it is hard to see how quantum theory could be
sufficient to explain this process. What quantum theory primarily tells us is that if a photon of an
appropriate wavelength interacts with an electron in the active site of the protein complex
Photosystem II, the electron will move to a higher energy level, thereby capturing the energy. We may
also suppose (more tenuously) that quantum theory can also explain why the abstract sequence of
chemical reactions implemented in the chloroplast must take the form that it does in order to capture
and store energy.
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But, once we get this far, we have exhausted what quantum theory can tell us. The reason for
this is that the process of photosynthesis is not just a physical or chemical process but also a biological
process that must be understood in relation to the proteins that realize it, as well as the function that
it serves. In this case, the dependence on proteins is significant because proteins are only functional if
the various components of the protein’s active site are precisely positioned such that they support a
specific sequence of chemical reactions. This, in turn, requires that the protein achieves a highly
specific folding pattern that (1) places the relevant components of the active site in the appropriate
location and (2) does so in a way that constrains the components’ degrees of freedom in the
appropriate way. In many cases, moreover (e.g., Photosystem II), the functionality of the active site
also depends on the protein forming a complex with other proteins and being embedded in a cell
membrane. As a result, and in general, we cannot make sense of a protein’s contribution to a process
such as photosynthesis in strictly microphysical terms because the functional activity of a protein
depends on the entire topological structure of the protein along with the structural features of the
environment in which it is embedded (and notice that the relevant structural features, such as the cell
membrane and other proteins, must also be understood in macrophysical terms).
In this sense, then, the ontology that is required to answer questions about photosynthesis is
inherently (although not exclusively) macrophysical, since the contributions that are made by many of
its explanatory elements, such as proteins and cell membranes, can only be understood when they are
characterized in macrophysical terms. Accordingly, the explanatory role of, e.g., proteins qua proteins
or membranes qua membranes cannot be eliminated in favor of some more basic microphysical
description.
Nevertheless, it is still true that photosynthesis depends on microphysical laws and processes.
It is precisely by taking advantage of these nomological constraints on microphysical processes that
plants are able to, among other things, convert light into sugar and produce proteins in specific
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conformations. Indeed, if those laws were different, then these processes would likely not be possible.
Thus, what we find in this case, as Ryle emphasizes, is that the fundamentality relationship that obtains
between these scientific explanations does not reflect an eliminative relationship between theoretical
level, but rather an enabling one: the structure characterized by the more fundamental theory does not
reduce the structure characterized by the less fundamental theory; rather, the more fundamental
structure defines the space of possibilities on which the less fundamental structure depends and in
which it can occur. Thus, as Ryle highlights, there is no contradiction in saying that one and the same
process operates according to principles of completely different types since the fundamentality
relationship that obtains between principles is not, in general, an eliminative relationship; rather, it is
an enabling one.
Now, returning to the problem of naturalizing practical normativity, notice that, if Ryle’s
analysis is correct, there should be no contradiction in holding that one and the same behavior is
governed by both physical laws and normative laws. The fact that our behaviors must obey physical
laws does not give us reason to think that they cannot obey normative laws; rather, it gives us reason
to think that our ability to obey normative laws depends on the space of possibility made available by
those physical laws. Thus, as Ryle himself emphasizes,
“The fears expressed by some moral philosophers that the advance of the natural
sciences diminishes the field within which the moral virtues can be exercised
[ultimately rest on the mistaken assumption that] there is some contradiction in saying
that one and the same occurrence is governed both by mechanical laws and by moral
principles, an assumption as baseless as the assumption that a golfer cannot at once
conform the laws of ballistics and obey the rules of golf and play with elegance and
skill” (80-1).
Moral philosophers have thus been responding to a false dilemma. We do not need to choose between
the normative and the natural—we can have both. The growing pessimism about the prospects of
naturalizing practical normativity thus proves to be ill-founded. There is no in-principle grounds for
claiming the structure of scientific theory and practice exclude the possibility of a substantive
35

conception of the normative. The only way to settle this question is through the constructive
methodology of science itself.

1.4 SO WHAT’S THE PROBLEM?
It is now clear that there is nothing about the natural sciences per se that excludes the possibility
of a substantive conception of practical normativity. Indeed, as we’ve seen, neither the epistemic nor
metaphysical constraints on the structure of science prove to be sufficient to generate an in principle
conflict between such a conception of practical normativity and the scientific worldview. It thus might
seem that we have achieved our goal of identifying and addressing the confusion at the root of the
problem of naturalizing practical normativity. For we can now conclude that there are no in-principle
grounds for holding that the normative and the natural are incompatible; the constraints imposed by
the scientific worldview on the metaphysics of practical normativity must be discovered, they cannot
be inferred. Nevertheless, despite this conclusion, it appears we still have a mystery on our hands. It
has been well over half a century since Ryle first identified the confusion at the root of the problem
of reduction. Yet, despite this, the problem of naturalizing practical normativity has remained
unresolved. Indeed, even those philosophers working broadly in the Rylean tradition and who are
surely familiar with the relevant arguments (e.g., Sellars, Dennett, Brandom, Haugeland, Blackburn,
McDowell, Price) have not been able to avoid the conclusion that the sciences cannot support a
substantive conception of practical normativity. These observations thus suggest that there is some
further assumption at play holding this problem in place, and one, moreover, that does not depend
on the broad structural constraints that characterized scientific theory and practice. As such, if we
want to adequately address the problem of naturalizing practical normativity, we will have to determine
what this assumption is.
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An initial characterization of this assumption is fairly easy to come by. Although philosophers
often suggest the problem of naturalizing practical normativity has its source in the structure of the
scientific worldview, it is clear from their discussion that the real crux of the problem lies in the widely
held view that a naturalistic theory of action must ground intentional action in a subjective principle of
action—i.e., a principle of action whose content is determined by the contingent features of the agent’s
psychology (see, e.g., Foot 1972; Mackie 1977; Williams 1981a; 1985; Railton 1986; Gibbard 1992;
Blackburn 1998). Once this assumption is in place, it follows almost immediately that a naturalistic
worldview—and thus a fortiori a scientific worldview—cannot support a substantive conception of
practical normativity, since the assumption implies that it is not possible to offer a naturalistic
explanation of action in terms of objective principles of action. As a result, the question of whether it
is possible to develop a substantive scientific conception of practical normativity in terms of objective
principles of action is not really a live one. The only question that is actually worth asking, from this
perspective, is how best to make do with the subjective principles we have.
However, what is less easy to determine is the basis for this assumption. As we’ve just seen,
there is nothing about the structure of the natural sciences that excludes the possibility of objective
principles of action. It thus cannot be that the commitments holding this assumption in place have
their source in the structure of the scientific worldview per se. Instead, this assumption would seem to
have to have its source in the other half of this equation, namely the conception of action and action
explanation that is brought to bear in evaluating the possibility of a naturalistic theory of practical
normativity. For, even if the structure of the scientific worldview cannot exclude the possibility of a
substantive conception of practical normativity on its own, it may still do so given a specific
characterization of the relevant phenomena. As such, what we need to know to identify the confusion
at the root of this problem is what it is about the way in which action and action explanation is
standardly conceived that makes it seem as though a naturalistic theory of action cannot explain action
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in terms of objective principles of action. We will thus have to consider in more detail the standard
philosophical approach to action.
1.4.1 EXPLAINING ACTION
Action explanations are a kind of teleological explanation: they explain why an agent acted in
some way by citing a further goal or principle according to which the action was determined. For
instance, we might explain why we went to the store by citing the goal of buying milk. Or we might
explain why we have taken up jogging by citing the goal of remaining healthy. In either case, the action
constitutes a way or means of achieving the goal, and the goal explains the action by making the action
make sense by subsuming it under the goal. This then gives us an explanatory structure in which the
initial goal that constitutes the action, e.g., going to the store, is explained in terms of the further goal
that the agent is pursuing, e.g., buying milk. Or, to put this point in somewhat different terms, the way
an action explanation explains an action is by embedding the action in a broader action or activity that
the agent is antecedently engaged it (see Thompson (2008) for a characterization of action explanation
in these terms). In either case, the structure of action explanation always implies a further goal or
activity undertaken by the agent.
Because action explanations have this kind of hierarchical structure—explaining one action in
terms of a further one in which it is embedded—action explanations naturally invite an explanatory
regress. For instance, if we were to explain why we went to the store by citing the goal of buying milk,
we open ourselves to the further question of why we were trying to buy milk. And, if we were then to
respond by citing the goal of making oatmeal, this only invites the question of why we were trying to
make oatmeal; and so on. The result is an explanatory regress that has no obvious stopping point.
Historically, the central metaphysical problem of action theory has been to offer an account of the
foundations of action that can provide a satisfactory stopping point for this regress. And, for this
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reason, the central metaphysical debate in action theory has been over what kinds of metaphysical
structures are needed to stop this explanatory regress.
As should be clear, different answers to this question will yield different evaluations of the
possibility of a substantive conception of practical normativity. In particular, such a conception of
practical normativity will only be possible if the explanatory regress can be shown to ground out at an
objective principle of action. This thus suggests that if we want to get to the bottom of our mystery,
we will need to consider why philosophers have thought that a naturalistic theory of action cannot do
this. To answer this question, it will be useful to consider the way Hume (1751) uses the explanatory
regress to show that our actions cannot be determined by reason. He argues as follows:
It appears evident, that the ultimate ends of human actions can never, in any case, be
accounted for by reason, but recommend themselves entirely to the sentiments and
affections of mankind, without any dependance on the intellectual faculties. Ask a
man, why he uses exercise; he will answer, because he desires to keep his health. If you then
enquire, why he desires health, he will readily reply, because sickness is painful. If you push
your enquiries farther, and desire a reason, why he hates pain, it is impossible he can ever
give any. This is an ultimate end, and is never referred to any other object…Perhaps,
to your second question, why he desires health, he may also reply, that it is necessary for the
exercise of his calling. If you ask, why he is anxious on that head, he will answer, because he
desires to get money. If you demand Why? It is the instrument of pleasure, says he. And beyond
this it is an absurdity to ask for a reason. It is impossible there can be a progress in
infinitum; and that one thing can always be a reason, why another is desired. Something
must be desirable on its own account, and because of its immediate accord or
agreement with human sentiment and affection. (M. App 1.18-19, SBN 293)
In this passage, Hume takes it as obvious that the only acceptable place to stop the explanatory regress
is in our basic desires, which for Hume are the desire for pleasure or the aversion to pain. This, in
turn, allows Hume to conclude that a substantive conception of practical normativity must be rejected
because the only way we can explain our action is in terms of a subjective end or principle. Moreover,
although Hume characterizes this regress in hedonistic terms—i.e., in terms of the desire for pleasure
and aversion to pain—we can see that Hume’s skeptical conclusion will follow from any account of
action explanation that takes the explanatory regress to bottom out in a subjective principle of action.
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Indeed, as long as one holds that the only way we can explain an agent’s actions is in terms of the
agent’s contingent psychology, then it follows that we cannot explain an agent’s actions in terms of
objective principles of action. Yet this, in and of itself, does not explain why philosophers have
thought that this is a necessary feature of a naturalistic theory of action. For, as we’ve already seen,
there is nothing about the scientific worldview that requires that we follow Hume in holding that that
there cannot be some further objective principle of action governing our basic desires. So what is it
that has made the association between action and psychology appear so inescapable?
As I see it, the answer to this question is already apparent in Hume’s argument and, in
particular, in the way he appeals to our practices of justification to motivate his conclusion about the
scope of action explanation: philosophers have conflated the explanation of action with its
justification, yielding an artificial restriction on the scope of action explanation, one that ultimately
makes it difficult to see how action explanation could possibly be non-psychological (see Nagel (1970)
for a similar diagnosis).
In Hume’s case, the slide from explanation to justification happens as a result of the dialogical
structure of his argument. Notice that, because Hume’s goal is to show that reason cannot explain the
purpose of action, his argument must be about the limits of action explanation. Yet, by indexing the
standards of explanation to what we can reasonably expect of people when we ask them to “explain
themselves,” Hume’s argument only tells us about the limits of action justification, not the limits of
action explanation. This is crucial because while the standards of explanation are not typically taken
to have psychological conditions, the standards of justification are. In particular, it is generally thought
that the only kinds of considerations that would justify an action are considerations that one was
conscious of (or at least could have been conscious of) in acting—a constraint not shared by the kinds
of considerations that can, in general, explain action (as countless thought experiments probing our
intuitions about free action can attest). Thus, even if Hume is right that, once his interlocutor arrives
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at a basic desire, there is nothing more we can reasonably ask of him, it does not follow that there can
be no further goal or principle that explains the purpose of his actions. This would only be true if we
had some reason to believe that explanations are psychologically conditioned. But we do not: it is only
justifications that are psychologically conditioned. As such, by focusing on our everyday practices of
“explaining ourselves,” Hume has smuggled in psychological conditions on action explanation that
need not be there and which create the unwarranted appearance that the only way we can explain an
agent’s actions is in terms of the agent’s contingent psychology.
If we now turn to the contemporary philosophy of action, we can see this same slide from
explanation to justification reflected in the way action explanation is standardly characterized. In
particular, there are two broadly complementary ways in which philosophers standardly conceive of
the structure of action explanation. The first takes action explanations to explain by identifying the
reason in light of which the agent acted; the second takes action explanation to explain by identifying the
intention under which the agent acted (Anscombe 1953; Davidson 1963; 1978; Bratman 1987; Dancy
2000). In either case, the structure of action explanation entails that a complete action explanation
satisfies a psychological condition. In the first case, the psychological condition is a consequence of
the “in light of which” relation between the agent and the reason, which implies that the agent must
be conscious of the reason in order for it to feature in an explanation of the agent’s action. 2 In the
second case, the psychological condition enters as a consequence of the explanatory role of intentions,
which clearly constitute a psychological category and, moreover, one distinguished by the fact that we
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Notice that this is true even of the anti-psychologistic accounts of motivating reasons that have
emerged since Dancy (2000). Dancy’s critique of psychologism relies on two moves: first, a shift from
taking motivating reasons to be goals to taking motivating reasons to be facts; and, second, the
observation that it is more natural to identify the reason with the fact rather than our corresponding
belief about the truth of that fact. From this, Dancy concludes that motivating reasons are facts not
beliefs, with the consequence being they are not psychological. Nevertheless, Dancy defines a
motivating reason as the fact in light of which one acted, meaning that it is only by virtue of our
awareness of it that the fact can explain action.
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must in some sense be aware of them (as Anscombe (1953) puts it, intentions are something that we
“[know] without observation” (13)). As such, what we find is that, within contemporary action theory,
the structure of action explanation is characterized in terms of the same kind of psychological
condition we saw in Hume, and this in spite of the fact that there is nothing about the nature of
explanation per se that gives us reason to impose such a condition on the structure of action
explanation.
Importantly, moreover, in both these cases, as in the Hume’s case, the reason philosophers
have taken there to be such a psychological condition is these characterizations of action explanation
are predicated on the assumption that the goal of a theory of action is to model our practices of
“explaining ourselves.” To see this, we need only look at the respective sources of each of the two
characterizations of action explanation, namely Donald Davidson (1963) and Elizabeth Anscombe
(1953). In Davidson’s classic essay “Actions, Reasons, and Causes,” he takes the aim of a theory of
action to be identifying the conditions under which a reason rationalizes an action, such that the
explanation “leads us to see something the agent saw, or thought he saw, in his action” (685). As such,
for Davidson, action explanation, in the relevant sense, is defined specifically in terms of what we are
doing when we explain ourselves to each other so as to come to understand each other’s perspectives.
We thus find that, on Davidson’s view, it must be the case that action explanations explain an agent’s
actions by identifying the reasons in light of which she acted, as these reasons are the only reasons
that would rationalize the action (as Davidson (1963) notes, “there is a certain irreducible…sense in
which every rationalization justifies: from the agent’s point of view there was, when he acted,
something to be said for the action” (690-1)).
If we now turn to Anscombe’s (1953) account of action explanation, we find that the
psychological condition enters in much the same way as in Hume’s, through a dialogical interpretation
of the question “why.” On Anscombe’s view, intentional actions consist in actions “to which a certain
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sense of the question ‘Why?’ is given application” (9). The problem for Anscombe is that, due to her
commitment to ordinary language philosophy, she takes the relevant sense of the question “why” to
be the dialogical sense—the one we use when we ask others to explain themselves to us. The result is
that it appears to be analytic that actions are explained in relation to an intention since, according to
Anscombe, intentions are what we cite in answering such questions; they are our reasons for acting.
Thus, in parallel to Hume and Davidson, Anscombe ends up indexing action explanation to the way
in which we explain ourselves to others; and this in turn restricts the scope of action explanation to
the psychological domain.
Notice that, once the psychological condition on action explanation is made explicit, it is easy
to see why philosophers have thought that a naturalistic theory of action cannot explain actions in
terms of objective principles of action. According to such a characterization of action explanation, it
is a constitutive feature of action that it is explained in relation to a goal or principle represented by
the agent in acting. Given this, it would seem to be a consequence of the structure of action
explanation that all intentional actions must have their source in an agent’s attitudes. This feature then
makes it difficult to see how one could avoid Hume’s conclusion that asking for a further, nonpsychological explanation for action would be “an absurdity.” The overall effect is that, once this
characterization is in place, it becomes hard to see how one could offer a remotely plausible
interpretation of the claim that an action is explained by an objective principle of action (as Mackie
(1977) famously argues). By indexing the structure of action explanation to our practices of action
justification, philosophers have thus made it incredibly difficult to make sense of how practical
normativity could be naturalized, as it makes it incredibly difficult to understand how objective
principles of action could have any real bearing on what we do.
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1.5 CONCLUSION
As I see it, the idea that the structure of scientific action explanation must be modeled on the
structure of action justification is the ultimate confusion at the root of the problem of naturalizing
practical normativity. For notice that as long as we hold that the scientific explanation of action must
model the justification of action, it will follow that a scientific theory of action must take an agent’s
actions to be grounded in her contingent psychology, as opposed to an objective principle of action.
Moreover, because this constraint reflects an extra-scientific commitment, it does not itself depend
on facts about the structure of science for its force—as long as we take action explanation to be
coextensive with action justification, there will seem to be little room for non-psychological
explanations of action in the natural order. The result is that the possibility of a substantive scientific
conception of practical normativity is excluded not because of any feature of the natural sciences per
se but rather because of the conception of action explanation that philosophers have thought the
scientific explanation of action must conform to.
Yet, at least initially, it is not clear why one would think that the natural sciences would have
to conform to this constraint. What reason could one have for holding that the structure of scientific
explanation is conditioned on the same kinds of pragmatic constraints as those that characterize our
everyday standards of interpersonal justification? After all, as I argued earlier, there is no in-principle
reason to think that the natural sciences cannot explain an agent’s actions in terms of nonpsychological principles of which she need not be aware. As such, as far as the natural sciences are
concerned, there is no reason to think that they cannot take the explanatory regress beyond the kinds
of considerations that are available to us when we explain ourselves to one another. We thus appear
to face one last question: why have philosophers imposed this constraint on the sciences in the first
place? Why not think that the natural sciences would reveal to us a conception of action explanation
that diverges from the one we rely on in everyday discourse?
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The answer to this question, I believe, lies in the inter-discursive nature of the project of
naturalizing practical normativity. As philosophers typically see it, in order for a naturalistic theory of
practical normativity to be successful, it must offer an account of the nature of normative facts and
properties that is both consistent with and reflective of the way in which normative statements and
predicates are understood in everyday discourse. The reason for this is that, because our commitment
to the existence of normative facts and properties is based in our everyday understanding of the world,
the only way a naturalistic theory of practical normativity can actually solve the problem of naturalizing
practical normativity is if it explains the nature of practical normativity as it is understood in everyday
discourse. Otherwise, the resulting theory of practical normativity would simply fail to account for the
relevant domain: it may explain the nature of normativity in some reformed or technical sense, but it
would not explain the nature of normativity in the sense philosophers care about. As such, a
naturalistic theory of practical normativity must rely on a model of action explanation that is consistent
with the way we explain action in everyday discourse, since otherwise all that such an account will
have done is change the subject. From this perspective, then, the ultimate reason the scientific
explanation of action must conform to the standards of rationalizing action explanation is that it is
this conception of action explanation that characterizes our everyday understanding of practical
normativity.
The upshot of this argument is that we cannot reject the psychological condition on action
explanation without at the same time undermining our ability to provide a philosophically adequate
conception of practical normativity. Nevertheless, and importantly, this conclusion only follows under
the condition that that rationalizing action explanation is indeed the form of action explanation
underlying our everyday understanding of action and normativity; otherwise, we would have no reason
to think that the scientific explanation of action must conform to the structure of rationalizing action
explanation and thus no reason to accept the psychological condition on action explanation. The
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problem for normative naturalists is that, historically, there has not appeared to be an alternative
conception of action explanation that is (1) normatively robust and (2) scientifically tractable. As such,
rationalizing action explanation has appeared to be the only option available when it comes to the
project of naturalizing normativity.
Crucially, however, as I see it, this conclusion is itself a consequence of the longstanding
tendency among philosophers to take as our paradigm form of action explanation the explanation of
human action. Specifically, because almost all of our terms for action explanation and action
justification are the same, it is almost impossible to clearly distinguish between the two when talking
about creatures for whom both senses of these terms apply. This, in turn, makes it almost impossible
to get a clear sense of what our everyday understanding of action explanation actually consists in. As
such, as I see it, in order to get clarity on this issue, we need to focus on action explanations that occur
in contexts that preclude interpersonal justification—most notably, those in which our aim is to
explain the intentional actions of non-human animals. In particular, if it can be shown that our intuitive
understanding of non-human action and action explanation (1) lacks the psychological conditions that
characterize rationalizing action explanation, (2) is normatively robust, (3) is scientifically tractable,
and (4) applies to humans as well, then we will have a clear path to securing a scientific conception of
practical normativity. As such, the purpose of the rest of the dissertation is to show just that.
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2. NATURALISM AND THE NORMATIVE QUESTION: A PHILOSOPHICAL
EXCURSION INTO THE WILDERNESS

2.1 INTO THE WILDERNESS
Imagine that you are a naturalist and wildlife documentarian working on a project about the

role of the great American grizzly bear in American ecosystems. And, over the past two years, you
have been able to get every shots you need for your documentary, except one: that iconic scene of the
great American grizzly bear fishing for salmon at the height of the salmon run. And it really is a shot
you need to get. For not only is this one of the most recognizable grizzly bear motifs in American
wilderness iconography, but it is also a perfect example of the important role that grizzly bears play in
the ecosystems of which they are a part. Grizzly bears are the only predators that can reliably capture
and consume the majority of the salmon that swim upstream to spawn. They thus play a pivotal role
in ensuring that the nutrients made available in the salmon are transferred from the rivers and into the
surrounding environment. Given this, there is no way you could complete this documentary without
having captured this scene. You thus begin planning your next expedition into the American
wilderness in the hopes of finally bringing this project to completion.
You plan your trip meticulously, making sure to pick the perfect time and place to go. After
scouting several locations, you settle on Kodiak Island in Alaska—a remote island off the southern
coast of the state that is widely known as the best places to observe grizzly bears in their natural
habitat. And, once the location is settled, so is the best time to go: right at the end of July, when the
salmon run is at its peak and when the grizzly bears are becoming more active as they prepare for
winter hibernation. By going at this time of year, you are sure to get the footage you need: after all,
grizzly bears must gain as much weight as possible before they enter winter hibernation, so it’s hard
to imagine that they would be doing much else at this time of year. As such, although wild animals are
often fickle subjects, in this case it seems that all you’ll have to do is spend some time by the river and
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let the bears come to you. Unfortunately, however, when you do finally arrive on the island and travel

to the river basin, things do not go as you had envisioned.
The first sign of trouble is the river itself. It is filled with salmon—overflowing, in fact—with
dead salmon littering the shores. This is troubling to you because you know how effective grizzly bears

are at capturing salmon: if there were grizzly bears in the area fishing for salmon, it is doubtful there
would be such a surplus in the river. You begin to worry that you have made some miscalculation, a
worry compounded by the fact that, as far as you can tell, there are no grizzly bears anywhere in the

area be found. A survey of the part of the river in their known range turns up nothing. At this point,
somewhat perplexed, you begin to hike upriver to try your luck there, when you notice some activity
on the nearby hills. Pulling out your binoculars, you discover a grizzly bear and her cubs lumbering

through the woods, eating elderberries from the red elderberries bushes that are scattered throughout
the surrounding forest. Surprised, you begin to investigate further and discover that there are actually
several other bears doing the exact same thing. It turns out that the bears haven’t left the area after

all—it is just that they are not by the river fishing for salmon as you expected. For some reason, they
are in the woods foraging for elderberries instead. This discovery has at least settled the mystery of
where the bears went, but it only raises more questions about what is going on. Why would these bears

choose to spend their time foraging elderberries when they could be feasting on salmon instead? What
reason could they have for forsaking the salmon in favor of elderberries? It is clear to you that
something amiss, but it is not clear what.
At this point, the naturalist in you takes over. Everything you know about grizzly bears
suggests that they should be fishing for salmon right now instead of foraging for elderberries. To be
sure, grizzly bears are omnivores with complex diets. As such, it would not be too surprising to find
some grizzly foraging for elderberries while the rest fished for salmon. But this surely wouldn’t explain
why all the bears are foraging for elderberries rather than fishing for salmon right now—besides, you
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already know that grizzly bears don’t normally do this: all of your research indicates that grizzly bears
really do spend most of their time fishing for salmon during the salmon run. Indeed, this is how they
are able to capture such a large proportion of them.
Moreover, as you continue reflect on this problem, you realize that the biggest puzzle about
this behavior is that, beyond just being unexpected, it doesn’t make sense. Intuitively, one would think
that the sheer amount of food made available by the salmon run would weigh heavily in favor of
fishing for salmon. And this would seem to be especially true for grizzly bears since, at this point in
the year, they must gain as much weight as possible to ensure their survival through winter hibernation.
As such, it seems that these grizzly bears really should be fishing for salmon right now, not foraging
for elderberries. But they are not, and you can’t tell why.
2.1.1 SOME EXPLANATORY QUESTIONS ABOUT THE BEHAVIOR OF BEARS
At this point, it is worth briefly remarking on the structure of the explanatory problem that
this situation raises. As should be clear, the present puzzle is one that concerns the explanation of the
bears’ actions and decisions. What we want to know, that is, is why these bears acted contrary to our
expectations by choosing to forage for elderberries rather than fish for salmon. Moreover, our reasons
for thinking that the bears would be fishing for salmon rather than foraging for elderberries point to
two questions that need to be answered to provide a satisfactory explanation of their surprising
behavior. The first question is causal and concerns why the bears’ pattern of behavior has changed as
compared to previous years. That is, there must be something different about this year as compared
to previous years that has led to this different pattern of behavior, and an adequate explanation of
what is going on will have to tell us what this is. We can call this question the causal question about the
bears’ behavior and the answer to this question the causal reason for the bears’ behavior.
The other question raised by this situation is normative and concerns the bears’ reason for
choosing to forage for elderberries rather than fish for salmon. Notice that part of what makes the
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bears’ behavior so puzzling is that it is difficult to make sense of their decision because fishing for
salmon seems like the better option, given that they have just begun the process of gain weight for
winter hibernation. Thus, it seems that these bears would be better off fishing for salmon rather than
foraging for elderberries. Given this, part of what is required to resolve this puzzle is determining why
the bears would choose to forage for elderberries when there is so much salmon available. Why
wouldn’t they take advantage of this massive calorie windfall and fish for salmon instead? Let’s call
this question the normative question about the bears’ decision and its answer the normative reason for the bears’
decision.
Importantly, it is worth emphasizing that the structure of the normative question is inherently
normative. In particular, because what it is asking is why the bears chose to forage for elderberries
given that fishing for salmon appears to be the better option, the only way to answer the question is to
first determine which option is the better one in this context and to then situate the bears’ decision in
relation to what they should be doing. If the bears are right to be doing what they are doing, then what
we want to know is why they are right; and if the bears are wrong to be doing what they are doing,
then what we want to know is why they made this mistake. Either way, it is not possible to adequately
answer this question without also determining which option the bears actually should favor in this
context and evaluating their behavior accordingly. This puzzle thus appears to have both a causal and
normative component, both of which must be addressed if it is to be resolved.
2.1.2 THE RIPENING OF THE ELDERBERRIES: CAUSAL ANSWERS, PRACTICAL QUESTIONS
With your production plans ruined, you decide to investigate the situation a bit further. Given
that the elderberries are the unaccounted-for factor in this situation, you decide to start by learning
more about them. And, thankfully, you’ve brought your copy of Flora and Fauna of the Pacific Northwest
for just such an occasion. You pull it out and flip to the entry on red elderberries in search of any
clues. As your read through the entry, you discover what seems to be a relevant fact about elderberries’
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typical growth cycle: red elderberries do not typically ripen at this point in the summer; instead, they
usually ripen weeks later and well after the salmon run has already peaked. It thus appears that, for
some reason, the elderberries have ripened early this year, thus coinciding with the salmon run. As
such, the grizzly bears would seem to not normally have the option to forage for elderberries during
the salmon run, as they aren’t usually ripe by that time. But this year, they do—and they took it.
In light of this discovery, you are beginning to think that the fact that elderberries have ripened
early this year could be the answer to the causal question you are looking for. For if it is true that
grizzly bears do not normally have the option to forage for elderberries during the salmon run, then
the fact that they do this year is clearly a difference—and quite plausibly the difference—that makes a
difference in this case. The early ripening of the elderberries is thus plausibly the cause of the altered
pattern of behavior as compared to previous years, as the introduction of this novel environmental
condition is clearly required to bring about this novel pattern of behavior.
However, as you think more about the problem you are faced with, you realize that this answer
to the causal question does little to address the normative question. Indeed, to a significant extent, it
only brings this question into sharper relief: if this explanation of the change is correct, then the reason
that the early ripening of the elderberries was able to change the bears’ behavior seem to be that the
bears really do favor foraging for elderberries over fishing for salmon. In particular, if this right, then
all that seems to have happened to change the bears’ behavior is that the bears were given an option
that they do not normally have. This, in turn, means that the grizzly bears’ counter-intuitive decision
cannot be easily explained away as a mere causal consequence of the novel causal condition—as, for
instance, would be the case if the cause of the bears’ aberrant behavior were the introduction of an
environmental pollutant that drives bears mad for sweets. In this latter kind of case, practical questions
about why the bears would choose to forage for elderberries rather than fish for salmon would be
largely moot since the bears’ aberrant behavior would have been brought about in a way that

51

circumvents their capacity to choose. However, in the present case, the relationship between cause
and effect appears to be mediated by the bears’ choice. The answer to the causal question thus seems
to only make the normative question more pressing, since it indicates that the only way to offer a
satisfactory explanation of what is going on is to explain why these bears would choose to forage for
elderberries rather than fish for salmon.
You are now starting to realize that, in order to resolve this puzzle, you are going to need to
learn more about the kinds of considerations that structure and guide the actions and decisions of
grizzly bears. As things currently stand, however, you are not in a particularly good position to do this.
Answering the practical question is almost certainly going to require information about the life and
needs of grizzly bears that you won’t be able to glean from the Grizzly Bear entry of Flora and Fauna
of the Pacific Northwest. The prospects of finding a satisfactory resolution to this puzzle while still on the
island thus look fairly dim: you’re going to have to wait till you get back to settle this issue.
Nevertheless, just because you can’t find the answer to the question while on the island does not mean
you cannot use the knowledge you have to come up with a set of plausible answers to this question.
This would at least give a better sense of what to look for when you get back, and it might even give
you some ideas about how to proceed with your project, seeing as your initial plan does not look like
it will work out. So, with the midday sun about to reach its peak, you decide to find a shady spot by
the river and think this through.
2.1.3 TOWARDS A THEORY OF NORMATIVE ACTION EXPLANATION
Our excursion into the wilderness has left us with an explanatory question about the actions
and decisions of grizzly bears and one, moreover, that is normatively structured. In particular, as we
saw, a central reason why these bears’ behavior calls for explanation is that it seems that the bears
should not be acting in this way, given that they should have just begun the process of gaining weight
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for winter hibernation. As such, part of what we want to know about these bears’ behavior is whether
they really should be acting in this way and why.
My goal in the remainder of this chapter is to develop an analysis of the kind of explanation
that can answer this question, focusing in particular on the structural relationship between action and
normativity. In section 2.2, I propose that this question falls within a broader class of explanatory
questions about organism behavior—which I call natural normative questions—and I offer an initial
characterization of the form that an answer to such questions should take. In particular, I argue that
because this kind of question is standardly predicated on the defeasible assumption that the organism
is doing what it should be doing in the relevant context, this kind of question implies an answering
procedure or algorithm in which one first tries to explain the organism’s behavior in relation to a
normative reason for action and, if that fails, one then tries to explain the organism’s behavior in
relation to a motivating reason for action. I call the first kind of action explanation a normative action
explanation; and, following convention, I call the second kind of action explanation as a rationalizing
action explanation. In section 2.3, I elaborate on the relationship between these two kinds of explanations
and address the objection that a rationalizing action explanation should be sufficient to explain action
in either case. I argue that, although it may be true that an organism will have a motivating reason for
action whether it was correct or mistaken, a rationalizing action explanation will only be sufficient to
answer a natural normative question if it is true that an evaluation of the organism’s motiving reason
for action could answer the question in either case. However, I show that an explanation of why an
action was correct that cites a motivating reason will either not answer the natural normative question
or it will only answer the question given an implausible interpretation of what the question is asking.
As such, I conclude that an analysis in terms of normative action explanation should be favored.
With this objection addressed, I turn to the primary focus of this chapter: developing an
analysis of structure and foundations of normative action explanation. There are several features of
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this kind of explanation that need to be characterized in order to provide a complete analysis of its
structure and foundations. In section 2.4, I provide an account of the explanatory inference underlying
this kind of explanation. I show that this kind of explanation depends on a (defeasible) inference
principle—which I call the Practicality Inference—that allows one to infer an explanation of what an
organism will do from an explanation of what an organism should do. It is thus by virtue of this
inference principle that a normative reason for action comes to explain an organism’s actions. Then,
in section 2.5, I elaborate the structure of a normative reason for action and show that it involves two
components: a teleological component that specifies the activity or goal in relation to which the
relevant options are being evaluated; and an evaluative component that evaluates the options in
relation to the goal or activity. I then go on to offer a principle-based analysis of the evaluative
component that characterizes the explicit normative terms in the formulation in terms of a principle
that relates the properties of the options to the fulfillment of the goal or activity.
From there, I turn, in section 2.6, to the teleological component of normative reasons for
action and consider the conditions under which an activity or goal counts as normative for an
organism. In doing this, I discuss the different kinds of teleological relations that can feature in a
normative reason for action and explore their relationship. I ultimately argue that the best way to make
sense of the normativity of these teleological relations is as having its source in the organism’s activity
of living as the particular organism that it is. That is, on this view, in order for a goal or activity to be
normative for an organism, it must be grounded in the structure and dynamics of that particular
organism's activity of living. This view thus has the consequence that organism-relative normative
facts are explained in terms of activities, which are in turn taken as basic. I conclude, in section 2.7, by
comparing this analysis of the foundations of normativity to alternative Aristotelian and Humean
analyses, highlighting the similarities and differences, and discussing why one should favor the present
view.
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2.2 NATURAL NORMATIVE QUESTIONS AND THE CORRECTNESS ASSUMPTION
Although the question we encountered about the bears’ foraging decision arose in a fairly exotic
context, it is by no means an exotic kind of question. Living things can often be found doing things
that don’t make sense to us, or that we do not understand, prompting us to ask similar questions about
why they are doing this. For instance, it is easy to imagine everyday contexts in which the following
questions arise:
(1) Why are those doves eating gravel even though they cannot digest it?
(2) Why is that squirrel burying its nuts in so many places even though the nuts would
be easier to find if they were cached in one place?
(3) Why did that wasp switch from eating one cicada to attacking another even though
it had not finished eating the first one?
(4) Why are those sparrows building their nest so close to the ground even though that
puts it in reach of terrestrial predators?
Where, in each case, the implied context of the question is a situation in which we observe an organism
doing something that doesn’t make sense to us. Moreover, as in the bear case, the most natural way
of reading these questions is as having a normative upshot: what we want to know, first and foremost,
is whether these animals are making the right decision in acting as they do and, if so, why. Or, to put
it another way, in asking these questions, we are seeking an explanation of these creatures’ behavior
that leads us to see why that behavior would be a good, or appropriate, or correct thing for them to
do in that context, if indeed it is.
Notice, moreover, that normative component of these questions is characterized by a
distinctive pragmatic structure. In particular, these questions naturally read as expressed under the
default assumption that the organism is, in fact, doing what it should be doing in the relevant context,
such that what the question appears to be primarily concerned with is learning more about the
considerations and constraints that shape the life and needs of the organism in question (this feature
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of these questions is especially clear if we imagine them being asked by a thoughtful and inquisitive
child). We can call this assumption the correctness assumption. The correctness assumption can be
understood as reflective of a kind of intellectual humility about the organism’s reasons for acting that
has its basis in the fact that the question being asked is primarily motivated by a lack of understanding
of why the organism is behaving in that way rather than an evaluation of the behavior as mistaken. In
this sense, this kind of question adopts a deferential attitude towards the organism, operating under
the assumption that the organism probably knows what it is doing, it is just that we do not know what
that is.
This point, of course, should not be taken to imply that this kind of question cannot be
answered by showing that the reason the organism acted in that the way was that it was confused or
mistaken in some way. Organisms can and do make mistakes and, when they do, an explanation of
why they have made a mistake will be the right way to answer this kind of question. The present point
is thus not that the only way to answer this kind of question is by explaining why the organism is
correct in doing what it was doing but rather that the primary question being asked by such a question
is why what the organism is doing is what it should be doing in the present context: that is, this kind
of question is expressed under the defeasible assumption that the organism is doing what it should be
doing in the relevant context. Thus, although it may turn out that the organism was mistaken in doing
what it did, the pragmatics of this kind of question implies that an answer along these lines is only
appropriate if we have reason to believe that the correctness assumption has been defeated.
These observations thus suggest that the pragmatic structure of this kind of question—which
we can call a natural normative question (NNQ)—implies a kind of procedure or algorithm by which it
should be answered.3 For, as we’ve just seen, in order to answer this kind of question in a way that is
3

Some might question focusing on pragmatics when providing an account of these questions’ form,
as it is generally thought that the formal features of linguistic utterances are a consequence of its syntax
and semantics. As I see it, however, the association between form and syntax and semantics is largely
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consistent with the correctness assumption, we must first try to explain why the organism should be
doing what it is doing in the relevant context; and then, if that fails, we should try to explain why the
organism is doing what it is doing, despite this being a mistake. In this latter case, the answer to the
natural normative question will tell us why the organism was motivated to do that thing even though
it should not have. The result is an implied answering procedure that requires that we first try to
determine why the thing the organism was doing in that context was what it should be doing in that
context. And, if we cannot do that, we then try to determine why what the organism was doing in that
context seemed to it like what it should have been doing in that context, thus explaining the mistake.
We can express this procedure more formally as the following algorithm:
NNQ Algorithm
(Step 1): Search for a normative reason R for why organism O should do a (as opposed
to b) in context C
>>(Step 1a): If R is found, then output “R” as the answer to the NNQ and stop
>>(Step 1b): If R cannot be found, then go to Step 2
(Step 2): Search for a motivating reason M for why it seemed to O that it should do a
(as opposed to b) in C
>>(Step 2a): If M is found, then output “M” as the answer to the NNQ and stop
>>(Step 2b): If M cannot be found, then output “a is not intentional” as the answer
to the NNQ and stop

a consequence of the standard practice of treating statements and assertions as the paradigm form
speech acts (Brandom 1994; Kukla and Lance 2009). But once we turn our attention to the meaning
of questions it becomes clear that we cannot offer an analysis of a question-type without focusing on
its pragmatic structure because we cannot understand a question without understanding what the
question is asking us to say or do. As such, although the semantic structure of a question is also
important to understanding its form, this will be secondary to its pragmatic structure. The pragmatic
structure of a question determines what it is asking us to do (which, in fact, is why the analysis yields
an algorithm), thus defining the kind of question it is.
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The structure of the NNQ Algorithm has a number of features that need to be explained. In particular,
although the sequence defined by Step 1 and Step 2 reflects the pragmatic considerations adduced
above, many of the details of each step have yet to be explained. Because my primary purpose in
introducing this algorithm is to isolate the form of explanation reflected in Step 1 and offer an analysis
of it, the issues surrounding the explanation and justification of the different elements of Step 1 will
occupy much of our focus in what follows. However, before I turn to that, it will be useful for me to
first briefly remark on the general structure of the NNQ Algorithm and the relationship between the
steps, as well as address an important source of skepticism about this analysis: namely, that motivating
reasons are (or, at least, ought to be) sufficient to explain action in either case.

2.3 ACTION EXPLANATION: NORMATIVE VERSUS RATIONALIZING
The structure of the NNQ Algorithm is distinctive in that it yields two distinct kinds of
explanation depending on the step in which the answer to the explanatory question is found. If the
explanation is identified in the first step, then it yields what I call a normative action explanation: an
explanation that explains an organism’s actions and decisions by telling us why this is what the
organism should be doing or has the most reason to do in the relevant context. However, if the
explanation is identified in the second step, then it yields what is standardly referred to as a rationalizing
action explanation: an explanation that explains an organism’s action by telling us why the organism is
motivated to do what it is doing in the relevant context. This pluralistic approach to action explanation
contrasts with the standard approach in philosophy, which holds that all intentional actions should be
explained in the same way, namely by citing an agent’s motivating reason for action (Anscombe 1953;
Davidson 1963; Dennett 1971; 1989; Frankfurt 1978; Millikan 1984; Fodor 1985; 2008; Smith 1987;
Bratman 1987; Dretske 1988; Lewis 1988). The present account of the explanation of action thus
represents a substantial break from the received philosophical view—a fact that many might see as
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sufficient reason to reject it. Given this, the purpose of this section is to elaborate the relationship
between these two kinds of explanation and explain why motivating reasons for action is not sufficient
to explain action in either case, despite appearances to the contrary.
2.3.1 ACTION EXPLANATIONS AND QUESTION-DEPENDENCE
As we saw, the structure of the NNQ Algorithm is a consequence of the fact NNQs are
predicated on the correctness assumption, which holds that, in general, organisms will be doing what
they should be doing in a given context. The primary purpose of the NNQ Algorithm is thus to find
an answer to the NNQ that is consistent with this assumption, since this is primarily what is being
asked by the question. It is for this reason that Step 1 of the algorithm tries to answer the question by
identifying a normative reason for acting.
However, because the correctness assumption is defeasible, the set of possible answers to an
NNQ will extend beyond the set of possible answers that are consistent with the correctness
assumption: it is possible for an organism to be making a mistake and, if this is the case, an explanation
of this fact will also constitute a valid answer to the NNQ. The purpose of Step 2 is thus to find an
answer to the NNQ in cases where we have reason to believe that the correctness assumption has
been defeated and thus that the organism is indeed making a mistake. Under such conditions, an
appropriate answer to an NNQ will explain the mistake by telling us why the organism was motivated
to act as it did, despite it being a mistake. Typically, this will involve citing the epistemic or motivational
conditions that led the organism to do the wrong thing in that context (for instance, misinformation
or interest-incongruent preferences). In this way, the NNQ Algorithm will explain why the organism
acted correctly, if it did act correctly; and it will explain why it acted incorrectly, if it did act incorrectly.
By contrast, according to the standard model of action explanation, there should be no
difference between the explanation of action in either case. In particular, according to this view, all
intentional actions—whether correct or incorrect—must be explained in the same way: in terms of
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the beliefs, desires, and intentions that motivated the agent to act as she did. The explanation of action
is thus taken to be independent of the normative evaluation of action since such an explanation will
be the same in either case. Moreover, on this view, the explanation of action is also standardly taken
to be necessarily antecedent to the normative evaluation of action, meaning that we cannot know
whether an action is correct or incorrect until we know why the agent was motivated to do it. Thus,
by contrast to the present model of action explanation, the standard model of action explanation holds
that the primary answer to any explanatory question about action must be a rationalizing explanation
of that action; and it is only once we have this explanation that we can take up the normative evaluation
of action. The implied order of operations is thus the reverse of the NNQ Algorithm’s. On the
standard model, we must first identify the agent’s motivating reason for acting and then evaluate
whether this was a normative reason for acting—it cannot be the other way around.
There are two related reasons that the standard model of action explanation has historically
appeared to philosophers to be unavoidable. The first has to do with the conceptual relationship
between having a motivation to act and acting intentionally. It is widely agreed that a necessary
condition for acting intentionally is that the action has its source in the agent’s motives (Davidson
1963; 1978; Frankfurt 1978; Smith 1987; Dretske 1988). It is thus clear that, as long as an action is
intentional, there will be a motiving reason for which the agent acted. In light of this, many
philosophers have concluded (1) that if an action is intentional, then there must be a motivating reason
that explains it and thus (2) that in order to provide a complete explanation of an agent’s actions, one
must cite her motivating reasons for acting. The result is a conception of action explanation that must
cite an agent’s motivating reasons to be complete and which thus takes the rationalization of action
to be required whether the action is correct or not.
The second reason that the standard model has appeared unavoidable concerns the way in
which the evaluation of action is generally thought to work. Philosophers have long supposed that in
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order to determine whether an agent acted for the right reasons, we must first know what the agent’s
reasons were—that is, what motivated her to act. Thus, on this view, we cannot evaluate an agent’s
actions without first identifying her motivating reasons for acting because the agent’s motivating
reasons for acting constitute the primary objects of normative evaluation (see Williams (1981a) for an
incredibly influential defense of this view). As such, from this perspective, it does not make sense to
try to determine whether an agent has a normative reason for acting without first identifying her
motivating reasons for acting because the question of whether the agent has a normative reason for
acting depends on what the agent’s motivating reasons are.
Taken together, these two points have historically made it difficult for philosophers to see
how one could possibly account for the explanatory role of normative reasons for action without
doing so by virtue of their relationship to the agent’s motivating reasons for action. And this, in turn,
has made it difficult to see how an explanation of action could work in the way defined by the NNQ
Algorithm (see Mackie (1977) for a classic statement of this problem). Our question, then, is whether
there is some reason to reject the considerations adduced above in favor of the standard model of
action explanation. And, as I see it, there is. To see why, we need to first note that the second
consideration in favor of the standard model actually depends on the first for its force and plausibility.
The reason for this is that the force of this consideration depends on the idea that it is not possible
for an agent to act for a reason that is not a motivating reason: otherwise, it would not follow that the
evaluation of an agent’s reasons for acting must be the evaluation of the agent’s motivating reasons
for acting, as our concern may be with a different kind of reason for acting. Accordingly, in order for
this line of argument to have force, we need an antecedent reason to believe that the only way to
explain an agent’s actions is in terms of a motivating reason for action. Specifically, we would need to
defend some version of the first argument in favor of the standard model, which shows that
motivating reasons are required to explain intentional action. For, without this thesis, there would be

61

no reason to think that the reasons in relation to which an agent’s actions should be evaluated must
be her motivating reasons. We thus find that the inescapability of the standard model ultimately turns
on the force of the idea that a complete explanation of intentional action must cite the agent’s
motivating reason for acting.
As such, the central challenge facing the present account of action explanation is to show that
the conceptual connection between acting intentionally and being motivated to act does not
undermine the proposal that an explanation of action in terms of a normative reason does not have
to depend on an explanation of action in terms of a motivating reason. The trick to doing this is to
recognize that the force of the first reason in favor of the standard model itself depends on the
assumption that there can only be one kind of intentional action explanation. For notice that if there
is more than one kind of action explanation, then the fact that one kind of action explanation requires
that we cite a motivating reason for acting in order to be complete would not entail that a different
kind of action explanation requires this to be complete. That is, if one adopts a pluralistic conception
of action explanation, one would then be able to account for the conceptual connection between
intentional action and motivating reasons by reference to one kind of explanation while at the same
time securing the independent explanatory force of normative reasons for action by means of another.
In this way, one could agree with a proponent of the standard model that all intentional actions are
brought about by a motivating reason for action while also holding that an agent’s normative reasons
for action need not be grounded in her motivations to act.
Of course, in order for this proposal to work, we must accept a pluralistic conception of action
explanation. And, for many proponents of the standard model, this is exactly what they are trying to
avoid (Davidson 1963; Fodor 1985; Smith 1987; Lewis 1988; Antony 1989). Thus, the mere fact that
adopting a pluralistic approach to action explanation would allow for the independent explanatory
force of normative reasons is not enough to resolve this issue; we also need to provide some reason
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to think that such an approach should, in fact, be adopted. Notably, however, we already have a reason
to think this: namely, that this is required to answer the explanatory questions in which we are
interested. For recall that the reason why the NNQ Algorithm has the structure that it does is that this
procedure is required to construct an adequate answer to an NNQ. Thus, insofar as this is the correct
account of the structure of the question, the only way we will be able to adequately answer the question
is if we accept that there are at least two kinds of action explanation. For, otherwise, we will reliably
fail to answer the question as intended.
To see the significance of this point, it will be useful to consider what happens if we try to
answer our initial question about the bears’ foraging choice using the standard model of action
explanation. To begin with, it is clear that the bears had a motivating reason for choosing to forage
for elderberry rather than fish for salmon. What’s more, it is fairly easy to identify a plausible
explanation of why these bears were motivated to act in this way: they were hungry, and foraging for
elderberries seemed like a better way to satisfy their hunger than fishing for salmon. Cleary, moreover,
this explanation will hold whether the bears were right to act as they did or not—just as proponents
of the standard model claim. Notice, however, that when we consider the normative evaluation of this
reason for acting, we do not get an answer to our initial question. For recall that what we wanted to
know in asking the question was whether this decision was the right one given the fact that the bears
are gaining weight for winter hibernation. Yet the normative evaluation of this reason does not answer
this question; rather, it tells us whether the bears were right that foraging for elderberries would be a
better way to satisfy their hunger than fishing for salmon. And, as should be clear, the bears could be
right about this even if fishing for salmon turns out to be the better way to gain weight for winter
hibernation. As such, if we begin with the most plausible motivating reason for action, we end up
being forced to provide an answer that does not address the question being asked.
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In order to avoid this problem, a proponent of the standard model would have to interpret
this question as actually being about whether foraging for elderberries is a better way for the bears to
satisfy their desire to gain weight for winter hibernation than fishing for salmon. This would then make
gaining weight for winter hibernation a motivating reason for action and thus an apt basis for
normative evaluation according to the standard model. The problem, however, is that, in doing this,
the proponent of the standard model has changed the sense of the question. For notice that, under
such an interpretation, the answer to the question depends on whether the bears actually have this
desire. Yet it seems clear that the initial sense of the question does not involve such a commitment.
Indeed, the idea that the bears’ behavior is governed by the goal of gaining weight for winter
hibernation is, at least initially, much more plausible than the idea that the bears want to gain weight
for winter hibernation. Interpreting the question in relation to the bears’ desires thus ends up (1)
yielding a characterization of the question that is much less plausible than it actually seems to be and
(2) artificially narrowing the scope of viable answers to the question to just those that can be
characterized in the relevant psychological terms. In brief: it ends up misinterpreting the question. It
thus seems that we cannot provide an adequate interpretation of this kind of question while holding
on to the standard model of action explanation. We must instead adopt a pluralistic approach.
Given this, the goal of the rest of the chapter is to develop an analysis of the other kind of
explanation that is required to make sense of this kind of question: that is, normative action
explanation.

2.4 THE STRUCTURE OF NORMATIVE ACTION EXPLANATION
A good place to begin is by considering one of the more puzzling features of Step 1: that the
reason we are trying to identify in this step explains why the organism should do something, not why
it is doing or will do something. For notice that, it is the latter, not the former, explanatory question
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that is supposed to be answered by the NNQ Algorithm. More specifically, the NNQ Algorithm is
supposed to answer questions of the following form:

NNQ: Why is organism O doing a (as opposed to b) in context C?
Accordingly, if the organism’s reason for acting is identified in Step 1, the answer it yields should take
this form:

Step 1 NNQ Answer: O is doing a (as opposed to b) in C because reason R.
Where what is being explained by the reason is the organism’s action. But when we look at the
structure of Step 1, this is not what is explained by the reason. Instead, Step 1 asks us to identify the
reason why the organism should act in that way, not why it does. The question then is what justifies
this shift in explanandum. Why would explaining why an organism should act in some way be sufficient
to answer the question of why it does act in that way?
To answer this question, it will be useful to return to our bear case and consider the
counterfactual scenario in which you arrive on the island and find the bears fishing for salmon rather
than foraging for elderberries, which is just what you would expect. In such a case, we can imagine
that, upon realizing that the surrounding woods are filled with ripe elderberries, you still end up
wondering why the bears are fishing for salmon rather than foraging for elderberries. But, in this case,
you do not linger on this question for long. For, in this case, you already have a plausible explanation
for why they are doing this. In particular, the reason you would cite to settle this question is exactly
the one that left you so sure that you would find the bears fishing for salmon in the first place: namely,
that these grizzly bears are gaining weight for winter hibernation. More precisely, you would be able
to explain the bears’ decision as follows:
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Counterfactual Right Choice: The bears are fishing for salmon rather than foraging
for elderberries because (1) they are gaining weight for winter hibernation, and (2)
fishing for salmon is a better way to gain weight for winter hibernation than foraging
for elderberries.

Notice that this explanation provides a satisfactory answer to the question of why these bears are
fishing for salmon rather than foraging for elderberries. In particular, there does not appear to be any
further fact or consideration that we need to cite to make this explanation a complete answer to the
question. Nevertheless, when we take a closer look at what is actually entailed by the reason being
cited, we can see that the only conclusion that directly follows from the facts that (1) the bears are
gaining weight for winter hibernation and that (2) fishing for salmon is a better way to do this than
foraging for elderberries is that the bears should be fish for salmon rather than foraging for
elderberries—not that the bears are fishing for salmon rather than foraging for elderberries. As such,
there is an inferential gap between the premise and conclusion that requires an inference principle to
be filled. And, because this inference principle will have to take us from an “ought” to an “is,” let’s
call the principle the Practicality Inference.
We thus find that Counterfactual Right Choice involves two notable features. First, it appears
to provide a complete explanation of bears’ decision, since it provides a satisfactory answer to the
NNQ about the bears’ decision. And, second, it appears to do so by means of an inference from
“ought” to “is.” Taken together, these two features of Counterfactual Right Choice suggest that
Practicality Inference must be part of the explanatory form of the kind of explanation appealed to in this
case, since otherwise, the explanation would not appear to be complete until one gave a further reason
to think that “ought” entailed by the premise supports the “is” in the conclusion. Or, to put this point
a different way, these two features of the explanation suggest that the reason we do not need to identify
any further consideration to justify the shift from “ought” to “is” is that the inference from “ought”
to “is” is constitutive of this kind of explanation and thus does not need to be stated explicitly. It is
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thus sufficient, when using this kind of explanation, to identify the reason why the organism should
be acting in this way because the remaining inferential work is done by the inferential structure of the
explanation itself. This then provides an initial reason why the NNQ Algorithm focuses on explaining
why the organism should be acting in some way rather than why it is acting in that way: the way the
relevant kind of explanation works is by taking an explanation of why an organism should be acting
in some way and inferring an explanation of why the organism does act in that way.
2.4.1 AN ANALYSIS OF NORMATIVE ACTION EXPLANATION
Our discussion of Counterfactual Right Choice thus highlights the central role that the
Practicality Inference plays in answering NNQs. However, the precise way in which this inference
works remains unclear. As such, before we turn to consider the structure of the reason itself, it will be
useful to discuss in more detail the structure of the Practicality Inference and the explanations it
supports.
Let’s begin by defining some terms. Call any explanation that relies on the Practicality
Inference a normative action explanation (NAE); any simple statement about what an organism should
do a natural normative proposition (NNP); any simple statement about what an organism is doing or will
do an occurrent practical proposition (OPP); and, finally, any explanation of an NNP a natural normative
explanation (NNE). Given these definitions, we can say that the way normative action explanation
works is by using the Practicality Inference to infer an explanation of an occurrent practical
proposition from a natural normative explanation, thus yielding a normative action explanation. We
can characterize these definitions more formally as follows:
Definitions
NNP: Organism O should do a (as opposed to b) in context C.
OPP: Organism O is doing a (as opposed to b) in context C.
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NNE: A should do a (as opposed to b) in C because normative reason R. [“NNP
because R”]
NAE: O is doing (or will do) a (as opposed to b) in C because normative reason R.
[“OPP because R”]
This then gives us the following characterization of the explanatory form of a normative action
explanation:
NAE Inference Scheme
(P1) NNE: O should do a (as opposed to b) in C because R.
>>Explanatory Inference Rule: Practicality Inference
________
(C) NAE: O will do (or is doing) a (as opposed to b) in C because R.
Notice that, once the structure of a normative action explanation is represented in this way, the
structure that the Practicality Inference needs to take also becomes clear. In particular, the Practicality
Inference must hold that if an organism should do something for some reason, then it will do that
thing for that reason. We can make this rule explicit in our characterization of the form of a normative
action explanation by introducing it as a premise in the inference scheme (note that the variation in
tense is a result of the temporal structure that is implied when we represent an explanation deductively;
it is not constitutive of the explanatory form itself):
NAE Complete Inference Scheme
(P1) NNE: O should do a (as opposed to b) in C because normative reason R.
(P2) Conditional Practicality Inference: If O should do a (as opposed to b) because
R, then O will do (or is doing) a (as opposed to b) because R.
________
(C) NAE: O will do (or is doing) a (as opposed to b) in C because R.
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It is fairly easy to see that this explanatory inference closes the logical gap that we identified in
Counterfactual Right Choice. In particular, once we replace all the relevant variables, we get the
following inference:
Counterfactual Right Choice Conditional Inference
(P1’) The bears should be fishing for salmon rather than foraging for elderberries
because (1) they are gaining weight for winter, and (2) fishing for salmon is a better
way to do this.
(P2’) If bears should be fishing for salmon rather than foraging for elderberries because
they are gaining weight for winter hibernation, then they will fish for salmon rather
than forage for elderberries because they need to gain weight for winter hibernation
________
(C’) Thus, these bears will fish for salmon rather than forage for elderberries (or are
fishing for salmon rather than foraging for elderberries) because (1) they are gaining
weight for winter, and (2) fishing for salmon is a better way to do this.
This is clearly a valid inference. However, in representing the inference in this way, it also becomes
clear that our initial characterization of the Practicality Inference is overly narrow. In particular, when
we characterize it in this way, we can see that we would need a different version of the Practicality
Inference for each distinct normative action explanation. The structure of the Practicality Inference
would thus lack the generality needed to define the explanatory form of normative action explanations
in general. For this reason, we need to identify a general version of the Practicality Inference that is
invariant across explanation instances. And, because our concern is with explanation, the most natural
way to do this is to ground the inference in the constitutive properties of the relevant domain, namely
organisms. This would give us the following inference scheme (for clarity, I have left implicit the
quantificational structure of this version of Practicality Inference)4:

4

When made explicit, it can be expressed as follows: (X)((if X is an organism) →
((∃x)(∃y)(∃Y)(∃W)((X should do x [as opposed to y] in context Y because reason W) →
((∃w)(∃z)(∃Z)(∃V)((X will do w [as opposed to z] in context Z for reason V) & (x=w & y=z & Y=W
& W=V))))))
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NAE Constitutive Inference Scheme
(P1) NNE: O should do a (as opposed to b) in C because normative reason R.
(P2) Constitutive Practicality Inference: Organisms are the kind of thing for whom
it is true that if they should do something for some reason in some context, then they
will do that thing for that reason in that context.
________
(C) NAE: O will do (or is doing) a (as opposed to b) in C because R.
In this version of the inference scheme, the Practicality Inference is taken to reflect a general fact
about organisms and their behavior rather than a particular fact about the particular organism(s) in
question. This general fact about organisms then serves as a bridge connecting any natural normative
explanation to the corresponding normative action explanation. We can see how this works by
applying it to Counterfactual Right Choice, as follows:
Counterfactual Right Choice Constitutive Inference
(P1’) The bears should be fishing for salmon rather than foraging for elderberries
because (1) they are gaining weight for winter hibernation, and (2) fishing for salmon
is a better way to do this than foraging for elderberries.
(P2’) Bears (qua organisms) are the kind of thing for whom it is true that if they should
do something for some reason in some context, then they will do that thing for that
reason when in that context.
________
(C’) Thus, the bears will fish for salmon rather than forage for elderberries (or are
fishing for salmon rather than foraging for elderberries) because (1) they are gaining
weight for winter hibernation, and (2) fishing for salmon is a better way to do this than
foraging for elderberries.
Here we see that the same conclusion follows as before, but by means of the constitutive version of
the Practicality Inference. The result is an explanation of the bears’ decision that relies on an
explanatory inference that is invariant across explanation instances.
This thus gives us a basic analysis of the structure of a normative action explanation. It is
important to note that, because the Practicality Inference is an explanatory inference rule rather than
a logical one, the conclusions it supports will, in general, be defeasible. The most salient class of
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defeaters in this context are those that result from the epistemic and motivational constraints that
characterize an organism’s relationship to its environment. When these constraints undermine the
Practicality Inference, it will then be necessary to turn to a different kind of explanation to answer the
NNQ that does not rely on the Practicality Inference. As we saw above, identifying this kind of
explanation is the point of Step 2 in the NNQ Algorithm. Accordingly, although the Practicality
Inference does not hold in all contexts, the structure of the NNQ Algorithm allows us to use the
inference principle in a way that is sensitive to its defeasibility and context sensitivity.
This thus gives an initial account of the structure of a normative action explanation. However,
we have yet to characterize the most important feature of this kind of explanation: the structure of
the normative reason that grounds it. As such, let’s turn to that issue now.

2.5 THE STRUCTURE OF A NORMATIVE REASON FOR ACTION
It will be useful for me to begin with a terminological note. Throughout this discussion, I have
been referring to the reason cited in a normative action explanation as a normative reason for action. I have
been doing this because the considerations being cited serve to explain a normative fact about an
organism’s behavior—they tell us why an organism should do something. Thus, the choice to call this
a normative reason for action reflect what is being explained by the reason, i.e., a normative fact about
action. And, in this respect, the way I am using this term is in line with standard philosophical usage,
as, in philosophy, it is standard to identify normative reasons for action with the explanatory grounds
of a normative fact about action (see especially Schroeder 2007).
However, and importantly, in a different respect, the way in which I am using this term
deviates significantly from standard philosophical usage. Specifically, as we will see, the kind of
structure that is required to be a normative reason on the present analysis proves to be much more
complex than the kind of structure that is typically required by standard philosophical accounts of
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normative reasons for action. In particular, whereas most contemporary accounts of normative
reasons for action allow any fact to count as a normative reason for action (Scanlon 1999, 2014; Dancy
2001; Schroeder 2007), the present analysis only allows a specific class of teleologically structured facts
to play this role. As a result, the content and structure of a normative reason for action ends up looking
very different on these two approaches.
To some extent, this divergence in usage can be accounted for in terms of a difference in
notational convention. In everyday discourse, we appeal to a number of different kinds of structures
when explaining why one should do something (e.g., descriptive facts, goals, requirements, values,
attitudes, etc.). As such, there are a number of different kinds of structures we might intuitively
describe as normative reasons for action. The result is that the referent of this term is, from a pretheoretic perspective, ambiguous and this ambiguity can lead to problems in contexts where precision
is important. In light of this, one way to understand the standard philosophical usage of the term is as
a useful convention with which to disambiguate its referent philosophical discourse. From this
perspective, then, the difference in usage is best understood as a consequence of the fact that we have
indexed the term to different pre-theoretic reference classes and are thus talking about different,
although related, things.
Nevertheless, it would be a mistake to think that these differences in convention do not have
philosophical consequences. Most significantly in this case, because the standard philosophical usage
of the term implies that the explanatory grounds of a normative fact is simply a further (typically nonnormative) fact that counts in favor of the action, this usage has made it difficult to see how the
normative relation between that further fact and the action can itself be explained (Scanlon 1998; 1998;
Dancy 2006). As a result, this convention heavily favors the view that the underlying normative
relation must be basic and thus that there is no way to provide an account of the nature of practical
normativity in non-normative terms. By contrast, the present usage of the term does not have this
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implication. Indeed, as we will see, the additional structure that is required by the present analysis is
precisely the structure needed to explain this normative relation in non-normative terms. In this sense,
then, this difference in usage cannot be dismissed as merely conventional; rather, it reflects a
substantive disagreement over what a normative reason for action actually consists in.
2.5.1 AN INITIAL ANALYSIS OF NORMATIVE REASONS
Up until now, we have said very little about the general structure of a normative reason for
action. However, we have provided an example of a complete normative action explanation, namely
Counterfactual Right Choice. Given this, a natural way to proceed with our analysis is to take the
structure of this reason as our paradigm case and then use it to explore the conditions that characterize
the content and structure of a normative reason for action. In this way, we can use this example to
extrapolate a more general account of the structure of normative reasons.
Accordingly, in what follows, we will be focusing on the NNE embedded in Counterfactual
Right Choice (which we can label Right NNE):

Right NNE(a): The bears should be fishing for salmon rather than foraging for

elderberries because (1) they are gaining weight for winter hibernation, and (2) fishing
for salmon is a better way to do this than foraging for elderberries.
Notice that the structure of the reason cited in this explanation is a complex proposition that first
specifies a goal or activity that the bears have or in which they are engaged and that then specifies
which option is a better way for them to satisfy this goal or to engage in this activity. Expressed more
formally, this gives us the following characterization of the structure of an NNE:

NNE(a): O should do a (as opposed to b) in C because (1) O is G-ing, and (2) a is a
better way to G than b.
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There are two noteworthy features of this explanatory form. The first, as we just noted, is that the
reason cited in this explanation consists in the conjunction of two propositions: (1) that O is G-ing
and (2) that a is a better way to G than b. Moreover, it is clear that both conditions must be included
for the explanation to be complete. In particular, the first condition is required to relate the goal or
activity to O, while the second condition is required to specify which of the available options is favored
by the goal. Thus, without the first condition, we would have no reason to think that the fact that G
favors a over b is relevant to O; and, without the second condition, we would have no reason to think
that the fact that O is G-ing would explain why it should do a as opposed to b. It is for this reason
that both conditions must be included in order for the explanation to be complete.
The second noteworthy feature of this explanation is that it is teleological in form. In
particular, this explanation works by showing that (1) the organism has a goal in relation to which it
should act, and (2) that it is because it has this goal that it should so act. Or, to put this point another
way, the way this explanation works is by explaining why the organism should act in some way by
showing that this is what it should do in order to achieve this goal. As such, the organism’s relationship
to the goal constitutes the core structural feature doing the explanatory work in an NNE, as the
existence of this relationship is the primary determinant of whether the explanation is actually
applicable to the organism.
Moreover, once we have the structure of an NNE in view, we can see that there are two
important questions about the way in which the embedded NNP is explained and comes to apply to
the organism—both of which must be addressed in order to understand and evaluate its scope,
structure, and adequacy. The first concerns the nature of the “downward” inference from the goal G
to the embedded NNP. Specifically, in the above NNEs, the embedded NNP is derived from O’s
needing to G via condition 2, which states that a is a better way to G than b. It is thus by virtue of this
betterness-relation that O’s G-ing supports the embedded NNP. The problem, however, is that this
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betterness-relation is not sufficient to determine the explanatory grounds of the embedded NNP since
there are multiple distinct explanations that that consistent with the truth of this betterness-relation.
To see this, notice that, in the bear case, one reason that fishing for salmon is a better way to gain
weight for winter than foraging for blueberries might be that it yields more food. However, a different
reason that this might be true is that the elderberries contain a compound that increases the bears’
metabolism in such a way that they lose weight by eating them. As such, in these two cases, we find
that the goal and the evaluation of the options are the same, but that the grounds for the evaluations
are different. Moreover, the counterfactual conditions that define each explanation are different since,
in the former case, there are some conditions under which it would make sense to forage for
elderberries in order to gain weight, whereas in the latter case, there are none. Given this, a complete
analysis of the structure of an NNE will need to make the structure underlying betterness-relation
explicit so that it can adequately distinguish between these distinct explanations.
The second question that is raised by the structure of an NNE concerns the nature of the
“upward” inference from the fact that O is G-ing to the fact that O should choose the option that is
better in relation to G. For notice that if O should not, in fact, be G-ing then O should also not be
doing what is required to G. As such, the mere fact that O is G-ing is not sufficient to establish that
O should choose the option supported by G. We thus face the question of what conditions must be
satisfied by G-ing in order for it to support the applicability of a normative requirement to O.
In what follows, I will take up each question in turn. The overall result of this analysis will be
a characterization of the structure of NNEs that explains the embedded NNP without using any
explicitly normative terms. Instead, according to the view I defend, the ultimate grounds of organismrelative normativity is the very activity of living itself.
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2.5.2 DECISION PRINCIPLES AND THE EVALUATION OF OPTIONS
As we just discussed, the reason cited by NNE(a) faces the problem that it cannot distinguish
distinct explanations of why one option is a better way of G-ing than another. And in searching for
an analysis of the betterness-relation that can distinguish the relevant class of examples, it will be
helpful to consider the reasoning involved in arriving at the conclusion that fishing for salmon would
be a better way to gain weight than foraging for elderberries. In this way, we can get clear on exactly
how we arrive at evaluations of options in relation to a goal.
The first thing to notice about this kind of reasoning is that the resulting evaluation is highly
context-sensitive. Recall, for instance, that the reason we thought that the bears should be fishing for
salmon rather than foraging for elderberries was, in part, that the salmon run was at its peak. That is,
it was because the relevant context was characterized by an abundance of salmon that it made sense
to think that the bears should be fishing for salmon rather than foraging for elderberries. However,
under different conditions—such as if were to arrive on the island in late August when there are no
salmon in the rivers but plenty of elderberries in the woods—fishing for salmon would clearly not be
a better way of gaining weight for winter hibernation than foraging for elderberries. For, in that
context, fishing for salmon would not in fact yield any food. In light of this kind of consideration, it
is clear that whether a given action is actually the better option is generally a function of context since
the ordering of options in relation to a goal will vary as a function of which context the organism finds
itself in. We can thus update the NNE accordingly as follows:

NNE(b): O should do a (as opposed to b) in C because (1) O is G-ing, and (2) a is a
better way to G than b in context C.

Such that the context-relativity of condition (2) is now explicit in the formulation.
Notice, moreover, that if the ordering of options is a function of context, then presumably
this must be due to a value-relevant difference between contexts: the ordering of options is different
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because some relevant aspect of the context is different. For instance, in the example we just discussed,
the relevant difference between contexts was the amount of food each option would likely yield. If we
make this feature of the explanation explicit in Right NNE, we get the following:

Right NNE(b): The bears should be fishing for salmon rather than foraging for

elderberries because (1) they are gaining weight for winter hibernation, (2) the bears’
gaining weight is a positive function of the amount of food consumed, and (3) fishing
for salmon during the salmon run will likely yield more food to consume than foraging
for elderberries.
If we generalize this explanation, we get the following formulation of the structure of an NNE (for
consistency, I have here made the context-relativity of (1) explicit):

NNE(c): O should do a (as opposed to b) in C because (1) O is G-ing in C, (2) O’s
G-ing or ability to G in C is a positive function of decision principle P that orders
options a-n in relation to measure m, and (3) (ma > mb) in C

Where m is a context-specific measure of some goal-relevant feature of the options being evaluated
(in this case, amount of food each option will likely yield), and the decision principle P is a function
that orders the values of m based on the extent to which they contribute to achieving the goal, i.e.,
P(m) (here, the contribution is to putting on weight).
There are two noteworthy features of this formulation of NNE. The first is that the
characterization of the betterness-relation in terms of the explicitly normative term “better” has been
replaced by a measure-based characterization that defines each option’s relative value in relation to
their prospective contributions to goal that characterizes the organism’s activity. Thus, according to
this analysis, each option's normative significance appears to be determined entirely by the options’
relation to the organism’s goals. The second noteworthy feature of this formulation—and the more
important one for present purposes—is that this measure-based expansion of the organism’s reason
appears to be sufficient to distinguish between the different explanations of why one option would be
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a better way to G than another. For instance, if we compare the case in which the reason fishing for
salmon is better is because it yields more food to the case in which this is because elderberries cause
an increase in metabolism (and thus a decrease in weight), we can see that the structure of this
explanation differs with respects to the decision principle P: in the first case this principle is defined
over food quantity, whereas in the second case it is defined over some metabolic parameter. In this
way, the measure-based expansion of the reason allows us to characterize the difference between these
distinct explanations of why an organism should do something in relation to a goal. In light of this,
we can conclude that this measure-based expansion proves to be required to fully specify which reason
is being cited by a given NNE.
This formulation of NNE thus provides an answer to our first question about the “downward”
inference from the goal to the embedded NNP. However, in order for our analysis to be complete,
we still need to provide an account of the “upward” inference from the fact that the organism has a
goal or is engaged in a given activity to the fact that the organism should do what the goal or activity
requires. To see the force of this problem, notice that if the organism should not be engaged in an
activity, then it also should not do what it requires. As such, the mere fact that the organism is engaged
in an activity is not sufficient to license the truth of the embedded NNP. Rather, the goal or activity
must satisfy some further conditions in order for it to do this. The challenge then is to specify what
these conditions are. Call this the normativity problem. The goal of the next section is to address this
problem.

2.6 TELEOLOGY, NORMATIVITY, AND THE ACTIVITY OF LIVING
Let’s begin by providing a more precise characterization of the normativity problem. As I just
mentioned, this problem results from the fact that a goal or activity does not license the truth of an
NNP unless that further goal or activity is itself normative for the organism. Notice that the structure
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of this problem can be characterized as an explanatory regress: we explain why O should a (as opposed
to b) by showing that a is the better option given that it is G-ing, but we then face the further question
of why O should be G-ing; this question might then be answered by citing some further activity, V,
that the organism is engaged in, leading to the further question of why it should be V-ing, and so on.
The central challenge, then, in justifying this kind of normative explanation is to identify an acceptable
stopping point for this regress. And, in general, there are two ways in which we might do this. To see
this, notice that the regress alternates between two kinds of structure: the activities that necessitate
further activities and the requirements that relate one activity to another. As such, the regress can be
stopped—and the normativity problem solved—by either identifying an activity that needs no further
explanation or a requirement that need not be grounded in a further activity. Ultimately, I will argue
that, in order to adequately account for the full range of normative requirements that appear to aptly
bear on organisms, we will have to rely on a version of the activity-based approach to solving this
problem. First, however, I want to explore a different approach to stopping this regress—one centered
on the notion of a need.
2.6.1 NEEDS AND WELFARE-BASED REQUIREMENTS
When presented in the abstract, the explanatory regress just introduced seems to be
interminable. Regresses, after all, are characterized by the fact that they go on indefinitely, and there
is clearly no in-principle constraint on the number of goals or activities available to be cited in such a
regress that would undermine this fact. However, when we think through particular instances of this
kind of regress, we find that they typically come to an end quite quickly and often in the same way:
namely, by reference to the organism’s needs. And the reason for this seems clear. It is natural to think
that part of what it means for something to be a living thing is that it has needs, e.g., for food, water,
shelter, etc., and, moreover, that part of what is involved in having needs is that one must do what it
takes to satisfy them. As such, the normativity of needs appears to be basic: the fact that an organism
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should act to satisfy a need is something that needs no further explanation (although, as we will see,
this does not mean that it has no further explanation). For instance, consider what happens when we
explain why the bears are gaining weight for winter hibernation in terms of a corresponding need:

Bear Needs-Explanation: The bears are gaining weight for winter hibernation
because they need to.

Notice that explanations in this form function as a way of stopping the explanatory regress we
introduced above: they serve as a way of asserting the basicness of needs. Needs thus appear to offer
one way to address the normativity problem. The question then is whether they are sufficient to
address this problem, i.e., can we ground all forms of organism-relative normativity in an organism’s
needs. And, to address this question, we will have to consider both how and why needs are able to do
this.
As I noted above, there are two ways of stopping the explanatory regress: either by citing an
appropriate activity or by citing an appropriate requirement. Given this, a natural place to begin our
discussion of the explanatory role of needs is by determining which kind of solution to the normativity
problem it consists in. We will thus have to develop an analysis of the “needs to” relation. In doing
this, I will present each part of the analysis formally and then apply it to the bear case so that it can be
more easily evaluated. We can start with the “needs to” relation itself. This gives us the following:

Needs-Relation: O needs to G.
And:

Bear Needs-Relation: The bears need to gain weight for winter hibernation.
Notice that this relation has two notable implications. The first is that the O needs to G entails that it
is in O’s interest to G. For instance, in the bear case, it is clear that their needing to gain weight for
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winter implies that it is in their interest to do so and, moreover, that doing this would be good for
them. We can express this relation as follows:

Interest-Relation: It is in O’s interest to G.
And:

Bear Interest-Relation: It is in the bears' interest to gain weight for winter
hibernation.

As should be clear, the needs-relation entails the interest-relation, and both entail that G-ing would be
good for O.
There are two things to note about the relationship between the needs-relation and the interest
relation. The first is that, like the needs-relation, citing an interest also appears to function as a way to
stop an explanatory regress. Consider, for instance, the following explanation of why the bears are
gaining weight for winter hibernation:

Bear Interest-Explanation: The bears are gaining weight for winter hibernation
because it is in their interest to do so.

As before, this kind of statement functions to assert the basicness of organism’s interest in doing what
they are doing. The interest-relation thus appears to preserve the normativity of the needs-relation.
The second thing to note about the interest-relation is that it does not entail the needs-relation:
doing something can be in an organism’s interest even if they do not need to do it. Thus, the interestrelation proves to be strictly weaker than the needs-relation. This thus brings us to the second notable
feature of the needs-relation: which is that it expressed a kind of necessitating relationship between O
and G-ing. In particular, part of what it means to say that an organism needs to do something is that
this is something that it has to do. It is this feature of the needs-relation that appears to be missing in
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the interest-relation, thus blocking the entailment. The most natural way to characterize this kind of
necessity is as a kind of deontic necessity, as follows:

Must-Relation: O must G.
And:

Bear Must-Relation: The bears must gain weight for winter hibernation.
We can confirm this entailment by noting that it is clearly true that if the bears need to gain weight for
winter hibernation, then this is something that they must do. Moreover, in light of this feature of the
needs-relation, we can conclude that the needs-relation is able to stop the explanatory regress by
expressing a requirement that needs no further explanation. For it is now clear that part of what we
are doing in citing a need is citing a requirement.
The relation between the must-relation and the needs-relation also points to the beginning of
an explanation of why the needs-relation is able to stop this regress. To see this, notice that, unlike the
needs-relation, the must-relation does not imply that it would be in O’s interest to G, and it is not able
to stop the explanatory regress. We can see the first point by noting that it does not follow from the
fact that the bears must gain weight for winter hibernation that it is in their interests to do so since
the bears might have reason to do this despite the fact that it does not serve their interests.
We can see the second point by constructing an explanation of why the bears are gaining
weight for winter hibernation in line with the previous two. This gives us the following:

Bear Must-Explanation: The bears are gaining weight for winter hibernation because
they must do so.

Notice that, unlike the previous two explanations, this one does not function to assert the basicness
of the corresponding requirement; rather, this kind of explanation instead reads as a kind of non-
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answer to the explanatory question, wherein one simply asserts that they must do it because one does
not have an explanation of why they should. This difference between the must-relation and the needsand interest-relation in turn suggests that it is the latter’s interest-relativity that explains their ability to
stop the explanatory regress.
We can conclude our initial analysis of the needs-relation by noting that, although the interestrelation does not imply the must-relation (since it lacks the relevant necessity), it does entail a
correspondingly weaker deontic relation:

Should-Relation: O should G.
And:

Bear Should-Relation: The bears should gain weight for winter hibernation.
Where this follows from the fact that if doing something is in an organism ’s interest, then this is
something that it should do. Notice that, like the must-relation, the should-relation does not express
an interest-relative proposition: the fact that an organism should do something does not necessarily
imply that it is in their interest to do so. Similarly, like the must relation, the should-relation does not
function to stop the explanatory regress (I will leave it to the reader to confirm this fact). The reason
for this is, of course, that the should-relation is entailed by the must-relation: if an organism must do
something, then it should do that thing. Given this, it also follows that the should relation is also
entailed by the needs-relation: if it needs to do something, then it similarly should do that thing. When
taken all together, the result is a complete system of normative relations that varies along the
dimensions of interest-relativity and deontic strength, such that the interest-relativity dimension
determines whether the relation can stop an explanatory regress.

83

In order to get a better sense of why this interest-relativity does this, it will be useful to consider
more closely the relationship between the needs-relation and the must-relation. In particular,
throughout this discussion, I have been focusing on what I will call the constitutive sense of the needsrelation, which is the sense of the needs-relation that reflects the organism's needs. Statements about
what an organism needs to do in the constitutive sense are only true if the required action is grounded
in a need. Call this kind of requirement (as well as the corresponding interest-based one) a welfare-based
constitutive requirement.
However, there is a different sense of the needs-relation that is not reflective of a need and
that instead functions in essentially the same way as the must-relation, i.e., as an expression of the
underlying deontic structure of a statement. Typically, this sense of the needs-relation occurs when
we use this relation to specify what one needs to do in order to do something else. For instance, we
might say something like, “Amani needs to go to boot camp in order to join the military,” without
this implying that it is in her interest to go to boot camp or to join the military. Call this sense of the
needs-relation the conditional sense of the needs-relation and corresponding requirement a conditional
requirement.
Notably, the structure of the conditional requirement directly corresponds to the recursive
relation that generates the explanatory regress: a conditional requirement only entails that an organism
should do something if it is also true that it should pursue the further goal or activity on which it is
conditioned. For instance, the fact that Amani needs to go to boot camp in order to join the military
only entails that she should go to boot camp if she should join the military. Given this, we can use the
structure of a conditional requirement to represent the regress-stopping character of the constitutive
needs-relation. To do this, we first have to represent the structure of the conditional requirement in
general. This gives us the following:

Conditional Requirement (CdR): O should/must/needs to G in order to V
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The truth of a conditional requirement thus allows the embedded requirement to inherit its
normativity from the goal that explains it. We can then provide a characterization of the constitutive
needs-relation by identifying a corresponding conditional requirement that cites the satisfaction of a
need as the superordinate goal, as follows:

Welfare-based CdR: O should/must/needs to G in order to satisfy its need N.
Thus, in the bear case, this would yield something like the following:

Bear Welfare-based CdR: The bears must gain weight for winter hibernation in order
to satisfy their caloric needs during hibernation.

This thus gives us an initial conditionalized analysis of welfare-based constitutive requirements.
Notice, moreover, that the notion of a need and of an interest can themselves be explained in terms
of the goals of surviving and flourishing, respectively. That is, the things that an organism needs to do
or that is in its interest to do are things that are required for the organism to survive and to flourish.
Given this, we can jointly account for the needs-relation and the interest-relation in terms of the
following conditionalized analysis of welfare-based constitutive requirements:

Welfare-based Vital CdR: O should/must/needs to G in order to survive and
flourish.

And in the bear case:

Bear Welfare-based Vital CdR: The bears must gain weight for winter hibernation
in order to survive the winter.

This analysis provides the basis of a plausible account of why interest-relative relations are able to stop
the explanatory regress. For notice that it is plausibly a constitutive feature of being a living thing that
its actions are governed by the ends of surviving and flourishing. As such, by explaining a normative
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proposition in terms of the organism’s interests, we are tacitly grounding the normative proposition
in ends that the organism qua organism must have. There is thus no further explanation we can give
or, for that matter, that it makes sense to give.
It is also important to note that, by taking the regress to be stopped in this way, we have shifted
from using a requirement to stop the regress to using an activity. For now what we are saying is that
the reason that, e.g., the bears should be gaining weight for winter hibernation is that they are engaged
in the activities of surviving and flourishing, and gaining weight for winter hibernation is required to
do that. If this is right, then it would seem that the reason welfare-based constitutive requirements are
ultimately able to stop the explanatory regress is that they tacitly depend on an activity that is
constitutive of the organism and thus necessary for it.
2.6.2 NORMATIVITY AND THE SPECIFIC CONCEPTION OF LIVING THINGS
The activities of surviving and flourishing appear to provides one way to bring the regress to
an end. However, these activities do not appear to be sufficient to solve the normativity problem. To
see this, notice that organisms can have goals and engage in activities that are not plausibly explained
in terms of surviving and flourishing but which still appear to ground normative facts about them.
For instance, it is clear that organisms do not reproduce in order to survive and flourish. Indeed, very
often, an organism’s reproductive requirements lead it to act contrary to its welfare. Yet, it still seems
that reproductive requirements really do have authority for organisms. Moreover, insofar as we are
interested in answering natural normative questions, many such questions will require appealing to the
nature of an organism’s reproductive activity, resulting in normative action explanations that cite such
requirements. But if normative action explanations must ultimately be grounded in welfare-based
requirements, then it would seem we could not do this: the only way to explain actions in terms of
reproductive activity would be by means of a rationalizing action explanation. Since it seems clear that
many normative action explanations can aptly be answered by means of a normative action
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explanation that cites the organism’s reproductive activity, we cannot settle on a solution to the
normativity problem that focuses only on survival and flourishing.
Now, one way to solve this problem would be to simply expand the set of basic goals and
activities to include reproduction (as well as any other goal that can’t be explained in terms of the goals
already in the set). This, however, leads to two problems. The first is that, unlike surviving and
flourishing, reproduction does not appear to be constitutive of what it means to be a living thing. For
instance, it is not a constitutive feature of the lifecycle of a worker bee that they should try to
reproduce, yet they are still living things nonetheless. And if this is right, then reproduction would not
have the same status as survival and reproduction when it comes to its relationship to biological
organisms. We would thus need a further justification for why it should be included in this privileged
set of authoritative goals.
This, in turn, brings us to the second problem with simply expanding the set of basic goals
and activity: namely, that this way of going about accounting for the foundations of normativity fails
to provide a unified account of the conditions under which a goal or activity counts as normative. As
a result, this solution to the problem does not actually contribute to our understanding of the nature
and grounds of the explanations we are appealing to. Given this, it would be preferable to have a more
general account of the conditions under which a goal or activity is normative.
Nevertheless, although we cannot account for the organism-relative normativity of, e.g.,
reproduction in terms of the constitutive features of living things in general, there does seem to be
something right about focusing on the fact that organisms are living things when trying to account for
the grounds of organism-specific normativity. After all, everything an organism does is something that
it must do as part of the process of living. In this respect, the activity of living would seem to define
the bounds of normativity for an organism, since it cannot do anything that cannot feature as a
component of its life and thus cannot be required to do anything that cannot feature as a component
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in its life. The challenge is to find a way to exploit the connection between living and the bounds of
normativity that can provide an adequate account of the condition under which goals such as
reproduction are normative for organisms.
To do this, we will need to take advantage of two features of the conceptual relationship

between organisms and living: the first is that living is an activity and thus something that organisms
do; the second is that living is constitutive of organisms—that is, an organism that is not living is not
an organism at all.5 In light of these two features, we can conclude, as we did in the case of surviving

and flourishing, that organisms must be engaged in the activity of living in order to be organisms. The
challenge then is to show that this constitutive relationship can support the full scope of organismrelative normativity.
A good place to begin is by considering how we must understand this relationship in order for
it to explain the normativity of all of an organism’s requirements. In order to do this, we will need to
draw a distinction between what I will call the general conception of living and the specific conception of living.
The general conception of living characterizes the features of living that are shared by all organisms
in virtue of being alive. This sense of living thus picks out the features of living that are invariant
across organisms. For instance, this conception plausibly includes the goals of surviving and
flourishing, since these appear to be constitutive of what it means to be an organism as such.

5

Of course, one might think that this latter point cannot be true, since we have no trouble making
sense of the idea of a dead organism. As such, there is clearly a sense in which something can be an
organism without having to be alive. Notice, however, that this usage of organism terms subtly
changes their meaning, such that the organism term functions not characterize what an organism is,
but rather what it was. For instance, when we say something like “I saw a dead mouse on my walk
from work” what we typically mean is not that we saw something that is currently a mouse that has
the property of being dead, but rather that we saw the body of a mouse, that is, an object that had
been a mouse prior to its death. In this sense, the characterization of something as a dead organism
can be understood as a kind of anaphoric statement that indexes the referent of the term to what it
was, rather than what it currently is. If this interpretation is correct, then the apparent coherence of
the idea that there is a dead organism does not undermine the claim that living is constitutive of being
an organism.
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On the other hand, as we saw, it does not appear to be constitutive of the general conception
of living that organisms should do things that many organisms do, in fact, have reason to do, e.g.,
reproduce. The reason for this is that the general conception of living must apply to all living things
and thus can only include features that are shared by all and only living things. As a result, the
dimensions of living that are necessary for some organisms but not for others cannot feature in this
conception of living and, as a result, this conception of living will not be able to ground requirements
based in these features.
This, however, is not true of the specific conception of living. The specific conception of living
characterizes the form of life that an individual organism’s life takes and that is specific to it. Thus,
each organism embodies a different specific conception of living as each organism is living a different
life. This conception of living reflects the fact that it is not just true that organisms as a category must
be living, but also that each individual organism must be living as the organism that it is. As such,
although it is not a normative fact about all organisms that they should try to reproduce, if the
particular form of living in which an organism is engaged is characterized by this feature, then it has
as a reason to do it. To see the difference between these two conceptions of living, let’s look at the
way that each features in an NNE in the case of both welfare and reproduction. First, consider the
welfare case:

General Welfare NNE: O should try to survive and flourish because (1) O is engaged
in the activity of living, and (2) trying to survive and flourish is part of living.
And:

Specific Welfare NNE: O should try to survive and flourish because (1) O is engaged
in the activity of living as the particular organism that it is, and (2) trying to survive
and flourish is part of living as the organism that it is.
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The first thing to notice about these NNEs, as compared to the other formulations presented above,
is that the second condition has changed from a claim about what option is a better way to G to a
claim about the relevant activity being a part of G-ing. The reason for this is that the activity of trying
to survive and flourish is constitutive of the activity of living: that is, trying to survive and flourish is
part of what it means to be engaged in the activity of living. As such, the reason an organism should
try to survive and flourish is not that it constitutes a better way to live than some other way of doing
so but rather that trying to survive and flourish is part of what is involved in living.
The second thing to notice about these NNEs is that the truth of the Specific Welfare NNE
is plausibly explained by the truth of the General Welfare NNE. Since trying to survive and flourish
is part of what is involved in living, it is also part of what is involved in living as a particular organism.
As such, the Specific Welfare NNE does not really change the nature of the explanation, as in either
case it is the general fact about organisms that is doing the explanatory work. However, the same
cannot be said about the relationship between the general and specific explanations of reproductive
requirements. Consider the following:

General Reproductive NNE: O should try to reproduce in C because (1) O is
engaged in the activity of living, and (2) trying to reproduce in C is part of living.
And:

Specific Reproductive NNE: O should try to reproduce in C because (1) O is
engaged in the activity of living as the particular organism that it is, and (2) trying to
reproduce in C is part of living as the particular organism that it is.

As should be clear, the relation between these two explanations is very different from the analogous
Welfare-based ones. When we evaluate the truth of the General Reproductive NNE, it comes out as
false since the second clause is clearly false. Trying to reproduce is not a part of what is involved in
living in general, since the lifecycles of plenty of living things do not involve this activity. However,
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when we evaluate Specific Reproductive NNE, it comes out true as long as trying to reproduce is part
of what it means to live as that particular organism. Thus, although the truth of Specific Reproductive
NNE is contingent relative to the category of organisms, it will be necessary relative to specific
organisms: that O should reproduce will be basic in relation to its own life, but not in relation to life
in general. Trying to reproduce in a specific context is just part of the way O’s life is, even if it is not
part of the way life, in general, must be.
Notice, moreover, that essentially any goal or activity can feature as part of an organism’s
specific life in this way. For instance, pro-social activities that do not promote its welfare may
nevertheless be required by virtue of their featuring as a part of the specific form that the organism’s
activity of living takes. What’s more, these organism-specific constitutive goals or activities may change
over time as a result of an organism’s specific life history. This fact is most clear in organisms that
undergo metamorphoses between life stages, such as when a caterpillar goes from dedicating its life
to eating leaves to dedicating its life to reproducing once it become a butterfly. However, this feature
of the specific conception of living is more general than this. For instance, the grizzly bears only begin
the process of gaining weight for winter hibernation in the mid-summer. Prior to that, their goal is to
return to a stable weight after having lost most of it in the winter. Given this, we can take each of
those goals to be constitutive of the bears’ activity of living at that point, even if they are not
constitutive of the bears' activity of living at a broader timescale. The question of whether to
characterize a given goal as constitutive or not will depend on the level of generality that is appropriate
to answer the relevant question. Interestingly, then, the general conception of living can actually be
thought of as a special case of the specific conception, as it simply serves to pick out the limiting
conditions on the possible interpretations of “living as the organism that it is.”
The picture that results from this account of the foundations of NNEs is one that conceives
of organisms as a kind of activity operating at multiple different timescales and at multiple different
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levels of determination. What an organism should be doing will depend on the timescale and
corresponding level of determination we are considering, since the activity the organism is engaged in
can be fixed at one timescale but variable in another (e.g., the bear’s foraging goal is fixed within a
season, but varies across the year). Moreover, and interestingly, this feature of the foundations of an
NNE introduces a radical form of context dependence into the explanation of organism-relative
normative propositions. We can see this by considering any case in which an organism’s environment
changes faster than it can change the activity in which it is engaged (an increasingly common
occurrence due to the effects of climate change). Under such conditions, an organism may act exactly
as it should in relation to its constitutive goals at that timescale, yet at the same time be acting contrary
to more the general goals, such as surviving, that ground it. For instance, a bald eagle catching fish in
a nearby pond may be doing exactly what it should be doing in relation to its foraging goals; but if
those fish have been exposed to environmental toxins, then there is also clearly a sense in which the
eagle is making a mistake by catching those fish, since eating toxic fish is bad for it. In this kind of
case, the problem is not that the organism has failed to do what it should do (for it has), but rather
that the environment in which it finds itself is no longer right for it (or it is no longer right for its
environment).6 There will thus be a dimension of the aptness of any of the organism’s activities that
ultimately depends on brute facts about the organism’s relationship to its environment. The activity
of living is, in this sense, always the activity of living in relation to a particular context, environment,
or world, for it is only in relation to a particular context, environment, or world that we can coherently

6

Within philosophy, this idea is most clearly reflected in Bernard Williams’ (1981b) moral philosophy
and, in particular, in his discussions of (1) moral luck, (2) character, and (3) the ethical importance of
the Greek conception of tragedy. Specifically, Williams can be read as taking a person’s character to
be characterized by this kind of constitutive necessity, which is in turn the reason why he maintains
that the requirements derived from a moral system (which are the requirements imposed by the
person’s environment) can never adequately capture the form of necessity that is reflected in a person’s
character.
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make sense of an organism’s constitutive goals as they relate to each other across timescales and levels
of determination.

2.7 OUR PROGRESS SO FAR
We are now in a position to make a number of general statements about the nature and
structure of normative reasons for action and their relationship to the explanation of organism
behavior. Recall that the question regarding the structure of normative reasons for action arose in the
context of trying to make sense of the explanatory inference underlying normative action explanation.
This inference took the following form:
NAE Final Inference Scheme
(P1) NNE: O should do a (as opposed to b) in C because normative reason R.
(P2) Constitutive Practicality Inference: Organisms are the kind of thing for whom
it is true that if they should do something in some context for some reason, then they
will do that thing for that reason when in that context.
________
(C) NAE: O will do (or is doing) a (as opposed to b) in C because R.
Now, if we replace R with the measure-based expansions we developed in Section 2, we get the
following:
NAE Complete Inference Scheme
(P1’) NNE(c): O should do a (as opposed to b) in C because normative reason (1) O
is G-ing in C, (2) O’s G-ing or ability to G in C is a positive function of decision that
orders options a-n in relation to measure m, and (3) (ma > mb) in C.
(P2) Constitutive Practicality Inference: Organisms are the kind of thing for whom
it is true that if they should do something in some context for some reason, then they
will do that thing for that reason when in that context.
________
(C’) NAE: O will do (or is doing) a (as opposed to b) in C because (1) O is G-ing in
C, (2) O’s G-ing in C or ability to G is a positive function of decision principle P that
orders options a-n in relation to measure m, and (3) (ma > mb) in C.
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Where the conjunction of conditions (2) and (3) in the because-clause is taken to be equivalent to the
claim that a is a better way to G than b. We also now know that, in order for (P1’) to be true, the fact
that O is G-ing must itself be explained in terms of the fact that O is living as the organism that it is.
We can think of this condition as requiring that G-ing be embedded in an action hierarchy that has
the organism’s specific activity of living at the top. Thus, on this analysis, in order for O to have a
reason to do something, it must be a way or means of living as the organism that O is.
Moreover, as we saw, the organism-specific activity of living will typically involve content that
(1) is highly contingent in relation to the general conception of living and (2) implies a radical form of
context-relativity according to which the possibility of living as that organism—and thus the coherence
of the associated normative explanations—can only be made sense of in relation to a particular
context, environment, or world. We can express this feature of the explanatory structure of normative
action explanations by observing that once we get to the top of the explanatory hierarchy, there is no
functional difference between the activity G that the organism is engaged in and the decision principle
P that determines the particular way in which the organism acts in a context: the content and structure
of the decision principle will fully determine what the organism is doing. Accordingly, this decision
principle will fully specify what it means for the organism to live as the organism that it is, with the
result being that normative explanations of the organism’s action will be constrained by the contingent
content and structural limitations of this principle. In this sense, once we arrive at this basic decision
principle, there is nothing more we can say to explain why an organism acted in the way that it did—
it simply did because that is the organism that it is.
Finally, and importantly, this characterization of the foundations of normative action
explanation also provides a way to explain the validity of the constitutive practicality inference
presented in premise (P2). To see this, notice that, on this analysis, everything an organism should do
is determined by the decision principle that constitutes the organism’s activity of living. As such, the
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constitutive practicality inference is equivalent to saying that the organism will act according to the
decision principle that constitutes it.
Of course, as I noted above, this inference is defeasible, since it is clearly possible for this
inference to fail for epistemic reasons, e.g., the organism’s measure of the contribution of each option
is wrong, or for motivational reasons, e.g., decision principle fails to determine the organism’s behavior
in the relevant way. For this reason, normative action explanation cannot be sufficient to explain all
instances of intentional action: in some contexts, we may only be able to offer a rationalization rather
than a normative explanation of what an organism did. Nevertheless, and despite this, our analysis of
the foundations of normative action explanation still serves to justify the claim that the Constitutive
Practicality Inference should be the default explanatory inference for organism action. For although
it is clear that an organism’s finite nature ensures that it will sometimes make mistakes in the process
of living its life, this does not change the fact that what it must be doing is living its life as the organism
that it is. Thus, although an organism’s failures to act as it should in relation to a goal can be explained,
they do not constitute the paradigm thing to be explained.
2.7.1 NORMATIVE ACTION EXPLANATION IN CONTEXT
Before I conclude this chapter, I would like to compare this analysis of the foundations of
normative action explanation to two alternative analyses of the metaphysics normativity that plausibly
constitute its main competitors. The first is the contemporary Aristotelian analysis of natural
normativity that takes natural normativity to be grounded in an organism’s form of life (Hursthouse
1999; Foot 2001; M. Thompson 2004a; 2008)(Hursthouse 1999; Foot 2001; Thompson 2004, 2008).
The second is the standard Humean analysis of practical normativity that takes practical normativity
to be grounded in an agent’s desires (Mackie 1977; Williams 1981a). My focus will be on two questions
about the relationship between these theories and the present one: (1) what are the main points of
divergence between this theory and the other two? And (2) why should we prefer the present theory
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over the other two as an analysis of the normative and explanatory relationship between reasons and
actions? In this way, I hope to make clear the issues at stake in deciding between these views.
2.7.1.1 The Aristotelian analysis and the problem of species-relativity
To many, the analysis developed in this chapter might seem to amount to nothing more than
a version of an Aristotelian analysis of natural normativity applied to the case of action. And, indeed,
there are a number of important affinities between this account and the Aristotelian one. Perhaps
most notable is the shared view that organism-relative normativity has its source in an organism’s life
and, moreover, that there is a special connection between the concept of life and the goals of surviving
and flourishing. However, despite these common themes, the underlying structure of my analysis is
different, yielding a different account of the conceptual and metaphysical underpinning of our
understanding of living things. And, as we will see, once the differences between these two accounts
is in view, it becomes clear that the present analysis has a strong claim to be being strictly superior to
the Aristotelian one.
To understand the difference between these two views, it will help to consider the core features
of the Aristotelian analysis, as it is defended by Michael Thompson (2004a; 2008). I focus my attention
here because his analysis is the one upon which most other Aristotelian analyses are based (e.g.,
Hursthouse and Foot’s).
Thompson’s account of natural normativity focuses on what he calls natural-historical judgments,
which are judgments of the form “S’s are/have/do F” and which express propositions about the
constitutive features or properties of a given species or life-form—such as ‘the yellow finch breeds in
spring,’ ‘sundews are carnivorous,’ or ‘dogs have four legs.’ According to Thompson, the content of
these judgments provide a set of species-specific evaluative standard that support species-based
evaluations of individual organisms. For instance, given the natural-historical judgment that dogs have
four legs, it follows that a three-legged dog is a defective dog, since it does not have four legs (74).
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The reason this inference works, according to Thompson, is that natural-historical judgments define
the characteristic form of an organism’s species such that an organism will be a good instance of its
species category to the extent that realizes this form and a defective instance of its category to the
extent that it fails to realize this form. As Thompson (2004) explains,
This sort of critique of the individual [in light of natural-historical judgments] is
everywhere mediated by the attribution to it of a specific form; to bring an individual
under a life form is, we might say, at the same time to bring it under a certain sort of
standard. It goes without saying that this sort of critique or evaluation of an individual
is not the only sort possible: a dog might be profoundly deformed as a dog, but prizewinning at a general congress of St. Bernards; a tree might be woefully deformed as a
Japanese black pine, but prize-winning at a bonsai exhibition. (55)
Thus, for Thompson, the normativity of this kind of judgment is grounded in the instantiation relation
between the category and the individual. For instance, it is because the St. Bernard must be understood
as realizing the form of a dog that the standards that characterize this form apply to it.
Thompson’s account and my own share an important structural similarity: they both hold that
organism-specific normativity is grounded in a kind of constitutive necessity and that this, in turn, is
tied to our conception of living things. However, there is a fundamental difference between his
account and mine: whereas my account ground the normativity in the particular form of living the
organism is engaged in, Thompson’s account takes it to have its source in the organism’s instantiation
of a more general species category. As a result, while my view is able to explain organism-specific
normative facts strictly in terms of the existence of individual organisms, Thompson’s view appears
to require an additional commitment to the existence of substantive species categories that are
independent of and antecedent to the organisms that instantiate them. The reason for this is that, for
Thompson, it is the content of the category that the organism instantiates that defines the norm with
which it can be evaluated. As such, unless the category exists to serve as the source of the relevant
content, the normative judgments these categories are supposed to support won’t come out true. The
problem then, for Thompson, is that, given the structure of his analysis, it is hard to see we can make
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sense of organism-relative normativity without adopting a fairly robust form of Platonism about
species categories. On my account, however, all that needs to exist to ground organism-relative
normativity is the organism itself, as this kind of normativity has its source in the activity that
characterizes it. In this sense, my view can be seen as replacing Thompson’s Platonism about the form
of life with a kind of biological materialism that takes vital activities rather than biological categories
to be normatively basic. And since there is good reason to doubt the viability of Platonism about any
category, there is good reason to reject Thompson’s account of the foundations of natural
normativity—especially, if we have a viable alternative that lacks these implications in the offing.
This observation is, I believe, sufficient to favor my account over Thompson’s Aristotelian
one. However, there is in fact a more basic problem with his account that, in many ways, is the source
of all the rest: namely that species concepts do not support the authoritative normative evaluations in
the way that he claims. In particular, although we certainly do use general knowledge about the
characteristic features of a species to make evaluative judgments about organisms, these species-based
evaluations do not seem to have any special kind of authority. Instead, they seem to function as a kind
of heuristic that we use in the absence of more specific information about the particular organism in
question. To see this, notice that species-based evaluations can easily be defeated by more specific
knowledge about the organism in question. Consider, for instance, the example of the bipedal goat
discussed by Mary Jane West-Eberhart (2003, 2005) in her account of developmental plasticity and
the origin of species differences. This goat was born without its front legs, and, as a result, we can
imagine that most people would think that this goat is a defective goat, upon encountering it. Now,
imagine (as appears to be true) that you discover that this goat has learned to do just about everything
a normal goat can do but in a different way and that, as a result, it is able to live its life perfectly well
despite its difference in form from a normal goat. In such a case, we may still think that there is in
some sense in which the goat is defective goat, but it is clear that the sense in which it is defective is

98

not the sense that matters to the goat—it is not the sense, that is, that has authority for it. The initial
species-based judgment of defectiveness appears to be defeated by more concrete facts about the
individual two-legged goat. What this suggests is that the normative evaluation of organisms does not
privilege species concepts in the way that Thompson suggests. Rather, the primary determinate of the
truth of organism-specific normative evaluations is the nature of the individual organism, not the
species category it supposedly instantiates. This thus gives us further reason to prefer the present
account over the Aristotelian one.
2.7.1.2 The Humean analysis and its limits
Now let’s turn to the standard Humean analysis of practical normativity. According to the
Humean analysis, in order for an agent to have a reason for action, the agent must have a desire that
that action serves (Mackie 1977; Williams 1981a; Schroeder 2007). The Humean analysis thus shares
with the present one the view that normativity ultimately has its source in an agent’s goals or ends.
However, it differs from the present analysis in requiring that these goals or ends be represented by
one of the agent’s desires. Instead, the present account takes the source of normativity to be the agent’s
activity of living. We thus have two accounts of normativity that ground it in a teleological relation
but which differ in the nature of this relation. Notice, moreover, that if the Humean analysis is correct,
then the present analysis cannot be. The question then is why we should favor this analysis over the
Humean one.
In considering this question, it is important to note that, to a significant extent, we have already
undermined much of the motivation for the Humean analysis in our response to the standard model
of action explanation. For, historically, the primary reason that philosophers have held that
normativity must be grounded in an agent’s desires is that this has seemed to be required in order for
normative facts to actually determine action (Mackie 1977; Williams 1981a; Railton 1986; 1997).
Specifically, proponents of the Humean view have historically defended the view on the grounds that
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unless normative requirements apply to agents by virtue of their desires, they cannot influence people’s
actions, making them irrelevant to what people actually do. As such, Humean’s have argued that the
only practically significant sense in which agent’s should do something is in the sense that doing that
thing would serve their desires.
Importantly, however, as I argued above, if intentional actions can be explained without citing
the agent’s motivating reason for action, then this conclusion does not follow: reasons can determine
actions without doing so by virtue of the agent’s desires. Accordingly, in offering a different model of
action explanation—one grounded in the activity of living rather than the agent’s desires—I have
eliminated the primary reason for accepting the Humean view. Moreover, the fact that there is a range
of explanatory questions about action that cannot be readily interpreted in psychological terms
provides strong reason to doubt the adequacy of the Humean analysis in making sense of the scope
and grounds of the normative facts that we are interested in explaining. In this sense, the positive
account that we’ve provided here is itself a reason to favor the present view over the Humean one.
Of course, a Humean will no doubt be skeptical of the metaphysical commitments that this
account involves. In particular, they might hold that the idea that organisms are characterized by a
teleologically structured activity of living cannot be made sense of in light of the modern conception
of the natural world and thus must be rejected in favor of their own view. This is an important charge.
But this charge is not a reason to favor the Humean view as an analysis of the foundations of
normativity. Rather, it is a reason to take the Humean view to offer the correct error theory regarding
the foundations of normativity (as, of course, Mackie (1977) famously does). We thus still have reason
to favor the present account as the correct analysis of the grounds of normativity, even if the
assumptions it depends on are false.
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2.8 CONCLUSION
Nevertheless, the Humean is right to argue that we need to address the problem of naturalizing
the relevant conception of living things in order to establish the metaphysical adequacy of this analysis.
Moreover, and despite the progress we have made, we have yet to actually answer the question with
which we started: namely, why the grizzly bears chose to forage elderberries rather than fish for
salmon. And that’s not all. For, although we now have an analysis of the kind of explanation we need
to answer this question, we do not have a method with which to formulate and test competing answers.
This is significant because if we cannot evaluate these competing explanations, then the analysis will
be of no use—at best, we will only be able to specify possible explanations of behavior, we would not
be able to identify actual explanations of behavior. Conveniently, as we will see in the next chapter,
the tools and strategies of behavioral ecology provide exactly the resources we need to do this.
However, in relying on the resources made available by behavioral ecology, we encounter a new
problem: the explanations behavioral ecology supports are widely thought to be grounded in
evolutionary processes, not vital ones. As such, it might seem as though the explanations they yield
cannot be the ones we are interested in because they have a different foundation. However, as I will
argue, this is a mistake. And the reason that this is a mistake is that the explanations supported by
behavioral ecology are not, in fact, adequately accounted for in terms of evolutionary theory. Instead,
I will show that the best way to understand these explanations is as characterizing phenomena that are
must understood in terms of contemporary theories of the nature of life itself.
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3. ACTION, ECOLOGY, AND THE SCIENCE OF LIFE

3.1 INTRODUCTION
In the last chapter, I developed an analysis of what I called normative action explanation—a
form of explanation that answers questions about why an organism acted in some way by telling us
why the organism should have acted in that way. I argued that this kind of explanation is grounded in
a background conception of organisms as necessarily engaged in the activity of living. And this yielded
a conception of normativity that can be accounted for in organism-relative terms by appeal to the
constitutive activity of the organism in question
This analysis faces two distinct but related problems. The first is that the analysis on its own
does not provide the resources needed to evaluate competing explanations of an organism’s behavior.
To see this, consider the grizzly bear example that I used to develop this analysis. In that analysis, I
focused on the explanatory structure underlying our expectation that the grizzly bears should prefer
fishing for salmon over foraging for elderberries during the salmon run. However, as we saw at the
beginning of the chapter, grizzly bears do not, in fact, exhibit this preference when given the option
between salmon and elderberries; rather, they choose the elderberries. This means that either we are
wrong to think that the bears should fish for salmon rather than forage for elderberries, or the bears
are wrong to favor foraging for elderberries over fishing for salmon. In either case, someone must be
making a mistake about what the bears should be doing in this situation. The question of who is making
a mistake, however, cannot be settled through analytic means, as it turns on specific facts about both
the lives of grizzly bears and the requirements that characterize them. Such facts cannot be known a
priori: they must be discovered empirically, by representing each proposal as a hypothesis about the
bears’ normative reason for action and evaluating each hypothesis’s predictions through observation
and experimentation. As such, evaluating and deciding between competing normative action
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explanations requires identifying an empirical methodology with which to represent and test
hypotheses about what an organism should do.
The second problem concerns the metaphysical foundations of normative action explanation.
Central to our analysis of normative action explanation is the thesis that organism-relative normativity
is fully explicable in terms of the activity of living. The appeal of this thesis from a philosophical
perspective is that it provides a way of avoiding having to posit the kinds of substantive normative
entities or properties that have long been met with skepticism by naturalistic philosophers (Mackie
1977; Harman 1977; Williams 1986; Blackburn 1999; Street 2006). Yet to many, this approach to
grounding organism-relative normativity might seem to exchange one metaphysical problem for
another. For notice that, if normative action explanations are made true by facts about an organism’s
activity of living, then the truth of such explanations will depend on the explanatory significance of
substantive teleological content. And naturalistic philosophers are equally skeptical of the idea that the
structure of the natural world allows for the possibility of substantive teleological content. Thus, this
approach to grounding organism-relative normativity does not appear to actually put us in a better
position with respect to the metaphysical requirements of naturalism since, in either case, we appear
to be faced with a choice between either irrealism or non-naturalism about the metaphysical
foundations of normativity.
My goal in this chapter is to address these problems constructively, by arguing first that
behavioral ecology—and in particular, the optimality approach to explaining organism behavior—
offers exactly the resources we need to represent and evaluate normative action explanations, and then
showing that the best way to account for the foundations of the optimality approach is in terms of
contemporary scientific theories of the nature of life itself. As we will see, the resulting framework not
only addresses the problems facing the present analysis of normative action explanation, it also
resolves a range of independent theoretical and methodological issues facing the scientific frameworks
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on which it is based. The overall result, I argue, is an independently motivated scientific account of
the foundations of organism behavior that offers the necessary resources for providing a satisfactory
resolution to the longstanding problem of naturalizing normativity.
I will proceed as follows. I begin, in section 3.2, by introducing the optimality approach in
behavioral ecology and showing that the explanations it yields have the same purpose and structure as
normative action explanations. In section 3.3, I consider an important problem for the proposal that
the optimality approach can be used to evaluate normative action explanations, which is that the
explanations made available by the optimality approach are standardly taken to be grounded in the
dynamics of evolution, rather than in the activity of life. I argue, in response to this, that the standard
evolutionary interpretation of optimality explanations ultimately fails to ground this kind of
explanation because evolutionary processes do not, in fact, explain the behavior of individual
organisms. Rather, the explanatory relation is the other way around: the behavior of organisms
explains the dynamics of evolutionary processes. Given this, I conclude that evolutionary processes
cannot play the relevant foundational role because they are not in a position to do so.
In section 3.4, I consider the question of how to fill the resulting foundational gap and argue
that the theory of biological autonomy (Moreno and Mossio 2015) is ideally suited to the task.
Specifically, I propose that the theory of biological autonomy—which provides a theory of the
structure and dynamics of living things organized around the thesis that living systems are
fundamentally metabolic systems—provides precisely the theoretical framework needed to vindicate
and explain the organizing hypothesis of behavioral ecology: that the primary determinant of organism
behavior is the satisfaction of metabolic needs. Moreover, I highlight that this connection between
behavioral ecology and the theory of biological autonomy would not only address the foundational
problem facing behavioral ecology, it would also resolve an important problem facing the theory of
biological autonomy: namely, that it lacks an empirical research program that can use the abstract
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structures characterized by the theory to generate concrete empirical hypotheses about the structure
and dynamics of living things. Thus, I argue that, in the same way that the theory of biological
autonomy promises to fill the foundational gap facing behavioral ecology, the optimality approach in
behavioral ecology promises to fill the corresponding methodological gap facing the theory of
biological autonomy.
In section 3.5, I develop a version of the theory of biological autonomy that can serve as an
adequate foundation for the optimality approach in behavioral ecology. To do this, I defend an
externalist conception of biological organization that differs from the standard internalist one in that
it takes the fundamental unit of analysis to be the organism-environment system rather than the
organism itself. I argue that the externalist view is required to properly account for the nature of an
organism’s metabolic relationship with its environment as well as to adequately make sense of the
nature of biological autonomy and normativity. As such, I conclude that it should be favored over the
internalist view. Finally, in section 3.6, I show that this version of the theory of biological autonomy
is uniquely suited to serve as the foundation of the optimality approach, connect the account back to
normative action explanation, and I discuss the philosophical consequences of the resulting
framework. I argue that this approach to the foundations of normative action explanation makes
available a conception of practical normativity that can satisfy the metaphysical conditions set out by
the normative non-naturalist—and, specifically, that the normative domain be taken to be sui generis—
without having to sacrifice a commitment to naturalism. Given this, I conclude that this framework
provides an adequate theoretical foundation for the project of naturalizing practical normativity.

3.2 OPTIMALITY EXPLANATIONS AND BEHAVIORAL ECOLOGY
My aim in this section is to show that, both in purpose and in structure, the optimality
approach in behavioral ecology appears to be especially well-suited to the task of representing and
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empirically evaluating competing normative action explanations. I will begin by first providing a
general characterization of the optimality approach. I will then go on to consider its bearing on
normative action explanations. As will become clear, the optimality approach is specifically designed
to answer the same kinds of questions as normative action explanations, with the result being that the
structure of the hypotheses it evaluates has the same form as that of normative action explanation.
3.2.1 AN INTRODUCTION TO THE OPTIMALITY APPROACH
The optimality approach in behavioral ecology is best understood as a family of tools and
strategies developed for the purpose of representing and evaluating hypotheses about why organisms
behave as they do (Schoener 1971; 1987; Pyke, Pulliam, and Charnov 1977; Stephens and Krebs 1986;
Simpson and Raubenheimer 2012). In broad outline, this approach works as follows. Researchers
begin by constructing a model of the ecological problem that, by hypothesis, the organism must solve
in the particular ecological context. They then compare an organism’s actual behavior in that context
to the optimal solution to the ecological problem posed by the environment. If the observed behavior
closely matches the optimal solution to the problem, then this is taken as evidence that the purpose
of the behavior is to solve that problem. If, on the other hand, the observed behavior does not closely
match the optimal solution to the problem, then this is taken as evidence that either the purpose of
the behavior is not (solely) to solve that problem or that the organism’s observed behavior is the result
of a mistake or deficiency on the part of the organism. Under such conditions, researchers must then
pursue further testing to determine which of these explanations best accounts for the observations.
In this way, researchers can develop increasingly precise accounts of the purpose of organism behavior
that explain why organisms behave the way they do strictly in terms of the organism’s functional
relationship to its environment.
A useful way to understand optimality models is by comparing them to the more familiar class
of models developed in rational decision theory. Because optimality models of organism behavior and
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decision-theoretic models of rational decision-making share the formal apparatus of optimization
theory, their formal structure is essentially the same (Maynard Smith 1982; Stephens and Krebs 1986).7
In particular, both kinds of models are made up of the following three structural components
(Stephens and Krebs 1986, chap. 1):

(1) A strategy space that defines the set of possible options or strategies that is available
to the agent or organism;
(2) An optimization principle in relation to which the available options are ranked;
(3) And a set of additional constraints on the strategy space that specify any further
conditions that structure the relationship between the optimization principle and the
options available.
Together, these three components generate a model that can be used to identify the best available
strategy according to the principle and given the constraints.
However, although optimality models and decision-theoretic models share a common
structure, they differ significantly in their interpretation. In particular, whereas decision-theoretic
models take the optimization principles around which they are organized to be a function of the
agent’s preferences, optimality models take this principle to reflect the structure of the ecological
problem posed by the environment. Specifically, unlike decision theory, which take an agent’s
decisions to be explained by the relationship between an agent’s preferences and the structure of the

7

It is worth noting in this context that, because optimization theory inherited much of its terminology
from decision theory, the language of optimization theory often appears to support mentalistic
commitment that are not in fact supported by the theory. In light of this, it is important to distinguish
between two senses of decision-theoretic terms: a substantive sense in which the utility or cost
function specifies the best option given an agent’s preferences, and a formal sense in which the utility
or cost function specifies the stationary state that a system will arrive as a result of the principle that
governs its trajectory through state-space. A lack of clarity about this distinction has led many
philosophers and scientists to draw metaphysical conclusions about what a model entails that are not
in fact warranted by the model.
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world as the agent represents it, optimality models in behavioral ecology rely on a somewhat vaguer
characterization of the explanatory grounds of behavior that specifies it simply in terms in the
relationship between an organism and the ecological constraints and parameters that bear on it—e.g.,
time, energy, or predation risk. And although this vagueness leaves it unclear what the source of the
optimization principles are or exactly how they are supposed to explain behavior, what is clear is that
these principles are not grounded in the organism’s preferences. There are two reasons for this. First,
many optimality models are specifically intended to explain why organisms would have the preferences
they exhibit in a particular ecological context. As such, many optimality models take their primary
explanandum to be the organism’s preferences themselves: they aim to explain why an organism’s
preference ranking is optimal, given the ecological problem the organism must solve (see, e.g., J. M.
Emlen 1966; Stephens and Krebs 1986, chap. 2). Accordingly, although the nature of optimization
principles is typically left vague by behavioral ecologists, it is nevertheless clear that the principles with
which they are concerned cannot be equivalent to decision-theoretic principles, since the optimization
principles posited by behavioral ecologists are intended to explain the preferences that are standardly
taken to ground decision-theoretic principles. We can put this point in somewhat different terms by
saying that the optimization principles posited by behavioral ecologists cannot be identified with or
reduced to decision-theoretic principles because optimality principles are supposed to be more
fundamental than such principles.
The second reason it is clear that these optimization principles are not equivalent to decisiontheoretic principles concerns their standard content. In particular, although there are no substantive
in-principle constraints on the quantities or parameters that an organism can be represented as
optimizing in its behavior, most models in behavioral ecology are in fact organized around the
hypothesis that organism behavior is primarily determined in relation to a rate of energy gain
maximization principle—or, for brevity, an energy maximization principle (Schoener 1971; 1987;
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Pyke, Pulliam, and Charnov 1977; Stephens and Krebs 1986).8 As such, if optimization principles in
behavioral ecology were interpreted as decision-theoretic principles, then one would have to hold that
this energy maximization principle is a consequence of the organism’s preferences. Yet it is hard to
see how this could be. For this would seem to require both that organisms represent the goal of
maximizing the rate of energy intake and that they then act in light of this goal, neither of which is
especially plausible. Moreover, an organism’s awareness of and responsiveness to its energetic
demands is clearly something that depends on non-psychological physiological processes, meaning
that it will not generally be possible to explain how an organism’s behavior comes to be governed by
such a principle in strictly psychological terms. It is thus clear that this principle must come to explain
behavior in some other way.
One reason that behavioral ecologists have been somewhat vague about the source of
optimization principles is that they have historically taken these models to be justified not by their
theoretical coherence or grounding but rather by their empirical adequacy and robustness (Krebs,
Stephens, and Sutherland 1983; Schoener 1987). As such, although behavioral ecologists do
sometimes propose explanations of how these principles come to determine behavior, they typically
adopt a more neutral, behavioristic stance towards this issue that hews more closely to what the
evidence directly supports. This feature of the optimality approach has allowed it to avoid many of
8

Some might think that this overstates the importance of the energy maximization principle. In
particular, it might seem as though this principle is not taken to be the primary determinant of
organism behavior in all contexts but rather only in foraging contexts. The reason for this more narrow
scope is that it is more accurate of the intended scope of most models the use this principle. However,
as I see it, the structure of the broader research program in which these models were developed
indicates that these models are grounded in the more general hypothesis that nutrition in general and
energy in particular are the primary determinates of organism behavior in general (see, e.g., Simpson
and Raubenheimer 2012, chap. 1). This can be seen, for instance, in the fact that non-nutritional
determinants of behavior, such as reproduction and defense, are often introduced as additional
parameters or constraints on existing foraging models (Maynard Smith 1982; Stephens and Krebs
1986; Mangel and Clark 1986; Houston and McNamara 1988; Simpson and Raubenheimer 2012),
whereas the reverse is almost never true (it is the priority that matters here, since behavioral ecologist
can and, of course, do model reproductive behavior in abstraction from nutritional considerations).
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the metaphysical problems that other parts of the behavioral sciences have faced (e.g., those
surrounding the nature of mental representations in the cognitive sciences); but it has also invited a
range of other criticisms in relation their explanatory adequacy and foundations. As we will see, it is
ultimately to address these problems that the optimality models developed in behavioral ecology must
be taken to have their basis in the theory of biological autonomy.
3.2.2 THE EMPIRICAL EVALUATION OF OPTIMALITY MODELS
To get a better sense of how optimality models are empirically evaluated—and of how they
bear on normative action explanations—it will be useful to consider how the optimality approach has
been used to answer the question with which we began, namely why the grizzly bears would choose
for forage for elderberries rather than fish for salmon during the salmon run. Recall that the reason
this decision didn’t make sense was that fishing for salmon seems like a better way to gain weight for
winter hibernation than foraging for elderberries. As such, assuming that the bears are trying to gain
weight for winter hibernation, it seems that they should choose to fish for salmon rather than forage
for elderberries. If this right, then the bears must be making a mistake by foraging for elderberries
during the salmon run. On the other hand, we might be wrong about what the bears should do. This
might be because fishing for salmon is not actually a better way for the bears to gain weight or because
gaining weight for winter hibernation is not actually what the bears should be doing in this context.
And, interestingly, when behavioral ecologists evaluated these alternatives, what they found is that the
bears are actually making the right decision in this situation, and the reason for this is that, contrary to
our assumption, foraging for elderberries is, in fact, a better way for bears to gain weight than fishing
for salmon.
Let’s look at how behavioral ecologists came to this conclusion. As I noted above, research in
behavioral ecology has long been organized around the hypothesis that organism behavior is primarily
determined in relation to an energy maximization principle. The basic idea underlying this hypothesis
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is that in order to live, organisms must consume more energy (measured in calories) than they use.
For this reason, they can be expected to act in ways that ensure that they do so over the appropriate
timescales. In effect, this is a more precise way of saying that, other things being equal, organisms
should do the thing that gets them the most food with the least amount of effort. Moreover, for this
reason, it also provides a more precise way of formulating our initial expectation that the bears should
fish for salmon rather than forage for elderberries during the salmon run: in these terms, the reason
we expected the bears to be fishing for salmon rather than foraging for elderberries is that fishing for
salmon would tend to net more calories than foraging for elderberries, thus making it the better option
when trying to maximize the amount of “extra” energy consumed that can be saved as fat. Our initial
expectation about what the bears should be doing thus can be thought of as an intuitive application
of the above energy maximization principle to the special case of grizzly bear foraging decisions. As
such, our initial question about why the bears chose to forage for elderberries rather than fish for
salmon can be reformulated as a question about the relationship between the bears’ choice and the
energy maximization principle. What we want to know is why the bears’ foraging behavior deviates
from the behavior predicted by this principle. That is, are there other ecological constraints at play
that change the relevant calculation? Or have the bears made a mistake by choosing to forage for
elderberries? To address these kinds of questions, behavioral ecologists have developed increasingly
sophisticated modeling frameworks that make it possible to represent and evaluate the way that
organisms navigate trade-offs between functionally distinct ecological constraints and parameters.
And such a framework has revealed a fairly conclusive answer to our normative question about the
bears’ foraging choice.
Behavioral ecologists have long recognized that the foraging decisions of grizzly bears do not
not fully conform to a simple energy maximization principle (Robbins et al. 2007). Grizzly bears are
omnivores with complex diets and, as such, will not generally be able to meet their nutritional needs
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by consuming only one kind of food. It is thus clear that grizzly bears will have to make foraging
decisions that are constrained by both their caloric nutritional requirements and their non-caloric
nutritional requirements. Nevertheless, even when taking this into account, the grizzly bears’ decision
to forgo fishing for salmon in favor of foraging for elderberries during the salmon run is surprising.
For, at this point in the year, grizzly bears enter a hyperphagic state in which (1) their foraging activity
increases significantly and (2) their physiology shifts to promote the production and maintenance of
fat deposits in the body (Erlenbach et al. 2014; Deacy et al. 2017). In brief, at the levels of both
behavior and physiology, the activity of grizzly bears comes to be governed by an overriding concern
with gaining as much weight as possible before winter hibernation. And, insofar as weight gain is a
function of calorie intake, it would seem that fishing for salmon would be a much better way to gain
weight than foraging for elderberries. So why would the bears choose to forage for elderberries if they
are trying to maximize their weight?
To address this question, Charles Robbins and colleagues ran series of experiments on captive
grizzly bears that tested the relationship between the amount of weight grizzly bears gain as a function
of the ratio of macronutrients in their diets—that is, protein, carbohydrates, and fat (Erlenbach et al.
2014; Robbins et al. 2007). The experiments were developed using Simpson and Raubenheimer’s
(1993; 2012) geometric framework of nutrition, an analytic framework for representing and empirically
evaluating hypotheses about the structure of the nutritional decisions of organisms. In general,
constructing an explanatory model using this framework requires running at least two sets of
experiments (Simpson and Raubenheimer 2012, chap. 2). The first set of experiments aims to identify
the organism’s nutrient intake target, which corresponds to the ratio of dietary macronutrients that
the organism tries to maintain in its diet. The intake target is identified by first allowing the organism
to mix and match foods of different macronutrient compositions and then determining the point in
nutrient space that the organism move towards and defends across a range of macronutrients
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distribution conditions. Once the intake target is found, the second set of experiments aims to
determine why these organisms select the targets that they do by evaluating the different performance
outcomes (e.g., longevity, growth, fertility, etc.) associated with different fixed macronutrient
conditions. In this way, researchers can determine which outcome (if any) is being optimized by the
organism in moving towards and defending its macronutrient target. If researchers find a robust
connection between macronutrient target and a given performance outcome, then this is taken as
strong evidence that the organism’s behavior is regulated so as to achieve that outcome.
When Robbins and colleagues applied this method to the nutritional decisions of hyperphagic
captive grizzly bears, they found two things. First, when grizzly bears are allowed to freely choose
their diet, they reliably targeted food mixtures in which protein constitutes between 16% and 28% of
the dry weight and between 11% and 21% of the metabolized protein. Thus, the grizzly bears’
nutritional decision-making was primarily a function of protein composition and strongly favored
combinations of foods made up of about one-fifth protein. Second, when they evaluated the
performance outcome associated with this intake target, they found that this target maximizes weight
gain. In particular, their research shows that, in order to efficiently maximize weight gain, grizzly bears
need to consume food mixtures in which protein composes between 19% and 25% of the dry weight.
If their protein consumption is too high or too low, the rate at which they put on mass decreases, and
thus risk not gaining enough weight for winter (Erlenbach et al. 2014; Robbins et al. 2007). The grizzly
bears’ intake target thus closely aligns with the optimal macronutrient ratio for weight gain in grizzly
bears. This thus confirms our initial hypothesis that the foraging decisions of grizzly bears are
determined by an overriding concern with gaining weight. However, Robbins and colleagues’ findings
also indicate that our conception of the dynamics of grizzly bears gain weight was too simplistic: to
maximize weight gain, grizzly bears cannot simply maximize the amount of energy they consume; they
must also optimize the percentage of protein in their diet. As such, the choice between fishing for
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salmon and foraging for elderberries cannot be evaluated simply in terms of their relative caloric
content; it must also be evaluated in terms of their macronutrient compositions. And, as we are about
to see, it is this further consideration that ultimately explains why the bears chose to forage for
elderberries rather than fish for salmon and, moreover, why they were right to do so.
As it turns out, elderberries are surprisingly high in protein for a berry (constituting about 13%
of the metabolized energy) and, as a result, fall just within the grizzly bears’ preferred range.
Elderberries thus appear to have just enough protein to promote the bears’ goal of maximizing weight
gain. Salmon, on the other hand, are made up almost entirely of protein (84% of metabolized energy),
and thus fall well outside the optimal range for weight gain in grizzly bears (Deacy et al. 2017). In
particular, although it might seem as though eating more salmon would be a better way for grizzly
bears to gain weight than eating more elderberries, this is actually not the case since a protein-rich diet
actually slows the rate of weight gain in grizzly bears. As such, foraging for elderberries ends up being
the better way for the grizzly bears to gain weight since the protein composition of elderberries is far
better suited for weight gain in grizzly bears than the protein composition of salmon.
3.2.3 THE OPTIMALITY APPROACH AND THE STRUCTURE OF NORMATIVE ACTION EXPLANATION
We have thus finally arrived at a determinant answer to our initial question about the bears’
foraging choice: as it turns out, the bears were doing what they should be doing by foraging for
elderberries during the salmon run. Moreover, we were able to do this by using the empirical and
analytic resources of behavioral ecology to evaluate competing normative action explanations and
decide between them. This suggests that the optimality approach relies on an explanatory inference of
the same form as the explanatory inference underlying normative action explanation. To establish this
conclusively, however, we will need to compare the structure of each kind of explanation directly and
demonstrate their correspondence. Let’s turn to that task now.
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We saw in the last chapter that the inferential structure underlying normative action
explanations is as follows (NAEs):
NAE Complete Inference Scheme
(P1) NNE: O should do a (as opposed to b) in C because (1) O is G-ing in C, (2) O’s
G-ing or ability to G in C is a positive function of decision principle P that orders
options a-n in relation to measure m, and (3) (ma > mb) in C.
(P2) Constitutive Practicality Inference: Organisms are the kind of thing for whom
it is true that if they should do something in some context for some reason, then they
will do that thing for that reason when in that context.
________
(C) NAE: O will do (or is doing) a (as opposed to b) in C because (1) O is G-ing in C,
(2) O’s G-ing or ability to G in C is a positive function of decision principle P that
orders options a-n in relation to measure m, and (3) (ma > mb) in C.
Here we see that the explanation depends on two premises: one that explains why an organism should
act in some way in a given context, and another that grounds an inference from the fact that an
organism should do something to the fact that it will do something. The overall form of this
explanation thus explains why an organism is doing something by showing that it is doing what it
should be doing (i.e., has reason to do) in the relevant context. But we still need to show that optimality
explanations work in this way in order to establish a structural correspondence between normative
action explanations and optimality explanations in behavioral ecology.
The trick to doing this is to note that the evaluation of an option as optimal in relation to a
principle is a kind of normative evaluation and, as such, is inferentially connected to the evaluation of
what one should do in relation to a principle. In particular, an optimality evaluation is equivalent to
determining which option is best in relation to a principle, which is, in turn, equivalent to determining
what one should do given a principle. As a result, the structure of an optimality model will be (1)
equivalent to the structure of the NNE in Premise (P1) above, and thus (2) will also depends on an
inference principle like the one represented in Premise (P2) to explain what organisms actually do. Or,
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to put this point another way, the structural equivalence between these two forms of explanation
follows from the fact that both optimality explanations and normative action explanations explain an
organism's behavior by showing that what the organism is doing is what it has most reason to do in
the relevant context.
We can demonstrate this structural equivalence by showing that the optimality evaluations that
characterize the optimality approach are expressible in the same form as an NNE. In particular, the
structure of an optimality model can be represented as follows:

Optimality Evaluation: Doing a (as opposed to b) is optimal for O in C because (1)
O is G-ing in C, (2) O’s G-ing or ability to G in C is a positive function of decision
principle P that orders options a-n in relation to measure m, and (3) (ma > mb) in C.

Here the only difference between this and the NNE in Premise 1 is that the embedded normative
proposition is characterized in terms of which option is optimal for the organism rather than in terms
of what the organism should do. We can check the adequacy of this representation of the form of an
optimality model by applying it to the two kinds of optimality evaluations we touched on above, the
first in terms of energy maximization and the second in terms of macronutrient optimization. In the
first case, we get the following (this is specifically a representation of the simple model of prey choice;
see Stephen and Krebs (1986, chap. 2) for more details; and for clarity, we have left the decision
principle implicit):

Energy Maximization: Attacking big prey (as opposed to small prey) is optimal for
O in C because (1) O is maximizing the rate at which it gains energy, (2) O’s ability to
maximize the rate at which it gains energy is a positive function of the number of
calories it obtains per attack (E/t), and (3) ((E/t)a > (E/t)b).

And when Optimality Evaluation is used to express the optimality evaluation used to explain why
grizzly bears would forage for elderberries rather than fish for salmon, we get the following:
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Macronutrient Optimization: Foraging for elderberries (as opposed to fishing for

salmon) is optimal for grizzly bears at this point in the summer because (1) grizzly
bears are gaining weight for winter hibernation, (2) grizzly bears’ ability to gain weight
is a negative function of a food’s distance from the macronutrient performance target
(D), and (3) (Da < Db).
As should be clear in both cases, Optimality Evaluation adequately represents the evaluative structure
of the optimality model at issue. Moreover, the fact that it does should not be surprising. For recall
that conditions (1)-(3) that characterize the structure of an NNE are themselves an analysis of what is
involved in one option being a better way to do something than another. In this sense, then, it is already
an analysis of the structure of an evaluation of the relative optimality of two options. It thus makes
sense that an optimality evaluation would take the same form as an NNE since they appear to have
the same analytic foundation.
Now turning to the second premise, notice that because optimality models explain normative
propositions, their bearing on what organisms actually do will also depend on an inference principle
like the Constitutive Practicality Inference that allows one to infer an explanation of action from an
explanation of a normative proposition. For, without such an inference principle, the optimality
approach would not be able to connect the evaluation of optimality to what organisms actually do.
Given this, and in parallel to the structure of a normative action explanation, the structure of an
optimality explanation (OE) must take the following form:
Optimality Explanation Inference Scheme
(P1˚) Optimality Evaluation: Doing a (as opposed to b) is optimal for O in C because
(1) O is G-ing in C, (2) O’s ability to G in C is a positive function of decision principle
P that orders options a-n in relation to measure m, and (3) (ma > mb) in C.
(P2˚) Optimality Inference: Organisms are the kind of thing for whom it is true that
if it is optimal for them to do something in some context for some reason, then they
will do that thing for that reason when in that context.
________
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(C˚) OE: O will do (or is doing) a (as opposed to b) in C because (1) O is G-ing in C,
(2) O’s ability to G in C is a positive function of decision principle P that orders
options a-n in relation to measure m, and (3) (ma > mb) in C.
Notice that the structure of this inference is again almost exactly the same as the structure of the
inference underlying normative action explanation; and, as before, the only difference is that the
embedded normative relations are expressed in terms of optimality rather than in terms of what the
organism should do. Moreover, the conclusions of both explanations are identical. What we thus find
is that optimality explanations and normative action explanations appear to explain the same kinds of
statements in the same way. This thus makes clear why we were able to use the optimality approach
to answer our question about the bears: optimality explanations and normative action explanations
share the same structure, meaning that the resources of the optimality approach are able to evaluate
explanations of the same form as normative action explanations.
However, and importantly, establishing this formal relationship between optimality
explanations and normative action explanations is not sufficient to show that the optimality approach
can be used to evaluate the truth of competing normative action explanations. For, as we saw in
comparing optimality models to decision-theoretic models, the fact that two classes of models have
the same structure does not entail that the kinds of explanations they support are the same; to show
this, one must also show that the two classes of models should be interpreted in the same way. The
reason for this is that it is the interpretation of the model that determines its metaphysical implication
and thus its explanatory foundations. As such, in order to show that the optimality approach can be
used to evaluate competing normative action explanation, it is not enough to show that it can evaluate
explanations of the same form; we must also show that the explanations in question have the same
interpretation. And it is here that we face a problem.
According to the standard way in which optimality explanations are interpreted, the
relationship between Optimality Evaluation and the organism’s behavior is taken to be explained by
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evolutionary processes. However, according to our analysis of normative action explanation, this
relationship is supposed to be explained by the organism’s activity of living. As such, it would seem
that, although these two kinds of explanation have the same form, they have different interpretations
and thus different metaphysical foundations. This would then imply that the optimality approach’s
ability to evaluate competing normative action explanations is only apparent: despite their similarity in
form and in content, the two kinds of explanation are, in fact, talking about two distinct kinds of
phenomena. And if this is right, our hopes of using the optimality approach to address the problems
facing our account of normative action explanation will be dashed.
Still, it is worth highlighting that optimality explanations shares more than just same structure
as normative action explanations, they also appear to answer the same kinds of questions: namely,
questions about why particular organisms do the things they do. Given this, one would think that, in
order to be able to answer the same kind of question, the two kinds of explanation would have to
have the same interpretation. The fact that they differ in this way is thus surprising and requires
explanation. In particular, it seems that there are two possible reasons for this divergence. The first is
that this divergence is an another example of the way in which the natural sciences can yield
conclusions about the structure of the natural world that significantly differ from our pre-theoretical
understanding of it. On this view, what the evolutionary interpretation shows is that our conception
of the way in which such questions about organisms should be answered is mistaken and needs to be
revise. By contrast, the other explanation of this divergence holds that the evolutionary interpretation
of optimality explanations is in fact mistaken and that such explanations should be interpreted in terms
of the activity of living. Clearly, to salvage our account of normative action explanation, we need to
show that the second explanation is the right one. And, fortunately, as we are about to see, we have
good reason to think that it is. But this requires considering the foundations of the optimality approach
a bit more closely and evaluating the plausibility of the standard evolutionary interpretation.
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3.3 EVOLUTION AND THE OPTIMALITY APPROACH
As I mentioned above, behavioral ecology is an experimental science. Its primary concern is
not with confirming the truth of high-level theory but rather with developing and validating a family
of representational frameworks, modeling strategies, and experimental techniques with which to
characterize and explain the behavior of organisms across organism types and ecological contexts. As
a result, behavioral ecologists generally keep the interpretation of their models and explanations to a
minimum, positing only what is needed to make sense of the experimentally robust features of
organism behavior. Correspondingly, from the perspective of behavioral ecology, the assumptions
that structure and guide the development of models and explanations are primarily taken to be justified
by their relationship to, and grounding in the well-validated systems of analytic tools and experimental
techniques with which they were developed, rather than from their coherence with or derivability from
high-level theoretical conditions and constraints (Krebs, Stephens, and Sutherland 1983; Schoener
1987; Simpson and Raubenheimer 2012). It thus turns out that most of the models and explanations
developed in behavioral ecology do not actually depend on a substantive theoretical interpretation for
their validation, as they do not generally depend on any special theoretical terms or quantities for their
confirmation.
Nevertheless, and importantly, there is one feature of optimality explanations that theorists
have long insisted cannot go without theoretical justification: namely, the Optimality Inference defined
above, which licenses a conclusion about a conclusion about what an organism will do in given
context, given a premise about what is optimal for it to do in that context (Lewontin 1979; Gould and
Lewontin 1979; Pyke 1984; Dupré 1987; Lewontin 1987; J. R. Emlen 1987; Kitcher 1987; Orzack and
Sober 1994). Many theorists have argued, in particular, that because optimality explanations are only
valid given this principle, the validity of any such explanation cannot be evaluated without specifying
the grounds of this inference. For, unless we have an account of the basis of this inference, we will
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not be able to specify its scope and conditions of applicability. And, unless we can specify the scope
and conditions of applicability of this inference, we will not be able to distinguish cases in which an
optimality model is actually explanatory from those in which the mode fits the data but fails to explain.
As such, it appears that the optimality approach must provide a theoretical justification of the
Optimality Inference in order to adequately ground their explanations. And because natural selection
has long been thought to be the only process that could explain why organisms would be optimal in
relation to their environment, it has generally seemed that the only way one could justify the use of
this principle is by means of evolutionary theory. As a result, optimality explanations have generally
been thought to depend on a selectionist thesis to account for their theoretical foundations. We thus
find that the selection interpretation of the optimality approach is driven by a particular problem:
namely, justifying the inference from the evaluation of the optimal behavior to the explanation of an
organism’s actual behavior.
It is worth noting, however, that although both evolutionary biologists and behavioral
ecologists have generally agreed that the theory of natural selection must be what plays this justificatory
role, the reason they have thought this is not because this theory appears especially well-suited to the
task. Indeed, to a significant extent, the general consensus in these fields is that evolutionary theory
cannot license the full range of inferences that the optimality approach is generally taken to support
(see Lewontin (1979; 1987) for especially trenchant arguments along these lines). Nevertheless,
because the theory of evolution by natural selection has seemed to be the only theory that can ground
these inferences, proponents of the optimality approach have generally accepted the selectionist
interpretation of the optimality approach and then addressed any in-principle problems raised by this
by pointing to the empirically robust and generative character of the models and methods that have
been developed using the approach (e.g., Krebs, Stephens, and Sutherland 1983; Stephens and Krebs
1986; Schoener 1987). As I see it, however, this way of navigating the problems posed by a selectionist

121

interpretation cannot work. And the reason that it cannot work is that the limitations of selectionist
justification of the optimality approach are ultimately a consequence of the fact that the theory of
natural selection is not in a position to play the intended justificatory role at all—it is simply the wrong
theory for the job. Thus, as we are about to see, we will need to find a different theoretical justification
for the inferences that underlie optimality explanations.
3.3.1 SELECTIONIST EXPLANATIONS AND EXPLANATORY LEVELS
Historically, philosophers and biologists have generally characterized the foundational
challenge facing the optimality approach as that of justifying the assumption that organisms are in
some sense optimal (Gould and Lewontin 1979; Lewontin 1979; 1987; Orzack and Sober 1994).
However, as both behavioral ecologists (Maynard Smith 1982, chap. 1) and optimization theorists
(Rosen 1967, chap. 1) have pointed out, this way of characterizing the problem is based on a
misconstrual of the role that optimization plays in these kinds of explanations. The notions of
optimization and optimality as they feature in the optimality approach are formal concepts that are
used to determine the state or trajectory of a system under the assumption that its behavior is
determined according to some principle. Thus, any process that can be described as conforming to a
principle can be characterized as optimizing some value or quantity. Given this, it will always be
possible to characterize an organism’s observed behavior as optimizing some value because it will
always be possible to construct a principle that fits the organism’s observed behavior. The use of
optimality models to describe the behavior of organisms is thus not itself controversial nor is it the
kind of thing that is in need of theoretical justification.
What is controversial and in need of justification is the attribution of the non-trivial
teleological content to the behavior of organisms by means of such a model. In particular, as we’ve
seen, the way optimality explanations work is by showing that explaining what an organism will do by
determining what is optimal for it to do in relation to a particular purpose or principle. Thus, in order
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for this kind of explanation to be sound, we need some reason to think that the organism’s behavior
is determined in relation to the content of this principle rather than other principle that is consistent
with the behavior (note that this problem is closely related to Wittgenstein’s (1953) rule-following
problem, especially as characterized by Kripke (1982)). The explanatory challenge facing the
behavioral ecologist is thus to justify the attribution of the content represented by the model to the
organism—they must explain why it is this content rather than any other that is governing the
organism’s behavior. For this reason, they need an account of the explanatory relation between
content and behavior that can explain (1) where this content comes from and (2) how it comes to
determine the organism’s behavior. And because both philosophers and biologists have long
maintained that the theory of natural selection provides the only scientifically acceptable way to explain
teleological content in biology, behavioral ecologists have long appealed to natural selection to account
for this content. However, as I am about to argue, natural selection is not in a position to explain the
teleological content that characterizes the behavior and traits of individual organisms and thus cannot
play the foundational role it is claimed to.
The basic problem with trying to use natural selection to explain the teleological content of
behavior is that natural selection is a population-level process that explains the distribution of traits in
a population, not the possession of traits by individual members of the population. Given this, in
order for natural selection to ground the content of optimality explanations, there would have to exist
some sort of “top-down” explanatory relation through which the population-level values explained by
natural selection could come to determine the individual behavior of organisms. However, there is, in
general, no such relation: population-level processes do not explain the traits and behaviors exhibited
by individual organisms. Rather, the traits and behaviors of individual organisms are what explain
population-level processes (Sober 1984; 1995; Dretske 1988; Walsh 1998). That is, population-level
processes are the effects—not the causes—of individual-level processes: the traits and behaviors of
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individual organisms determine the organism;s reproductive success, and this in turn partially
determines the trait distribution in the subsequent generation. Population-level processes do not, in
general, enter into the explanation of individual traits or behaviors because all that is required to
explain why an organism exhibits these traits and behaviors are facts about (1) the organism’s genetic
inheritance and (2) the diverse range of constraints on ontogenetic development (Sober 1984; 1995;
Oyama 1985). Because neither an organism’s relationship to its parents nor its developmental
environment is explained by natural selection, natural selection does not enter into the explanation of
the behaviors and traits exhibited by individual organisms. Rather, it’s the other way around: the
genetic inheritance and developmental histories of organisms are what explain the dynamics of natural
selection. As such, natural selection cannot provide the basis for optimality explanations because it
cannot explain what it needs to explain, namely the behavior of individual organisms.
One reason that philosophers and biologists have not generally perceived a problem here is
that they have historically taken the problem of teleology in biology to concern categorical questions
about the purpose or function of the traits of organisms, such as “why do animals have hearts?”
Because such questions concern types rather than tokens, they can be interpreted as asking why a
particular population of organisms (i.e., animals) is associated with the presence of a particular trait
(i.e., hearts). And once the question is interpreted in this way, it can be answered in selectionist terms
(Neander 1991). In particular, such an explanation will take roughly the following form:

Selectionist Explanation: The reason organisms of type Ω have token trait t of type
T as opposed to token trait v of type T is that token organisms O of type Ω with token
trait t had a selective advantage over token organisms of type Ω with token trait v.

In this way, biologists can plausibly explain why organisms of type Ω have trait t by providing an
account the reason why nature “selected” organisms of type Ω with trait t over those with trait v.

124

The problem is that a selectionist explanation of this type-trait relation does not, in turn,
explain the corresponding token-trait relation between token organism ω and token trait t. That is, it
does not explain why each individual organism has that trait. Rather, as I emphasized above, it’s the
other way around: token organisms possess token traits which confer a selective advantage to the
token organism; these organisms are then able to outcompete their conspecifics, yielding a population
that is dominated by members that possess this trait. The result is a population in which most or all
of its members have the selected trait, t, and none or almost none have the alternative trait, v. The
token-trait relationship between individual organisms and the trait is thus what explains the type-trait
relationship between the population and the trait, not the other way around. Accordingly, although
we might be able to explain the teleological content of categorical functional attributions in selectionist
terms, we cannot thereby explain the teleological content of individual functional attributions in those
terms.
It is worth noting at this point that that part of the reason that this inference from type to
token seems so plausible is that it would indeed be valid if the type-token relation at issue actually
defined a categorical relationship between Ω and t and thus implied a formal or structural dependency
between the two. Under such conditions, an explanation of why organisms of type Ω possess trait t
would indeed explain why a token organism ω of type Ω possesses trait t since that token organism
would instantiate trait t by virtue of its being an instance of type Ω. Accordingly, if the type-trait
relationship at issue were read as a categorical relationship (as is natural when we attribute a property
to a type), then the explanation of the type-trait relationship would naturally seem to support an
explanation of the corresponding token-trait relationship. The problem, however, is that selectionist
explanations do not work this way, nor are they not supposed to work this way: the relationships they
establish are supposed to be historically contingent associations between sets of organisms and a
particular trait, not structural relationships between organisms of a particular form and the
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characteristic properties of that form (Hull 1965a; 1965b; Sober 1980; Lewontin 2001). As such, even
though selectionist explanations might be able to explain why all organisms of type Ω have trait t, this
explanation does not explain why each token Ω has that trait because organisms do not come to
possess traits by virtue of instantiating this type; rather types come to be associated with traits by virtue
of the traits being shared across a particular population. It is ultimately this bottom-up explanatory
structure that keeps selectionist explanations from being able to explain the particular traits of
particular organisms and thus limits their relevance to the explanation of individual organisms’
behavior (Oyama 1985).9
What we find, then, is that natural selection is not in a position to explain how or why a
particular organism’s behavior is governed by a particular principle. It is thus not in a position to serve
as the foundation of the optimality approach. This in turn means that the optimality approach may be
able to evaluate normative action explanations after all. However, in order to show this, it is not
enough to demonstrate that the selectionist interpretation of the optimality approach is mistaken; we
must also show that the correct way to interpret the optimality approach is in terms of a theory of
vital activities. Accordingly, to establish our intended results, we need to identify a theory that both
explains the nature of living things and which does so in a way that coheres with the structure and
content of the optimality approach. In what follows, I will show that such a theory not only exists, but
that it is ideally suited for the task of grounding the optimality approach. This theory is the theory of
biological autonomy.
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As Susan Oyama (1985) argues, these problems with the application of selectionist explanations to
individuals have historically been further obscured by the use of various representational metaphors
to describe genes that serve as a way to connect a population-level explanation of a type to the traits
possessed by individuals (see also Walsh 1998). However, in just the same way that population-level
processes cannot explain the possession of individual-level traits, they also cannot explain the structure
of an individual’s genes.
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3.4 THE THEORY OF BIOLOGICAL AUTONOMY AND ITS DISCONTENT
I have just argued that evolutionary theory is unable to explain the teleological content that
characterizes the principles posited by optimality explanations to explain organism behavior. As such,
we are now faced with the question of what does explain this content. One answer to this question,
suggested by the analysis of normative action explanation developed in the last chapter, is that the
content of an organism’s behavior is explained by the structure of the particular organism’s vital
activity. On this view, the principles governing the organism’s behavior ultimately have their source
in the organism itself and, in particular, in the particular form its life takes. In order to defend this
interpretation of the optimality approach, however, we need to identify a scientific theory of life that
is consistent with this analysis and that provides the resources needed to explain the content of
optimality explanations.
Over the past several decades, theoretical biologists and philosophers of biology have made
significant strides in developing a general theory of the nature of living things. In general, these
theories hold that a physical system will count as living only if it is a self-organizing autonomous
system (Varela 1979; Maturana and Varela 1980; Varela, Thompson, and Rosch 1991; Rosen 1991;
Kauffman 2000; W. Christensen 1996; W. D. Christensen and Hooker 2000; E. Thompson 2007;
Bechtel 2008; Bechtel and Abrahamsen 2011; Bickhard 2009; Friston and Ao 2013; Friston 2013;
Allen and Friston 2018; Moreno and Mossio 2015; Di Paolo, Buhrmann, and Barandiaran 2017). On
this approach, the theory of self-organization provides an account of the conditions under which order
emerges in material systems; while the theory of autonomous systems provides an account of the
structural properties that an ordered system must possess in order to count as a self-maintaining selfdetermining system. The integration of these two theories then yields an account of both the material
and formal conditions that must be satisfied for a system to count as living.
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Proponents of this approach to the science of life argue that it promises to provide a
theoretically well-founded account of the structure and dynamics of living things. Moreover, they
suggest that it makes available a philosophically adequate account of the normative and explanatory
foundations of organism behavior that can vindicate a range of intuitions and commitments about the
relationships that obtain between an organism’s actions, needs, and interests. Accordingly, it would
seem that if this approach is able to make good on its promises, it will provide just the theory we need
to vindicate our analysis of normative action explanation. Notably, however, it has generally seemed
to philosophers and scientists that this approach to the foundations of biology cannot, in fact, make
good on these promises (Fodor and Pylyshyn 1988; Machery 2012; Garson 2017; Winning 2020; Cao
2020). The reason for this has to do with the nature of its foundations. Autonomy-theoretic
approaches to the nature of life rely on the constructive methodologies of theoretical physics
(especially those of thermodynamics and statistical mechanics) to develop an account of the conditions
under which a physical system would the characteristic structural properties of living things, e.g., selfmaintenance and self-determination. The appeal of developing a theory of life in this way is that this
methodology promises to provide an account of the foundations of biology that is both
methodologically and metaphysically continuous with the physical sciences. In this way, autonomy
theorists hope to eliminate the mystery surrounding the nature and existence of living things.
However, this theory-driven approach to the foundations of life has two important drawbacks.
First, because it relies so heavily on the methods and insights of theoretical physics, it is generally quite
difficult for anyone without the appropriate training in physics to evaluate the claims being defended.
This is a problem, in particular, because an excess of formalism can easily be used to mask a lack of
theoretical rigor, since it is easy to claim that the formalisms one cites are doing more work than they
actually are. Thus, unless one is in a position to evaluate these formalisms and their theoretical
justification, one will not be able to effectively distinguish good theory from bad. Along with this,
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autonomy-theoretic accounts of the foundations of life often depend on one or another substantive
thesis in the philosophy of physics (e.g., those having to with the nature information, the structure of
explanation, the possibility of emergence, the metaphysics of natural laws, etc.), meaning that
evaluating these theories often requires evaluating the relevant positions in the philosophy of physics.
The result is that the cost of admission ends up being too high for most, limiting these theories'
broader uptake.
Nevertheless, this feature of the autonomy-theoretic approach should not be a problem on its
own. After all, the need for specialized training in order to engage in a specific aspect of scientific
research (e.g., theorizing, experimenting, and modeling) has long been a standard feature of scientific
practice. In this respect, then, autonomy-theoretic accounts of the nature of life are not out of the
ordinary, since it is in fact a structural feature of scientific discourse that one will typically specialized
training to evaluate the claims being made in given area of scientific research. However, the reason
that this is a problem in this case is that, unlike other theoretical sciences, the autonomy-theoretic
approach to biology does not have a well-defined set of principles, practices, and procedures with
which to connect the abstract theoretical structures it defines to concrete empirical reality. That is, it
is all theory and no practice.
This, then, brings me to the second drawback of this theory-driven approach. By focusing so
heavily on theoretical foundations, autonomy-theoretic accounts of life have failed to address the other
crucial aspect of scientific theory-building, namely its empirical validation. As a result, these accounts
have historically appeared to consist in nothing more than mere theories—theories, that is, that may be
of conceptual interest but which lack the inferential structure needed to inform and guide the more
concrete aspects of scientific practice. The effect has been that the autonomy-theoretic approach to
biology has never been able to establish the kind of foundational theory of life that it has so long
promised.
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Notice, however, that if we can secure a substantive theoretical link between the theory of
biological autonomy and the optimality approach, then not only will this resolve the foundational
problem facing the optimality approach in a theory of living, it will also address this methodological
problem facing the autonomy-theoretic approach. Or, to put this point another way, if we can place
the optimality approach on autonomy-theoretic foundations, the this will give the practice of
optimality modeling a theory to ground it and the theory of biological autonomy a practice with which
it can be developed and confirmed. In this way, the complementary problems that each discourse
faces could be resolved by integrating them into a single framework.
The challenge, of course, is to show how to do this. As we saw in our discussion of the
selectionist interpretation of the optimality approach, the optimality approach’s methodological
autonomy and empirical robustness make it easy to claim that the approach must be justified by a
given theory even when there is no a clear and stable link connecting theory to practice. Since
behavioral ecology’s empirical research program does not significantly depend on high-level
theoretical considerations, just about any theory that appears to have the right structure and scope
could be taken to serve as its foundation without much consequence, since the research program will
proceed in essentially the same way in either case. As such, merely showing that the theory of biological
autonomy coheres with the structure and content of the optimality approach is not sufficient to
demonstrate that that theory should serve as its foundations, since this would not be sufficient to
exclude the possibility that there are other theories that also satisfy this criterion and which are better
suited for this role. Rather, what we need to show to establish the desired result is that the theory of
biological autonomy is uniquely suited to the task of grounding the optimality approach—that is, that
this theory is the only theory that can justify the explanations developed using the optimality approach.
This is clearly a demanding standard. However, it one that I believe the theory of biological
autonomy is well-positioned to meet. For, as we will see, the theory of biological autonomy is uniquely

130

suited to the task of explaining the organizing hypothesis of behavioral ecology: that the behavior of
organisms is primarily determined in relation to their metabolic requirements and, in particular, their
energetic requirements. The reason for this is that the theory of biological autonomy is required to
explain the nature and source of metabolic requirements, as well as their structural relationship with
both organism behavior and the activity of living more generally. To demonstrate this connection, I
will turn, in the next section, to developing a version of the theory of biological autonomy that is
focused on explaining the relationship between life, metabolism, and organism behavior. What we will
find in doing this is that the theory of biological autonomy actually predicts the hypothesis that the
behavior of organisms will be primarily determined in relation to an energy maximization principle.
This will thus allow us to do what the selectionist interpretation of the optimality approach could not:
namely, justify the particular principles that behavioral ecologists posit to explain organism behavior.

3.5 BIOLOGICAL AUTONOMY AND THE THERMODYNAMICS OF LIFE
Scientists have long recognized that living things can be distinguished from non-living things,
in part, by their relation to thermodynamic equilibrium. A classic statement of this line of thought is
developed by Erwin Schrödinger (1944) in his seminal essay “What is Life?”. In that essay, Schrödinger
argues that the thing that makes living things so difficult to account for in scientific terms is their
apparent ability to avoid “the rapid decay into the inert state of ‘equilibrium’” predicted by the second
law of thermodynamics (70). Specifically, as Schrödinger explains, we know from thermodynamics
that when a non-living system is left undisturbed,
All motion usually comes to a standstill very soon as a result of various kinds of
friction; differences of electric or chemical potential are equalized, substances which
tend to form a chemical compound do so, temperature becomes uniform by heat
conduction. After that the whole system fades away into a dead inert lump of matter.
A permanent state is reached, in which no observable events occur. (69)
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This inert state is what physicists call the state of thermodynamical equilibrium, or of ‘maximum
entropy’” (69). However, when we observe living systems, they do not appear to exhibit this pattern.
Instead, they appear to resist the decay into thermodynamic equilibrium by engaging in metabolic
interactions with their environment, such as eating, drinking, and breathing. The behavior of living
things thus appears to constitute an anomaly with respect to the laws of thermodynamics, as
organisms’ interactions with their environment tend to keep them away from thermodynamic
equilibrium rather than drive them towards it. And, as Schrödinger highlights, there is only one way
that this anomaly can be explained without violating the laws of thermodynamics: namely, if what
organisms are consuming in their metabolic interactions with their environment is free energy.
The reason for this, according to Schrödinger, is that fee energy is what is required to reduce
the entropy of a system and is thus what an organism must rely on in order to counteract the decay
into thermodynamic equilibrium. This then means that the only way an organism could remain in a
non-equilibrium state is if it takes in free energy to preserve that state. Organisms must thus consume
free energy in order to maintain themselves because, otherwise, they could not remain in their
characteristic state.
The significance of this observation becomes especially clear when considered in light of the
characterization of entropy as a measure of the degree of disorder of a system: an increase of entropy
corresponds to a transition to a more chaotic state in which the position and motion of the elements
of the system are less correlated; while a decrease of entropy corresponds to a transition to a more
ordered state in which the position and motion of the elements of the system are more correlated
(Atkins 1984). As such, the claim that organisms must consume free energy to avoid decay into
thermodynamic equilibrium is equivalent to the claim that organisms must consume free energy to
keep themselves in an ordered state. We thus find a fundamental connection between the need for
free energy and the possibility of biological organization or form, as the latter depends on the former
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to be realized. Notably, however, this condition cannot be sufficient to characterize the nature of
living things since there are many kinds of non-living systems that use free energy to remain in a nonequilibrium state despite not being alive. For instance, tornadoes are non-equilibrium systems that
persist by “feeding” on the free energy gradient generated by the energy differential between the clouds
and the warm air below (Ben-Amots 2016). Yet tornadoes are clearly not alive. This thus indicates that
if we want to provide an account of the conditions under which a system counts as living, we need to
provide a further set of conditions that distinguish living things from other kinds of stable nonequilibrium systems. It is to address this problem that the theory of biological autonomy was
developed.
3.5.1 NON-EQUILIBRIUM SYSTEMS: LIVING VERSUS NON-LIVING
Non-equilibrium systems like tornadoes are what are known as dissipative structures. This is
a form of emergent order that arises spontaneously as a result of the dispersal of energy and matter
(Nicolis and Prigogine 1977; Atkins 1984). In general, dissipative structures emerge and stabilize in
thermodynamic systems because they increase the rate at which those systems approach equilibrium.
For instance, in the case of a tornado, a relatively cold cloud will come into contact with the warm air
below, generating an air-cloud system that is out of equilibrium. The second law of thermodynamics
tells us that, under such conditions, this air-cloud system will change such that heat is transferred from
the air to the clouds. However, it does not tell us the rate at which this will occur. The change could
happen slowly, through random interactions between the air and the cloud at the cloud’s surface; or
it could happen quickly through, e.g., the formation of a tornado. In the latter case, processes of
evaporation and condensation at the cloud’s surface form a positive feedback loop that stabilizes in
the form of a vortex (Ben-Amots 2016). The long-range correlations established by the dynamics of
the vortex in turn enable a more coordinated transfer of heat from the molecules in the air to the
molecules of water in the clouds than would otherwise be possible through random interactions alone.
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Because this ordered regime emerges is part of the process of generating entropy, its formation is
consistent with the second law of thermodynamics. And because the vortex increases the rate at which
entropy is produced, it will maintain its form until the difference between the heat in the air and the
heat in the cloud becomes too small to sustain it. The overall result is an ordered system that appears
to maintain its structure by “feeding” on the energy gradient generated by the air-cloud system. Yet
this is clearly not sufficient for counting a tornado as living. So what else must be true of a system to
count as living?
The obvious answer to this question—and the one suggested by the energy maximization
principle posited in behavioral ecology—is that living things are not passive in relation to their energy
source. Unlike tornadoes, which simply dissipate the available matter and energy until they collapse,
living things behave in ways that increase the likelihood that they will remain coupled to an appropriate
energy gradient. That is, unlike tornadoes, organisms behave in ways that promote the conditions of
their own existence. This thus suggests that what we need in order to provide an account of the nature
of living things is an account of what makes it such that organisms behave in ways that promote the
conditions of their own existence. And, as we will now see, to do this, we will need to provide a general
account of the characteristic features of biological form.
3.5.2 TURNING TO ORGANIZATION
Let’s begin with an obvious point: a system will not count as living simply because it happens
to do something that promotes the conditions of its own existence. For instance, consider a hurricane
(which, like a tornado, is a dissipative structure) whose trajectory across the ocean intersects with a
warm ocean current. In such a case, the behavior of the hurricane will promote the conditions of its
own existence because the trajectory of the hurricane is guiding it towards an appropriate energy
source. However, it is clear that the hurricane does not count as living simply because it happens to
be on a trajectory that allows it to persist longer than it otherwise would. For, in this case, the fact that
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the hurricane’s behavior promotes the conditions of its own existence is not explained by the kind of
thing the hurricane is; rather, it is explained by a contingent feature of the hurricanes environment
and, moreover, to which the hurricane’s behavior is in no way responsive. The existence promoting
feature of the behavior thus proves to be merely accidental and, as such, cannot feature in an
explanation of the hurricane’s behavior.
Our characterization of the nature of living things thus needs to be able to distinguish the nonaccidental relationship between an organism’s behavior and its continued existence from the kind of
accidental relationship that can obtain between a non-equilibrium system’s behavior and its continued
existence. The way to do this is by introducing an additional constraint: that in order for a system to
count as living, the relationship between the system’s behavior and its continued existence must be
grounded in the system’s organization. There are two reasons it makes sense to look to a system’s
organization to distinguish between accidental and non-accidental existence promoting behavior. The
first is that if we can show that a system promotes its own existence by virtue of the way that it is
organized, then its tendency to promote the conditions of its own existence will be intrinsic to it—it
will have its source in the kind of system that it is. This would allow us to conclude that promoting
the conditions of its own existence is part of the content of the system’s behavior, since part of what
it would mean to be that system is that it operates in this way.
The second reason that it makes sense to focus on organization when trying to distinguish
living things from non-living things is related to the class of systems that we are discussing. As we saw
above, the theory of dissipative structures specifies the conditions under which ordered systems like
organisms can emerge spontaneously in nature. The problem, however, is that these conditions do
not distinguish between ordered systems that are living and those that are not: all that this theory does
is get us into the domain of ordered physical systems; it does not provide the resources to distinguish
between them. In order to do this, we need to identify a dimension along which ordered physical
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systems can vary that supports a distinction between living and non-living ordered physical systems.
And because the class of ordered physical systems is defined along two dimensions—being ordered
and being physical—there are only two ways in which they can vary: materially, by being made up of
different physical constituents; and formally, by being organized in different ways.
One might think that living systems can be distinguished from non-living systems by virtue of
their physical constituents, such that living things count as living because of what makes them up.
However, it is easy to show that ordered physical systems can have exactly the same constituents but
differ with respect to whether they are alive. To do this, all one needs to do is rupture the cell
membrane of a bacterium and then apply a heat source to the resulting solution so that it produces a
convection current. This would the create an ordered physical system that is made up of exactly the
same materials as the corresponding living system, but that is clearly not alive. Given this, we can
conclude that material constitution is not sufficient to distinguish living systems from non-living
systems. We must look to the system’s organization as well. Indeed, it is easy to see that a bacterium
instantiates a very different type of organization than a convection current and that the steps by which
a bacterium is turned into a convection current are also steps by which a bacterium is turned into a
non-living system. The challenge facing a theory of life, then, is to provide a characterization of
biological organization that can distinguish living systems from non-living systems. This is a challenge
to which we will now turn.
3.5.3 ORDER AND CONSTRAINTS
In order to characterize living systems in terms of their organization, we will need a general
way of characterizing the organizational features of a system. And, to do this, systems biologists have
historically relied on the notion of a constraint (Ashby 1961; Rosen 1991; Juarrero 1998; 2015; Hooker
2013; Green and Jones 2016; Umerez and Mossio 2013; Winning and Bechtel 2018). In physics, this
notion refers to any physical condition that reduces the degrees of freedom of the elements of a system
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or that limits or biases the possible trajectories or transformations that the elements of a system can
travel or undergo. A simple example of the role that constraints play in explanation can be seen in the
motion of a ball rolling in a spherical bowl (this example is taken from Hooker (2013)). The behavior
of the ball is governed by the laws of motion and, as far as these laws are concerned, can vary
independently along each spatial axis. However, once the bowl and the force of gravity are introduced,
the ball’s motion along each axis is no longer independent: gravity and the surface of the bowl
constrain the ball’s motion to just those trajectories in which the positional dimensions co-vary
according to the equation defined by the surface of the bowl (x2+y2+z2=r2, where r is the radius of the
bowl, see Hooker (2013) for more details). These constraints thus function to shape the range of
possible trajectories of the ball by limiting them to the surface of the bowl.
The reason the notion of a constraint is used to represent and evaluate the organization of a
physical system is that the order of a physical system is defined in terms of the extent to which the
states of its elements are correlated (Atkins 1984). For example, a chaotic system, like a gas, is
characterized by a low degree of correlation between the states of its elements, whereas an ordered
system, like a crystal, is characterized by a high degree of correlation between the states of its elements.
Because anything that correlates the states of a system’s elements must do so by restricting the possible
trajectories or transformations of those elements, any organizational feature of a system will be a
constraint. The constraints structuring the flow of matter and energy in a system will thus correspond
to the organizational structure of the system such that the relationships between constraints constitute
its form. Our challenge then is to provide a characterization of the form a system of constraints must
take in order for it to count as a living system, i.e., a system that behaves such that it promotes the
conditions of its own existence
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3.5.4 CLOSURE AND CONSTRAINTS
By far, the most well-developed account of the organizational conditions of life is the one
developed by Alvaro Moreno and Matteo Mossio (2015) in their book Biological Autonomy. According
to their view, the defining feature of the biological organization is that it instantiates a system of
constraints characterized by regulatory closure. In what follows, I will present Moreno and Mossio’s
view and then identify and address an important problem with their account. The overall result will
be a characterization of the activity of living grounded in the structure of an organism’s relation to the
world, and that makes clear how and why organism behavior comes to be governed by metabolic
requirements.
3.5.4.1 The closure of constraints
In order for a system of constraints to satisfy closure, the constraints and the processes they
constrain must be related to each other in such a way that the existence of the constraints depends, in
part, on the processes they constrain. For instance, enzymes in a metabolic network work by
constraining the interaction of their substrates such that the timescale at which certain products are
produced is significantly reduced. These products can, in turn, feature as constraints on other
processes. A system of constraints will satisfy closure if this chain of dependence relations feeds back
onto itself such that the existence of the initial constraint—in this case, the initial enzyme—is made
more likely by its influence on the resulting network of constraints. In this way, the notion of closure
provides an initial characterization of the organizational conditions under which something will count
as promoting the conditions of its own existence.
However, as Moreno and Mossio argue, the closure of constraints is only necessary to
distinguish living from non-living systems; but it is not sufficient. The reason for this is that it is
possible for a closed system of constraints to emerge without it counting as living. For instance, many
chemical networks will satisfy closure but are not alive by virtue of this fact. Accordingly, to address
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this problem, Moreno and Mossio point to two further features of organisms that appear to distinguish
them from non-living things: (1) they are robust to environmental variation, and (2) they are capable
of changing their functional structure and increasing their functional complexity. These two features,
Moreno and Mossio argue, require that the organization of biological systems satisfy a further
condition: that it be regulated.
3.5.4.2 Regulatory closure and robustness
According to Moreno and Mossio, there are two ways in which a system can be robust to
environmental variation. The first form of robustness is what they call constitutive stability. A
constitutively stable system is a system whose constraints are organized such that they dampen the
influence of variation. Homeostatic systems, for instance, are able to remain in a given state by relying
on negative feedback loops that reduce the influence of variation on their state. Constitutive stability
is thus a consequence of the way in which closure is satisfied by a system of constraints.
The second form of robustness identified by Moreno and Mossio is regulation. Regulation is
distinguished from constitutive stability by the fact that the relevant form of robustness is achieved
by means of higher-order constraints on the structure of the system that are not themselves part of
the closed system of constraints. These regulatory constraints are activated by a relevant set of
environmental conditions and facilitate a transition between two regimes of organization: (1) the initial
regime whose closure is collapsing and (2) the emerging regime that these constraints contribute to
establishing (p. 35). Moreno and Mossio give the example of the lac operon system, which regulates
the metabolism of lactose in E. coli. Under normal conditions, E. coli satisfy organizational closure by
metabolizing the glucose they take in from the environment. However, when glucose is low and
lactose is high, the lac operon is activated, which disinhibits the expression of genes that metabolize
lactose. Moreno and Mossio argue that, when glucose is abundant, “these genes do not contribute to
the maintenance of the organisation. The cluster of genes remains dormant and would not be included
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in the characterisation of the current closed organisation of constraints: in those conditions, nothing
else in the system depends on the lac operon for its own maintenance” (p. 33). Thus, the genes only
come into play when the current regime of organization is threatened; and, when activated, they serve
to transition the system from one kind of organization (that depends on glucose) to another (that
depends on lactose). According to Moreno and Mossio, this ability to transition between regimes of
organization in response to environmental variation is required to explain the open-ended functional
complexity that characterizes biological organization and, as such, must be taken as a characteristic
feature of living things.
Moreover, and importantly, Moreno and Mossio go on to argue that regulatory constraints are
themselves subject to closure. In particular, because such constraints are both dependent on the
collapsing regime of organization and enable the emerging one, they are subject to “a second-order closure
between both themselves and the whole set of organizations among which they govern the
transitions…this second-order organization consists of the set of available constitutive regimes of a
closed organization given a specific set of regulatory constraints and set of deleterious variations to
which the regulatory constraints are specifically sensitive” (p. 35; emphasis in the original). A system
whose organization is characterized by regulatory closure is thus a (second-order) closed system that
changes its organization in order to maintain (first-order) closure. Accordingly, such systems exhibit
a robust form of adaptive self-maintenance, responding to potentially deleterious changes by altering
their structure in ways that preserve and promote the most fundamental condition of their continued
existence: organizational closure. It is for this reason that Moreno and Mossio take regulatory closure
to be the fundamental feature of biological autonomy—i.e., the capacity for robust self-maintaining
self-determination—and thus the fundamental characteristic of living things.
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3.5.5 BEYOND ORGANIZATIONAL INTERNALISM: BRINGING THE WORLD IN VIEW
Despite the significant progress that Moreno and Mossio make in offering a general theory of
biological organization, the account they offer of biological systems faces a subtle but important
problem. Although Moreno and Mossio emphasize both the organism’s dependence on
thermodynamic gradients and the fundamentally interactive character of biological autonomy, their
characterization of the nature of biological organization takes the structure of the organismenvironment relationship to be extrinsic to the form of biological systems. In particular, Moreno and
Mossio’s account of biological autonomy is predicated on the (admittedly intuitive) assumption that
the organism itself—rather than the organism-environment system—is the fundamental system whose
organization must satisfy closure. This proves to be a problem for their account (as well as for our
proposal that this theory can serve as the foundations of the optimality approach) because it makes
the fact that biological organisms depend on thermodynamic flows a contingent feature of their
organization, as this fact is only able to enter the picture in the form of environmental variations or
perturbations that threatens their form. As a result, their account of the structure of biological
organization yields a conception of the nature of biological organisms in which the organism’s
structural dependence on and interactive relationship with its environment is not a constitute feature
of its nature or life. Rather, the organism’s environment only acquires significance for the organism
to the extent that it disrupts the organism’s form and organization.
Yet it is clear that a basic condition on the activity of living is that the organism-environment
system must satisfy organizational and regulatory closure as well. Indeed, this is implied by our initial
thermodynamic characterization of living things, which distinguished organisms from other nonequilibrium systems by the fact that they behave in ways that keep them in an appropriate
thermodynamic gradient. To see this, notice that the presence of an appropriate thermodynamic
gradient is itself a constraint in the network of constraints that characterizes the structure of a living
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thing. Indeed, as we saw in our discussion of dissipative systems, the application of a thermodynamic
gradient to a system functions to constrain the dynamics of its elements in a way that generates
spontaneous order. However, most dissipative systems do not count as living systems, since the form
of organization they instantiate does not promote the conditions of their own existence. In particular,
most dissipative systems are not organized in a way that promotes the existence of an appropriate
energy gradient in their environment and instead simply collapse once the energy gradient in which
they were formed dissipates.
Organisms, however, are different. They behave in ways that reliably keep them in an
appropriate thermodynamic gradient. And, in so doing, they establish organizational closure with their
environment: the organism and the environment form a system whose organization is such that the
thermodynamic flow imposes a constraint on the elements of the organism, which in turn produces a
form of order (i.e., the organism and its behavior) that constrains the environment is such that the
presence of an appropriate thermodynamic flow becomes more likely. In motile organisms, this
relationship of mutual constraint typically takes the form of overt interaction with the environment in
which the organism moves from one thermodynamic flow to another, thereby preserving the relevant
structure of the organism-environment system. In non-motile organisms, this relationship of mutual
constraint instead often takes the form of establishing and maintaining a privileged position within a
stable thermodynamic gradient through the active regulation of their local environment (this is, for
instance, how forest canopies are formed). But however it happens, closure must be maintained at the
level of the organism-environment system in order for the ordered regime that characterizes the
organism not to collapse. It is thus clear that the maintenance of closure at the level of the organismenvironment system is required to make sense of the defining feature of organism behavior: that they
act so as to promote the conditions of their own existence.
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The significance of this distinction between the kind of organizational internalism presented
by Moreno and Mossio and the kind of organizational externalism defend here can be made clear by
considering its implications for (1) the resulting characterization of biological autonomy and (2) the
associated account of biological normativity. Initially, the shift from an internalist conception of
biological organization to an externalist might seem to face the problem that it fails to adequately
characterize the relevant phenomena. To see why, it is important to note that the primary point of
disagreement between the two views is not over the organizational conditions that the organism must
satisfy but rather over whether we should take the organism rather than the organism-environment
system to be the fundamental unit of analysis in a theory of biological organization. Thus, the
organizational externalist argees with the organizational internalist that the organism itself is subject
to organizational and regulatory closure; where she disagrees is over whether this is sufficient to
account for the foundations of biological organization. For, according to the externalist, an adequate
account of biological organization must also hold that the organism-environment system is subject to
these conditions too. As such, the primary point of disagreement between the two views is not over
the structure of biological organisms per se, but rather over which level of analysis is the right one to
focus on when developing a theory of biological organization. It is then at this point that we encounter
a problem for the externalist view. For, intuitively, it seems that the right level of analysis for an
account of biological organization is the organism itself, not the organism-environment system. As
such, one might think that, even if it is true that the organism-environment system must satisfy closure,
it is still a mistake to focus on this level of analysis in developing a theory of biological organization,
since our concern in doing this must be with the organism itself and not with the organism as it relates
to its environment.
Notably, however, and despite its intuitive pull, this line of argument actually has much less
force than one might initially think. And the reason for this is that, as we just noted, the externalist
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account only adds a condition to the internalist one; it does not change the underlying characterization
of the organism itself. Consequently, the externalist account can say all the same things about the
organization of organisms as the internalist account and is thus on the same footing as the internalist
account when it comes to characterizing structural feature of the organism itself. However, as we are
about to see, in insisting that the organism-environment be treated as the fundamental unit of analysis,
the externalist account is able to make sense of important features of our understanding of living
things that cannot be made sense of on an internalist view. As a result, the externalist view ends up
proving to be superior to the internalist one, as it is able to account for everything the internalist view
can and more.
3.5.5.1 Organizational externalism and biological autonomy
Let’s begin by considering the implications of this view for the notion of biological autonomy.
Theoretical discussions of biological organisms have long been characterized by a tension between
the thesis that biological organisms are characterized by their autonomy—where this is understood in
terms of their capacity to determine themselves independently of external conditions—and the fact
that organisms are clearly both dependent on the resources made available by the environment and
beholden to the various threats posed by their environment (see Moreno and Mossio (2015, chap. 1)
for a historical perspective on this tension). On the internalist approach to biological organization, the
only way one can resolve this tension is by showing that organisms are able to achieve autonomy despite
their dependence on their environment. The reason for this is that, because the internalist view takes
the scope of biological organization to be co-extensive with the organism itself, an organism will only
satisfy the conditions of autonomy to the extent that the organism can be abstracted from the
environment in which it is embedded. Accordingly, any relations between the organism and the
environment that cannot be abstracted away from in this way will correspond to a form of dependence
that detracts from the organism’s autonomy and which the organism must minimize in order to
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continue to be that organism. The result is a picture of the nature of organisms according to which an
organism can only be autonomous insofar as it is able to detach itself from the environment in which
it is embedded, defending its autonomy within whatever space is left once the various forms of
environmental dependence that characterizes it are taken into account. The internalist conception of
biological autonomy is thus only able to make sense of an organism’s autonomy insofar as this
autonomy does not concern the organism’s relationship to its environment. Yet it is precisely in
relation to its environment—and in particular in its interactions with its environment—that an
organism’s autonomy is paradigmatically manifest. In particular, the clearest sense in which organisms
are autonomous is with respect to their interactions with the world: unlike other things, organisms’
interactions with their environment are governed by an independent principle with which they actively
determine themselves in relation to their environment. But if we accept the internalist view, we cannot
conceive of the organism as autonomous with respect to its environment because the organism’s
autonomy is achieved despite its relation to the environment, not by virtue of it. As a result, the
internalist conception of biological organization loses its grip on precisely the phenomenon it is
developed to explain.
The externalist view, on the other hand, does not share this problem. Because the externalist
view takes the fundamental unit of analysis to be the organism-environment system as opposed to the
organism as such, it makes available a conception of biological autonomy according to which the
organism achieves autonomy by means of the environment rather than despite it. By taking the structure
of biological organization to be conditioned on environmental closure, the externalist view provides
a characterization of the nature of organisms according to which it is a constitutive feature of being
an organism that it regulates the organism-environment system of which it is a part such that the
structure of that system is maintained and, with it, the organism itself. The result is a conception of
the organism according to which organisms are distinguished from other kinds of dissipative
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structures precisely by the fact that they are not dependent on or beholden to the contingencies of the
thermodynamic flows that sustain them: organisms on this view are the kinds of things that determine
themselves in a way that brings the environment into their regulatory domain, making the environment
a part of the process of self-determination rather than a threat to it. In this sense, the externalist view
can be understood as yielding a shift away from the view that the environment is a source of variation
that threatens to disrupt the organism’s autonomy and towards the view that the environment is a
source of resources that the organism can use to maintain its autonomy. By closing the gap between
the organism’s dependence on the environment and the constraints the organism imposes on its
environment, the externalist view is thus able to resolve the tension between autonomy and
environmental dependence in a way that is unavailable to the internalist view.
3.5.5.2 Organizational externalism and biological normativity
The externalist characterization of biological organization also has important implications for
the autonomy-theoretic conception of the foundations of biological normativity. Within philosophical
discussions of the foundations of normativity, there has long been a basic tension between the idea
that normative standards derive their authority from the agent herself (meta-normative internalism)
and the idea that normative standards derive their authority from the structure of the world (metanormative externalism). Because the internalist characterization of biological organization defines a
set of existence conditions for being an organism, it is able to support a conception of normativity
that is consistent with the first idea, meta-normative internalism. As Moreno and Mossio explain:
The activity of a self-maintaining system has an intrinsic relevance for itself, to the
extent that its very existence depends on the constraints exerted through its own
activity. Such intrinsic relevance generates a naturalised criterion for determining what
norms the system is supposed to follow: the system must behave in a specific way,
otherwise it would cease to exist. Accordingly, the activity of the system becomes its
own norm or, more precisely, its conditions of existence are the intrinsic and
naturalised norms of its own activity. (p. 70–71)
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Thus, on their view, the norms governing an organism’s activity ultimately have their source in the
activity of the organism itself and, in particular, in the existence conditions that characterize that
activity. In this way, the internalist account of biological organisms can make sense of the agentoriented aspect of normative authority.
However, the internalist view struggles to account for the world-oriented aspect of
normativity. To see this, it is important to recall that, on an internalist characterization of biological
organization, the conditions of existence are defined within the domain of regulatory closure and thus
within the bounds of the organism itself. As such, although the relevant conditions of existence are
most naturally thought of in terms of the structure of the world, on the internalist characterization,
facts about the structure of the world do not number among an organism’s conditions of existence,
as they do not, in fact, constitute elements of the closed system of constraints that constitutes the
relevant norm-determining activity. Thus, on this kind of view, the world can only possess normative
significance for the organism indirectly, insofar as the world causally interacts with one of the
normatively significant constraints that characterize the organism’s structure (most notably, its
regulatory constraints). The result is that, on the internalist view, the structure of the world does not
have authority of its own.
By contrast, the externalist account of biological organization is able to account for the idea
that normative standards derive their authority from the structure of the world. By taking the activity
of living to be characterized by the closure of the organism-environment system, the externalist is able
to extend the organizational account of normativity to include the world in such a way that the
structure of the world comes to possess intrinsic normative authority for the organism. On this
approach, the norms that bear on an organism are ultimately grounded in the closure-sustaining fit
between the structure of the organism and the structure of the environment. Because this fit can be
preserved either through the organism changing the world to conform to its structure or through the

147

organism changing its structure to conform to the world, the extent to which either the organism or
the world serves as the source of normative standards will depend on context. In some contexts, it
makes sense to take the organism to be the source of normative standards to which the world must
fit; while, in other contexts, it makes sense to take the world to be the source of normative standards
to which the organism must fit. But in either case, what is ultimately being maintained—and thus what
ultimately constitutes the source of normativity—is the closed organism-environment system. In this
way, the externalist account is able to resolve the tension between meta-normative internalism and
externalism by showing that each position corresponds to one pole in a more basic relational structure.
The externalist account of biological organization thus improves on the internalist account
both with respect to its conception of biological autonomy as well as with respect to its conception of
biological normativity. And, by taking the structure of the environment to be part of the structure of
biological organization, the externalist account makes the world’s role in an organism’s life explicit,
thus allowing it to make sense of the meaningful contributions that the world makes to guiding and
shaping that life. Moreover, and most importantly for our purposes, in doing this, it provides the
resources needed to understand the fundamental structural relationship between organism behavior,
metabolic requirements, and the activity of living. For, as we are about to see, once the nature of
biological autonomy is understood in this way, it becomes clear that the theory of biological autonomy
is ideally suited to the task of serving as the theoretical foundations of the optimality approach.

3.6 THE FINAL PICTURE
The account of the nature of living things I just outlined was introduced for two purposes.
The first was to address the foundational problem that behavioral ecology faces in justifying the use
of optimality models to explain organism behavior; and the second was to show that optimality
explanations, thus understood, are equivalent in both content and form to normative action
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explanation. Given this, what I plan to do in this section is draw out these connections and explore
their implications. I will first consider the way in which this account addresses the problems faced by
behavioral ecology before turning to the way in which the resulting scientific framework bears on
normative action explanation. I will conclude by considering the broader implications this framework
has for the project of naturalizing normativity.
3.6.1 BIOLOGICAL AUTONOMY AND THE OPTIMALITY APPROACH
In order to demonstrate that the theory of biological autonomy can serve as an adequate
foundation for the optimality approach, we must show that it can account for the following features
of the optimality approach:
Content: The theory of biological autonomy must be able to explain why the behavior of
organism’s would be determined in relation to the particular principles posited by behavioral
ecologists in explaining organism behavior. This means showing, first and foremost, that the
theory of biological autonomy provides a theoretical justification for the organizing hypothesis
of behavioral ecology: that the behavior of organisms is primarily determined in relation to
their metabolic requirements. However, it also means showing that this theory can make sense
of how organism behavior can be determined in relation to non-metabolic requirements as
well. For notice that if the theory of biological autonomy were only able to make sense of the
fact that organisms act to satisfy metabolic requirements, then all of the optimality models that
concern non-metabolic requirements (e.g., reproductive requirements) would remain
unaccounted for. As such, we need to show not only that this theory can account for the
central explanatory role of metabolic requirements in the optimality approach but also that it
can make sense of explanatory contributions of non-metabolic requirements as well.
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Explanatory Form: The theory of biological autonomy must also explain how this content comes
to determine an organism's behavior. This means showing, in particular, that the theory of
biological autonomy can provide an account of the explanatory relationship between content
and behavior that is consistent with the norms of scientific explanations. Otherwise, the theory
of biological autonomy will fail to provide a theoretical foundation for the optimality approach
that would show that optimality explanations are explanatory in a sense that is relevant to
science.
Moreover, we must do all this in a way that demonstrates that the theory of biological autonomy is
uniquely suited for the purpose of serving as the theoretical foundations of the optimality approach.
To address these challenges, I will begin by arguing that the theory of biological autonomy is not only
able to justify the organizing hypothesis of behavioral ecology, but that it is also required to do so.
This will then allow me to conclude that it is uniquely suited to the task of serving as the optimality
approach’s theoretical foundations. I will then take up and address the further issues of content as
well as the issue of explanatory form.
3.6.1.1 Content, metabolic requirements, and the principles of biological autonomy
In broad strokes, the connection between the theory of biological autonomy and the
organizing hypothesis of behavioral ecology is fairly clear. The theory of biological autonomy entails
that biological organisms are, by necessity, metabolic systems, and the organizing hypothesis of
behavioral ecology holds that the behavior of organisms is primarily determined in relation to their
metabolic requirements. Thus, insofar as the theory of biological autonomy explains the constitutive
relationship between metabolism and the structure of biological organisms, it will explain their
metabolic requirements; and insofar as metabolic systems are, by necessity, the kinds of things that
act to satisfy these metabolic requirements, it will also explain why organisms are responsive to such
requirements. However, in order to establish the connection we seek, we cannot simply appeal to
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these impressionistic observations about their overlapping content. Rather, we must show that the
account of the structural relationship between metabolic requirements, organism behavior, and the
activity of living that is made available by the theory of biological autonomy justifies and predicts the
hypotheses and assumptions that organize the practice of optimality modeling. And, to do this, we
will have to consider the specific implication of this theory more closely.
Let’s begin by look at the energy maximization principle that provides the foundation for the
majority of the optimality models developed in behavioral ecology. This principle holds that, in
general, organisms will act so as to that maximize the net rate of energy gain. The justification for the
application of this principle to organism behavior is the hypothesis that organisms must consume
more energy than they use if they are to continue living and that, for this reason, they will try to
maximize the amount of energy they take in per unit time. Moreover, it can be inferred from the role
that this principle plays in behavioral ecology that behavioral ecologists also take this principle to (1)
applies at least to all animals (and plausibly all organism) and (2) to have priority over other ecological
principles governing organism behavior. As such, the challenge we face is to show that the theory of
biological autonomy can explain why all organisms would be governed by this principle and why it
would have this priority.
We can do this by highlighting two features of the conception of living things that we
developed above: first, that the fundamental condition on the possibility of organized systems in
general is that system takes in enough free energy to resist the decay to equilibrium predicted by the
second law of thermodynamics; and, second, that one of the defining features of biological
organization is that living things are organized to interact with their environment such that they
promote the conditions of their own existence. Taken together, these two conditions entail that it is a
constitutive feature of being an organism that it interacts with its environment such that it takes in
more energy than it uses to resist the decay to equilibrium. As such, it turns out that the theory of
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biological autonomy actually predicts that the behavior of organisms will be primarily determined in
relation to the energy maximization principle. In particular, what the theory of biological autonomy
entails is that, as long as the timescale with respects to which an organism is organized to satisfy
environmental closure is longer than the timescale in which the organism’s behavior is being evaluated,
then the organism will (1) reliably act to consume more energy than uses and (2) will do so in a way
that ensure that it has (or will have) enough energy to continue to maintain closure at the timescale at
which it is organized to satisfy closure (note that this second condition is required to explain why they
maximize energy intake as opposed to merely meet their immediate energetic demands). Furthermore,
because, according to this theory, (1) free energy is the fundamental condition of biological
organization and (2) biological organisms are distinguished by the fact that they promote the
conditions of their own existence, it also predicts that the energy maximization principle will have
priority over other principles since energetic requirements will have priority over other kinds of
existence requirements. Altogether, then, we find that the theory of biological autonomy explains the
content, scope, and priority of the energy maximization principles as understood by behavioral
ecologists.
Moreover, the theory of biological autonomy is uniquely positioned to do so. For notice that,
because this theory emerges in accounting for the physical conditions that organism must satisfy in
order to exist, it is the only theory that can explain why this physical quantity would characterize the
structure and content of organism behavior in the way that behavioral ecologists claim. Any other
theory would have to appeal to a contingent relationship between energy and organism behavior, since
this is the only kind of theory that can explain the constitutive relationship between the two. In this
respect, it is because the theory of biological autonomy has been developed for the purposes of making
sense of biological organisms as a special kind of physical system that it is uniquely positioned to serve
as the foundations of the optimality approach. For, in general, the central aim of behavioral ecology
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is to make sense of the dynamics of organism behavior as it relates to the physical quantities that
structure its environment on which it depends (e.g., the available resources). It is thus hard to imagine
that there would be any theory better suited to serve as the theoretical foundations of the optimality
approach, since no other theory is in a position to characterize the structural relationship between
organism behavior and the relevant physical quantities.
It is also clear that this theory can account for an organism’s other metabolic requirements in
the same way as it accounts for the organism’s energetic requirement. The reason for this is that
thermodynamic processes that characterize the decay to equilibrium are characterized both in terms
of energy and in terms of matter. As such, in just the same way that resisting the decay into equilibrium
requires taking in free energy, it also requires taking in appropriate matter. Given this, we can similarly
make sense of behavior that seeks to satisfy non-energetic metabolic requirements, such as the protein
requirements we discussed above. For instance, in this case, because the nitrogen in protein is required
by organisms to exist, we can expect that organisms will act to ensure that they consume sufficient
protein. This will hold true, moreover, for any requirement that is grounded in an organism’s
conditions of existence.
Finally, because the theory of biological autonomy, as Moreno and Mossio develop it, is
specifically designed to account for the open-ended functional complexity that characterizes biological
organisms, it can also make sense of the aspects of organism behavior, such as reproductive behavior,
that are not grounded in self-maintenance. In particular, the robust, open-ended regulatory structure
that characterizes biological organization allows this form of organization to support content that
determines behavior with respect to ends that are not themselves tied to the continued existence of
the organism. This is to say that the kind of robustness that characterizes biological organisms gives
them a kind of latitude in their behavior and structure that allows them routinely and robustly engage
in activities that are not themselves required in order for them maintain themselves. In this way, non-
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metabolic requirements can come to structure the lifecycles of organisms, characterizing the particular
way in which they are organized and live their life. The overall result is a general theory of the
relationship between biological form and behavior that can account for the full range of content that
we take to characterize organism behavior.
3.6.1.2 Content, form, and scientific explanation
Next, let’s turn to how the theory of biological autonomy bears on the problem of how content
comes to explain organism behavior. As we have seen, this account offers a way of explaining the
nature of living things that takes the self-maintaining behavior of biological organisms to have its
source in the constitutive organization of the organism and, more broadly, the organism-environment
system. On this view, the content of behavior—and, in particular, the fact that organisms determine
their behavior so as t promote their continued existence—is a direct consequence of the form of
biological organization itself and does not require any special entities, such as representations or
entelechies, to be explained. More specifically, from this perspective, the characteristic content of
behavior is explained by the fact the constitutive and regulatory constraints that characterize biological
systems are related to each other in such a way that the changes in the system preserve organizational
closure. Because the space of organizationally closed forms which are accessible to a system is highly
contingent relative to the space of possible forms the system could take, the behavior of a selfmaintaining system will appear to be guided by contingent ends, as this behavior will be confined to
just those paths through possibility space that preserve closure. The result is a system whose behavior
is determined in relation to self-relevant content strictly by virtue of its form.
Initially, the idea that the theory of biological autonomy explains behavior in terms of an
organism's form might seem to be a problem for the claim that the resulting explanations of behavior
are consistent with the explanatory norms of the natural sciences because the natural sciences are not
typically thought to trade in formal explanations. As such, the appeal to formal explanation might
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seem to undermine this kind of explanation’s scientific status. However, this problem has much less
force than it might initially seem. The reason for this is that the formal explanations supported by this
account are equivalent to nomological explanations that take the dynamics of the organismenvironment system to be governed by emergent laws or principles that restrict the behavior of the
system to just those paths through state-space that are consistent with closure. The laws themselves
are grounded in the constraints that constitute the organism-environment system such that these laws
describe the high-level behavioral invariants that result from the way in which the system of
constraints limits the available transitions between organizational states in state space. In this way, we
can understand the explanation of behavior as a kind of nomological explanation and thus as
consistent with longstanding scientific tradition. Notice, moreover, that the resulting conception of
the explanation of behavior is in turn able to justify the principle-based structure of optimality models:
optimality models are simply characterizing the principles entailed by the structure of the organismenvironment system itself. We thus find that the theory of biological autonomy justifies not only the
content of the optimality approach, but also its form.
3.6.1.3 Biological autonomy and normative action explanation
Now that we have shown that the theory of biological autonomy provides an adequate
foundation for the optimality approach, we can consider the implications for normative action
explanation. Recall that the initial problem we had was to show that the optimality explanations should
be interpreted in the same way as normative action explanations, namely as grounded in the organism’s
activity of living. Now that we’ve placed the optimality approach on autonomy-theoretic foundations,
it should be clear that optimality explanations should indeed be interpreted this way. In particular,
because the theory of biological autonomy is a theory of structure and dynamics that characterize
individual living things, an autonomy-theoretic account of optimality explanations yields a conception
of optimality explanations grounded in the activity of living things. The overall result is a unified,
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empirically tractable scientific framework that can both represent and evaluate normative action
explanations.
3.6.2 ECOLOGICAL REASONS AND THE METAPHYSICS OF NORMATIVITY
I want to end by considering the implications of this framework for the metaphysics of
normativity. Central to the contemporary discussions of the metaphysics of normativity is the notion
of a normative reason for action. In general, philosophers agree that normative reasons take the form
of an intrinsically action-guiding relation between an agent, an action, and the world (Scanlon 1998;
2014; Dancy 2000; 2006; Schroeder 2007). However, they disagree over what grounds the intrinsic
action-guidingness of a reason. Non-naturalists, like T. M. Scanlon and Jonathan Dancy, hold that the
action-guiding character of a reason cannot be explained in terms of anything else and, as such, must
be treated as metaphysically basic; whereas Humeans, like Mark Schroeder, offer a reductive analysis
of reasons according to which reasons for action are ultimately grounded in the relation between the
world and an agent’s desires such that it is by virtue of their basis in desire that they possess their
action-guiding character. Because the reductive analysis grounds the action-guiding character of
reasons in the content and motivational force of desire, it can make sense of the metaphysics of
reasons in broadly naturalistic terms. However, in doing this, it runs contrary to a host of intuitions
and commitments about the attitude-independence of reasons for action. What I will argue in the rest
of the chapter is that the externalist characterization of biological organization I defended above offers
a way to secure the general picture of the metaphysics of reasons called for by non-naturalists while
at the same time preserving a commitment to scientific naturalism. Given this, I conclude that this
framework promises to bring a satisfactory resolution to many of the longstanding metaphysical
problems surrounding normativity, as it offers a way to vindicate realist and objectivist intuitions about
normativity without having to sacrifice a thoroughgoing naturalism in so doing.
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3.6.2.1 Reasons without deliberation
Let me begin by addressing an initial reservation one might have about this way of accounting
for the metaphysics of reasons. Within philosophy, normative reasons for action are standardly
characterized as the kind of thing that only deliberative agents can have. Although this condition on
the nature of a reason is not usually made explicit in discussions of the metaphysics of reasons, most
accounts of the metaphysics of reasons are predicated on the assumption that the thing being referred
to is picked out by its role in deliberation such that, to some extent, it does not make sense to talk
about normative reasons for action outside of deliberative contexts. Given this, it might seem that an
account of the nature of biological organization could not possibly account for the nature of normative
reasons for action because deliberative processes are clearly not constitutive of the general structure
of biological organization. From this perspective, there is no way that a bacterium, for instance, could
have a reason for action because it is obvious that a bacterium cannot deliberate in the relevant sense.
As such, a theory that applies equally to both bacteria and people will necessarily lack the structure
needed to adequately explain normative reasons for action because it will lack the structure needed to
account for their distinctive relationship to deliberation. On this line of thought, the breadth of the
theory entails that it lacks the depth needed to account for normative reasons for action.
As I see it, however, this kind of worry overcomplicates the metaphysical problem posed by
normative reasons for action. The central challenge facing accounts of the metaphysics of normative
reasons is to explain how and why the structure of the world comes to count in favor of acting in a
certain way. Although this question is one that naturally arises in the context of explaining the nature
of deliberation, it is not unique to that kind of theory. Instead, it is one that arises in any context in
which a system is aptly understood as an autonomous agent whose behavior is guided by the structure
of the world. Since organisms can be characterized as such systems—and the theory presented above
does characterizes organisms as such systems—such a theory also faces this challenge. And since all
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the deliberative agents that we know of are also organisms, a solution to this problem at the organism
level promises to provide the foundations, at least, for a solution to this problem as it arises in the
context of deliberation. That is, from this perspective, the metaphysical problem posed by normative
reasons for action extends well beyond the domain of deliberative agency and is thus only obscured
by a characterization of reasons that sees them as inherently tied to deliberation.
This, of course, is not to say that there is no difference between reasons as they feature in
deliberative agents and reasons as they feature in the more general class of non-deliberative agents.
Clearly there is. Rather, the point is that this difference does not make a difference to the metaphysical
problem posed by normative reasons for action, meaning that we do not need to focus on such reasons
when trying to resolve such problems. Nevertheless, because these two kinds of normative reasons
are not the same, it will be useful to define some terminology that distinguishes between them. Let’s
call the kinds of reasons that feature in deliberative agency deliberative reasons and the kinds that feature
in biological agency more generally ecological reasons. The account I am about to offer of the metaphysics
of reasons is thus an account of the metaphysics of ecological reasons in general, rather than of
deliberative reasons in particular. The basic idea is that, by showing that the present account of the
metaphysics of ecological reasons can account for the main structural features of reasons that have
made the metaphysics of reasons so vexing, we will then open a path to developing a satisfactory
account of deliberative reasons by taking them as a special case.
3.6.2.2 Ecological reasons
According to the organizational externalist view defended above, the fundamental unit of
analysis in an account of biological organization is the organism-environment system. More
specifically, according to this account, a constitutive feature of biological organization is that the
organism-environment system is organized such that it satisfies closure. Organisms, on this view, are
thus systems whose nature and form must be understood in relation to their environment and, in
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particular, in terms of the maintenance of a particular kind of relationship with the environment:
organizational and regulatory closure. It is this relational structure that grounds the organism’s
ecological reasons for action.
To see this, it is useful to recall that what it means for the organism-environment system to
satisfy closure is that the organism and the environment constrain each other in a way that promotes
the continued existence of this system of mutual constraints. The result is a system of constraints that
maintains closure at the level of the organism-environment system. From here, the notion of an
ecological reason for action can be located in the relational structure that ground the process of selfmaintenance in the organism-environment system. Notice, in particular, that this characterization of
the constitutive organization of the organism-environment system defines a necessitating relationship
between the environment and the organism, such that the structure of environmental constraints on
the organism entails a reciprocal set of closure-preserving organismal constraints on the environment.
We thus have a characterization of the constitutive structure of the relationship between an organism
and its environment that defines a necessitating relationship between the structure of the environment
and the organism’s behavior—that is, it tells us what the organism must do in a given context, given
the constitutive structure of its relationship to the world. It is this necessitating relationship between
the structure of the environment and the structure of the organism’s behavior that, on my view,
constitutes an organism’s ecological reasons for action.
We can see how this picture of ecological reasons work by applying it to the grizzly bear
example with which we began. To begin with, because grizzly bears need nutrients to maintain their
vital processes and thus to continue to maintain closure with the environment, grizzly bears will
generally have both a reason to fish for salmon and a reason to forage for elderberries. Both kinds of
actions would contribute to preserving organism-environment closure, and thus both kinds of actions
would contribute to fulfilling the corresponding requirement. In this case, however, we also have the
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further question of why the bears would favor foraging for elderberries over fishing for salmon. We
thus need to explain not only the necessitating force of the reasons, but also their relative weight. We
can do this by simply determining which behavior increases the likelihood of preserving organismenvironment closure more at the relevant timescale. In this case, the underlying hypothesis is that
grizzly bear foraging behavior at this time of year is primarily determined in relation to the
requirements of hibernation and thus primarily serves to preserve closure at annual timescales. Our
initial puzzle about the bears’ choice can then be understood as motivated by the intuitive idea that
the likelihood of preserving closure through hibernation is a linear function of the amount of food
consumed prior to hibernation. And since fishing for salmon would yield more food than foraging for
elderberries, one would think that the bears would have a stronger reason to fish for salmon than to
forage for elderberries. In fact, however, the likelihood of preserving closure through winter
hibernation is not a linear function of the amount of food consumed, as the ratio of macronutrients
in the diet also impacts this value. Once this is taken into account, it turns out that bears do have a
stronger reason to forage for elderberries than to fish for salmon and, as such, have made the right
decision.
3.6.2.3 The sui generis character of normative reasons
Returning now to the metaphysical problems posed by reasons for action, we can begin to
make sense of the intuitions and commitments that generate these problems by considering in more
detail the grounding relationship between an organism’s ecological reasons and the organismenvironment system. The central metaphysical commitment underlying normative non-naturalism is
that an agent’s reasons for action appear to function as elements in an autonomous domain of
normative relations that makes it such that normative reasons for action cannot be adequately
accounted for in terms of independently specifiable physical facts. From this perspective, because
normative reasons derive their normative force and authority from the relational structure that
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constitutes the normative domain, they cannot be reduced to whatever set of independently specifiable
physical facts with which they covary. And because the inferential relations that connect reasons to
each other are also normative, they similarly cannot be reduced to the independently specifiable
physical relations that obtain between physical facts. Normative non-naturalists thus argue that
naturalistic accounts of practical normativity are untenable because there is no way to explain
normative reasons for action in terms of independently specifiable physical structures while at the
same time preserving the normativity of the reasons (Dancy 2006; FitzPatrick 2014).
Notably, however, because the present account does not claim that reasons can be accounted
for in terms of independently specifiable facts and relations, it does not face this problem. In particular,
because on this view, reasons can only be made sense of in terms of the closed relational structure
that constitutes the organism-environment system, one cannot understand what a reason is without
situating it within this broader structure; and because, on this view, reasons only emerge once this
broader structure instantiates a particular form of global order (namely closure), one cannot explain
reasons without reference to the broader system of relations of which they are a part. Reasons thus
prove to be sui generis in just the way non-naturalists claim, as they cannot be reduced to a set of
independently specifiable physical facts on which they supervene. Yet, as should be clear, this does
not in fact entail that they are not natural structures. Indeed, it does not even entail that they are not
scientifically tractable structures. Rather, what it means is that reasons are inherently organismrelational structures, grounded in the form of an organism's relationship to the environment.

3.7 CONCLUSION
I have just argued that the scientific framework I proposed in this chapter can address the
central metaphysical problem of practical normativity. I did this by showing that the notion of an
ecological reason for action satisfies the metaphysical conditions set out by non-naturalist while at the
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same time satisfying the conditions of a thoroughgoing naturalism. However, as we saw, this account
still faces the problem that its scope is much wider than the one philosophers are interested in. In
particular, philosophers have historically been interested in the kind of normativity that features in the
decisions of deliberative agents, while this account applies to all organisms. As such, in order to fully
resolve the problem of naturalizing practical normativity we still have to show that this kind of
framework can make sense of these kinds of normative structures as well. The purpose of the next
chapter is to do just that.
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4. EMPIRICAL MORAL RATIONALISM AND THE SOCIAL CONSTITUTION OF
PRACTICAL NORMATIVITY

4.1 INTRODUCTION
Over the past several decades, rationalists in ethics have developed a wide variety of useful
tools and strategies designed specifically to address the many issues that emerge when attempting to
account for the nature and structure of practical normativity(e.g., T. Nagel 1970; 1986; McDowell
1979; 1994; Darwall 1983; 2006; Korsgaard 1996; 2009; Schapiro 2001; Foot 2001; M. Thompson
2004b; 2008). However, in spite of their potential utility, these tools and strategies have failed to find
a home in the recent surge of empirically motivated ethical theories. The prevailing attitude in this
burgeoning field is that rationalist approaches to ethics are essentially unworkable from within a
scientific context and must be abandoned as part of the naturalizing project in ethics.10 For this reason,
most recent attempts to reconcile ethics with the natural sciences have adopted a broadly empiricist
framework in which (1) norm-governed actions are primarily explained by the agent’s psychology, and
(2) social and moral norms are primarily explained by intuition- or emotion-driven social dynamics (
commitments Haidt 2001; Nichols 2004; Prinz 2007; Kitcher 2011; Greene 2014; although see Railton
2014). Alternative rationalist strategies have largely been ignored because they are thought to depend
on that cannot be defended in scientifically respectable terms (see especially Harman (2000) and
Kornblith (2012); although this may be changing, see May (2018)).11 The general attitude is that, even

10

This idea has its contemporary roots in Mackie(1977), Harman (1977), and Williams (1985). More
recent, scientifically-motivated versions of it can be found in Nichols (2002; 2004), Joyce (2006), Prinz
(2007), Street (2006), Kitcher (2011).
11
There are two apparent exceptions to this claim. The first is the moral grammar thesis (Mikhail
2011), which has certain affinities with moral rationalism and which is sometimes presented as the
relevant contrast to empirical sentimentalism. However, moral grammarians are best seen as adopting
the empiricist framework (points (1) and (2) above), while resisting the emotion-based characterization
of the underlying moral cognitive architecture. As a result, they end up failing to count as rationalists
on the view defended here (see note 6).
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if these strategies have proven useful in other contexts, they have no place in the project of scientific

inquiry.
It would be a mistake, however, to think that empirical moral philosophers are solely
responsible for rationalism’s lack of uptake in the empirical domain. Rationalists have long maintained

that attempts to place ethics on scientific foundations are fundamentally misguided. And they often
argue that the natural sciences lack the conceptual and theoretical resources to formulate—let alone
address—the relevant set of questions about the nature of normativity; as they see it, in order to place

ethics on adequate foundations, a distinctive set of philosophical tools are needed instead (T. Nagel
1986; 2012; McDowell 1994; Korsgaard 1996; 2009; M. Thompson 2008). Thus, rationalists actually
agree with empirical moral philosophers that their theories cannot be captured in scientific terms;

where they disagree is over whether this is a disqualifying feature of a theory. The result is a situation
in which rationalists are unwilling to subject their theories to the process of empirical critique and
revision; and empirical moral philosophers are unwilling to explore rationalist strategies when

constructing their empirical theories. Ethics becomes sharply bifurcated, making it difficult for either
side to make use of the theoretical advantages of the other.
As such, the goal of this chapter is to take a step towards ameliorating this situation by

proposing a strategy for interpreting the rationalist position from within a scientific framework. In the
first two sections of the chapter, I identify the theoretical elements that I take to characterize the

The second exception is the much older constructivist tradition in moral psychology that
stretches from Piaget, through Kohlberg, to Turiel. However, although Turiel’s moral/conventional
distinction has been adopted by some (e.g. Nichols 2004; Joyce 2006), empirical moral philosophers
have largely dismissed the underlying constructivist philosophy of psychology out of hand (e.g. “much
of [Turiel et al.’s] discussion is couched in the philosophically tendentious and less than perspicuous
terminology that grows out of the Piagetian tradition. Rather than get bogged down in textual exegesis,
we’ll set out some conclusion that are plausible to draw from [Turiel’s] findings” (Nado, Kelly, and
Stich 2009, 624)). Yet it is this constructivist philosophy of psychology that ultimately ties the Piagetian
tradition to rationalism. As a result, the standard uptake of the moral/conventional distinction
effectively divorces it from its rationalist roots.
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rationalist project. In section 4.2, I argue that rationalist discourse is best construed as a discourse

primarily concerned with establishing an objective conception of normative requirements that does
not incur the costs of Platonism and that this concern ultimately takes precedence over any particular
commitments surrounding rational capacities. Given this, I argue that the fact that reasoning-based

approaches to moral rationalism have proven unsuccessful in the empirical domain should not be
taken as reason to reject moral rationalism as scientifically unworkable; rather, it should be taken as
reason to rely on a different set of rationalist strategies when trying to develop a plausible scientific

interpretation of the rationalist view. Accordingly, in section 4.3, I propose that a better way to go is
to focus on the prominent (though underappreciated) theme in rationalist discourse that holds that a
practically rational agent must be a distinctive kind of socially situated agent—one, in particular, that

is necessarily entrained in a robust set of social practices (Brandom 1979; 1994; O’Neill 1989;
McDowell 1994; Waldron 2000; Schapiro 2001; M. Thompson 2004b; 2008; Darwall 2006; Walden
2012). On this view, the normative standards governing an agent emerge as a consequence of the

interconnected web of social practices in which that agent is embedded and are binding for her due
to her constitutive dependence on those practices. Moral requirements are then taken to correspond
to whatever behaviors or practices are required to sustain and improve the social structures on which

that agent depends. And, on this kind of view, normative standards turn out to be objective because
they have their source in the structure of society and apply to agents in virtue of their objective
relationship to that structure, rather than in virtue of any attitudes the agent might have.

In the second half of the chapter, I develop a method for constructing this social conception
of normativity from within a scientific framework. In section 4.4, I propose that the rationalist project
can be fruitfully pursued empirically by interpreting this social conception of normativity as a claim
about the centrality of constraint-based explanation in making sense of human action in normative
terms. As I argued in the last chapter, constraint-based explanation is a general form of explanation
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that accounts for the behavior of the constituents of a system by reference to those constituents’ roles

in that system and, in particular, by reference to the role-constituting constraints imposed by the
structure and dynamics of that system. When applied to human social systems, what we get is an
account of human behavior in terms of the agent’s role in society and, more specifically, in terms of

the behavioral constraints generated by the dynamics of that society. In this way, normative
requirements apply to agents in virtue of their position in society rather than in virtue of their
psychological attitudes, meaning that such requirements satisfy the objectivity condition. At the same

time, the constraints are generated by perfectly natural social processes, thus avoiding Platonism. With
this much established, in section 4.5, I turn to the issue of empirical tractability. I present work on
macaque social organization by Jessica Flack and colleagues’ (2005; 2006; 2006; 2012; 2013), which

highlights the ways that (proto)normative standards can be generated by empirically observable social
structures operating to constrain action. Finally, in section 4.6, I return to the human case and point
to the key features of human social-ecology that, on this view, distinguish humans from macaques and

make humankind a moral species.

4.2 MORAL RATIONALISM AND RATIONAL CAPACITIES
4.3.1 RATIONAL CAPACITIES AND THE RATIONALIST PROJECT
I want to begin with what might appear to be a controversial claim: moral rationalism is not a
thesis about the role of rational capacities in generating moral judgment and action. I want to begin

this way because, within empirical discourse, moral rationalism is often thought to turn on some such
view. On this way of thinking, the notion of rationality is indexed to the exercise of reflective or
deliberative reasoning capacities, which is in turn contrasted with the exercise of affective or intuitive

capacities(Haidt 2001; Nichols 2002; 2004; Doris and Stich 2005; Mercier and Sperber 2011; Greene
2014). As such, the salient theoretical questions surrounding morality and rationality become questions

166

about the relative contributions of reason and affect in generating moral phenomena. And, for this

reason, on the standard empirical construal, the rationalist position ultimately collapses into a view
about the role of reasoning in generating moral phenomena. The result is that rationalists’ concern
with the nature of normativity gets lost in translation, and we are left with a set of questions about

psychology that are rather different from the meta-normative questions that characterize rationalist
discourse. There thus appear to be some kind of interpretive misstep here, and what I want to suggest
is that this misstep is the understandable but mistaken assumption that moral rationalism is centrally

concerned with the role of rational capacities in generating moral judgment and action.
The reason I say this assumption is understandable is that moral rationalists are clearly in the
business of constructing theories of rational agency, and, in almost all cases, a central element of those

theories is an account of the role of rational capacities in the constitution of rational agency. So
empirical moral philosophers are right to attribute to the rationalist a set of commitments having to
do with rational capacities. Rationalists have had a lot to say about the nature and function of rational

capacities, and, no doubt, much of what they have said is plausibly open to empirical critique and
revision. But where I think empirical moral philosophers are mistaken is in holding that the rationalist
project is best characterized by a concern with explaining moral or normative phenomena in terms of

the operation of rational capacities. In order to see why this is, it will help if I briefly provide some
background on the rationalist project and the way that reason is generally supposed to fit into it.
Let me begin with a caveat. Although it is often convenient to treat moral rationalism as a

single cohesive view, it is in fact a family of distinct views with many disagreements between them.
This means that any attempt to summarize the position will surely fail to capture all of the views that
might plausibly fall under the rationalist heading. That being said, I do believe there is one concern
that, more than any other, seems to motivate and unite the various rationalist projects as a class.
Specifically, rationalists consistently frame their projects as an attempt to develop an objective
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conception of moral and normative requirements (i.e., a conception in which such requirements apply

to rational agents irrespective of their attitudes) that nevertheless manages to avoid the many pitfalls of
Platonism (T. Nagel 1970; 1986; McDowell 1978; 1994; Darwall 1983; Smith 1994; Korsgaard 1996;
Schapiro 2001; Foot 2001). On the rationalist view, moral and normative requirements are supposed

to be objective; they are supposed to be something “that we have to discover” (T. Nagel 1986, 139)
and which are “there anyway, whether or not [our] eyes are opened to them” (McDowell 1994, 91).
But, according to the rationalist, these requirements should not be reified; they should not be thought

of as something “constituted in splendid isolation from anything merely human" (McDowell 1994,
92). I will call the conjunction of these two conditions the objectification-without-reification constraint. It is
in order to satisfy this constraint that rationalists develop a theory of practical rationality. Generally,

this means developing a conception of practical rationality according to which moral and normative
requirements apply to agents in virtue of their practically rational nature rather than in virtue of any
contingent attitude (e.g. T. Nagel 1970; McDowell 1978; Darwall 1983; Korsgaard 1996; Foot 2001).

This way, moral and normative requirements apply to agents in a way that is independent of their
attitudes, and they do so without the involvement of any metaphysically dubious entities (or at least
so they claim).

Now, returning to the issue of rational capacities, the important thing to recognize is that
what it means to be practically rational is exactly what is at issue for the rationalist. The rationalist’s
goal is to construct a theory of practical rationality that can satisfy the objectification-without-

reification constraint while also remaining a plausible characterization of the nature of human agency.
Thus, it is precisely the theory of practical rationality that must change and get updated in response to
the shifting currents of philosophical discourse. Moral rationalism is not in fact wedded to any
particular conception of practical rationality; rather, to a significant degree, the sole condition on a
theory of practical rationality is that it provides an account of agency that satisfies these constraints
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(and indeed, in most cases, the primary point of disagreement between rationalists is over whether a

given conception of rationality actually manages to do this).12 As such, a central feature of rationalist
discourse is that the role of rational capacities remains an open question, and different theories can
decide this question in different ways. For instance, John McDowell (1979) has famously argued that,

in at least some cases, the exercise of rational capacities may reflect a kind of failure of rationality
because, in those cases, the correct response to the situation is an immediate and non-deliberative one.
On a view like McDowell’s, it is true that practically rational agents must possess rational capacities,

but this does not mean that they must exercise those capacities in order to express their rational nature.
Thus, if we consider my initial claim, we see that the reason it is a mistake to interpret moral rationalism
as a thesis about the role of rational capacities in generating moral phenomena is that this ties the

rationalist project to a particular conception of practical rationality. Yet the rationalist project cannot
be identified with a particular conception of practical rationality because this is exactly what’s at issue
in rationalist discourse. As such, the interpretation of moral rationalism as a view concerned with

rational capacities ultimately functions to mischaracterize the structure of rationalist theory and
discourse, working to hold fixed what is in fact variable.
4.2.2 THE RATIONALIST’S PROBLEM WITH RATIONAL CAPACITIES
These considerations indicate that, in order to provide a plausible empirical interpretation of
moral rationalism, we’ll need to take a step back. Notice that one of the attractive things about
interpreting moral rationalism as a thesis about the nature and function of rational capacities is that
this yielded a set of concrete and clearly specified claims that can be tested using the tools of empirical

12

The most substantial condition having to do with rational capacities is that a practically rational
agent must be an agent that possesses rational capacities. But since the class of practically rational
agents is generally taken to be equivalent (more or less) to the class of human agents, and since human
agents characteristically possess rational capacities, this condition is easily met as long as one’s
ultimately goal is to model the behavior human agents.
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psychology. But now, with this interpretive strategy unavailable, it is not clear how to proceed. And,

moreover, one might worry that by blocking this interpretation of moral rationalism, one has simply
made the rationalist view unfalsifiable.13 This kind of worry is especially pressing for rationalist theories
like Thomas Nagel’s (1970; 1986) that hold that our capacity to reason gives us a special, objective

point of view that allows us to discover objective moral and normative requirements (this strategy is
used, in different ways, by Darwall (1983), Smith (1994), and Korsgaard (1996); see Kornblith (2012)
and Doris (2015) for relevant empirical critiques). Consider, for instance, Nagel’s (1986) discussion of

why his claims about reasoning should not be confused with claims about the psychology of reasoning
capacities:
We cannot replace practical reasoning by the psychology of our practical reasoning
capacity, any more than we can replace mathematical reasoning by the psychology of
our mathematical capacity. The pursuit of objective practical principles is not to be
conceived of as a psychological exploration of our moral sense, but as an employment
of it. We must engage in reasoning to discover what reasons we have, and exercise of
the capacity will not always yield the right answer. (p. 151)

Here, Nagel is trying to distance his account of reasoning from the psychology of reasoning; and he
is doing this because he takes this to be needed to satisfy the objectification-without-reification
constraint. On Nagel’s view, the capacity to reason gives us access to a method of objectification that

allows us to construct an increasingly perspective-independent conception of what one should do.
And it is by appeal to this method that Nagel takes himself to avoid any metaphysically dubious
commitments. For, according to Nagel, objective normative requirements are nothing other than the

reasons one discovers when one applies the method of objectification to one’s personal perspective.
In this way, the objectivity of normative requirements is supposed to depend on nothing more than
the perspective we rely on when reasoning. But, in order for this to work, Nagel must resist a

psychological interpretation of his thesis. This is because, if his claims about reasoning are interpreted
13

I would like to thank an anonymous reviewer at Philosophical Studies for pressing me on this point.
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psychologically, then the requirements discovered using the method of objectification would not be

objective in the intended sense; they would merely reflect psychologically contingent facts about the
structure of the moral sense rather than psychologically independent facts about the reasons one has.14
So Nagel needs to distinguish between a psychological and non-psychological conception of reasoning

in order for his rationalist strategy to go through. The problem for Nagel is that, once we turn to the
question of empirical tractability, we quickly find that there doesn’t appear to be any good way to
make sense of this distinction that is amenable to scientific inquiry (cf. Kornblith 2012). That is, once

these scientific concerns are on the table, we seem to be faced with the dilemma of either interpreting
Nagel’s view in psychological terms—in spite of his claims to the contrary—or accepting that his
claims are not psychological, but being left without a clear way to understand his view in empirically

tractable terms. Given these options, it seems that the only way to interpret Nagel’s view empirically
is by interpreting it in psychological terms.
It is here that I think it is useful to take a step back and consider the structure of the present

dialectic. We’ve arrived at the conclusion that the only way to evaluate Nagel’s theory empirically is to
interpret Nagel’s views about reasoning as views about the psychology of reasoning. In doing this,
we’ve had to dismiss Nagel’s claims to the contrary, presumably by taking them to be in some way

confused. But, as we saw, the reason Nagel insists on a non-psychological conception of reasoning is
that he needs this to satisfy the objectification-without-reification constraint. Without that conception
of reasoning, Nagel’s theory of objective normative requirements becomes either unacceptably

subjective or tacitly Platonistic, meaning that it cannot serve the aims of the rationalist project. Thus,
what we’ve discovered in attempting to interpret Nagel’s view empirically is that, once his strategy for
14

Notice that the view Nagel is trying to avoid is almost exactly the kind of view defended by moral
grammarians (e.g. Mikhail 2011). They hold that humans possess a species-typical moral faculty that
encodes a set of universal principles that govern judgment and action. It is these principles that then
explain the widespread acceptance of certain norms. Such norms, on Nagel’s view, would be subjective
because they are ultimately grounded in contingent features of human psychology.
171

satisfying the objectification-without-reification constraint is brought into a scientific context, it

almost immediately falls apart; it becomes clear that this method for grounding moral and normative
requirements is the wrong way to pursue the rationalist project within a scientific framework.
Consequently, what this interpretive exercise demonstrates is that the rationalist must rely on a

different conception of practical rationality in order to develop moral rationalism as an empirically
tractable view.
It is true that rationalist theories frequently rely on a reflection-centered account of practical

rationality to explain objective normativity. And, as I see it, insofar as they do, they will likely face the
same problem as Nagel’s theory—the very process of being made empirically tractable will undermine
the theory’s ability to address the problem it is intended to solve. But rational capacities are not the

only feature of agency that rationalist take to be constitutive of practical rationality. Many rationalists
also maintain that a practically rational agent is, necessarily, a certain kind of socially-situated agent
(Brandom 1979; 1994; O’Neill 1989; McDowell 1994; Waldron 2000; Schapiro 2001; M. Thompson

2004b; 2008; Darwall 2006; Walden 2012). On this way of thinking, normative requirements are taken
to be socially constituted or socially mediated features of the environment that are action-guiding for
agents because of the way those agents are embedded in society. Reflective capacities often remain an

important element in these accounts—for instance, in explaining how norm-conforming behavior is
reliably realized by agents—but they are far less important to addressing the metaphysical issues
surrounding normativity; the theoretical focus shifts away from the structure and dynamics of an

agent’s mental processes and towards the relationship between an agent and the society of which she
is a part. This suggests that there may be an alternative way for the rationalist to enter the scientific
domain, one that focuses on the nature of human sociality rather than on the function of human
reasoning capacities.
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Given this, in the next section, I will pursue this line of thought by reconstructing the central

features of this social conception of normativity, with an eye to developing it into a scientifically
plausible version of the view. This will then put me in a position to begin to address the question of
how such an account can be made scientifically tractable.

4.3 MORAL RATIONALISM AND SOCIALITY
4.3.1 SOCIALITY AND PRACTICAL RATIONALITY
Moral rationalists frequently maintain that practical rationality is fundamentally socially
situated (O’Neill 1989; McDowell 1994; Waldron 2000; Schapiro 2001; Foot 2001; M. Thompson
2004b; 2008; Darwall 2006; Walden 2012). And the reason for this is not hard to see. One of the
central aims of the rationalist project is to draw a tight connection between moral requirements and
rational requirements; and the clearest way to do this is to build the value of other agents directly into
the notion of practical rationality itself (the most well-known example of this being Kant’s principle

of humanity). Take, for example, Christine Korsgaard’s (1996) view. Her position is, in many ways,
one of the clearest cases of the reflection-oriented approach that empirical moral philosophers are so
skeptical of (e.g. Kornblith 2012; Doris 2015). Yet, after discussing the constitutive role of reflection

in rational agency, she goes on to posit that “what both enables us and forces us to share our reasons
is, in a deep sense, our social nature” (1996, 135, emphasis in original). And she insists that this kind of
deep sociality is an essential feature of practical rationality, arguing that “[t]o act on a reason is already,

essentially, to act on a consideration whose normative force may be shared with others” (136). It is
then, by reference to the essentially shared nature of reasons, that Korsgaard ultimately establishes
that practically rational agents are necessarily bound by a shared set of moral requirements.

Nevertheless, Korsgaard’s account of deep sociality is underdeveloped; it is primarily
introduced to motivate her discussion of the relationship between essentially sharable reasons and
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reflective capacities. But others have done more to illuminate the essentially social dimension of

rational agency. In particular, there is a persistent theme in rationalist discourse that draws a tight link
between social practices and normative standards (Brandom 1979; 1994; Schapiro 2001; M.
Thompson 2004b; Darwall 2006). The basic features of this theme can be summarized as follows:

Sociality: Normative standards are (1) explained by the structure of social practices

(e.g., holding one another accountable), and they are (2) normative for an agent in
virtue of the way in which that agent is embedded in those social practices.
This claim is composed of two parts. The first concerns the relationship between social practices and
normative standards. According to Sociality, the normative standards governing practically rational
agency are generated by the social practices in which an agent is embedded. The practices themselves

emerge and stabilize as a consequence of the complex and evolving dynamics of the social interactions
and social relations the constitute a community, yielding a basic picture in which (i) practically rational
agents are constituents of a large-scale social system, and (ii) the structures and dynamics inherent to

this system form the normative standards governing these agents (See especially Brandom (1979)).
Practically rational agency, on this approach, is thus defined relationally, in terms of the
relationship between an agent and a set of social practices; or, perhaps more concretely, the

relationship between an agent and the other agents that collectively generate those practices (see
Thompson (2004b) and Darwall (2006) for relevant discussion). Either way, a practically rational agent
is not primarily defined in terms of a particular set of psychological features, such as reflective or

deliberative capacities. Rather, these capacities are seen as necessary in order to reliably realize and
sustain the social relations that are ultimately constitutive of practical rationality; their function is
roughly to ensure that people consistently behave in accord with the structure of their social world.

Thus, on this account, the reason practical rationality is required for normative standards to apply to
an agent is that, ultimately, what it means to be practically rational is that one is appropriately related
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to the relevant norm-constituting social practice. This makes practical rationality a necessary condition

for the applicability of normative standards to agents. But, importantly, it is not a sufficient condition.
Different norms will apply to different agents depending on their role in society, and which norms
apply to a given rational agent will vary based on the social roles she occupies. For instance, the

obligations and entitlements governing the behavior of a police officer are very different from those
governing the behavior of a doctor because, in their professional capacity, each has a different
relationship to the structure of society. Both must be practically rational in order for socially

constituted norms to apply to them at all, but practical rationality itself cannot determine which role
they have (and thus which norms apply to them); instead, their role is a function of more specific
considerations having to do with the way these agents are situated in society.

The second component of Sociality concerns the way in which the standards of practical
rationality become normative for an agent. On this view, agents conform to normative standards—
and indeed are intrinsically motivated to do so—because their social nature makes it such that they

are inherently committed to participating in the social system of which they are a part (O’Neill 1989;
Waldron 2000; Walden 2012). This point rarely sees further elaboration, but the underlying idea
appears to be that humankind’s deeply social nature is such that we are mentally and materially

dependent on the stabilities and possibilities that are created by the social interactions and social
institutions in which we find ourselves enmeshed. It is ultimately this deep dependence on normgenerating social practices that explains why practically rational agents are constitutively bound by

socially constituted normative standards.
It is important to emphasize here that this picture of norm-conformity involves both a carrot
and a stick, so to speak. On the one hand, one’s deep dependence on social practices makes
participation in society non-optional; one is, in a sense, forced to participate in society in virtue of
one’s very nature (the stick). But, on the other hand, the structures of society make it possible to
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pursue ends that would be otherwise unimaginable (Brandom 1979); the stabilities and possibilities

generated by social structures create positive reasons to participate in society, since these could not be
made available in any other way (the carrot). Thus, although it is true that one is bound by normative
standards whether one likes it or not, there is anyway quite good reason to be so bound, even if one

does not fully recognize this fact.
4.3.2 SOCIALITY AND MORALITY
Finally, Sociality supports a particular conception of moral requirements. On the rationalist
view, moral requirements are generally understood abstractly, as a consequence of the conditions of
possibility of normativity. Thus, moral requirements correspond to the class of actions, behaviors,
practices, etc. that are required for a robust set of normative standards to exist at all. In conjunction
with Sociality, this suggests that moral requirements correspond to the abstract dimension of
normativity that emerges purely in virtue of one’s necessary entrainment in a complex set of social
practices(O’Neill 1989; Schapiro 2001; M. Thompson 2004b). Specifically, because normative
standards are constituted by the social system in which one is embedded, moral requirements can be
identified with whatever actions or practices must be undertaken (or avoided) in order to preserve and
promote the social system in which one is embedded and on which one depends. To use Stephen
Darwall’s (2006) suggestive phrase, moral requirements are “demands that are ‘in force’ from
the…perspective of the moral community” (p.9). Such requirements draw their normative authority
from features of the community as a whole, as opposed to any more local or contingent perspective.
There are two things to notice about this way of specifying the moral domain. The first is that
there is a marked contrast between this and the way that the moral domain is standardly specified in
empirical moral philosophy. In empirical moral philosophy, the moral domain is often identified with
the set of social transgressions that are taken to be especially grave or serious by members of a given
community, i.e., with that community’s moral code (e.g. Haidt 2001; Prinz 2007; Greene 2014). As a
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result, the content of morality is indexed to whatever it is that people treat as moral or immoral and is

thus highly contingent on the way people think about morality (either implicitly or explicitly). In
contrast, on the present view, the moral domain is indexed to high-level structural features of society
rather than to subjective responses. It thus makes available a robust distinction between what people

think is moral and what is, in fact, moral. On this approach, entire communities can be wrong about
what’s right, since such communities can both adopt practices that in fact threaten continued socialstructural stability and censure practices that pose no threat to social-structural stability. In either case,

these communities will be making a mistake about what’s right since they will be misidentifying the
impact of such practices on the broader structure of society.
This, in turn, brings us to the second notable feature of this way of specifying the moral

domain, which is that it yields a conception of morality that is convention-independent. As we just
saw, on this way of understanding morality, everyone can agree that a certain practice is right yet still
be wrong about this because they have collectively misjudged the impact of that practice on the

structure of society. Thus, on this view, there does exist a set of objective moral facts that one can do
better or worse at recognizing, and these are determined by the holistic, global constraints on social
organization.15

Given all this, we can now turn to the issue of how to develop moral rationalism as a
scientifically tractable view. There are two related questions here. The first concerns how best to
interpret the rationalist position scientifically. The second concerns how the resulting interpretation

can be tested empirically. In the following two sections, I will take up each question in turn. I will

15

There is a lot of complexity here that warrants further exploration. For instance, in many cases, what
may be required to ensure social stability is that a critical mass of people share some attitude. And in
those cases, what the content of the attitude is may matter less than that some consensus is reached.
Thus, it may turn out that in order to satisfy the requirements of morality everyone must adopt a
convention. But notice that, in those cases, the convention does not determine what is moral; rather,
the moral thing to do is establish a convention.
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propose that moral rationalists are best understood as emphasizing the centrality of constraint-based

explanation in understanding the relationship between agency and moral and normative requirements.
Specifically, moral and normative requirements are taken to reflect the constraints on action due to
the organizational structure of society. I will then show how these kinds of claims can be empirically

evaluated using the tools of social network science, focusing in particular on an extensive networkbased analysis of a macaque colony’s social dynamics.

4.4 A CONSTRAINT-BASED ACCOUNT OF NORMATIVE REQUIREMENTS
4.4.1 CONSTRAINT-BASED EXPLANATIONS IN THE SCIENCES
Recall from the previous chapter that constraint-based explanations play an important role
throughout the sciences. In the most general terms, a constraint refers to a “reduction of the degrees
of freedom of the elements of a system exerted by some collection of elements, or a limitation or bias
on the variability or possibilities of change in the kind of such elements” (Umerez and Mossio 2013,

490). Thus, a constraint can be understood as a set of physical conditions that limit the possible
trajectories or transformations the elements of a system can travel or undergo.
Over the past two decades, theoretical biologists, as well as philosophers of biology, have

increasingly come to recognize the significance of constraint-based explanation in understanding the
structure and dynamics of biological phenomena—including social phenomena (Collier and Hooker
1999; W. D. Christensen and Hooker 2000; Kauffman 2000; Bechtel 2008; 2016; Bickhard 2009;

Hooker 2013; Moreno and Mossio 2015; Green and Batterman 2017; Winning and Bechtel 2018).
Indeed, it has become increasingly clear that a defining feature of biological organisms is that they
embody a complex system of constraints, organized to guide the flow of matter and energy through

the system so that the system as a whole can maintain itself (Kauffman 2000; Bechtel 2008; see
especially Moreno and Mossio 2015). Specifically, on this view, biological organisms are argued to be
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distinguished by the fact that they embody a system of constraints that restrict the dynamics of the

various elements of the system in such a way that, when the constraints operate together, the system
functions to promote its own persistence.
As I argued above, the actual form these constraints can take can be quite various. Some

constraints are physical boundaries, such as cell membranes. For instance, a central component of
ATP synthesis in mitochondria is the formation and controlled dissipation of a proton gradient across
the mitochondrial inner membrane (Albert et al. 2002). The topology and makeup of the inner and

outer membranes are such that the gradient can only be dissipated by means of ATP synthase, which
is a protein embedded in the inner membrane that turns the potential energy created by the proton
gradient into chemical energy that bonds a phosphate group to ADP, producing ATP. In this way, the

mitochondrial membrane constrains the flow of protons so that the protons are channeled through
ATP synthase to make ATP.
However, in other contexts, a constraint can be realized by non-mechanical processes, such as

chemical interactions. For example, gene expression is often regulated by means of feedback
inhibition, wherein the molecules produced by a gene feeds back and bond to the gene (or to an
upstream regulator of the gene), thereby inhibiting that gene’s expression (see Levy & Bechtel (2013)

for discussion). This kind of mechanism functions to ensure that the concentration of the product
remains within a specific range by down-regulating the expression of the gene as the concentration of
that gene’s product increases. As such, the concentration of the gene’s product constrains the

expression of the gene, making the expression of the gene a continuous function of the concentration
of the product.
Regardless of the form these constraints take, what they do is shape and regulate the flow and
dynamics of elements of the system so that they behave in a way that supports the overall operation
of the system. As such, it is in virtue of a system of constraints that the various elements of a system
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acquire their roles in that system; that is, an element’s role in a system is constituted by its position in

this system of constraints. For instance, the protons involved in ATP synthesis play a very specific
role in this process, functioning to drive the operation of ATP synthase to make ATP. In order for
protons to play that role, the organization and operation of the mitochondrion must be such that

proton flow is restricted to the channel made available by ATP synthase. Not only does this mean that
ATP synthase must be the only path a proton can take across the inner membrane, but also that
alternative ways of dissipating the gradient must be eliminated by the broader organization and

operation of the mitochondrion. For instance, the mitochondrion must be organized so that protons
cannot simply diffuse away from the inner membrane; and the concentration of proton-reactive
molecules (i.e., bases) in the cytosol must be regulated so that protons are not consumed by extraneous

chemical reactions. Thus, it is ultimately through this interlocking system of constraints that protons
are able to operate the way they do in the mechanisms of ATP synthesis, thus acquiring their distinctive
role in the process.
4.4.2 MORAL RATIONALISM AND CONSTRAINT-BASED EXPLANATIONS
Returning now to moral rationalism, my proposal is that the rationalist position can be made
scientifically tractable by interpreting Sociality as claiming that constraint-based explanations are
central to understanding both the nature of normative requirements and their relation to normgoverned agency. According to this approach, people and their material resources are modeled as
elements in a social system, and normative requirements are identified as the constraints on an agent’s
behavior due to that agent’s position in the interlocking set of social practices that constitute the social
system. 16 Thus, on this interpretation of the rationalist position, norm-guided action is primarily
16

This is more or less explicit in Brandom (1979) (the title of the paper is “Freedom and constraint
by norms”). However, Brandom is keen to draw a categorical distinction between socio-linguistic
practices and objective kinds, such that socio-linguistic practices can only be understood as normative
if they are not modeled as objective kinds (although one can model them as objective kinds for different
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explained in terms of the relationship between agential behavior and a system of socially constituted

constraints. That is, on this view, in order to provide an adequate account of norm-guided behavior,
one must first construe human agents as constituents of a social system and then model their behavior
in terms of the way that it is regulated by and coheres with that system. Norm-conforming behavior

will correspond to behavior that is guided by those constraints, while counter-normative behavior will
correspond to behavior that, for whatever reason, fails to be guided by those constraints. Notice that
the actual dynamics involved in implementing such a system will be quite complex, as the constraints

themselves will be largely constituted by the patterns of action and interaction that emerge and become
entrenched in human communities. Thus, people’s behavior will both explain and be explained by
these constraints, yielding an overall picture in which people’s actions operate in both a norm-guided

and norm-constituting capacity, often at the same time.
Moral requirements, on this approach, then reflect a meta-constraint on behavior that requires
that the practices that one participates in be such that they actually promote the overall operation of

the social system as a whole. For it is entirely possible for locally constituted constraints to be globally
deleterious, meaning that any behavior guided by those constraints ends up contributing to the
destabilization of the overall system. Given this, moral normativity emerges from the fact that

normative requirements constitute a system of constraints that are supposed to be organized to
maintain the system as a whole but which might nevertheless fail to be so organized. The moral
imperative can thus be understood as an imperative requiring that one ensures that such an

organizational structure actually obtains.
This construal of the rationalist position also provides a way to satisfy the objectificationwithout-reification constraint. For, on this approach, whether a normative standard applies to an agent

purposes). In contrast, on my construal, an adequate objective model of socio-linguist practices will
explain why they are normative.
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is not generally a function of the agent’s attitudes; rather, it is a function of (1) the overall structure of

the social system and (2) the agent’s position in that social system. Normative requirements are thus
constituted by structures largely external to the agent, and an agent can do better or worse at
recognizing and responding to the requirements that in fact apply to her. Nevertheless, the reality of

such requirements does not entail Platonism, since such requirements emerge from perfectly natural
social-systemic processes.
Importantly, as I argued in previous chapters, this strategy for defending the objectivity of

normative requirements should not be taken to imply that psychological attitudes or mechanisms are
totally irrelevant to issues of normativity. On the contrary, because much of human behavior is
psychologically mediated, psychological considerations will clearly be important for addressing a

significant range of issues concerning (1) how individual behavior becomes guided by (or fails to
become guided by) normative constraints, (2) why certain normative regimes stabilize within a
population and others do not, and (3) what can be done to alter individual behavior so as to alter the

current normative regime(see especially Bicchieri 2005; 2016). The point here is that constraint-based
explanations are required to answer a specific range of questions concerning the constitution of
normative standards and their conditions of application to human agents. The overall picture is one

in which normative constraints are generated in a way that is largely external to the psychology of the
agents to which they apply, but in which psychological considerations nevertheless remains a
significant factor in addressing an important range of questions surrounding our actual ability to both

interact with and generate those constraints.17

17

Notice that this proposal echoes both the dual-aspect interpretation of Kant’s theory of autonomy
(Allison 1990), as well as the distinction between the logical space of reasons and the logical spaces of
causes that descends from the Sellarsian tradition (Brandom 1979; 1994; McDowell 1994; M.
Thompson 2008). The difference is that those distinctions assume that scientific explanation is
monolithic, meaning that the different mode of explanation involved in accounting for things
normatively must be extra-scientific. In contrast, the approach developed here holds that scientific
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We now have a scientifically well-grounded way to characterize a version of the rationalist

picture of normativity, and one, in particular, that can satisfy the objectification-without-reification
constraint. This puts us in a position to address what is perhaps the most pressing question of this
essay: how can one specify the rationalist position in a concrete way so that its claims can be tested

empirically? To answer this question, I will now consider some recent work that’s been done in social
network sciences.

4.5 THE SOCIAL-STRUCTURAL BASIS OF MONKEY BEHAVIOR
Network-theoretic approaches are ideally suited for evaluating the impact of constraints on
the elements of a system because they provide a powerful set of tools for explicitly representing and
analyzing a system’s organizational structure, thus allowing one to evaluate the ways in which the
organization of a system impacts the behavior of its elements (Levy and Bechtel 2013; Bechtel 2016).
And, in recent years, researchers have begun to turn their attention to the properties and dynamics of

social networks, producing a wide range of network-based techniques and strategies that can be used
to investigate the complex phenomena occurring at the social level (e.g., Hamilton et al. 2007; Hill et
al. 2011; Rand, Arbesman, and Christakis 2011; Apicella et al. 2012; Derex and Boyd 2016; Barkoczi

and Galesic 2016). Here, I focus on a particular network-based strategy, developed by Jessica Flack
and her colleagues (2005; 2006; 2006; 2012; 2013) that I take to be especially instructive when it comes
to thinking about how to investigate normativity as a distinctive kind of social phenomenon (see also

Huebner and Jebari 2019). Their work analyzes a large dataset describing the social interactions of a
colony of captive pigtail macaques over a twenty-week period. The colony is a relatively closed system
in which almost all of the social interactions are observable. This allows them to treat the colony as a

explanation is pluralistic (cf. Mitchell 2003), making it possible for these different modes of
explanation to operate together within the sciences.
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model social system, which can be used to investigate the global patterns, structures, and dynamics of

the social system as a whole, in a way that would be essentially impossible with humans.
Flack and colleagues model the social system as constituted by dynamic and evolving social
networks in which each node corresponds to an individual and each edge corresponds to an observed

interaction between two of the individuals. By conceiving of it in this way, they generate an explicit
representation of the underlying structure and evolution of the social system. This, in turn, makes it
possible for them to investigate the ways in which structural features, such as network topology and

network dynamics, (1) function to sustain network-level properties such as stability, robustness, and
optimality and (2) influence and constrain individual behavior and individual disposition (Flack et al.
2013). Accordingly, this approach provides the requisite tools to frame and evaluate social-structural

claims in detail. My goal is to outline a way of conceiving of Sociality—and moral rationalism more
generally—as yielding hypotheses at this level. To begin, let’s take a closer look at Flack and colleagues'
network-based analysis of the macaque colony.
4.5.1 POLICING AND THE STRUCTURE OF MACAQUE SOCIETY
One remarkable feature of macaque social ecology is that dominant macaques police the
interactions of their group-mates, intervening when conflicts begin to emerge (Flack, Krakauer, and
de Waal 2005). This behavior reduces overall aggression in the colony, increasing system-level
properties like group cohesion and stability, and fostering more diverse and integrated networks of
grooming, play, and contact sitting (Flack, Krakauer, and de Waal 2005; Flack et al. 2006).
Nevertheless, the presence of this kind of third-party intervention is surprising. Intervening in the
conflicts of others is usually too risky to be worth it because it is easy to become embroiled in the
fight oneself. So one would expect a tragedy of the commons to occur: everyone would be better off
if policing were present, but no one is willing to take on the risk themselves. But as Flack and
colleagues (Flack 2012; Flack, Krakauer, and de Waal 2005; Flack et al. 2006) show, macaques can
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overcome this problem because the structure of social constraints in the colony fundamentally changes

this calculation.
Macaques, like many primates, organize themselves into stable dominance hierarchies in
which subordinate macaques reliably acquiesce to the demands of their dominant competitors. These

hierarchies emerge through a multi-level process that functions to reliably sort macaques based on
fighting ability(Flack 2012). At the most basic level, what drives this sorting is that macaques regularly
compete over resources, yielding repeated, overlapping dyadic and polyadic conflicts. These

interactions, in turn, generate information about their relative fighting ability, since the less adept
fighters are sure to lose more often over multiple bouts to the better fighters (Flack 2012). After a
macaque has lost a sufficient number of bouts to another macaque, it will begin to signal subordination

in non-competitive contexts, indicating a general willingness to yield to the demands of the more
dominant macaque (Flack 2012). In this way, the information about fighting ability generated by the
dynamics of the conflict network is extracted and encoded in the subordination signaling network,

consolidating the structure of the dominance hierarchy and making it publicly available to the
members of the colony (Flack 2012). Once subordination signaling between two macaques is
established, it acts as a kind of contract between them, ensuring that “the sender and receiver [of the

signal] are free to interact (e.g., groom, etc.) with a reduced concern that a fight will erupt” (Flack
2012, 1804).
The dominance hierarchy, in combination with the subordination signaling system, is what

makes policing a viable strategy in macaque society. Dominant macaques are uniquely positioned to
police their colony because if they intervene in a conflict, the parties to the conflict will reliably
acquiesce. This means that a dominant macaque is at very low risk of being drawn into the fight itself.
But in order for an intervention to occur, the dominant macaque must know that it is in a position to
successfully intervene, for, otherwise, the decision will remain too risky (Flack and Krakauer 2006).
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To resolve this problem, macaques take advantage of their position in the subordination signaling

network. By integrating over the signals they receive, macaques are able to infer the degree of
consensus that exists regarding their capacity to use force (Flack and Krakauer 2006). This in turn
predicts the likelihood that other macaques will acquiesce when confronted. Dominant macaques are

thus able to judge with relative certainty whether they are in a position to intervene in a conflict,
allowing them to do so when appropriate. Interestingly, here the mere existence of the dominance
hierarchy is not sufficient to explain the emergence of policing—the signaling system must be

operative as well. For without knowing that one’s dominance is common knowledge, a decision to
intervene remains too risky to be a viable option. It is only once the subordination signaling system is
instituted that macaques are able to generate the conditions under which policing is possible.
4.5.2 SOCIALITY AS SOCIAL CONSTRAINTS IN THE MACAQUE COLONY
This account of the nature and function of social processes in the macaque colony can be used
to show how social-structural dynamics can both sustain constraint-based normative standards and
guide behavior. Indeed, like humans, macaques appear to exhibit a kind of proto-normativity that is a
consequence of their social embeddedness (Cummins 2000), and so it is reasonable to think that many
of the coarse-grained features of social phenomena observed in macaque colonies have analogs in the
human case (indeed, they may be precursors to the human case).18 As such, my initial goal is to explore
the ways in which knowledge of social-structural phenomena in the macaque case can inform our
understanding of social-structural phenomena in the human case. I will then turn, in the next section,
to the differences between the two cases and consider what makes human social systems distinctive.
18

I do not here want to weigh in on the issues of whether macaques count as fully-fledged normative
agents or not (although the broader picture being proposed here clearly has implications with respects
to this question). Regardless of how one settles this question, it is clear that there are informative
analogies that can be drawn between human and macaque social phenomena. My goal here is to
explicate macaque social phenomena in a way that makes these analogies informative when
considering the human case.
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To draw out the analogy between the human and macaque case, I will treat resource competition,

subordination signaling, and policing as organizing practices in macaque society.
As we saw, competition networks and subordination signaling networks together constitute
the dominance hierarchy at the center of macaque society. The emergent structure of the hierarchy

gives each macaque a relative status in the hierarchy, which in turn constrains the social behavior of
individual macaques. These constraints can be framed normatively using deontic terms. Specifically,
the structure of the hierarchy can be characterized as altering the dynamics of macaque behavior such

that subordinate macaques are required to give resources to their dominant conspecifics when
demanded, while dominant macaques are entitled to take resources from their subordinates when
desired. In many cases, norm conformity is exacted through aggression, meaning that physical force

itself constitutes the constraint on behavior that ensures that the individual macaques act according to
their role. However, this is not always the case. By signaling subordination, a macaque expresses its
willingness to comply with these requirements voluntarily; and once there is mutual recognition

between the dominant and subordinate that the subordinate “knows its place” in the hierarchy,
enforcement ceases to be necessary to ensure norm-conforming behavior; the macaque constrains its
own behavior in accordance with its position in the hierarchy so that no force is needed. As such, this

dimension of macaque society plausibly provides an initial sense in which socially-constituted
constraints can generate normative standards: by participating in these dominance-constituting social
practices, macaques end up acquiring a social role (i.e., a status) with role-specific permission and

requirements, and this fundamentally alter the dynamics of their behavior.
Things become even more interesting when we turn to the case of policing. Macaques appear
to be spontaneously motivated to intervene in fights, but, as we saw, the risk of doing so generally
inhibits that motivation (Flack and Krakauer 2006). For this reason, reliable policing behavior is only
possible once the system of constraints generated by the dominance hierarchy is instituted, as these
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constraints establish social dynamics that greatly reduce the risk of intervening for dominant

macaques, allowing them to do so if they choose. Put in normative terms, this is to say that one of the
consequences of possessing the dominant role is that one is entitled to stop fights if one chooses.
Once made available, policing behavior then operates as an additional constraint on macaque social

dynamics, functioning to increase group cohesion and foster more diverse and integrated networks of
grooming, play, and contact sitting. And, this, in turn, improves the overall stability and robustness of
the colony (Flack, Krakauer, and de Waal 2005; Flack et al. 2006). Taking a step back, what we begin

to see is that at least part of the reason policing behavior stabilizes within the colony is that such
behavior contributes to maintaining certain global network features of the system, e.g., stability,
robustness, and optimality. For notice that the global benefits of policing reduce social-systemic

volatility, which then stabilizes the existing hierarchy and promotes the continued dominance of the
policing macaque (Flack et al. 2006; Flack, de Waal, and Krakauer 2005; Krakauer, Page, and Flack
2011). As a result, the persistence of policing is at least partially explained by its relation to the global

organizational constraints on the system as a whole, as such constraints function to filter out dominant
macaques that do not exhibit policing behavior. It is this kind of relationship between agents and
global constraints that I take to be essential to understanding the source and basis of moral

requirements, as moral requirements will correspond to the dimension of normativity explained by
the constraints that emerge due to these kinds of holistic features of society. I will return to this point
in the next section.

Altogether, we now have a basic picture of how social interactions can generate socially
constituted constraints, how those constraints stabilize and become action-guiding for individuals, and
how certain actions can be at least partially explained in terms of the global constraints generated by
system-level features. This should thus give an initial sense of the way that the tools of social network
science can provide a concrete, scientifically tractable specification of the basic elements of Sociality
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and, consequently, the rationalist view. Moreover, Flack and colleagues’ work makes clear that the

structures and dynamics at issue are empirically tractable, given sufficiently detailed information about
social interactions. As such, we can now turn to the human case and consider how Sociality maps onto
human social phenomena.

4.6 HUMANIZING SOCIALITY
There are important differences between the socio-ecology of humans and macaques, and
these differences are crucial to understanding the emergence of the form of normativity that is
distinctive to humans. To begin with, humans have powerful linguistic capacities that allow them to
signal about an indefinitely wide range of states. This means that they can aggregate and encode
information that concerns much more than just social status, allowing them to usefully coordinate
with respect to nearly anything they might encounter (Tomasello 2014). Furthermore, humans have
large, powerful brains that develop slowly, allowing them to acquire and sustain the complex

knowledge and skills generated through cultural accumulation (Sterelny 2012; Henrich 2016; Hare
2017). Together, these traits form the basis of the distinctive human phenotype in which the primary
mode of adaptation is at the social level and in which individual humans benefit from these social

adaptations by being constituents in the adapting social process (Boyd, Richerson, and Henrich 2011;
Henrich 2016). Indeed, human ecology is distinguished from that of other primates by the fact that
humans are almost entirely reliant on social-structural processes to achieve evolutionary success

(Henrich 2016). Access to culturally accumulated information is incredibly valuable to individual
humans and their descendants, and this generates strong biological and evolutionary incentives to
preserve the stability of the social processes sustaining that information (Henrich 2004; 2016;

Muthukrishna et al. 2014). Humankind’s deep dependence on these social processes is apparent even
at the physiological level, where it is becoming increasingly clear that human metabolism, neurology,
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and morphology have been substantially altered as a consequence of becoming a cultural species, such

that we are now entirely dependent on cultural processes to survive (Wrangham 2009; Isler and van
Schaik 2012; Henrich 2016). For humans, the successful pursuit of individual ends depends almost
entirely on the persistence of social-structural phenomena because the possibility of resource

acquisition is almost entirely mediated by socially constituted cultural processes. 19
Moreover, unlike macaques, human sociality is characterized by a distinctive egalitarian social
structure in which people tend to have default equal status within the community20 (Ostrom 1990;

Boehm 1999; 2012). One way to understand the emergence and basic dynamics of humankind’s
egalitarian social structure is in terms of a shift in the social-ecology of policing. In humans, what
seems to have happened is that this role was divorced from fighting ability and tied to coalition-based

aggression regulation. Thus, the responsibility for policing went from being localized in the strongest
fighters to distributed across the community. This shift, in turn, severed the link between social status
and fighting ability, as coalitions of policing individuals were increasingly able to regulate the

aggression of the most powerful fighters (for an authoritative and thorough defense of this account
of the evolution of human egalitarianism, see Boehm (1999; 2012)). Consequently, one’s social status,
and the associated permissions and requirements, ceased to be a consequence of any intrinsic feature

19

This point is vividly defended by Henrich (2016), who points to numerous cases in which European
explorers failed to survive in environments that had been inhabited by humans for quite some time.
Henrich convincingly argues that the crucial difference between the explorers and the local peoples
was that the explorers lacked access to the culturally accumulated knowledge encoded in the local
community’s practices (e.g. concerning food preparation). Importantly, one of Henrich’s central theses
is that community members themselves do not generally know which elements of a practice have
adaptive value (e.g. which step in food preparation detoxifies the food) or even that a given practice
or set of practices is adaptive. Thus, in general, the only way to access the knowledge encoded in a set
of social practices is to participate in those practices.
20
Of course, humans are perfectly capable of organizing themselves into inegalitarian social structures.
However, inegalitarian social structures do not distinguish humans from other primates nor do they
reflect the most likely social ecology of our hunter-gatherer ancestors (Boehm 2012). The claim here
is that whatever social structures do obtain in human societies most likely depend on the socialstructural elements that emerged as part of what might be called “the egalitarian adaptive package.”
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such as fighting ability, and instead became a matter of how one fulfilled one’s role in society; status

became determined by the way in which one contributed to the overall wellbeing of the community,
in particular through resource sharing and dispute regulation. In this way, adult members of the
community came to be seen as having default equal status, with each member having their role to play

in regulating the behavior of others and ensuring that the community as a whole is well resourced.
The overall effect of this kind of egalitarian social structure is that everyone turns out to be
more or less equally positioned with respect to sustaining the global properties of the social system as

a whole. Each is required to regulate their own behavior and the behavior of others, as well as being
entitled to do so, and each is required to contribute some amount of resources to the group, as well
as being entitled to the corresponding amount of resources from others (Ostrom 1990; Boehm 2012).

The result is that everyone plays a role in constituting a system of constraints that shape the dynamics
of individual behavior in such a way that the stability and robustness of the community are promoted,
which in turn reinforces the system of constraints so constituted. At a more abstract level, what’s

ultimately driving this kind of system is the fact that, because human ecology is such that socialstructural processes, e.g., cultural accumulation, are the fundamental means by which human agents
satisfy their individual and collective ends, the dynamics of human behavior must be constrained in a

way that ultimately prioritizes the global state of the social system. If this does not happen, the chances
increase that the socio-ecological niche on which one depends will collapse, depriving oneself—and
one’s descendants—of the resources made available by that niche. As such, we are left with a picture

in which one of the primary shifts in becoming human was the increased significance and influence
of global social-systemic constraints on human behavior, to the point that such constraints come to
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dominate the dynamics of social (self-) regulation. That is, what we find, given the present framework,

is that a central part of becoming human was becoming a moral species. 21

4.7 CONCLUSION
I have argued that we can make progress in developing a scientifically tractable version of
moral rationalism by focusing on the rationalist view that practically rational agency is fundamentally
a form of socially situated agency. This shifts the focus of inquiry away from rational capacities and
towards the relationship between agents and the social structures in which they are embedded. And,
once this shift is effected, it becomes possible to understand rationalist claims about the constitution
of normative requirements as claims about socially constituted constraints on behavior. This allows
us to frame the rationalist position as concerned with constraint-based explanations, which are
ubiquitous in scientific discourse. Moreover, it makes it possible to give sense to the idea that
normative requirements are objective, as such requirements apply to agents in virtue of their objective

relationship to the social system in which they are embedded and not in virtue of any attitude they
may have (at least not generally). Finally, with this constraint-based picture on the table, we can identify
a way to empirically test the rationalist view by using social network theory to evaluate the way in

which socially constituted constraints emerge, stabilize, and function to guide behavior.

21

There is an interesting set of questions here surrounding how these social structural processes are
maintained as societies scale. This is important because it is likely that the mechanisms of social
regulation that are effective at small scale (when, e.g., it is plausible that everyone knows everyone)
will cease to be effective at larger scales. As a result, it is likely that some form of social innovation
will be needed for a society to grow beyond a certain size. One interesting proposal along these lines
is that pro-social religions emerged as exactly such a social innovation (Norenzayan et al. 2016). On
this view, prosocial religious beliefs and practices having to do with omniscient, morally concerned
supernatural agents developed and spread because they (1) reduced in-group competition and (2)
sustained or increased group solidarity. They did this by taking advantage of a species general
sensitivity to third-party monitoring and credibility tracking. In this way, large-scale compliance to
group-beneficial norms increased, which in turn facilitated the formation of larger, more complex
societies that could effectively outcompete other groups for resources and in warfare.
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Nevertheless, what I’ve presented here remains cursory, and there is still a lot more work that

needs to be done in fleshing out and evaluating the consequences of this approach to moral
rationalism. Perhaps the most significant issue here is determining whether and to what extent the
abstract, social-systemic characterization of moral requirements presented here corresponds to our

more concrete and intuitive conceptions of morality and, moreover, whether divergences between the
abstract and concrete characterizations of morality should be taken as reason to revise the concrete
conception, or instead as reason to reject or revise the abstract one. Beyond this, there is also an

important set of questions concerning the psychological processes involved in responding to and
sustaining these socially constituted constraints and the extent to which these socially constituted
constraints can be altered, given facts about human psychology and physiology. And finally, although

the present strategy manages to avoid founding the rationalist view on claims about rational capacities,
this does not mean we can ignore questions about rational capacities entirely. As I mentioned earlier,
this kind of view predicts that rational capacities play an important role in mediating and sustaining

social-structural phenomena, and such predictions must be tested.
Indeed, we are only just beginning to acquire the theoretical tools and resources needed to
address these questions empirically, and it will no doubt be quite some time before we have any

decisive results. What I hope to have done here is introduce a rationalist orientation towards these
phenomena that will allow us to use these emerging resources to ask the kinds of questions that have
long driven rationalist discourse.
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