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ABSTRACT

Technology-Assisted Review (TAR) is an active learning human-in-the-loop frame-

work for high recall retrieval (HRR) tasks. TAR prioritizes documents for human review

to achieve high recall (i.e., a large portion of relevant documents) while minimizing the

reviewing effort. There are three major components of TAR – predictive model, termina-

tion criteria, and cost evaluation. The predictive model drives the progress, and the termina-

tion criteria bound the effort while meeting requirements. The cost provides an overarching

evaluation of the entire process as reducing cost is the fundamental motivation for applying

TAR. Although various approaches were proposed and applied in real applications, I argue

that all three components are far from optimal. This dissertation presents a series of efforts

to address these shortcomings.

First, the long debate between using search engines and supervised learning as the pre-

dictive model is unnecessary. Without choosing between the two, a Bayesian framework

unifies them and smoothly transitions from retrieval to supervised learning based on the

training set size. I provide empirical evidence for the significant effectiveness improvement

for small training sets while not sacrificing the large ones.

Second, existing stopping rules for terminating the iterative process cannot stop against

a user-specified recall target, which varies between projects. I propose two target-aware

stopping rules – Quant Method and β -stop . Both rules provide state-of-the-art recall accu-

racy and retrieval efficiency in different operational restrictions.
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Finally, I demonstrate a novel cost model for TAR that is robust to different cost struc-

tures. By analytical analysis, this cost model provides decision guidance in TAR based on

cost structures. I show a complex but intriguing interaction between the task characteristics

and the cost structure with empirical evidence controlling topic prevalence, difficulties, and

collection size.

INDEX WORDS: Technoloy-assisted review, high-recall retrieval, eDiscovery, active
learning, Bayesian priors, stopping rule, cost modeling
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CHAPTER 1

INTRODUCTION

Reviewing information is the core necessity of information retrieval. In most ad-hoc

retrieval settings, retrieving the most critical and essential information satisfies the users’

needs. However, there are scenarios where reviewing the most relevant documents is cru-

cial for users to understand the topic of interest comprehensively. The discovery process in

civil litigation mandates parties to exchange potential evidence, which requires a retrieved

set of documents with high recall (usually 70% to 80% recall) [8, 44]. Likewise, failure to

retrieve eligible or relevant studies in medical systematic review threatens the validity of

the review [128]. Given these high recall requirements, reducing the burden of achieving

such targets becomes the primary objective. We refer to these tasks as high-recall retrieval

(HRR).

In the last decade, various HRR-related shared tasks in computer science have raised

attention in the research community and driven the rapid development of the approaches.

They span from the interactive tasks in TREC Legal Track in 2008 to 2010 [23, 45, 87],

to TREC Total Recall Track in 2015 and 2016 [38, 106], and to CLEF eHealth Techno-

logically Assisted Review in Empirical Medicine [56, 57, 58] in 2017 to 2019. Our under-

standing of the problem and characteristics of approaches has advanced, pieces of soft-

ware have been developed, and a large amount of cost has been reduced. This dissertation

presents advancements in retrieval models and a novel cost model that provides valuable

insights into operational decisions to the users.
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Among other approaches, Technology-Assisted Review (TAR) is a widely-used frame-

work for HRR that has shown to be efficient and effective [8, 86, 124] and has become an

alias for HRR among some communities. TAR is an iterative human-in-the-loop reviewing

framework that leverages active learning [113] to prioritize documents for human review [8,

86]. The training set of the framework is initialized by a seed relevant document, either

manually picked from the collection or derived from a description of the topic. In each

round of TAR, a predictive model is trained with the training documents. A batch of unre-

viewed documents is selected based on the trained model by strategies such as relevance

feedback [15, 105] or uncertainty sampling [69]. These documents are reviewed by human

experts and added to the training set. The iterative process proceeds until meeting a certain

termination criterion.

A central part of TAR is the predictive model. Human experts rely on keyword queries

to encode prior knowledge and further filter the collection [11, 99, 111]. While complex

Boolean logic is typically available in TAR software, in practice, user queries are often just

disjunctions of words and phrases, sometimes relatively short. The aspect covered by the

keywords is usually also limited. Alternatively, supervised learning models trained on the

human-labeled documents are capable of encoding various and multi-faceted information

but require a large amount of data [15, 17, 128]. This dichotomy exists in HRR (eDiscovery

especially). Heated debates on the appropriateness of the technologies are common and

have spilled into court cases.

This dissertation presents (Chapter 3) an effort to reconcile this conflict by combining

both retrieval and supervised learning models [134, 135]. A unified predictive model is

derived from regularization in a Bayesian framework by considering the keywords as a

prior of the coefficients in the supervised learning model. The model overcomes the short-

comings of each end and is more effective with both small and large training sets in both

passive (Section 3.5) and active learning (Section 3.6) settings.
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Besides the predictive model, determining when to stop the iterative process is also a

critical but challenging decision. Stopping prematurely fails to fulfill the recall target, but

tardily also potentially induces a significant amount of cost overhead [71]. Various stopping

rules have been proposed and some are used in practice but still far from optimal. Each

rule imposes different assumptions on the framework or the predictive model. Section 4.2

reviews and provides a taxonomy of stopping rules proposed in prior works.

In the later parts of Chapter 4, I present two stopping rules with the capability of stop-

ping according to arbitrary user-specified recall targets. Quant and its conservative variant

QuantCI (Section 4.4) require no intervention to the TAR framework to form the stop-

ping decision by utilizing the probability predictions of the documents. It is considered the

state-of-the-art heuristic stopping rule for a one-phase TAR workflow. Alternatively, β -stop

(Section 4.5) heavily intervenes the framework and applies a sampling without replacement

approach that enables a much more accurate recall estimation. β -stop also facilitates the

trade-off between the estimation accuracy of the recall and the retrieval efficiency by oper-

ational decisions.

Finally, Chapter 5 presents a novel end-to-end cost model for the TAR that jointly eval-

uates the supervised learning model and the sampling strategy based on cost structures. As

the cost structure of a TAR project is usually predetermined, selecting a suitable combina-

tion of the methods is critical but has not yet been studied. Through analytical derivation

and empirical studies, an in-depth analysis of the interaction between task characteristics

and cost structures on different workflows is presented. This cost model also provides valu-

able insights for TAR practitioners when selecting methods.
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1.1 HYPOTHESES

With the goal of improving the overall efficiency of TAR, the challenges and approaches

are formally structured as the following three main hypotheses.

Hypothesis 1 Search keywords enhance supervised learning models by acting as priors of

the model coefficients.

The first part of the dissertation discusses the Bayesian framework of combining the

search keywords into the supervised learning model. The effort of such research is dis-

cussed in Chapter 3.

Hypothesis 1.1 Search keyword priors enhance supervised learning predictive models

with pre-selected training sets.

The prior belief of the classifier can be encoded as the prior distribution of the coeffi-

cients. The formulation of encoding the search keywords into the supervised learning model

is further discussed in Section 3.4. By conducting experiments presented in Section 3.6 on

pre-selected training sets (i.e., passive learning), I show that this combination improves the

effectiveness of the classifier especially with small training sets.

Hypothesis 1.2 Search keywords prior improve classification effectiveness in active

learning.

The Bayesian priors could also be applied to the underlying classifiers of an active

learning process. Experiments presented in Section 3.6 show that the priors also improve

the overall effectiveness in an iterative process and provide a stable behavior over the pro-

cess and the range of base penalty.

Hypothesis 2 Supervised learning models can be leveraged to accomplish better stopping

decisions for TAR.
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The second part of the dissertation presents two novel target-aware stopping rules

by exploring the two distinct aspects of the supervised learning model. Both approaches

accomplish more accurate recall at stopping for the given recall targets and more efficient

retrieval. An extensive review of the stopping rules is presented in Section 4.2.

Hypothesis 2.1 Model-based estimation forms effective stopping rules for one-phase TAR

workflows without intervening the active learning.

Model-based estimation in survey research has a solid theoretical foundation. In Sec-

tion 4.4, I explore the possibility of utilizing the probability predictions of each document

from the supervised learning model to estimate the recall. The stopping rule formed is

shown to be more accurate in estimating the recall and more yields a more efficient retrieval

process than the past state-of-the-art methods – Knee and Budget Methods [19].

Hypothesis 2.2 Sampling without replacement in probabilistic active learning yields accu-

rate recall estimations and forms an effective stopping rule.

On the other hand, the estimation can also be built by applying a probabilistic active

learning approach. In Section 4.5, I explore the adoption of sampling without replacement

that significantly reduces the running time compared to the prior work. By deriving the

sampling distribution based on beta distributions, I show that the efficiency and effective-

ness of the stopping rule are further enhanced.

Hypothesis 3 Measuring the total cost provides insight into operational decisions of TAR.

Finally, the unified cost model for TAR is presented in Chapter 5. The definition and the

intuitions behind the model is discussed in Section 5.3. A series of analyses are presented

in both analytical derivations and empirical experiments.
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Hypothesis 3.1 The selection of sampling strategy and workflow is affected by the cost

structure.

By analyzing the cost structure, I show that various structures are different in hindsight

but fall back to similar forms and, therefore, yield identical selections for the sampling

strategy and the workflow (Section 5.4). Based on a set of experiments that controls the

difficulties and prevalence of the topic and the size of the collection, I show an intriguing

relationship between the cost structure and the characteristics of the TAR project.

Hypothesis 3.2 The optimal stopping point is also affected by the cost structure.

With the cost model, I further show that the optimal stopping point (the first round that

meets the recall target) is also affected by the cost structure. This analysis decouples the

estimation error from the stopping rule. By only considering the actual characteristics of

the stopping point, the cost model provides a valuable insight into the challenging edge

cases for stopping rules.

1.2 ORGANIZATION

This dissertation is organized as follows: Chapter 2 presents a brief history and background

of Technology-Assisted Review. In Chapter 3, I present the main results and contribution in

support of Hypothesis 1. Chapter 4 discusses two stopping rules derived from the Hypoth-

esis 2. Chapter 5 demonstrates a cost analysis based on cost structures for confirming

Hypothesis 3. Finally, in Chapter 6, I conclude my dissertation and provide a broader view

of my work.
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CHAPTER 2

TECHNOLOGY-ASSISTED REVIEW

2.1 TECHNOLOGY-ASSISTED REVIEW

Manual review of large document collections is a key task in the law and other applica-

tions. In the law, electronic discovery (eDiscovery) or electronic disclosure (eDisclosure)

refers to a range of enterprise document review tasks including review for responsiveness

in civil litigation [8, 44], regulatory reviews [85], and internal investigations [48]. Struc-

turally similar tasks include systematic review in medicine (finding published clinical trials

of a treatment) [128] and content monitoring for hate speech and harrassment in social

media [33, 43]. Other tasks such as corpus annotation [64, 74, 106], open government doc-

ument requests [7], internal investigation [48], sensitive information screening [81], etc.,

aim for similar high recall objective while minimizing the reviewing effort. In computer

science, these tasks are referred to as high-recall retrieval (HRR) [107, 145], high-recall

information retrieval (HRIR) [1, 34], finite population annotation (FPA) [3], or simply

annotation. We refer to these tasks as high recall retrieval.

Various shared tasks in computer science are proposed to tackle this problem, such as

TREC Legal Track [23, 45, 87], TREC Total Recall Track [38, 106], and CLEF eHealth

Technology-Assisted Review in Empirical Medicine [56, 57, 58].

This chapter is a combination of verbatim reproduction based on [136, 137, 138, 138, 139]
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Technology-assisted review (TAR) is a human-in-the-loop iterative active learning

workflows for large scale document review to avoid conducting a full-length manual

review, which induces unbearable high cost when the collection is large. The process aims

to review a specified large portion of relevant documents, i.e., recall target, with minimal

cost, e.g., a minimal amount of reviewing or hours [89, 128, 137]. TAR workflows are

widely applicable, but have seen their most extensive use in the law. We review that history

to show how technological evolution and social factors have interacted to make workflow

design a flashpoint for controversy.

The first analytics technology applied to finding documents relevant in civil litigation

was Boolean text search, originally applied to manually keypunched abstracts of documents

[11]. A Boolean query, typically a disjunction of words, phrases, and proximity operators

referred to as a keyword list, is used to select a subset of collected documents for review

[6, 86]. It thus serves as a binary (yes/no) classifier [68]. The query, often referred to as

keyword list, might be created by the producing party, or it may be the subject of nego-

tiation with adversaries or even motion practice1 [112]. While some documents might be

examined while creating the keyword list, most documents reviewed by the workflow are

those that the query retrieves, i.e., those on which the classifier makes a positive prediction.

In medical systematic review, Boolean queries are the main tool for filtering studies from

large databases such as PubMed. The design and development of the queries for a specific

subject matter have been extensively studied [111]. We refer to a workflow where a clas-

sifier creation phase (phase one) is followed by a distinct document review phase (phase

two) as a two-phase TAR workflow. Two-phase workflows are often being referred as TAR

1.0.

As documents became increasingly digital, additional technologies were applied.

Grouping technologies such as duplicate detection, near-duplicate detection, email threading,

1Federal Rule of Civil Procedure 26(f)
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and document clustering allowed related documents to be reviewed together and/or deci-

sions propagated to group members [54, 118]. Text retrieval methods such as query

reformulation, statistical ranked retrieval, and latent indexing became used in the law

under the heading of “concept search” [63, 86, 88]. Concept search for a time gained great

prominence in the law2.

As these technologies became available, they were often used interactively. A user

might examine a graphical display of document clusters, each having a summary descrip-

tion, and label each cluster as relevant or not relevant3. They might run multiple ranked

retrieval searches, and label one or many documents at the top of a ranking as relevant or

not relevant. Even the result of a Boolean query might be bulk-labeled as relevant. Indeed,

while Boolean query classifiers are most prominently associated with keyword culling, they

too are often used as part of an interactive workflow.

The net result of such interactions is that a review decision has been made (explicitly or

by a default assumption of non-relevance) for every document in the collection. This user-

created classification may be viewed as definitive (the interactive reviewers are the final

reviewers), partially definitive (selected material goes on for later screening, but unselected

material does not), or only tentative. In any case, while classifiers (e.g., Boolean queries)

may have been created along the way, the final classification is the cumulative result of

many user actions during the review and does not correspond to any single final query

or classifier. We refer to workflows of this sort as one-phase TAR workflows. One-phase

workflows are often being referred as TAR 2.0 according to its chronological appearance.

2Most notably, US Magistrate Judge John Facciola’s statement "In this context, I bring to the
parties’ attention recent scholarship that argues that concept searching, as opposed to keyword
searching, is more efficient and more likely to produce the most comprehensive results." in Dis-
ability Rights Council of Greater Wash. v. Wash. Metro. Transit Auth., 242 F.R.D. 139 (D.D.C.
2007).

3https://chrisdaleoxford.com/2008/09/21/attenex-round-every-corner
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Despite the name 1.0 and 2.0 suggest some advancements, each workflow serves dif-

ferent purposes and remains actively used in practice. In this thesis, we use one-phase and

two-phase workflows to avoid confusion.

For both one- and two-phase workflows, the iterative process must be terminated at

some point before exhausting the entire collection. The termination decision is often called

the stopping rule. Rules for each style of workflows require different considerations. We

defer the discussion of the existing rules to Section 4.2.

2.2 PREDICTIVE MODEL

Supervised learning of predictive models from labeled documents (often referred to as pre-

dictive coding in the law) began to be used in civil litigation in the mid-2000s [6], as

well as attracting research attention [123]. The first United States federal case explicitly

approving its use in review for responsiveness (producing documents requested by adver-

saries) appeared in 2012.4 Cases followed in Ireland5, Australia6, England7, and other juris-

dictions.

An early focus in supervised learning deployment (and debate) was replacing (or aug-

menting) Boolean queries in two-phase workflows with binary text classifiers produced by

supervised learning [5, 91, 95]. Replacing manual query writing with supervised learning

made the phases of a two-phase review more similar. Both now involved labeling doc-

uments, with the difference being only in whether the primary purpose of labeling was

training or the final review dispensation.

4Da Silva Moore v. Publicis Groupe (Da Silva Moore 17), No. 11 Civ. 1279(ALC)(AJP), 2012
WL 607412. (S.D.N.Y. Feb. 24, 2012

5Irish Bank Resolution Corp. v. Quinn [2015] IEHC 175 (H. Ct.) (Ir).
6McConnell Dowell Constructors (Aust) Pty Ltd v Santam Ltd & Ors (No.1) [2016] VSC 734
7Pyrrho Inv. Ltd. v. MWB Bus. Exch., Ltd., [2016] EWHC 256 (Ch) [1] (Eng.)
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Unlike Boolean queries, classifiers produced by supervised learning algorithms typi-

cally assign a numeric score to every document. That made them easy to use not just in a

two-phase culling workflow, but also for prioritizing documents in an interactive one-phase

workflow. Losey first introduced one-phase workflows where supervised learning was one

of several text analytics tools used8, in the spirit of Bates’ berrypicking formulation9 of

information access [9]. Tredennick10, Cormack & Grossman [15, 22], and others proposed

one-phase workflows using supervised learning only or predominantly.

Interestingly, these developments paralleled the early history of text classification and

retrieval. The first two-phase supervised learning workflow [79] for text classification pro-

posed in 1961 was followed a few years later by Rocchio’s one-phase workflow com-

bining relevance feedback (a form of active learning) with ranked retrieval [104] in 1965.

More complex two-phase workflows later emerged that combined relevance feedback with

search, clustering, and other text analytics tools [24].

2.2.1 SUPERVISED LEARNING MODELS IN TAR

One of the main differences between HRR and classical text classification is the transduc-

tive setting [139]. Usual classification evaluation in machine learning focuses on the gen-

eralizability of the model to unseen data beyond the collection. However, the collection of

interest is given in an HRR task. That is, the generalizability of the machine learning model

underneath TAR is targeted to unreviewed part of the collection. This discrepancy yields a

8https://e-discoveryteam.com/2012/07/01/day-one-of-a-predictive-coding-na

rrative-searching-for-relevance-in-the-ashes-of-enron/
9https://e-discoveryteam.com/2013/04/21/reinventing-the-wheel-my-discover

y-of-scientific-support-for-hybrid-multimodal-search/
10https://web.archive.org/web/20140420124327/http://www.catalystsecure.com

/blog/2013/11/tar-2-0-continuous-ranking-is-one-bite-at-the-apple-really-e

nough/
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different design choice and evaluation setting for HRR than ordinary text classification and

categorization.

Various supervised learning models have been used as the underlying predictive

models in TAR software, including Logistic Regression in Brainspace 511, Support Vector

Machines in Relativeity12, Decision Trees in OpenText13, etc. LSI (Latent Semantic

Indexing) is the core technology used by Content Analyst (later acquired by Relativity),

which is not a supervised learning algorithm but a representation. However, it is showed to

be unhelpful when building text classification model eDiscovery [132].

Although these models are far from the state-of-the-art text classification models

considered in machine learning, their computational un-intensiveness and interpretability

attract TAR practitioners. Their effectiveness in TAR-related tasks is compared in a prior

study of this thesis [132].

Pre-trained transformers [127] such as BERT [27], RoBERTa [73], and XLNet [143]

have revolutionized language processing. These models incorporate language knowledge

from very large corpora (pre-training), can be tuned to particular task data set (LM fine-

tuning) [27, 40], and applied to a task on that data set by zero-shot transfer learning [76,

129] or by task fine-tuning to labeled data [50, 142].

Transformers have improved effectiveness at numerous text analysis tasks, include ones

closely related to HRR such as document classification [2], entity extraction [27], and

ad-hoc retrieval [75]. This has inspired commercial use of transformers by eDiscovery

providers, though not yet in an active learning context14.

11https://cdn2.hubspot.net/hubfs/383652/discovery_for_government.pdf
12https://www.relativity.com/blog/active-learning-in-analytics-what-it-mea

ns-and-when-to-use-it/
13https://www.opentext.com/file_source/OpenText/en_US/PDF/opentext-magella

n-text-mining-white-paper.pdf
14https://www.nexlp.com/blog/nexbert-story-engine-cloud
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In parallel with this thesis, a separate work examines using BERT in TAR to advance

the supervised learning model in TAR. While such adoptions of the models still require

further studies, the potential of the transformer models in TAR is promising [139].

2.3 CONTROVERSY IN THE LAW

Despite the long co-existence of one-phase and two-phase legal workflows, and support

for both in commercial eDiscovery software, there is intense debate in the legal world over

workflow design. At one extreme, some commentators assert two-phase culling workflows

are “TAR 1.0” [124] or “simple” active learning [15], and promote one-phase workflows

under headings such as “TAR 2.0” [124], “TAR 3.0”15, “Hybrid Multimodal Predictive

Coding 4.0”16, and so on.

Cormack & Grossman have asserted the superiority of a one-phase using relevance

feedback [104] (training on top-ranked documents) workflow under the trademarked terms

Continuous Active Learning (TM)17 and CAL (TM)18 in patent filings [21] and scholarly

[20] work. Members of the judiciary have weighed in19.

On the other hand, two-phase workflows based on Boolean text querying, metadata

querying, supervised learning, and other binary classifier formation methods continue to

be widely used20. The US Department of Justice Antitrust Division’s model agreement for

15https://www.law.com/legaltechnews/2020/11/19/tar-3-0-expectations-for-mo

dern-review-technology/
16https://e-discoveryteam.com/2018/10/08/do-tar-the-right-way-with-hybrid-

multimodal-predictive-coding-4-0/
17United States Trademark 86/634255
18United States Trademark 86/634265
19US Federal Judge Andrew Peck stated in 2015: “If the TAR methodology uses ‘continuous

active learning’ (CAL) (as opposed to simple passive learning (SPL) or simple active learning
(SAL)), the contents of the seed set is much less significant.” Rio Tinto PLC v. Vale S.A., 306 F.R.D.
125, 128-29 (S.D.N.Y. 2015).

20Court orders involving two-phase workflows in recent US cases include In Re Broiler Antitrust
(N.D. Ill., Jan 3, 2018, City of Rockford v. Mallinckrodt ARD Inc (N.D. Ill. Aug. 7, 2018), and
Livingston v. City of Chicago, No. 16 CV 10156 (N.D. Ill. Sep. 3, 2020)
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use of supervised learning assumes a two-phase culling workflow with no human review of

classifier responsiveness decisions in phase two21. Scholars have felt the need to push back

and argue for attorney oversight of phase two machine learning decisions [59].

2.4 CODA

In this chapter, we provide a brief history of the development of TAR and the controversy

around such technology. The increasing volume of electronically stored information (ESI)

drives the advancement of TAR methods for higher efficiency. In the rest of this thesis, we

discuss the solution for combining keywords and supervised learning models for solving

the dichotomy observed in eDiscovery in Chapter 3.

Beyond the efficiency of the supervised learning model, the efficiency of the framework

is equally important. In Chapter 4, we discuss the advancement of the stopping rules that

enable a wider range of operational decisions for the TAR practitioners. Such flexibility

facilitates the trade-off decision between the effectiveness and the reviewing cost of the

retrieval instead of anchoring by the available software.

Finally, we present a novel cost modeling framework for TAR in Chapter 5 that has been

absent in the evaluation of the TAR approach. The cost model set up a common ground

for understanding the relationship between different cost structures of the TAR projects,

providing insights for operational decision-making during TAR.

21https://www.justice.gov/file/1096096/download
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CHAPTER 3

RESOLVING THE DICHOTOMY OF SEARCH QUERY AND SUPERVISED LEARNING

3.1 INTRODUCTION

As discussed in Section 2.1, the predictive model used in TAR has shifted from keyword

retrieval models to supervised learning. Although encoding relevancy through binary labels

is more robust and scalable, it ignores prior knowledge that human experts already acquired.

Furthermore, in the TAR iterative process, the amount of labeled documents in the early

rounds is usually insufficient for training an effective classifier [113], resulting in slow

effective improvement. Users would potentially drop the session due to the ineffectiveness.

Such concept is also captured in information retrieval evaluation metrics such as mean

reciprocal rank [36]. This creates tension between applying keyword searches and super-

vised learning models.

To avoid such drawbacks, modern machine learning model encodes information beyond

labels gains popularity. By introducing general knowledge from a larger domain or lan-

guage itself, models generally provide better effectiveness. Information such as synonyms,

hypernyms, abstract meaning representations [4], pre-trained embeddings [27, 98], etc.,

This chapter is a near verbatim reproduction of [134, 135] and relies on concepts and tech-
niques in [133]. Part of the work in this chapter is being done when the author was a summer intern
with Brainspace, a leading eDiscovery software company. Some of the work is being used in the
commercial software.
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have been widely used to improve text classification. However, in the context of eDis-

covery, warm-starting the model with external corpora is less preferable. Pretrain corpus

could introduce arbitrary bias into the model [10] and lead to less explainable and defen-

sible classification models.

On the contrary, the old wisdom of sparse retrieval models is well-studied and explain-

able. Despite the simplicity, retrieval models are usually a strong baseline for text classifica-

tion tasks such as document categorization [133], question answering [140], etc. Retrieval

models provide a heuristic understanding of the query, or a small amount of training text,

before acquiring more labels. This prior understanding connects the keywords that carry

the human knowledge of the underlying task as opposed to the ordinary supervised learning

process.

While each model has its disadvantage, both keywords and labeled documents are

useful forms of knowledge and should both be exploited in HRR tasks. This is not a

new idea: relevance feedback in information retrieval has long combined user queries and

training data in an iterative active learning loop [105]. What is new is a focus on high recall

rather than a few top-ranked documents and the desirability of applying modern discrimi-

native learning algorithms rather than text retrieval heuristics.

In this chapter, we combine the search keywords as the priors for the coefficients of the

classification model to resolve the dichotomy. I hypothesize that the priors inspired by the

search keywords could enhance the supervised learning model (Hypothesis 1). Specifically,

experiments are conducted to verify

Hypothesis 1.1 Search keyword priors enhance supervised learning predictive models

with pre-selected training sets.

Hypothesis 1.2 Search keywords prior improve classification effectiveness in active

learning.
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We provide experimental results that support both hypotheses by varying the character-

istics of the datasets. We show that keyword priors provide a consistent improvement on

the effectiveness on both passive and active learning.

3.2 INFORMATION BEYOND LABELS IN TEXT CLASSIFICATION

As labels are the most common way, by construction, of encoding human knowledge for

the classification task, it is not necessarily the most effective way, especially when the

size of the training set is small. By encoding more background information of the task,

classification models can achieve better effectiveness given the same amount of training

data but might introduce assumptions that might not be verifiable. In this section, we review

general methods for incorporating information beyond labels in text classification from

different aspects.

3.2.1 EXTERNAL INFORMATION

External knowledge is usually helpful when used along with labels.

Language-specific knowledge or preprocessing incorporate syntactic and semantic

information of the words while assuming the language scope of the task. Classic prepro-

cessing such as case-folding [78] and stemming [126] remove syntactic markers to unify

tokens that have roughly the same semantic meanings. Pretrained embeddings represent

words, such as word2vec [84], GloVe [97] and BERT [27], or sub-words, such as Fast-

Text [12] and ELMo [55], in dense vectors to encode similarity and relationship or the

tokens in a real number vector space. However, applying language-specific information

introduces the unrealistic assumption of only having such language in the dataset. Espe-

cially in legal domain, communication records such as emails and text messages contain

multiple languages by nature. In this particularly the case for cases involve international
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companies. Furthermore, the treatment for out-of-training vocabularies could lead to over-

fitting results when fine-tuning [77]. The mismatch of domain between the pretraining and

target domain also introduce performance degradation [139].

Domain adoption that transfers knowledge from similar tasks also provide an effective

jump-start when label information is scarce. While inheriting the annotating and training

effort from the source domain is economical, the effectiveness is highly dependent on the

source [139].

Introducing external information certainly introduces assumptions. Some of the

assumptions are reasonable such as stemming, while some could introduce biases from

the source, such as transfer learning and pretrained embeddings [10]. Technical details

from the source of the information such as corpus selection of the pretrained embeddings

or training data sampling process of the model from the source domain could all create

unintended dependencies for the final model.

3.2.2 CORPUS INFORMATION

Especially in text analysis, corpus information, such as token collocation and document fre-

quency, contains important signals for machine learning models. Since text data are usually

sparse, the frequency of the token in the corpus often indicates the amount of information

the token contains [102].

Inverse document frequency, one of the most popular corpus statistics in informa-

tion retrieval, is usually baked into the text representation with various within-document

weights, such as term frequency or one-hot encoding [36]. However, document frequencies

are defined under a fixed collection of documents, which is hardly the case in any prac-

tical usage. Documents for eDiscovery reviews are collected from custodian, which can be

added or removed through out the progress [8, 124] The underlying collection could be

growing, therefore, the frequency information would be changing as well.
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Since corpus information is usually part of the feature weightings, updating the corpus

statistics results in updating the feature values of the entire collection and, thus, retraining

the model. This process could be arbitrarily expensive since the collection could be arbi-

trarily large.

3.2.3 TASK KEYWORDS

Keyword search is one of the most straightforward approaches for a human to encode

information. We have been using keyword search engines for more than two decades and it

is still one of the most effective methods for systems to fulfill information needs.

Although there exist numerous approaches that are more effective than keyword search,

it is still widely used in conjunction with advanced methods. For example, applications

such as eDiscovery and patent search have been adapting supervised learning for relevancy

classification, keyword search is still used as an initial step to reduce the size of the collec-

tion [8]. Retrieval models such as BM25 [102] are also used as a prior step for improving

the efficiency of neural re-rankers [140].

Classification models used in TAR only utilize label information and discard the key-

words [124]. However, the rich preliminary knowledge keywords carry could benefit the

training process and the models in various ways. In the following sections, we discuss the

framework that combines both labels and keywords to improve effectiveness and efficiency.

We start from reviewing the regularization of supervised learning models from three per-

spectives.

3.3 REGULARIZATION THEORIES

Regularization—the penalization of solutions that deviate from prior expectations in some

sense—is a key technique for achieving good generalization in machine learning [115,
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Chapter 13]. While a variety of regularization techniques have been developed, the most

widely used is adding a penalty on coefficient magnitude (or, more generally, distance from

a specified value) to the training loss, and finding model coefficients that minimize the sum

of loss and penalty.

So-called L2 penalties, which are proportional to the squares of the coefficients (actu-

ally the square of the L2 norm) are the most commonly used. L1 penalties, which are

proportional to the absolute values of the coefficients, are also widely used.

Both approaches have advantages beyond improving generalization. As discussed

below, adding an L2 penalty to a loss function can aid convergence of fitting. Adding an L1

penalty complicates optimization, but leads to solutions that are sparse (most coefficients

are 0). This provides models that are both more efficient to use and easier to interpret

[32]. Elastic net regularization is a weighted combination of L1 and L2 penalties with the

desirable properties of both [147].

Without lost of generality, we demonstrate the effect of using L2 penalty while L1

would provide similar results but with more complicated numerical process. Here we dis-

cuss motivations from three theoretical perspectives: Bayesian statistics, stochastic opti-

mization, and computational learning theory.

3.3.1 BAYESIAN MAP ESTIMATION

Bayesian statistics provides the most direct formulation for distributional assumptions. In

the Bayesian framework, an analyst encodes their beliefs about the likely values of those

coefficients as a prior probability distribution. Assume a conditional probability model y =

f (x;w) parameterized by a d-dimensional vector of unknown real-valued coefficients w.

Suppose the analyst’s priors over the coefficients are products of independent Gaussians

with mean b j and variance σ j for coefficient j. For simplicity, we use w, b, and σ to

refer the coefficient vector, mean vector, and variance vector respectively in the following
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sections. Also suppose the analyst observes a data set D = (x1,y1), ...,(xn,yn) where each

y value was generated by applying f (x;w) independently to the corresponding x.

Then by Bayes Rule, the belief about w after seeing the data set should take the form

of this posterior probability distribution:

p(w|D) =
p(D|w)p(w)

p(D)
(3.1)

=

(
n
∏
i=1

p(yi|w;xi)

) d
∏
j=1

1√
2πσ2

j

e
−

(w j−b j)
2

2σ2
j


p(D)

(3.2)

where we abuse notion and write p(D|w) for the conditional probability of seeing the set of

y values in D given the corresponding x values in D, and write p(D) for the corresponding

unconditional value. p(D) is a constant whose value is a typically intractable integral over

all values of w, but which can be ignored in many applications.

In applications where it is impractical to use the full posterior distribution in computa-

tions, it is common to seek the coefficient vector w∗ that is given maximum probability by

the posterior distribution: the MAP (maximum a posteriori) estimate. Taking the logarithm

of the posterior likelihood, negating, and dropping constants shows that w∗ is found by

maximizing a regularized loss function:

w∗ = argmin
w

{(
n

∑
i=1

ln p(yi|w;xi)

)
+

d

∑
j=1

λ j(w j−b j)
2

}
(3.3)

where λ j is the regularization strength of coefficient j, and the Gaussian prior leads to

an L2 penalty with λ j = 1/(2σ j). An L1 penalty can be derived in a similar way from a

Laplace prior [32]. The usual L2 penalization scheme corresponds to an assumption that

all coefficients will be small (prior mode 0), and that belief in that smallness is the same

for all coefficients (uniform standard deviation, and thus penalty).

When the log-likelihood function is convex, as for logistic regression, these are convex

optimization problems. Since the loss term (the negated log-likelihood) grows with training
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set size, the effect of the regularization penalty decreases as the training set grows. This is

a consequence of Bayes Rule, which puts decreasing weight on the prior beliefs as more

data is observed.

3.3.2 STOCHASTIC OPTIMIZATION

Stochastic optimization refers to finding optima of functions whose arguments include

random variables. A canonical example is solving the minimization:

w∗ = min
w
{ f (w) := E [G(w,ξ )]} (3.4)

where ξ is a random vector, and G(·) is a function with both deterministic and random

arguments.

Often ξ ’s distribution makes it impractical to directly encode or optimize f (w). How-

ever, if a random sample of n values of ξ are available, one can instead solve the corre-

sponding sample average approximation (SAA) problem [116]:

w∗ = min
w

{
f̂n(w) :=

1
n

n

∑
i=1

G(w,ξi)

}
(3.5)

where one instead optimizes the function f̂n whose value is the sample average of n real-

izations of G.

In contrast to f , the function f̂n can often be written down in its entirety, and thus could

be optimized by general purpose optimization methods. However, the fact that f̂n is the

sum of a large number of similar terms allows a specialized approach: stochastic gradient

algorithms [61, 115]. These optimization algorithms process f̂n one term at a time, updating

an estimate of w∗ as each term is processed.

How similar the solution of Equation 3.5 is likely to be to the desired value (the solution

to Equation 3.4) depends on the sample size n and on the properties of G. A desirable

case is when G has the form G(w,ξ ) = F(w,ξ )+λR(w), where R(w) is a deterministic
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regularization function. This gives the SAA problem:

w∗ = min
w

{
1
n

n

∑
i=1

(
F(w;ξi)+λR(w)

)}
(3.6)

= min
w

(
1
n

n

∑
i=1

F(w;ξ )

)
+

(
λ

1
n ∑R(w)

)
(3.7)

= min
w

(
1
n

n

∑
i=1

F(w;ξ )

)
+λR(w) (3.8)

= min
w

{(
n

∑
i=1

F(w;ξi)

)
+nλR(w)

}
(3.9)

Many powerful results are known for the convergence of algorithms for solving Equa-

tion 3.6 when F(w) and/or R(w) have desirable properties, such as strong convexity [115].

A particularly desirable case is Tikhonov regularization, where R(w) is an L2 penalty [121].

If F(x) is the loss function for a supervised learning problem, the SAA framework can

be applied with the training set playing the role of the random sample. Equation 3.6 then

expresses a penalized average loss over the training set, while the equivalent Equation 3.9

expresses a penalized total loss over the training set, analogous to Equation 3.3. The con-

nection has made stochastic optimization theory a standard tool in proving convergence

results for learning algorithms, particularly variations on stochastic gradient.

Note, however, that Equation 3.6 assumes that the regularization penalty is on every

term of the SAA function. Applying this approach to batch mode supervised learning gives

one SAA term per training example, and thus a regularization penalty that increases lin-

early with training set size (Equation 3.9). Thus while both a Gaussian Bayesian prior and

Tikhonov regularization give L2 penalties, they suggest very different scaling behavior with

training set size.
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3.3.3 COMPUTATIONAL LEARNING THEORY

Computational learning theory provides several alternative perspectives on coefficient size

penalties, including structural risk minimization, PAC-Bayesian analysis, and algorithmic

stability [115]. All capture the fact that stronger penalties limit the hypothesis space (and

thus the maximum effectiveness) available to the learning algorithm, but increase the prob-

ability that the effectiveness of the fitted coefficient vector on test data will be similar to its

effectiveness on the training data.

Learning theory analyses with different goals leads to different conclusions about the

ideal scaling of penalty strength with coefficient size, usually falling between the O(1)

scaling of the Bayesian analysis and the O(n) scaling of the stochastic optimization anal-

ysis. For example, Shalev-Shwartz and Ben-David present a bound on the effectiveness

of learning with L2 regularization that assumes O(
√

n) scaling of penalty strength with

training set size [115, Corollary 13.9].

3.3.4 RECONCILING THE PERSPECTIVES

The three perspectives have differing assumptions, so the different scalings they suggest

are not inherently in conflict. The Bayesian analysis assumes the model being fit exactly

describes how the data was generated. The Bayesian MAP approach finds the coefficient

vector most likely to be “correct” under this strong assumption, but provides no guarantees

on effectiveness when this assumption is wrong.

In contrast, many learning theory analyses (including the O(
√

n) rate presented above)

are agnostic. They indicate what predictive effectiveness we can hope for regardless of how

well the data corresponds to the model being fit. Unsurprisingly, such analyses are more

conservative about how fast data should overwhelm regularization.
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Finally, the focus of stochastic optimization is neither correctness nor predictive accu-

racy, but the convergence of optimization algorithms. Classic stochastic optimization anal-

yses apply to arbitrary length sequences of random function realizations. These analyses

require certain properties (e.g., degree of strong convexity) to hold regardless of number of

realizations. This makes these analyses applicable even to online learning situations [35],

at the cost of assuming that regularization scales in a fashion that keeps the necessary prop-

erties constant.

For a fixed training set, there is no tension between the three perspectives. One can pick

λ based on desirable properties in any one of the three frameworks, and that value of λ

will have a sensible interpretation in the other two. In fact, λ is often treated as a black box

hyperparameter to be chosen using data held out (by validation or cross-validation) from a

fixed, large, representative training set.

3.3.5 REGULARIZATION IN OPEN SOURCE SOFTWARE

This conflict between theoretical perspectives plays out in software as well, in the form of

inconsistencies among software options, confusing documentation, and inflexible penalty

schemes. We present three typical examples.

1. LIBLINEAR is a widely used training package for linear models, including logistic

regression [29]. Its -c parameter specifies the reciprocal of the regularization penalty on

the entire training set loss, i.e., the Bayesian perspective. Section N.5. of the LIBLINEAR

documentation provides extensive discussion of using cross-validation to set -c without

mentioning whether the penalty is at the instance or training set level. Reading the source

code or the mathematically dense algorithmic discussion is necessary to determine that

penalties are at the training set level.
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2. Scikit-learn is a widely-used suite of Python implementations of machine learning

algorithms. The parameter C of module sklearn.linear_model.Logistic

Regression (default value 1.0) is documented as1:

Inverse of regularization strength; must be a positive float. Like in support

vector machines, smaller values specify stronger regularization.

The parameter alpha of module sklearn.linear_model.SGD-Classifier, which

can also be used to train logistic regression models is documented as:

Constant that multiplies the regularization term. Defaults to 0.0001 Also used

to compute learning_rate when set to ‘optimal’.

In neither case does the documentation make clear whether penalization is an the

instance or training set level. Examining the source code shows in fact that penal-

ization is at the instance level for SGDClassifier and at the training set level for

LogisticRegression. The parameters name C and alpha do align with common conven-

tions in the stochastic optimization and stochastic gradient research literature respectively.

Users not familiar with both bodies of research literature are, however, likely to misuse one

or the other parameter.

3. Vowpal Wabbit [62] is highly scalable training software for a variety of supervised

and unsupervised models, including logistic regression. It supports both batch fitting algo-

rithms (conjugate gradient and BFGS) and online fitting algorithms (many configurable

variants on stochastic gradient descent). The L1 and L2 options allow separate specification

of penalty strength for L1 and L2 regularization. The documentation is admirably clear

on whether instance or training set penalization is used with each algorithm [62]. Which

1https://scikit-learn.org/0.19/modules/generated/sklearn.linear_model.Log

isticRegression.html
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approach is used depends on which training algorithm is selected, a difference that may

well be unappreciated by users focused on applications rather than algorithmics.

Once a user decodes the penalization scheme for a particular piece of software, either

scaling scheme can be implemented by appropriate use of the respective penalty argument.

However, it seems likely that ambiguity on this point, and an over-reliance on tuning by

validation and cross-validation, has discouraged thinking about how penalization should

scale with training set size.

Beyond the question of scaling, few or no widely used learning packages provide direct

support for different penalty strengths for different features and, most importantly for HRR,

penalization toward nonzero modes. A notable exception is the work by Madigan and col-

laborators in Bayesian statistics that resulted in the BBR, BMR and BXR C++ implemen-

tations [32], and the Cyclops package in R [119]. All use an in-memory, cyclic coordinate

descent optimization algorithm. We are aware of no Python implementation, nor one that

takes a stochastic gradient fitting approach that provides a path toward an external memory

/ online implementation. This motivated our own implementation.

3.4 TEXT RETRIEVAL PRIORS

3.4.1 DOMAIN KNOWLEDGE AS PRIORS

Ordinary L2 regularization penalize models with larger coefficients to pursue simpler

models by adding the distance between the coefficient vector to the origin, i.e. b = 0.

However, we could express our prior believe of the model by setting b as an non-zero

vector.

Some studies have relaxed these assumptions. Dayanik et al. [26] used IDF (inverse

document frequency values) weights computed from a category corpus to set the mode

or standard deviation of Bayesian priors on coefficients of a logistic regression model. In
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more recent work, we used keyword queries with no category corpus to set modes (only)

of Bayesian priors for logistic regression [134].

Several authors have proposed first training a generative model such as Naive Bayes or

Rocchio, and then using the resulting coefficients as a prior or parameter space constraint

on training a logistic regression model [69, 146]. This method has questionable statistical

foundations when applied to a single training set, but is more justifiable when applied to

multiple training sets in transfer learning [93].

In classic vector space text retrieval models, often being called as TF-IDF approaches,

documents and queries are considered as vector where each dimension corresponds to a

token. The documents are ranked based on the value of inner product between documents

and the query. BM25, as one of the most popular retrieval baseline model, is also a form of

such method with saturated term frequency as the within-document weight.

On the other hands, linear models such as logistic regression are essentially the inner

product between the weight vector the feature vectors along with a non-linear transforma-

tion, such as logit function, to generate probabilities. Since such non-linear transformations

are monotonically increasing functions, the ranking of documents is preserved from the

transformation, which yields identical results in most TAR usages.

By viewing the tokens as features, a retrieval model is therefore a classification model

without the non-linear transformations and the query vector is the coefficients of such

model. Since the retrieval models do not require any training, a retrieval model could be

applied to to a text classification task in a zero-shot fashion, i.e. without any labeled training

data. In other words, the query vector is a prior belief for the coefficients of the classifi-

cation model before any training. Note that this method is similar to the mode method

introduced by Dayanik et al. [26].

Furthermore, by setting the feature value of the documents as the term weights in

the retrieval models, such as term frequency for TF-IDF and saturated-term frequency
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for BM25, the classification model could replicate exactly the same behavior the retrieval

model provide. This tuning enables the prior model to be exactly the retrieval model without

any performance degradation.

3.4.2 INVERSE IDF PENALTY

Regularization penalty strength λ determines the amount of penalty that we enforce on the

model. This also directly translates to the variance of the prior distribution σ for the coef-

ficients in an inverse relationship. Ordinary L2 regularization applies an uniform penalty

strength, i.e. σi = σ j,∀i, j ∈ [1,d], i, j ∈ N. From a Bayesian stand point, such strength

implies uniform variance and assumes that all coefficients are equally likely to be devi-

ated from the mean. This could further be interpreted as assuming that all coefficients are

holding the same amount of information in the collection.

The notion of IDF weighting is key. Justifications for IDF weighting of query terms

fall into two major classes [100], and give a new perspective on Dayanik’s methods for

constructing priors [26]. In probabilistic IR models, IDF weights appear as the coefficients

of a generative learning model (Naive Bayes) trained on a blind negative labeling of an

entire data set. This assumes that all keywords are positively associated with relevance, and

suggests a prior where the modal value of a coefficient is proportional to its IDF.

In contrast, information-theoretic interpretations of IDF view rare terms as being more

informative about relevance. This view suggests that less training data should be required

to produce a large coefficient for high IDF terms than low IDF terms. In other words, priors

for high IDF terms should have a higher variance, regardless of their mode. This translates

to a smaller penalty on coefficient magnitude inversely. Note that in the following sections,

we refer the inverse IDF penalty strength as IIP and uniform penalty strength as UP.

Based on these perspectives, we tested the following four schemes for determining

priors:
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• UPQM: Uniform penalty (i.e., uniform standard deviation of priors) for all coeffi-

cients. Prior mode equal to 1+ logQT F where QT F is the number of occurrences of

the term in the keyword query. When each term occurs only once, this is identical to

Dayanik’s Mode method [26].

• UPQIM: Uniform penalty. Prior mode equal to a BM25 query. Similar to Dayanik’s

Mode/TFIDF method, but requiring only a single query, not a corpus of queries or

category descriptions.

• IIPQM: Inverse IDF penalty with QTF modes.

• IIPQIM: Inverse IDF penalty and BM25 modes.

Using the same notation, we refer to conventional L2 regularization, with a uniform penalty

toward zero modes, as UPZM.

Our four methods leave three prior values unspecified: the prior mode and penalty for

the intercept coefficient of the logistic regression model, and the base prior penalty for term

coefficients. The intercept affects only calibration of the model, not ranking (which is more

relevant in TAR), so for these experiments we used a fixed zero mode prior.

Choosing a base penalty value, however, is needed both as a uniform penalty for UP

methods, and to be divided by IDF values in IIP methods. Dayanik et al. [26] chose

their base penalty value by using 10-fold cross-validation. This required a minimum of

10 training examples, and arguably was unstable well above that size. Since priors pro-

vide their main benefit for small training sets, we eschewed cross-validation and instead

explored a range of base penalty values (2−24 to 216) to determine if a plausible default

value exists.

Our method is easy to implement, since most existing logistic regression code bases

support L2 penalties in their optimization code (albeit only in UPZM form). We modified

30



the existing sklearn.linear_model.SGDClassifier package from scikit-learn to sup-

port nonzero modes and variable penalties in logistic regression [134]. We provide the mod-

ified version on GitHub2. The changes to support the penalties used in this paper required

only about 30 lines of new or edited code (assuming IDFs are computed externally).

3.5 BAYESIAN PRIORS WITH SUPERVISED LEARNING

In this section, we present the experimental results to verify Hypothesis 1.1 stated in the

beginning of the chapter – Search keywords priors enhance supervised learning predic-

tive models with given pre-selected training sets. Experiments are conducted based on two

popular ediscovery datasets that has been used in various HRR research.

3.5.1 METHODS

DATA SETS

We used two test collections drawn from high recall retrieval research: the Jeb Bush Col-

lection and RCV1-v2.

The Jeb Bush data consists of electronic mail communications involving the governor

of the US state of Florida [106]. Several versions of the data have been distributed. We

obtained our copy from Gordon Cormack, co-organizer of the TREC 2015 and 2016 Total

Recall tracks. This version consisted of 290,099 files, each with one message. We removed

exact duplicates based on the MD5 hash of file, resulting in 274,124 unique documents.

The TREC 2015 Total Recall Track defined 10 binary topics on the Jeb Bush data and

distributed short titles and class labels for each [106]. The TREC 2016 Total Recall Track

defined 34 more topics with titles and ternary (“non-relevant” vs. “relevant” vs. “impor-

tant”) class labels [38]. For the 2016 data we treated both “relevant” and “important” as

2https://github.com/eugene-yang/priorsgd
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positive labels, and “non-relevant” as the negative label. This gave 44 binary classification

problems. To ensure enough positive examples for accurate estimation of effectiveness,

however, we limited ourselves to the 33 topics with at least 160 positive documents. We

used the topic title to simulate keywords selected by an expert user. The length of titles

range from one word (e.g. “Space”) to five (e.g. “Lost Foster Child Rilya Wilson”).

We know of no other email datasets besides Jeb Bush with a comparable number of

topics and thoroughness of labeling. We thus supplemented our experiments with tests on

the RCV1-v2, a widely used text categorization test collection [70].

RCV1-v2 consists of 804,414 newswire stories exhaustively categorized by profes-

sional coders with respect to 658 categories. We used as our experimental topics the 82

categories (which include categories from the Reuters "Topics", "Regions", and "Indus-

tries" subgroups) that had at least 10,000 positive documents. Each RCV1-v2 category

has a Reuters Business Briefing (RBB) description of between one and seventeen English

words. We used these as our expert keyword queries.

Text processing simply replaced punctuation with whitespace, and then formed tokens

at whitespace boundaries. We used BM25 within document weights, i.e. saturated TF

weights.

EVALUATION

The impact of prior knowledge depends on training set size. As usual in supervised learning

research, we nested smaller training sets in larger ones. Training sets of size 1 consisted of a

single randomly selected positive example. Larger training sets (from 2 to 128 documents

by powers of two) were balanced 50/50 between random positive and random negative

examples, mimicking the balance sought by the active learning algorithms used in high

recall retrieval [15]. All training data were drawn from a random 40% of the collection,

with 60% reserved for evaluating effectiveness.
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Variability in effectiveness between training sets is high for small training sets and low

richness. To produce more stable results for the Jeb Bush collection, we averaged across

ten randomly drawn training sets of 128 documents and their included balanced subsets.

With the larger number, and higher richness, of categories for RCV1-v2 averaging over

replicates was less necessary for stability (and more computationally expensive), and was

deferred for future work.

Initial training sets in HRR tasks are typically created from opportunistically available

documents, or those found by keyword searches. They are then grown using one of many

active learning algorithms, which tend to enrich the proportion of positive examples com-

pared to the dataset as a whole. Since our focus is not on the details of active learning,

we took the expedient approach of simply making training sets contain equal numbers of

randomly selected positive and negative examples.

For the Jeb Bush collection the 40% pool was not large enough to support this, so sam-

pling was with replacement meaning there is some overlap (mostly in positive examples)

among replicas. For reproducibility, all random sampling and tie-breaking was done based

on a lexicographic ordering of the MD5 hash of the unique document ID. This meant,

also, that the choice of negative examples was held constant across categories to the extent

possible.

Documents were ranked by logistic regression scores, with ties (common in some con-

ditions) broken by MD5 hash of document ID. We used R-precision (precision of docu-

ments above a cutoff equal to the number of test set relevant documents) as our effective-

ness measure, as is common in HRR research. We computed test set R-precision for each

run, averaged it across replicates when used, and then averaged across categories for a given

training set size and penalty level.

We select the testing set R-Precision (precision at the number of relevant document)

as our primary effectiveness measurement. Since we are training on balanced training sets
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Table 3.1 Mean testset R-precision for logistic regression variants with base penalty
strength of 1.0 and training set sizes.

Jeb Bush Collection (10 replicates) RCV1-v2 (1 replicate)

Size UPZM UPQM UPQIM IIPQM IIPQIM UPZM UPQM UPQIM IIPQM IIPQIM

0 0.5 34.6 (6395%) 38.6 (7133%) 34.6 (6395%) 38.6 (7133%) 5.1 37.1 (630%) 37.9 (645%) 37.1 (630%) 37.9 (645%)
1 13.1 37.9 (190%) 39.3 (200%) 39.3 (200%) 40.3 (208%) 17.6 38.4 (118%) 38.5 (118%) 38.7 (120%) 39.0 (121%)
2 13.1 29.6 (127%) 39.2 (200%) 39.7 (204%) 41.0 (214%) 16.0 34.9 (118%) 38.6 (142%) 39.2 (145%) 39.1 (145%)
4 17.3 33.2 ( 92%) 40.5 (135%) 41.8 (142%) 43.3 (151%) 22.1 36.1 ( 64%) 39.1 ( 77%) 40.2 ( 82%) 39.7 ( 80%)
8 22.9 36.9 ( 62%) 42.2 ( 84%) 46.4 (103%) 44.9 ( 96%) 30.1 41.4 ( 38%) 40.0 ( 33%) 43.5 ( 45%) 40.4 ( 34%)

16 29.8 42.1 ( 41%) 43.8 ( 47%) 52.5 ( 76%) 47.7 ( 60%) 39.7 47.2 ( 19%) 41.5 ( 5%) 49.5 ( 25%) 41.7 ( 5%)
32 38.3 47.6 ( 24%) 46.5 ( 22%) 58.2 ( 52%) 50.8 ( 33%) 49.0 53.3 ( 9%) 43.7 (-11%) 56.0 ( 14%) 44.0 (-10%)
64 47.3 53.5 ( 13%) 49.6 ( 5%) 62.6 ( 32%) 54.5 ( 15%) 57.0 59.0 ( 4%) 46.8 (-18%) 61.4 ( 8%) 47.2 (-17%)

128 55.2 59.7 ( 8%) 54.0 ( -2%) 66.2 ( 20%) 59.8 ( 8%) 63.0 63.8 ( 1%) 50.7 (-20%) 66.4 ( 5%) 52.2 (-17%)

Mean testset R-precision for logistic regression variants with base penalty strength of 1.0
and various training set sizes. Percentages are relative improvements of knowledge-based
priors over a uniform prior. With no training data (size 0), UPQM and IIPQM act as QTF
queries, UPQIM and IIPQIM act as BM25 queries, and UPZM ranks randomly.

instead of random, the intercept of the model is not correctly fit. Also, most of application

scenarios of the small training sets are focusing on ranking problem instead of classifica-

tion. Therefore, R-Precision would be able to present the quality and generalizability of the

model in a global way.

3.5.2 RESULTS AND ANALYSIS

We compare our four methods with two baselines: a BM25 query formed from the keyword

query for each topic, and UPZM logistic regression. Text retrieval baselines are rarely used

in research on domain knowledge in supervised learning, but should be. As Table 3.1 shows,

BM25 (with effectiveness of 38.6% and 37.9% on Jeb Bush and RCV1-v2 respectively)

dominates UPZM until 16 to 32 examples are available.

Table 3.1 shows the mean R-precision values for each of our four methods plus UPZM,

all with a base penalty of 1.0. All four IDF-based priors vastly outperform UPZM for small
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Figure 3.1 Mean test set R-precision for training sets of size 1 and 128. Mean test
set R-precision for training sets of size 1 and 128, as a function of the base regularization
penalty (log2 scale) on the Jeb Bush collection.

Figure 3.2 Heatmap of the interaction between base penalty strength and training
set size. A heatmap display of the interaction between base penalty strength and training
set size, both with log2 scaling, for UPZM and IIPQM on Jeb Bush. Lighter cells indicate
higher average R-precision. Colors are scaled row-by-row, so that lighter colors indicate
dominance for that training set size across both algorithms and all penalties.
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training set sizes. The QM methods, particularly IIPQM, maintain this dominance for all

training set sizes. The QIM methods are more skewed, excelling a bit at smaller training

set sizes and faltering a bit at larger ones.

Regardless of training set size, the priors improve the effectiveness of the classifier

over either the BM25 retrieval model or the plain logistic regression without informative

priors (UPZM). In Table 3.1, we show the best effectiveness of each regularization style

(UPQM, UPQIM, IIPQM and IIPQIM) over the choice of the scaling of the regulariza-

tion penalty. The percentage in each parenthesis is the percentage improvement over the

baselines.

With only one positive example (size = 1), applying an informative priors would pro-

vide substantial boost of the effectiveness over the retrieval model, while plain logistic

regression without the priors would half the R-Precision from BM25. When having a

larger set of training data, such as 128, ordinary logistic regression performs better than

the retrieval model as expected. In this case, a proper and useful prior also provides a guid-

ance for the classifier in addition to the label data and lead to a more effective classifier.

The improvement is up to 20% compare to classifiers without a prior.

3.5.3 CHOOSING THE BASE PENALTY

Figure 3.1 shows the impact of varying the base penalty value for each of the supervised

methods, on training sets of size 1 and 128 from the Jeb Bush data. We see classical regu-

larization curves with maximum effectiveness at intermediate regularization strengths.

Training on a single positive example provides insight into the methods. With strong

penalties (right hand side of graph), the example is largely ignored. Our methods converge

to their prior modes: a QTF query for QM methods, and a BM25 query for QIM methods.

Conversely, at low penalties (left side), the prior mode is largely ignored. IIP methods

converge to BM25 querying-by-document [133]. UP methods (including UPZM) converge
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to unweighted querying-by-document with saturated TF weights. Since we did not omit

stopwords or use within-document IDF weighting, the resulting effectiveness is little better

than random.

The joint relationship between training set size and base penalty strength is shown in

Figure 3.2. We use a heatmap to compare UPZM and IIPQM for all penalty strengths and

training set sizes (on a log base 2 scale) for the Jeb Bush data. Lighter values indicate

higher values of average R-precision. The color scale is normalized separately for each

row taking both UPZM and IIPQM values into account, since we are interested in relative

effectiveness for a given training set size.

We see that UPZM is dominated under almost all conditions. The IIPQM results show

that a base penalization in the range 2−4 to 24 provides good average effectiveness across

all training set sizes. Examining the averaged RCV1-v2 data shows a similar “ridge of

light”. Per-category data on both datasets shows this range of penalties is optimal for most

individual categories as well.

The topic heatmaps, Figure 3.3 for non-zero priors show more topic-to-topic variation

than was true for zero-mode priors. This is unsurprising, since not just topic richness and

effectiveness, but also keyword quality, affect results. Worrisomely, for many topics there

is a training set size where optimal penalty strength is very constrained, i.e. the range of

good penalty values is particularly narrow. This corresponds to a transition from a state

where underregularization (ignoring the keywords) is the greatest risk to a state where

overregularization (ignoring the training data) is the greatest risk.

The transition point is heavily influenced by the quality or the usefulness of the key-

words. For regional categories such as MEX, HKONG and FRA, one or two keywords are

extremely suggestive of relevance, so a large number of training examples are necessary

to do better than the keywords. In contrast, for broad topics such as C41, GSPO and CCAT,

the keywords have little value, and training data is superior almost immediately.
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(a) L2 Regularization with zero mode

(b) L2 Regularization non-zero mode

Figure 3.3 RCV1-v2 R-Precision heatmaps using L2 regularization with zero and
non-zero mode. RCV1-v2 collection topic R-Precision heatmaps using L2 regularization
with zero and non-zero mode. Topics are sampled from all 82 experimented topics to rep-
resent different patterns.

38



In summary, we provided experimental results that show that the Bayesian priors

encoding the search keywords enhance the classification model significantly when the

training set is pre-selected (Hypothesis 1.1). By varying the size and the base penalty of

the regularization, we demonstrate the robustness of the method. Furthermore, based on

the empirical results, the optimal level of penalty is relatively constant with respect to the

size of the training set despite the disagreement between the theories.

3.6 BAYESIAN PRIORS IN ACTIVE LEARNING

In this section, we provide experimental results for verifying Hypothesis 1.2 – Search key-

words priors improve active learning behavior. This set of experiments is an extension of

the previous section where we actively select the training instances instead of pre-selecting

them. The experimental results provide evidence for how the keyword priors behave in the

iterative setting.

3.6.1 METHODS

DATASETS

For this set of experiments, we also use the RCV1-v2 [70] and Jeb Bush collection [106].

For the experimental purposes, we also select only the categories with more than 10,000

positive documents in RCV1-v2, resulting in 82 categories. We use all 44 topics from TREC

Total Recall track 2015 and 2016 [38, 106]. We prepare the dataset representation similar

to the process we used in the previous section.

The initial set of the documents for the active learning, i.e. the seed set, is sampled

randomly from the collection by obtaining a total ordering of the MD5 hashed id for repli-

cability. We select one positive documents as the seed for the model. This setting replicates

the scenario in HRR tasks such as eDiscovery and investigation where the practitioners
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started with some empirical understanding of the task and actively seeking more informa-

tion and evidence. We also conduct 20 replications of the experiments for each category.

All 20 seed documents are sampled without replacement to avoid correlation of the results.

The batch size of the active learning is exponentially increased for better comparison to

the results in the previous section. The training set started from the seed set, which contains

only one positive documents, and increases to two, four, eight, etc. We experiment up to

seven iterations, which has 128 documents in the training set at the end.

IMPLEMENTATION

For the sake of reproducability, we adapt the opensourced active learning experimental

framework libact [141]3 for our experiments. The framework implement popular active

learning sampling strategies such as uncertainty sampling [69], query-by-committee [114],

QUIRE [51], etc. For the simplicity of the experiment, we mainly experiment with uncer-

tainty sampling to verify the effect of the search keyword priors.

For faster implementation of Logistic Regression with non-zero priors, we adapt

the fast implementation – Bayesian Binary Regression (BBR) [32]. BBR is, to our best

knowledge, the only implementation that supports both non-zero priors and non-uniform

regularization penalty with Logistic Regression efficiently. Unlike optimization package

nowadays using stochastic gradient descent (SGD), BBR implements cyclic coordinate

descent (CCD) which iterates through features when optimizing instead of examples in

SGD. Detail software information could be found online4.
3https://github.com/ntucllab/libact
4http://www.bayesianregression.com/bbr.html
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3.6.2 RESULTS AND DISCUSSION

We use R-precision to evaluate the effectiveness of the underlying classifier and for better

comparison to the results in the previous section. However, instead of obtaining a test set,

we evaluate on the entire collection similar to the evaluation done in HRR tasks [38, 106]

for capturing nature of finite population annotation problem [3].

ADVANTAGE OF KEYWORD PRIORS

We first discuss the effect of having keyword prior mode to guide the active learning.

Figure 3.4 and 3.5 present the comparison between with (UPQIM) and without (UPZM)

keyword priors in RCV1-v2 and Jeb Bush collection. We follow the notation convention

we introduced in the previous section.

In both datasets, the keyword priors provide a significant improvement over the entire

active learning run, especially in the early iterations. Compared to the catastrophically dip

at iteration 3 which is well-known for uncertainty sampling when using the plain L2 regu-

larization (UPZM) [41, Section 4], UPQIM alleviate the dip with a much better effective-

ness. The behavior of the active learning trajectory with the keywords is much more stable

comparing to ordinary L2.

The selection of the base penalty remains similar. In the early iterations, the base penalty

has nearly no effect on the effectiveness in both UPZM and UPQIM. When having larger

training sets, the reasonable amount of penalty for UPZM is also suitable for UPQIM,

which provides a better performance with similar hyperparameter. Therefore, applying the

keyword priors does not introduce a new axis for hyperparameters tuning and the same

base penalty can be applied to UPQIM without modification.
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(a) UPZM on RCV1-v2

(b) UPQIM on RCV1-v2

Figure 3.4 RCV1-v2 R-Precision heatmaps using L2 regularization comparing UPZM
and UPQIM. RCV1-v2 collection R-Precision heatmaps using L2 regularization com-
paring UPZM and UPQIM. Each column is an average over 20 active learning runs. Since
the larger training sets are depending on the smaller ones, the heatmaps can not be inter-
preted diagonally.
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(a) UPZM on Jeb Bush

(b) UPQIM on Jeb Bush

Figure 3.5 Jeb Bush R-Precision heatmaps using L2 regularization comparing UPZM
and UPQIM. Jeb Bush collection R-Precision heatmaps using L2 regularization com-
paring UPZM and UPQIM. Setting is identical to Figure 3.4
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INVERSE IDF PENALTIES WITH KEYWORD PRIORS

Another important information that text retrieval models take advantage on is the IDF. In

Figure 3.6 and 3.7 present the experiments applying inverse IDF penalty to RCV1-v2 and

Jeb Bush collection respectively.

Despite that IIP provides only a marginal effectiveness improvement in the long run,

it enhance the model in the early iterations where training data is scarce. This is also the

situation where priors are most likely to provide improvement based on our results in the

supervised learning setting. Also, IIP provides a wider range of good base penalty selection

through out the entire trajectory. In Figure 3.6(a), the selection of good base penalties is

slightly narrower at iteration 3. At the same time, almost all selection of the base penalty

for IIPQIM provide reasonable effectiveness.

Note that the effectiveness is worse in the late iterations when applying IIPQIM on Jeb

Bush collection observed in Figure 3.7. The effectiveness is still improved in the early iter-

ations similar to what we seen in RCV1-v2, the drop only exists after iteration 5. We argue

that the Jeb Bush collection is labeled by a Continuous Active Learning process, which

is essentially an active learning process with relevance feedback at each iteration. Despite

the dataset creators claim to be a complete annotation, the quality is still concerning when

evaluating down to the deep part of the rank list. Therefore, the quality of the evaluation is

less trustworthy comparing to RCV1-v2.

INVERSE IDF PENALTY ALONE

Instead of applying IIP with the keyword priors, it can be used alone with zero mode regu-

larizations. Figure 3.8 and 3.9 demonstrate the comparison between UPZM and IIPZM on

RCV1-v2 and Jeb Bush collection respectively.
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(a) UPQIM on RCV1-v2

(b) IIPQIM on RCV1-v2

Figure 3.6 RCV1-v2 R-Precision heatmaps using L2 regularization comparing
UPQIM and IIPQIM. RCV1-v2 collection R-Precision heatmaps using L2 regulariza-
tion comparing UPQIM and IIPQIM. Setting is identical to Figure 3.4
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(a) UPQIM on Jeb Bush

(b) IIPQIM on Jeb Bush

Figure 3.7 Jeb Bush R-Precision heatmaps using L2 regularization comparing
UPQIM and IIPQIM. Jeb Bush collection R-Precision heatmaps using L2 regulariza-
tion comparing UPQIM and IIPQIM. Setting is identical to Figure 3.4
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IIP here clearly provides a notable improvement without taking advantage on any addi-

tional human knowledge but the collection information. This results is actually expected as

we seen in the case where we put the IDF vector as part of the text representation. In fact,

when using a base penalty of 20, the model effectively act as if the IDF vector is baked in

the feature vector.

However, despite the common practice of multiplying the IDF vector into the text repre-

sentation when preprocessing and vectorizing the collection, there are practical advantages

for treating IDF as the regularization strength. Since the IDF is a form of collection informa-

tion, the IDF would be changing as the new documents added. In many applications, espe-

cially eDiscovery, new documents are added to the collection as the case evolved. Encoding

the IDF into the representation result in re-ingesting the entire collection, which could be

arbitrary expensive. Furthermore, treating IDF vectors as the regularization strength enable

base penalty tuning while changing the feature vectors could be arbitrary expensive as

stated.

Overall, the experimental results presented in this section supports the hypothesis of the

enhancement of active learning behavior by applying text retrieval priors (Hypothesis 1.2).

We showed that by applying the keyword priors and inverse IDF penalty, the effectiveness

of the underlying classification model is improved significantly over the course of active

learning. Furthermore, the well-known dip during active learning when using uncertainty

sampling is alleviated by the additional information we provide to the model by keywords.

The selection of the base penalty also becomes wider compared to ordinary L2.

3.7 CONCLUSION

In this chapter, I hypothesized that the search keywords can be applied to the classification

model via regularization priors and provide improvement to the effectiveness (Hypoth-
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(a) UPZM on RCV1-v2

(b) IIPZM on RCV1-v2

Figure 3.8 RCV1-v2 R-Precision heatmaps using L2 regularization comparing UPZM
and IIPZM. RCV1-v2 collection R-Precision heatmaps using L2 regularization com-
paring UPZM and IIPZM. Setting is identical to Figure 3.4
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(a) UPZM on Jeb Bush

(b) IIPZM on Jeb Bush

Figure 3.9 Jeb Bush R-Precision heatmaps using L2 regularization comparing UPZM
and IIPZM. Jeb Bush collection R-Precision heatmaps using L2 regularization comparing
UPZM and IIPZM. Setting is identical to Figure 3.4
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esis 1). I separately discussed the effect on the supervised learning cases where the training

set is pre-selected (Hypothesis 1.1) and the active learning (Hypothesis 1.2) cases. I

showed by derivation of the theory and empirical experiments that the search keyword

priors enhance the supervised learning significantly in both cases. When applying to the

underlying classifier of an active learning process, the priors not only improve the effec-

tiveness of each iteration but also iteratively improve the quality of sampling the instance.

For HRR tasks, incorporating the search keywords into the supervised learning model

resolves the dichotomy of just using either. The unified model behaves similarly to retrieval

models using the search keywords when the training set is small and even better than ordi-

nary supervised learning models with more training data. As the keyword search is usually

a preliminary step for filtering the collection, the ability to reuse the valuable keywords

created by human experts provides direct improvement to the supervised learning model

without introducing any cost.
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CHAPTER 4

STOPPING DECISIONS FOR TECHNOLOGY-ASSISTED REVIEW

4.1 INTRODUCTION

TAR workflows typically must meet a target for the proportion of relevant documents found

(i.e., recall) while also holding down costs. The choice of stopping point is therefore crit-

ical. Two-phase workflows often condition stopping on a sample-based estimate of recall,

with the cost of random sampling offset by the cost savings from using a cheaper second

phase review team. One-phase reviews, on the other hand, are often used in situations, e.g.,

a single investigator searching for key information, where the cost of labeling a sample

purely to support a stopping rule is untenable. In this chapter, I focus on investigating stop-

ping rules for one-phase workflows.

Since TAR is used when it would be too expensive to review all documents [92], a

stopping rule is necessary to decide when the review ends before exhausting the collection.

However, one wants confidence that a certain proportion of relevant documents have been

found by the stopping point, i.e., that a recall target has been achieved [68]. A stopping

rule can thus fail in one of two ways: failing to hit its recall target or incurring unaccept-

ably high costs in doing so. A typical case for the latter failure is overshooting the recall

This chapter is a near verbatim reproduction of [136, 138] and relies on concepts and techniques
described in [71].
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target (especially for high recall targets, e.g., 0.9 or 0.95) since finding additional relevant

documents becomes increasingly harder as TAR progress [124].

Many stopping rules are designed for a specific recall target, such as the Knee and

Budget method [19], or without the notion of recall target, such as stability testing [38,

106, 109] and fixed reviewing budget [128]. As recall targets are subject to operational

decisions, such decisions usually involve negotiations between stakeholders of the project

or parties of a legal case1 [112]. These rules are not robust to different scenarios, resulting

in very limited applicability.

Despite the inadaptability of the stability tests, the concept of leveraging the supervised

learning model is useful. Both the output and input of the supervised learning model can

be utilized to estimate the recall. The supervised learning model thus performs double duty

in the framework.

From one end, the probability prediction of each document by the supervised learning

model could form a model-based estimation of the recall. I present the heuristic stopping

rule Quant and its conservative variant QuantCI in Section 4.4 and validate the following

hypothesis.

Hypothesis 2.1 Model-based estimation form effective stopping rules for one-phase TAR

workflows without intervening the active learning.

From the other end, applying a probabilistic sampling strategy for selecting the input

can also form an estimator of the recall based on sampling design. I design a sampling

without replacement scheme based on beta distribution to accurately estimate the recall

while maintaining retrieval efficiency. Specifically, I present the β -stop stopping rule that

employs such sampling scheme and validate the following hypothesis in Section 4.5.

1In fact, in civil litigation, the target recall is part of the discovery plan, which is required to be
negotiated between the two parties by Federal Rule of Civil Procedure 26(f)
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Hypothesis 2.2 Sampling without replacement in probabilistic active learning yields accu-

rate recall estimation and forms an effective stopping rule.

I start from reviewing stopping rules proposed in prior work and industries in the next

section.

4.2 TAR STOPPING RULES

TAR stopping rules can be categorized into three groups: sample-based, interventional, and

heuristic. As our focus is on one-phase reviews, we emphasize stopping rules for those.

Sample-based stopping rules are based on drawing a random sample from a collection

of interest, having it reviewed, and using that labeled sample to estimate the recall of the

review process at each potential stopping point. Interventional stopping rules instead take

the approach of modifying the TAR process itself in support of estimating recall. Heuristic

stopping rules are the most generally applicable but lack of guarantees by using only the

data naturally labeled during the workflow.

4.2.1 SAMPLE-BASED STOPPING RULES

Sample-based stopping rules have been proposed for both one-phase [19, 71, 109] and two-

phase [3, 131] reviews. When estimated recall is high enough, the review is stopped or, in

the case of a two-phase review, a cutoff is set on the second phase.

Sample-based stopping rules are the method of choice when a statistical guarantee on

effectiveness is needed, as in some legal contexts. Unfortunately, the size of a sample nec-

essary to estimate recall with a given confidence is inversely proportional to the prevalence

of relevance documents [68]. For example, estimating recall with a margin of error of 0.05

and a confidence level of 95% requires a simple random sample containing roughly 385

relevant documents. If the prevalence of relevant documents was 1%, one could need on
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average a sample size of 38,500 documents. This makes sample-based rules prohibitively

expensive in many settings.

We review several published sampled-based rules.

SEQUENTIAL PET RULES

Ad hoc estimators of recall based on elusion (percentage of relevant documents in the

unreviewed set) estimates are often used by TAR practitioners [124]. A commonly used

hybrid stopping rule makes use of this. The TAR process first is carried out (by any means)

and a heuristic rule tentatively based on the reviewed documents at each round. At that

point a random sample, referred to in eDiscovery as an elusion sample or null set sample,

is drawn from just the unreviewed documents and labeled.

The sample is used to compute an estimate Ẽ of elusion. Typically either the plug-in

estimate or a 95% upper confidence bound is used. The elusion estimate is multiplied by the

number of unreviewed documents, N−a to produce an estimate, (N−a)Ẽ, of the number

of unreviewed positive documents, where N is the total number of documents and a is

the lowest rank of among the reviewed documents (also equals to the number of reviewed

documents since the ordering of reviews follows the rank). Finally, recall is estimated as

Ra/(Ra +(N−a)Ẽ), where Ra is the number of relevant documents found when stopping

at rank a.

The TAR process is stopped if the recall estimate exceeds a threshold value. Otherwise

the elusion sample is recycled as training data. The TAR process restarts, is continued until

the heuristic stopping rule again is triggered, and a new elusion sample is drawn. This

continues until the estimated recall exceeds the desired threshold. We refer to rules of this

form as sequential point estimate threshold (SPET) rules to emphasize their use of multiple

samples and tests. In our categorization, SPET rules straddle the line between sample-based

and interventional rules, since sample data are recycled for training in some cases.
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The SPET rule conditions stopping on a sequence of tests on independent samples, and

thus incurs sequential bias. As an extreme example, suppose the actual elusion at every

proposed stopping point is 0.5, corresponding to half the unreviewed documents being

positive examples. The true recall at each stopping point will be Ra/(Ra+0.5(N−a)), and

thus stopping will occur only if a is very large.

Now suppose that a tiny elusion sample of size 1 is drawn at each stopping point.

The plug-in estimate of elusion will be either 0 or 1 with 50% probability each. The cor-

responding recall estimate will be either Ra/Ra = 1.0 (always at or above threshold) or

Ra/(Ra +(N− a)) (typically below threshold) again with 50% probability each. We thus

have a 50% chance of stopping regardless of how poor actual recall is. A sample size of 1

is of course absurdly small, but the logic of sequential bias is the same regardless of sample

size or the recall estimator used.

THE COUNTDOWN RULE

Shemilt, et al. discuss systematic review projects in which several stopping criteria were

considered [117]. One is based on what they call the BIR (Baseline Inclusion Rate): simply

the plug-in estimate p̂= r/n of the proportion of relevant documents in the collection. They

convert this to an estimate (Nr)/n of the number of relevant documents in the collection.

They propose stopping the TAR process when the number of relevant documents found

equals this value, or the budgeted time runs out. This is equivalent to using (Ran)/(Nr) as

an estimator for recall, and stopping when estimated recall hits a recall target t, which for

Shemilt was 1.0.

This stopping rule is known in eDiscovery as the “countdown method” or “indirect

method”.2 The method is seriously flawed. First, the countdown estimator can produce

2https://www.courtlistener.com/docket/4259682/304/kleen-products-llc-v-in

ternational-paper/
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recall estimates greater than 1.0. Second, in those cases where the point estimate of the

number of relevant in the population is an overestimate, the TAR process may reach the

end of the collection without stopping. Finally, the countdown method does not take into

account sampling variation, and so provides no statistical characterization of the actual

recall achieved.

THE TARGET RULE

The Target rule [19] uses a simple random sample of 10 positive examples (the target set)

and stops when the one-phase TAR process has found all of them. Cormack and Grossman

analyze the Target rule and conclude it achieves a recall of 0.70 with 95% confidence.

Their analysis uses the binomial approximation in an unnecessarily conservative way, by

treating 0.3R/R = 0.3 as small. However, a target set of 9 positive documents would actu-

ally achieve their recall goal of 0.70 with 95% confidence, while their suggested target set

of 10 positive documents achieves a recall goal slightly over 0.74 [71]. A sample of 14

positive documents is necessary to achieve a recall of 0.80 with 95% confidence [71].

In contrast to the rules above, the Target rule satisfies (actually exceeds) its claimed

statistical guarantee, though it does not allow any flexibility in recall goal or confidence

level. In fact, using the minimum possible sample size for a recall goal will usually increase

total review cost. Further, requiring that every positive sample documents be found means

even a single coding error can have large consequences [71].

4.2.2 HEURISTIC STOPPING RULES

Many heuristic rules measure the stability of the model or the progress for determining

when to stop, which ignores recall target. We distinguish between target-aware heuristic

rules which modify their behavior based on a desired recall target, and target-agnostic

heuristic rules that attempt to optimize some general condition on the quality of the review.
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FIXED ITERATIONS METHOD

Both one-phase and two-phase TAR processes are sometimes stopped simply after a

predetermined number of training iterations as a “simple, operational stopping criteria”

described by Wallace et al. [128]. Other works also referred this rule as a pragmatic stop-

ping rule [13]. This has the advantage of making review cost known in advance (assuming

uniform document review costs), but provides no ability to adapt to the category prevalence,

difficulty, or recall target.

THE “2399” METHOD

Some early work in document review for eDiscovery used stopping rules based on a

sample-based estimate of elusion (the proportion of relevant documents in the unreviewed

population) [108]. A sample of 2399 documents is sufficient to estimate elusion with 95%

confidence and a 2% margin of error. This led to an odd fixation on the number 2399 in

eDiscovery.

One result was the the “2399” heuristic method [18, 20]. It stops a one-phase TAR

review after 2399+ xR documents have been reviewed, where R is the number of positive

documents the review has found, and x is a tuned hyperparameter. Our experiments use

x = 1.2 as proposed by the rule’s inventors [18, 20].

BATCH POSITIVES METHOD

A more adaptive approach to one-phase TAR reviews is to stop iterations when one or

more recent training batches contain only a few positive documents, i.e., low precision.

This can be given an economic rationale. If the fraction of relevant documents in a batch is

x, then the number of documents that must be examined to find a single relevant document

is roughly 1/x. This is a measure of the marginal cost to find the next relevant document.
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Such marginal utility arguments can be linked to the legal concept of proportionality in

the discovery process [46]. Further, under the assumption that batch precision declines in

a roughly monotonic fashion after some point in training, once the marginal cost exceeds a

threshold, it never declines, so stopping is appropriate.

PROBABILITY CUTOFF METHOD

Closely related to the batch precision rule are rules that stop review when all unreviewed

documents have a score below some cutoff. In particular, assume that the scores are in fact

well-calibrated predicted probabilities. Then the reciprocal 1/p of a probability score p

is the number of documents that must be examined at that point to find a single relevant

document. As with batch precision, this is a measure of the marginal cost of finding the next

relevant document. However, also as with batch precision, there is no particular connection

with recall goals.

KNEE METHOD

A refinement of the Batch Positive method is the Knee Method [19]. This is based on the

gain curve [106] for a one-phase TAR process. A gain curve plots how the number of

positive documents found increases as more documents are reviewed, typically on a per-

batch basis.

At each potential stopping point s, the knee method computes the ratio of slopes in a

two-segment approximation to the gain curve [124]:

ρ(s) = max
i∈[1,s−1]

Slope((0,0),(i,Ri))

Slope((i,Ri),(s,Rs +1)

= max
i∈[1,s−1]

Ri

i
s− i

Rs−Ri +1
(4.1)
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Here Rk is the number of relevant documents found at rank k. The value of i is chosen

such that (i,Ri) is a “knee”, i.e., has maximum perpendicular distance from the line segment

between (0,0) and (s,Rs).

The Knee Method stops at the first s such that

• ρ(s)≥ 156−min(Rs,150), and

• s≥ 1000

The Knee Method is targeted at a recall goal of 0.7, and Cormack and Grossman [19]

do not discuss how it might be adapted to other recall targets.

Cormack and Grossman [16] specify that values of s for the Knee Method should be

based on the batch schedule used by their BMI (Baseline Model Implementation) system3.

That schedule uses a single relevant seed document (batch size B = 1) on iteration 14. Then

the batch size Bk for round k is Bk−1 + dBk−1/10e, i.e., batches grow exponentially in size.

We can easily adapt the Knee Method, however, to fixed size batches. Since the method

is intended to be conservative, our goal is to never stop sooner than the Knee Method would,

but also to bound the extra cost we incur by using fixed size batches. We assume, as in the

BMI schedule, that the first round is a seed set consisting of a single document, but then

follow that with fixed size batches.

We assume batches of size 200 as an example. Table 4.1 shows the BMI batch schedule

in the vicinity of the earliest potential stopping point: s = 1000. For batch size 200, the

first fixed training set size over 1000 is 1001. Since that is smaller than the first Knee

Method batch, we conservatively wait until training set size 1201 for the first check on the

modified schedule. We then check at training set sizes 1401, 1601, ... 2601, each of which

3https://plg.uwaterloo.ca/~gvcormac/trecvm/
4For supervised learning, 100 random documents artificially labeled as negative examples are

used on round 1 only, but these are not considered to be part of the batch size.

59

https://plg.uwaterloo.ca/~gvcormac/trecvm/


Table 4.1 Transformed rounds for knee tests from exponential scheduling in BMI to
fixed batch size of 200.

BMI Schedule Batch Size 200 Schedule

Batch Training Knee Training Knee
Round Size Set Size Test? Round Set Size Test?

5 801 No
33 104 991 No 6 1001 No
34 115 1106 Yes 7 1201 Yes
35 127 1233 Yes
36 140 1373 Yes 8 1401 Yes
37 154 1527 Yes 9 1601 Yes
38 170 1697 Yes 10 1801 Yes
39 187 1884 Yes 11 2001 Yes
40 206 2090 Yes 12 2201 Yes
41 227 2317 Yes 13 2401 Yes
42 250 2567 Yes 14 2601 Yes

15 2801 No
43 275 2842 Yes 16 3001 Yes

is subsequent to at least one check that the BMI-based knee method would do. We do not

check at 2801, because it would not be conservative to give an additional chance to stop

then. We do check at training set size 3001 (greater than 2842), and subsequently at the

first training set size larger than each training set size for the BMI-based schedule.

BUDGET METHOD

Cormack and Grossman [19] also proposed the Target Method, which draws a random

sample of documents until 10 positive documents are found, hiding those documents from

the TAR process. It then stops a one-phase TAR review after the 10 positive documents are
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rediscovered [19, 71]. As a sample-based method, it is out of the scope of this paper, but

Cormack and Grossman [19] have proposed a heuristic alternative to it: the Budget Method.

The Budget Method is based on three observations:

• For any amount of effort, a TAR process should find more positive documents than

would random sampling.

• The target method on average will draw a target set of roughly 10C/R documents,

where C is the collection size and R is the number of relevant documents in the

collection.

• At any moment in time, the number of relevant documents Rs is a lower bound on R,

and thus C/Rs is an upper bound on the expected size of the size of the sample the

target method would draw.

The Budget Method stops review at the first end-of-batch training set size s if

• s≥ 0.75C, or

• both ρ(s)≥ 6 and s≥ 10C/Rs are true

The first test is based on the assumption that reviewing a 75% random sample of the

collection would likely achieve a recall of at least 0.7, and reviewing 75% found by a

TAR process should do even better. The second way of stopping is based on two criteria: a

simplified version of the knee test that is assumed to be safe when R is large, and a test that

keeps the knee test from taking effect until Rs is somewhat large. Again, it is not clear how

to adapt this method to recall goals differing 0.7.

CMH HEURISTIC METHOD

Recently, Callaghan and Müller-Hansen [13] proposed an interventional method (discuss

in the next section) that stops the TAR process based on a heuristic method, and then
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incrementally samples random documents to both fulfill the recall target and statistically

verify the fulfillment. We discuss their heuristic approach here (CMH heuristic method).

At each round of active learning with end-of-batch training set size s, the CMH heuristic

method splits the successive rounds into two parts by a pivot round j, hypothetically

assumes the second part was sampled randomly, and calculates the probability of the cur-

rent recall being larger than or equal to the target recall p j. Specifically, let s j being the

end-of-batch training set size of any successive round j and τtarget being the recall target,

p j = P
(

X ≤ Rs−Rs j

)
where X ∼ Hypergeometric(C−Rs j ,Ktar,s− j)

Ktarget =

⌊
Rs

τtarget
−Rs j +1

⌋

The TAR process is stopped if min(p j) < 1−α for some confidence level α . In our

experiment, we follow the original proposal of the method and set α to 0.95.

4.2.3 INTERVENTIONAL STOPPING RULES

Interventional rules modify the active learning algorithm to incorporate probabilistic sam-

pling [20, 72]. This lets the selected data do triple duty: training the selection model, esti-

mating recall, and accomplishing review. Another approach is to terminate conventional

active learning at some point and switch to purely random review [13], allowing recall to

be estimated. While powerful, these methods are not a free lunch: they reduce the effective-

ness of active learning in exchange for supporting estimation. They also cannot be used,

for instance, by review managers who are limited to the active learning methods provided

by a particular piece of commercial review software.
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SCAL

Cormack and Grossman [20] propose a stopping rule that is designed for a specific kind

of two-phase workflow. A training pool of size N is first to draw from the entire collection

in their approach. The active learning only runs on the training pool, which is different

from typical two-phase TAR workflows. The estimated number of relevant documents R̂ is

initialized to 0.

In each round, top-B unreviewed documents are selected as the reviewing candidates.

The candidate size B is increased by dB/10e at each round starting from 1. b documents are

randomly selected for the actual review from the B candidates, where b is the pre-defined

batch size (if the there is B < b or R̂ ≤ 1, all candidates are reviewed, i.e., b = B). After

reviewing, R̂ is incremented by rB/b where r is the number of relevant documents found in

the reviewed batch and the underlying classifier is retrained5.

After exhausting the pool, the final classifier is deployed to the rest of the collection.

Documents with a score above a heuristic threshold are reviewed. The prevalence of the

collection is estimated as 1.05R̂/N. The authors do not justify the parameter 1.05 but cite a

private empirical study for setting this value.

Besides the unconventional workflow that greatly limits its applicability to real TAR

projects, the authors provide minimal justification for the sampling process. As this rule

operates with a very different workflow, we exclude it from the comparison in the later

sections for fairness.
5The actual training involves a blind random sampling of 100 documents from the pool and

assuming them to be non-relevant. However, this is part of their active learning design instead of the
stopping rule. For the sake of the discussion of stopping rules, we omit this procedure.
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THE CMH RULE

Callaghan and Müller-Hansen [13] discuss several hybrid stopping rules (CMH rule), one

of which incorporates a novel sample-based stopping criterion. Like SPET rules, the rule

straddles the line between interventional and sample-based rules. Also like SPET rules, the

rule conducts a series of statistical tests with no adjustment for multiple tests. This would

normally lead to sequential biases, but the tests have an unusual dependence structure.

While Callaghan and Müller-Hansen provide no proof that their rule is valid, they find

empirically that it actually exceeds its targeted recall and confidence level, suggesting that

further analysis is of interest.

As with the SPET rules, the assumption is that a heuristic rule is used to choose a

stopping point, after which random sampling begins. Unlike the SPET rules, the switch to

random sampling is permanent. The rule thus falls outside the scope of this thesis, since it

can incur unbounded random sampling.

A simple random sample from unreviewed documents is drawn sequentially and

without replacement, acting both as a continuation of the TAR process and as a random

sample. After each document is drawn, a frequentist hypothesis test is conducted to deter-

mine whether the desired recall level has been met. The random review stops when the test

succeeds.

The authors describe the method as conducting a series of hypothesis tests on a series

of random samples, and do not discuss sequential bias. This might seem to immediately

invalidate the rule, but the situation is murkier than that. Their samples are cumulative, and

the tests are tied to a hypergeometric distribution bound on the total number of relevant

documents. Further, the authors find empirically that the rule meets or exceeds its asserted

recall target and confidence level.
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We suspect (but have not yet been able to prove) that the rule is valid, and implicitly

computes a 95% t-coverage tolerance interval on the total ranking of the relevant docu-

ments, where t is the recall goal [39, 42]. A tolerance interval is a form of interval estimate

meant to capture a certain fraction of the sample population. In the TAR context, this would

be a fraction of the collection ranking of positive documents, and imply a recall of at least

t.

The hypothesis tested is that recall is lower than the specified value t. The test is based

on the following quantities:

• N− s : the number of unreviewed documents when the heuristic rule stops

• RTAR
a = b(Ra/t −Rs + 1c, where Rs is the number of relevant documents that had

been found at the heuristic stopping point s. This is the minimum number of relevant

documents remaining at the start of random sampling for it to be possible that the

recall goal has not yet been achieved.

• a− s : the number of documents sampled since random sampling started

• Ra−Rs : the number of relevant documents seen since random sampling started

The authors note that the probability that Ra−Rs or fewer relevant documents have been

observed by top-a documents, under the null hypothesis that recall is below t, is P(X ≤

Ra−Rs) where X Hypergeometric(N− s,RTAR
a ,a− s). In words, this is the probability of

finding Ra−Rs or fewer relevant documents in a set of a− s draws without replacement

from a population of N− s documents that contains RTAR
a relevant documents. They stop

when this probability is less than α (misstated as 1−α in the paper).
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AUTOSTOP

AutoStop [72] is a probabilistic active learning strategy that estimates the total number of

relevant documents based on the probability of each document being selected to review.

Probabilistic active learning approaches are also used in Active Search [52, 53] for finding

the last several relevant documents in a collection. With such randomness involved,

AutoStop applies the Horvitz-Thompson estimator [49, 122] for this sub-population esti-

mation (relevant documents are a sub-population in the collection). It is considered the

state-of-the-art approach for stopping an one-phase TAR workflow against an arbitrary

user-specified recall target.

However, AutoStop adopts a sampling with replacement scheme at each round for

selecting documents for review. While convenient for statistical derivation, the sampling

documents could have already been reviewed in the previous rounds or duplicated within

the batch. This results in batches consisting of fewer documents requiring human review

than specified. In practice, when a team of reviewers is employed, there is a separate cost

for merely keeping them around. Underutilization of the review capacity introduces an

additional cost to the process.

Moreover, sampling with replacement implies indefinite running time. For sampling

without replacement, i.e., never sampled documents that have already been picked, the run-

ning time is bounded by reviewing the entire collection as the worst case. However, when

the majority of the sampling probability mass is allocated to the reviewed documents, which

usually occurs toward the end of the run, the chance of sampling unreviewed documents

dramatically decreases. In that case, each batch only contains several or even no documents

for human review. This property by design could introduce an arbitrary number of rounds

and, thus, arbitrary large cost, losing its applicability in real TAR projects. In Section 4.5,

we directly address this issue and design a sampling without replacement scheme for TAR.
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4.3 ESTIMATING THE RECALL

Recall, T P/(T P+FN), is the most common measure on which the TAR processes are

evaluated [68] and will be the focus of this paper. Other measures of interest in TAR are

precision = T P/(T P+FP) and elusion = FN/(FN +T N). Elusion (which one desires to

be low) can be thought of as precision in the unreviewed documents and has mostly seen

use in the law [108].

Effectiveness must be estimated. Estimates are produced by estimators, i.e., functions

that define a random variable in terms of a random sample from a population [65]. An esti-

mate is the value taken on by that random variable for a particular random sample. A point

estimate is an estimate which is a scalar value. A common point estimator is the plug-in

estimator, which replaces population values by the random variables for the corresponding

sample values [30]. The plug-in estimator for recall, based on a simple random sample

annotated for both category and detection status, is X/Y where X is a random variable for

the number of positive detected examples in the sample, and Y is a random variable for

the total number of positive examples in that sample. In other words, recall on the labeled

random sample is used as the point estimate of recall in the population.

In an active learning setting, the cumulated recall can be defined as rt/R where rt is the

number of relevant documents found up to round t, and R is the total number of relevant

documents. However, since R cannot be learned without reviewing the entire collection, it

requires an estimation (possibly a statistical one). Despite being a deterministic quantity, its

estimation R̂ is very likely to be a random variable if the estimation involves randomness.

The quantity rt is almost always a random variable since it depends on the prioritization by

the supervised learning model. This makes the plug-in estimator rt/R̂ being a ratio of two

random variables, creating issues in estimating the variance of such estimators. However,

the randomness of rt is often omitted for the convenience of estimating the variance. Li and
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Kanoulas [72] shows that deriving the variance merely based on the estimated R still yields

an effective estimation and, thereby, stopping rule.

The estimation of R remains to be the major challenge. In the following sections,

we present two avenues of estimating recall along with their variance. In Section 4.4,

we present the adoption of model-based estimation from survey research [110] (Hypoth-

esis 2.1), which provides a foundation for more flexible and rigorous stopping rules in TAR.

In Section 4.5, we present a design-based estimation with a sampling without replacement

approach (Hypothesis 2.2) to leverage the Horvitz-Thompson estimator for estimating sub-

population quantities [49].

4.4 MODEL-BASED ESTIMATION

The heuristic stopping rules mentioned in Section 4.2 except the CMH heuristic method

either ignore the review’s recall target, or are designed for a particular target (e.g. 0.7 for

the knee rule). A practical heuristic stopping rule should allow an arbitrary recall target to

be chosen and respond accordingly.

Stopping based on an estimate of recall is a natural approach. Labeling a random sample

purely to estimate recall is often viewed as too expensive. However, if recall could be

estimated, even roughly, from the training data already chosen by relevance feedback, this

would provide a broadly applicable rule. I hypothesize that a heuristic stopping rule based

on model-based estimation of the recall is effective 2.1.

4.4.1 POINT ESTIMATION

Using randomness properties of a sample to justify extrapolation to a population (design-

based estimation) [110] is not the only approach to estimation. An alternative, widely used

in survey research, is model-based estimation [110]. In this approach, (1) the sampled items
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are used to fit a predictive model in a supervised fashion, (2) that model is applied to unsam-

pled items to predict a value for each, and (3) the predicted values for unsampled items are

used in producing the population estimate. In information retrieval, similar approaches have

been explored for text quantification tasks [31, 66, 120].

In our context, we already have an appropriate predictive model: the logistic regression

model trained on relevance feedback samples to prioritize documents for review. It outputs,

for any document i, a predicted probability of relevance pi, i.e. an estimate of a 0/1 rele-

vance label. If R and U are the set of reviewed and unreviewed documents respectively,

then

R̂r = ∑
i∈R

pi (4.2)

Ûr = ∑
i∈U

pi (4.3)

are, respectively, the model-based estimate of the number of relevant documents in the

reviewed R and unreviewed documents U . Two plausible point estimates of recall are

then:

Rr

Rr +Ûr
=

Rr

Rr +∑i∈U pi
(4.4)

R̂r

R̂r +Ûr
=

∑i∈R pi

∑i∈C pi
(4.5)

Equation 4.5 may seem strange, since we know Rr (the number of reviewed relevant doc-

uments). However, recall is a ratio estimator, and there is an advantage to having any sys-

tematic modeling error affecting Ûr to be present in both numerator and denominator. We

in practice found Equation 4.5 to provide substantially better results, so discuss rules based

only on that.

This estimate is based on strong assumptions that rarely hold exactly. In this case, by

assuming the probabilities from the relevance model are well-calibrated, i.e., that if one
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took a large sample of documents with predicted probability pi, it would contain a fraction

pi of relevant documents [25].

4.4.2 APPROXIMATING VARIANCE

Stopping when a point estimate, even an unbiased one based on a random sample, equalled

the recall goal would miss that goal a substantial fraction of the time. (50% of the time

if sampling errors fell equally on either side of the point estimate.) Stopping rules based

on sample-based estimates address this by instead stopping when the lower bound of a

confidence interval exceeds the recall goal [3, 19, 71]. As larger samples are used, the

confidence interval narrows and stopping occurs sooner.

Producing a confidence interval requires an estimate of the variance of the point esti-

mate. A general method for approximating the variance of a complicated random vari-

able (in our case our recall estimator) is to use a truncated Taylor series. This is variously

referred to as the linearization method, propagation of error method, delta method, and

Taylor series method [125, 130].

The estimate in Equation 4.5 is based on modeling the relevance of a document i as

the outcome of a Bernoulli random variable Di ∼ Bernoulli(pi). Indeed, we can rewrite

our point estimate in Equation 4.5 as an approximation of the expected value of a random

variable:

E
[

DR

DC

]
= E

[
∑i∈R Di

∑i∈C Di

]
≈ E [∑i∈R Di]

E [∑i∈C Di]
=

∑i∈R pi

∑i∈C pi
(4.6)

where DR = ∑i∈R Di, DU = ∑i∈U Di, and DC = DR +DU . (This expression also makes

clear that our point estimate uses the ratio of estimated values of random variables to

approximate the computationally awkward expected value of a ratio of random variables.)
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Approximating DR/(DR +DU ) by a Taylor series truncated to first order gives [94]:

Var
(

DR

DR +DU

)
= E

[
∂ f (DR ,DU )

∂DR

]2

Var(DR)+E
[

∂ f (DR ,DU )

∂DU

]2

Var(DU )

+2E
[

∂ f (DR ,DU )

∂DR

]
E
[

∂ f (DR ,DU )

∂DU

]
Cov(DR ,DU ) (4.7)

where

∂ f (DR ,DU )

∂DR
=

1
DR +DU

− DR

(DR +DU )2 (4.8)

∂ f (DR ,DU )

∂DU
=

−DR

(DR +DU )2 (4.9)

Since the partial derivative of DR (Equation 4.8) is always positive and the partial

derivative of DU (Equation 4.9) is always negative, the coefficient of the covariance

Cov(DR ,DU ) is negative. By omitting the negative terms, an upper bound on the variance

is:

Var
(

DR

DR +DU

)
≤ E

[
1

(DR +DU )2

]
Var(DR)

+E
[

D2
R

(DR +DU )4

](
Var(DR)+Var(DU )

)
The logistic regression model is based on the assumption that the Bernoulli random vari-

ables are independent. Making that assumption here as well, and continuing to approximate

the expected value of a ratio by a ratio of expected values, we can approximate the right

hand side by

Var(DR)

(R̂r +Ûr)2
+

R̂2
r (Var(DR)+Var(DU ))

(R̂r +Ûr)4

where

Var(DS ) =Var

(
∑

i∈S
Di

)
= ∑

i∈S
Var(Di) = ∑

i∈S
pi(1− pi) (4.10)
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for S = R and U .

Finally, by assuming the recall estimator DR/(DR +DU ) is approximately normally

distributed, the 95% confidence interval of the recall is

R̂r

R̂r +Ûr
±2

√
1

(R̂r +Ûr)2
Var(DR)+

R̂2
r

(R̂r +Ûr)4

(
Var(DR)+Var(DU )

)
(4.11)

Given the above, we define two stopping rules based on the above approach of quanti-

fying the number of relevant documents using model-based estimation. The Quant method

stops the TAR process when the point estimate of recall (Equation 4.5) first reaches or

exceeds the recall goal. The QuantCI method stops the TAR process when the lower end of

a 95% (2 standard deviations) confidence interval first reaches or exceeds the recall goal. As

the number of reviewed relevant documents increases, QuantCI approaches the behavior

of Quant.

4.4.3 EXPERIMENTAL SETUP

DATASET

We simulated recall-controlled retrieval tasks using RCV1-v2 [70], a widely-used text cat-

egorization collection consisting of 804,414 news articles and 658 categories (including

topics, industries, and geographical regions).

To study tasks with a wide variety of characteristics, we selected the same 5 categories

from each of 9 bins based on three ranges of class prevalence and three ranges of difficulties

from the other TAR studies [137]. Each selected category exhibits different characteristics,

enabling the simulation of a wide variety of tasks. The lowest and highest prevalence bins

were not used due to the wide range of values. Difficulty bins were based on the effective-

ness of a logistic regression model trained on a random 25% of documents and evaluated

by R-precision on the remaining 75%. For efficiency purposes, we downsampled the col-

lection to 20%.
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IMPLEMENTATION

We implemented active learning based on libact [141], an open-source, active-learning

experimental framework. At round 0, one random positive document is used as the seed

document to instantiate the active learning, and 200 documents based on relevance feed-

back [15, 105] are sampled and reviewed at each round after.

Supervised learning used the scikit-learn implementation of Logistic Regression

with an L2 regularization weight of 1.0. All words are used as features and are represented

by BM25-saturated term frequencies [100, 135].

4.4.4 BASELINES

We compare Quant and QuantCI with multiple existing heuristics stopping methods,

which are all target-agnostic except the CMH heuristic method (CMH-heuristic). These

target-agnostic rules include, the Knee and Budget Methods [19], 2399-rule, BatchPos,

MaxProb, and CorrCoef.

The Batch Positive Method (BatchPos) stops when the number of positive documents

in the batch is less than or equal to 20 (i.e., precision is less than or equal 0.1) based on

industrial convention. We tested stopping immediately (patient=1) and waiting for three

additional rounds (patient=4) when the threshold is met.

The Probability Cutoff Method (MaxProb) stops when the maximum probability of the

unreviewed documents is less than or equal to 0.1. This threshold yields a similar cost cri-

terion as the BatchPos in which, in expectation, one positive document costs nine negative

documents to retrieve.

Apart from the heuristic rules discussed in Section 4.2, a score correlation-style

approach that stops based on the correlation coefficients between two consecutive rounds
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(CorrCoef) is also tested. This approach stops when the average correlation coefficient of

the last three rounds is greater than or equal to 0.99.

EVALUATION

For each category, we run 10 active learning runs with different seed documents, with a

total of 450 runs. The trajectories of the runs are fixed since the stopping methods tested do

not intervene with the iterative process.

We evaluate the rules on the recall at stopping and the total cost at stopping for the

given recall target.

To quantitatively evaluate the reliability of each rule under different targets, we report

the mean square error (MSE) of the recall at stopping instead of the reliability measure

(proportion of the runs that fulfilled the recall target at stopping) proposed by Cormack and

Grossman [19]. The reliability measure favors stopping late since longer runs yield higher

recall and, thus, easier to fulfill the target, resulting in massive recall overshooting for low

recall targets. In an extreme case, a null stopping rule that never stops the process would

have perfect but uninformative reliability for all recall targets. By reporting MSE, over and

undershooting the target are both penalized.

We assign an idealized cost penalty for undershoot the target recall [71]. If the process

stops before fulfilling the target, we assign a cost penalty corresponding to the number of

documents one needs to review based on the ordering suggested by the predictive model

at stopping before reaching the target. This penalty is also called the optimal second phase

review [137]. If overshooting the recall, the cost of reviewing the excessive documents is

also charged. For example, for a collection of 10,000 documents with 1,000 relevant docu-

ments and a recall target of 0.5, suppose one has only retrieved 300 relevant documents at

iteration 10 (reviewed a total of 2,001 documents). If the rank list provided by the final pre-

dictive model requires going down to rank 2,300 among the 7,999 unreviewed documents
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to retrieve the additional 200 requested relevant documents, the idealized penalty is 2,300.

And the total cost is therefore 4,301.

In the next section, we normalize the cost of each run by its optimal cost. Since the cost

varies by task characteristics and target, we report the ratio of the cost using a specific stop-

ping rule over the optimal cost to avoid naturally high-cost categories diluting the values.

In Table 4.3, the average of such ratios over 450 runs is reported for each stopping rule.

4.4.5 RESULTS AND ANALYSIS

The Budget Method provides the most stable recall over the 450 runs among the tested

existing target-agnostic heuristic stopping rules. As shown in Figure 4.1, on average, it

stops at 80% recall with the smallest inter-quartile range. The Knee Method provides sim-

ilar recall at stopping but is less stable. Both rules met their designed purpose for high-recall

tasks but generally overshoot for lower recall targets, such as 0.3.

Other methods exhibit large variation across the tasks and runs, making these rules

impractical for any recall target. The BatchPos Method with patient=1 has a inter-quartile

range close to 1.0. Despite being target-agnostic, stopping rules that fail to provide a stable

recall cannot serve as the stopping rule for a specific recall target. Therefore, these rules

are not feasible stopping rules for recall-controlled retrieval tasks. In the rest of the section,

we compare the target-aware methods with the Knee and Budget Methods.

Both Quant and QuantCI demonstrate strong overall reliability on recall. In Table 4.2,

QuantCI has the lowest MSE under the low recall targets (0.1 to 0.5) while the unadjusted

version (Quant) remains strongly comparable. QuantCI is also very competitive in high

recall targets (e.g., 0.7 and 0.9), where the Knee and Budget Methods are designed for.

CMH-heuristic has an extremely small loss under 0.9 recall target but one of the worst

in the lower recalls, indicating a vast overshooting. In the next section, we focus on the

distribution of recall at stopping points for each target-aware rule.
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Figure 4.1 Recall at stopping of baseline heuristic stopping rules. Recall at stopping of
baseline heuristic stopping rules. 450 runs (10 seeds and 45 categories) are displayed using
boxplot conventions: the box ranges from the 25% (Q1) to 75% (Q3) quartiles of recall with
the 50 runs; the green lines and triangles are the median and mean recall, respectively, and
whiskers extend to the lesser of the most extreme cost observed or to a distance 1.5(Q3 -
Q1) from the edges of the box. Outliers are presented as dots above and below the whiskers.
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The budget method provides the most stable recall over the 450 runs among the

tested existing target-agnostic heuristic stopping rules in high recall targets. As shown in

Table 4.2, it presents the smallest loss on 0.7 and 0.9 recall targets. The knee method has

a slightly larger loss than the budget method. Both rules met their designed purpose for

high-recall tasks but overshot for lower recall targets, such as 0.3, as they are unaware of

the target.

Other methods exhibit large variations across the tasks and runs, making these rules

impractical for any recall target. The BatchPos-20-1 stops extremely early, favoring low

recall targets but still exhibiting a large loss. While BatchPos-20-4 delays the stopping

and reduces the recall loss under higher recall targets, the loss is still large compared to

other approaches. Despite being target-agnostic, stopping rules that fail to provide a stable

recall cannot serve as the stopping rule even for a specific recall target. In the rest of the

section, we compare the target-aware methods with the Knee and Budget Methods.

RECALL AT STOPPING

All four target-aware stopping rules adjust the stopping decision based on the recall target

and exhibit clear decreasing trends in Figure 4.2. Despite the high classification effective-

ness on the easy tasks (the right column of Figure 4.2), it is difficult to estimate the number

of relevant documents in general. All four approaches overshoot all levels of recall targets

in the three easy category bins.

On the other hand, CMH-heuristic, on average, overshoots the target in all nine bins,

similar to what we observed in Table 4.2. Despite the awareness the target, assuming parts

of the active learning queried documents are random creates the dependency to the task’s

characteristics. For hard categories that active learning often experiences difficulties to find

relevant documents from some iterations, those reviewing batches are similar to random,
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Figure 4.2 Recall at stopping of target-aware stopping rules. Recall at stopping of
recall target-aware stopping rules. The numbers associated with the labels on the x-axis are
the target recall. 50 runs (10 seeds and 5 categories) of each category bin are displayed using
boxplot conventions: the box ranges from the 25% (Q1) to 75% (Q3) quartiles of recall with
the 50 runs; the green lines and triangles are the median and mean recall, respectively, and
whiskers extend to the lesser of the most extreme cost observed or to a distance 1.5(Q3 -
Q1) from the edges of the box. Outliers are presented as dots above and below the whiskers.

78



Table 4.2 Mean square error (MSE) of recall at stopping against different recall tar-
gets

0.1 0.3 0.5 0.7 0.9 Avg.

Knee 0.522 0.279 0.115 0.032 0.029 0.195
Budget 0.546 0.294 0.123 0.031 0.019 0.203
2399-Rule 0.493 0.272 0.131 0.070 0.089 0.211
CorrCoef 0.445 0.241 0.117 0.072 0.108 0.197
MaxProb-0.1 0.447 0.253 0.140 0.106 0.153 0.220
BatchPos-20-1 0.294 0.199 0.185 0.250 0.396 0.265
BatchPos-20-4 0.446 0.258 0.150 0.122 0.173 0.230

CMH-heuristics 0.498 0.362 0.196 0.063 0.008 0.225
Quant 0.236 0.164 0.102 0.072 0.050 0.124
QuantCI 0.236 0.163 0.092 0.046 0.021 0.112

Mean square error (MSE) of recall at stopping against different recall targets. The last
column reports the mean of all targets of each rule.

resulting in better-tracked stopping recall. The assumption rarely holds from the actual

scenarios in other bins, producing larger overshooting in results.

Quant tracks the target recall closer than CMH-heuristic. Since Quant estimates the

number of unreviewed relevant document by the sum of the predicted probabilities, the

estimation is usually too big for easy categories (a lot of documents seem positive) but

too small for hard categories (most documents seem negative), resulting in overshooting

and undershooting the recall, respectively. The medium categories (the middle column in

Figure 4.2) strike a balance between the two and, therefore, allow the Quant to more accu-

rately track the recall.

Finally, QuantCI further improves the confidence of stopping and alleviates under-

shooting the target. For rare categories (the first row in Figure 4.2), recall at stopping for the
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Table 4.3 Average ratio over the cost of stopping each category against the optimal
cost for each recall target.

Target = 0.1 Target = 0.3 Target = 0.5 Target = 0.7 Target = 0.9

Knee 21.52 ( 62.78) 5.96 (10.07) 3.43 ( 5.40) 2.42 ( 3.13) †2.36 ( 1.70)
Budget 56.45 (180.25) 13.62 (43.61) 5.43 ( 7.93) 4.02 ( 6.70) 3.35 ( 4.16)
2399-Rule 22.52 ( 41.64) 7.16 ( 9.56) 4.35 ( 3.99) 3.76 ( 4.30) 3.42 ( 4.36)
CorrCoef 16.64 ( 30.13) 5.80 ( 7.06) 3.94 ( 4.87) 3.48 ( 6.06) 3.64 ( 5.51)
MaxProb-0.1 11.29 ( 12.93) 5.42 ( 4.12) 4.93 ( 6.27) 4.75 ( 7.61) 3.56 ( 5.65)
BatchPos-20-1 12.44 ( 11.90) 12.41 (13.94) 13.90 (16.51) 13.72 (18.48) 10.34 (20.34)
BatchPos-20-4 12.89 ( 17.27) 5.84 ( 4.39) 5.36 ( 6.04) 5.19 ( 7.40) 3.57 ( 4.62)

CMH-heuristics 27.37 ( 59.29) 18.18 (30.47) 16.18 (14.67) 12.28 (13.21) 17.33 (25.30)
Quant 6.12 ( 9.45) 3.47 ( 3.60) 3.07 ( 3.71) 2.94 ( 3.53) ∗2.81 ( 1.81)
QuantCI †6.01 ( 9.79) †∗3.01 ( 3.15) †∗2.45 ( 2.41) ∗2.38 ( 1.95) 3.35 ( 3.57)

Average ratio over the cost of stopping each category against the optimal cost for each
recall target. Values in parentheses are the standard deviations. † and ∗ indicate the sta-
tistical difference with 95% confidence of QuantCI against the Knee Method and Quant,
respectively. The significant test is conducted by paired t-test with Bonferroni correction.

high recall targets increases while remaining similar recall for the lower recall targets. This

phenomenon indicates that the standard deviation adjustment does not uniformly delay the

stopping like the patient parameter for BatchPos but delays according to the quality of the

estimation.

Despite the similarity between Quant and QuantCI in the recall at stopping, the costs

induced by each approach significantly differ. In the next section, we discuss the total cost

of applying each stopping rule.

4.4.6 TOTAL COST AT STOPPING

Among the target-agnostic rules we tested, the Knee Method provides the lowest cost as

shown in Table 4.3. The Budget Method, despite stops with stabler recall, costs signifi-

cantly higher than the Knee Method under all tested recall targets (95% confidence with
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Bonferroni correction of 5 tests on paired t-test). Even with 0.7 as the recall target, where

the rules are designed for, the Budget Method (in contrast to the implication from the name)

costs 4.02 times more than the optimal cost compared to 2.42 times by the Knee Method.

For lower recall targets, such as 0.1, target-agnostic rules all induce large cost over-

heads. Since these heuristics rules all rely on certain notions of stability testing, the models

are usually still unstable when the low recall targets are reached, resulting in vast over-

shooting and excessive reviewing cost.

Simple rules such as MaxProb, BatchPos, and 2399-Rule, while exposing higher cost

in high recall targets, yield cost lower than the Knee Method. Since the stability tests of

these simple approaches are weaker, they tend to stop the process earlier than the more

sophisticated ones, such as Knee and Budget Methods.

The awareness of the target does not guarantee lower cost. CMH-heuristic creates

higher cost than BatchPos-20-4 (95% confidence with Bonferroni corrections of 5 tests on

paired t-test). Regardless of the decreasing trend, CMH-heuristics still vastly overshoots

the target. The average recall at stopping CMH-heuristic rule is 0.76 with a 0.1 recall

target, which is even higher than 0.67 using BatchPos-20-4 for all targets.

On the other hand, both our proposed methods, Quant and QuantCI, tightly track the

target to provide a total cost that is closer to optimal.

For low (e.g., 0.1) to medium (e.g., 0.5) recall targets, QuantCI yields significantly

lower cost than any other tested rule except Quant with 0.1 recall target (95% confidence

with Bonferroni corrections of 27 tests on paired t-test). In Figure 4.2, the trend of recalls

at stopping using Quant is slightly concave or convex in some category bins, such as Rare-

Hard and Medium-Medium. Since the Quant method estimates the total number of relevant

documents based on the probabilities produced by the classifiers, the quality of such esti-

mations depends on the task’s difficulty. Therefore, standard deviation adjustment provides

additional protection to the stopping rule against the instability that often appears during
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early iterations of active learning. The resulting recall at stopping approaches linear in

Figure 4.2. The cost also reduces significantly.

However, for 0.1 recall target, the optimal stopping point (iteration just achieved the

target) often appears when the predicted probabilities are not yet stabilized. For QauntCI,

it conservatively waits until the predictions are sufficiently confident (when the lower bound

of confidence intervals are larger than the target), usually implying overshooting the target.

Therefore, despite that the average cost ratio of QuantCI is lower than Quant under 0.1

recall target, the variance of QuantCI is larger, and the difference is not significant.

For higher recall targets (e.g., 0.7 and 0.9), our proposed approaches perform similarly

with the Knee Method, the best existing heuristic rule for such targets. Note that the Knee

Method was designed for a 0.7 recall target. Our proposed Quant and QuantCI produce

very similar cost even in this crowded battlefield.

When targeting 0.9 recall, the Knee Method offers a slightly lower cost ratio than Quant

and QuantCI. Again, since the Quant method relies on the underlying classifier to estimate

the total number of relevant documents, identifying the last several relevant documents is

challenging both ranking-wise (for prioritizing the reviewing) and probabilistic-wise (for

estimating its existence). When the last several needles are still in the haystack, the number

of relevant documents in the unreviewed set is under-estimated, resulting inflated estimated

recall, and therefore, undershooting the real recall. Furthermore, the variance of such recall

estimation during those unstable stages is undoubtedly high, driving QuantCI to stop the

process later; often, it is too late and overshoots the recall. This results in cost overheads

(3.35).

Both Quant and QuantCI outperform the widely-compared target-agnostic Knee

Method except when setting an extremely high recall target without any intervention

and additional random samples. The challenging high recall target often requires a high

reviewing cost even with optimal stopping, providing a large incentive for using a sample-

82



based stopping approach. The cost of the random sample can be amortized to the longer

active learning run. Next, we investigate a specific active learning run closely.

A CASE STUDY ON STOPPING AND COST

In Figure 4.3, we demonstrate an active learning run on category I24000 (a Rare-Medium

category with prevalence 0.002133) with seed #7. Each target-agnostic rule stops at the

same iteration across the targets but appears at different locations because of each graph’s

different x-axis range. The optimal stopping point is where the early stopping penalty first

becomes zero.

Additional to the heuristic rules, we tested a sample-based rule that stops when the

recall estimated by the sample reaches the target, which is similar to the Target Rule pro-

posed by Cormack and Grossman [19]. We evaluated both samples with 20 and 50 rele-

vant documents. By sampling uniformly at random until enough relevant documents are

selected, the expected sample sizes (including the non-relevant ones) are 9,378 and 23,445,

respectively. We conducted 100 trials for each sampling size and reported the median stop-

ping iterations.

Despite the same increasing rate of the reviewing cost (blue blocks in Figure 4.3), stop-

ping late for low recall targets with low optimal cost yields a higher relative cost overhead.

This observation also implies that it is cheaper to stop later for a high recall target than

a low one. The same observation can be made on the left side of the optimal stopping

point but with a convex relationship instead of linear due to the nonlinearity of the learning

curves. If stopping vastly prematurely, e.g., BatchPos-20-1, the cost overhead is exces-

sive because of the under-trained model. For the 0.9 recall target, the improvement of the

model plateaued (the decrements of the orange block), so stopping between iteration 25 to

70 yields a very similar total cost.
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Figure 4.3 Cost and stopping round of each rule on category I24000 with seed #7.
Cost and stopping round of each rule on category I24000 with seed #7. The height of the
blue and orange blocks indicate the cost and penalty if stopping at the corresponding round.
Vertical dashed lines indicate the stopping round of the rules labeled at the right of the
line. CMH-heuristic stops beyond the range presented for all recall targets. Triangles and
squares represent the cost at stopping of random sample with 20 and 50 positive documents,
respectively.
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Compared to the heuristic approaches, estimating the progress based on a random

sample is much more accurate than heuristics. In each tested recall target except 0.9, the

sampling approach either stops at the optima or off by one iteration. However, this accuracy

comes with a price on the sample, which in total cost usually exceeds heuristic approaches.

For the challenging 0.9 recall target, the sampling approaches are still much more accu-

rate than the heuristics but are off by more iterations. In this case, the cost of using such

sampling methods is similar or lower than the heuristic ones, providing the incentive of

reviewing the large random sample a priori.

However, routinely testing the same goal under the same random sample yields sequen-

tial biases [130]. The simple approach we tested here is no exception. While not proposing

this simple rule for a high recall target, this observation motivates the usage of sample-

based stopping rules. A valid approach that avoids sequential biases is still an active

research topic.

4.4.7 SUMMARY

In this section, I proposed a target-aware heuristic stopping rule Quant that estimates the

total number of relevant documents and the recall progress by a model-based estimation

for one-phase technology-assisted review. I provided the standard deviation of our recall

estimator and further improved the stopping rule based on the stability of the estimation.

The Quant Method with standard deviation adjustment QunatCI has the lowest MSE on

recall at stopping among the tested rules. It also yields the lowest total cost when targeting

low recall and competitive with the popular Knee method for high recall targets. Therefore,

I confirm Hypothesis 2.1.
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4.5 LEVERAGING PROBABILISTIC SAMPLING

In this section, I address Hypothesis 2.2 by proposing a design-based estimation using

a sampling without replacement scheme that respects the actual batch size specified by

the practitioner. Our approach overcomes the issue of indefinite, and possibly prohibitive,

running time present in the prior state-of-the-art method.

4.5.1 PROBABILISITIC SAMPLING STRATEGY WITHOUT REPLACMENT FOR TAR

The detailed algorithm of our proposing approach are presented in Algorithm 1.

Let C be the collection of documents of size N with R relevant documents and yi =

{0,1} be the binary label of document di where R = ∑
N
i yi. An initial supervised learning

model is trained on a pseudo document dpseudo derived from a description of the topic of

interest with a label 1.

At the beginning of round t, let Lt−1 be the set of reviewed documents from round

0 to t − 1, a batch of b documents Qt is selected based on the rank list produced by the

supervised learning model trained on Lt−1. These documents are then reviewed and added

to Lt along with Lt−1. The iterative process proceeds until the stopping rule suggest deter-

mination.

PROGRESS ESTIMATION USING SAMPLING WITHOUT REPLACEMENT

Prior studies proposed using a sampling with replacement scheme that produces batches

with reviewed and duplicate documents [72], which only contains at most b unreviewed,

unique documents. This shortage of reviewing documents fails to meet the practitioner’s

specification and underutilizes the employed review team.

To ensure full utilization of the review force at each round, each batch Qt should con-

tain exactly b unreviewed documents, which requires Qt ∩Lt−1 = ∅ and |Qt | = b. This
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Algorithm 1: Probabilistic sampling without replacement for TAR
Input: Document collection C , pseudo document dpseudo, batch size b, sampling

distribution P over ranking , and target recall τtarget .
Output: Set of reviewed documents Lt and estimated recall τstopping

1 t = 0,U = C ,L0 = {dpseudo}, stop = False ;
2 while not stop do
3 t += 1;
4 Train a supervised learning model on Lt−1 and rank C ;

5 Obtain sampling probability of each documents p(t)i based on the ranking and
the sampling distribution P;
// Sampling without replacement

6 mt = 0, Qt =∅;
7 for j = 1 . . .b do
8 Draw a random variable mt j ∼ Geometric

(
p(t)U

)
;

9 mt += mt j;

10 Sample a document d j from U with probability p(t)i /p(t)U for all i ∈U ;
11 Add d j to Qt and remove from U

12 end
13 Update inclusion probabilities πi of all documents in C with mt by

Equation 4.12;
14 Review documents in Qt ;
15 Lt := Qt ∪Lt−1

// Testing for stopping

16 Calculate R̂t and v̂ar(R̂t) by Equation 4.14 and 4.15;
17 Let r = |{di | di is relevant,di ∈Lt}|;
18 if r > 0 and r/τtarget ≥ R̂t + v̂ar(R̂t) then
19 stop = True;
20 end
21 end
22 return Lt , τstopping = r/R̂t
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property demands a sampling scheme that does not replace the reviewed documents back

to the candidate pool for selection.

At each round t, each document d in C is assigned with a sampling probability p(t)i

based on a sampling distribution P , which should be monotonically decreasing (ideally

convex) from the top of the rank. The characteristics and selection of P are further dis-

cussed in Section 4.5.2.

Simply removing reviewed documents from the sampling distribution or directly

defining the sampling distribution on unreviewed documents C \Lt−1 has two issues.

First, the actual rank of the unreviewed documents in the entire collection is ignored. For a

document in the middle of the rank list, differences in chances of being relevant among its

neighborhood are smaller than a top-ranked document. This rationale is also translated into

the sampling probability differences if P is convex. Therefore, simply removing Lt−1

from the sample space creates unnecessary biases for the sampling scheme.

Second, the probability of a document being reviewed, i.e., the inclusion probability,

is fixed once sampled, introducing biases to documents sampled in the early rounds.

Assuming the underlying supervised learning model is continuously improving over the

rounds, which is usually true in an active learning process, the score of a relevant document

would increase even if it is not in the training set (i.e., decreasing loss in the unreviewed

documents), and its rank would move toward the top. Therefore, for a relevant document

selected at round t, its sampling probability usually increases in the following rounds if not

selected. Therefore, freezing the inclusion probability of a relevant document after sam-

pled underestimates its true inclusion probabilities. The situation is opposite for irrelevant

documents.

A classic method for sampling a batch without replacement is by rejection [122], which

rejects reviewed documents and only includes unreviewed documents in the sample. Specif-

ically, at round t, one draws a document at a time based on the sampling distribution
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p(t)i , selecting it only if yet not sampled, and continuing until there are b documents in

the sample. This process ensures each document is unique, and the probabilities being

selected are proportional to the specified sampling distribution. Suppose the number of

draws (including the rejections) is mt , the first order inclusion probability (probability of

being reviewed from round 1 to t) of document di can be described as,

πi = 1−
t

∏
k=1

(
1− p(t)i

)mt
(4.12)

This formulation ensures that the inclusion probabilities of reviewed documents are

updated in the later rounds. Keeping track of the number of rejections, i.e., mt−b, can also

be interpreted as the number of draws we make under sampling with replacement until a

batch of mt documents contains b unique, unreviewed ones.

However, the potentially long running time is an issue. When a large portion of the

probability mass is distributed on the reviewed documents, the chance of hitting an unre-

viewed document is low, resulting in extremely large mt . However, keeping track of mt is

still necessary for staying fair for the previously reviewed documents.

Let Qt = {d1, . . . ,db} and Qt j = {d1, . . . ,d j} where j ∈ [1,b] is the sequential order

of documents being selected (not rejected) during the rejective process. The number of

draws for finding the j-th document after selecting ( j− 1)-th document mt j is actually a

Geometric random variable with a success probability being the probability sum of the

documents that have not yet been sampled. That is,

mt j ∼ Geometric
(

p(t)U

)
where p(t)U = ∑

{l|dl∈Lt−1∪Qt, j−1}
pl (4.13)

Therefore, mt is simply the sum of mt j. We can safely replace the rejective process for

selecting the j-th document at round t by drawing a Geometric random variable mt j fol-

lowed by a random selection among documents that have not yet been selected, i.e., U .

We adjust the sampling probability for di where di ∈ U to be p(t)i /p(t)U to keep probabili-

ties proportional to the original sampling distribution while safely removing the reviewed
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documents from the sample space. The sampling algorithm is presented in Line 7-12 in the

algorithm.

4.5.2 RECALL ESTIMATION AND STOPPING DECISION

We estimate the recall at each round by estimating the total number of relevant documents

R. The estimation of the recall is, therefore, r/R̂t where r is the number of relevant docu-

ments reviewed and R̂t is the estimated R at round t.

The set of relevant documents is a sub-population of the entire collection C . We apply

Horvitz-Thompson estimator to estimate R [49, 122]. Specifically, at round t, the Horvitz-

Thompson estimator R̂t for R is,

R̂t = ∑
i∈{i|di∈Lt}

π
−1
i yi (4.14)

For computational efficiency, we approximate its variance with only the first-order

inclusion probabilities by assuming each document is sampled independently, resulting in a

conservative variance estimator [49, 72]. Specifically, let nt = |Lt |, the variance estimator

is defined as,

v̂ar(R̂t) =
N−nt

Nnt(nt−1) ∑
i∈{i|di∈Lt}

(
ntπ
−1
i yi− R̂t

)2
(4.15)

At the end of each round, we stop the iterative process if r/τtarget ≥ R̂t +z ·
√

v̂ar(R̂t) for

z≥ 0. To ensure a fair comparison the prior studies, we set z = 1 to match their approach.

However, z can be adjusted based on operational requirements.

SAMPLING DISTRIBUTION

As discussed in the previous sections, the sampling distribution P determines how prob-

ability mass is distributed across the rank list. Relevance feedback, at one extreme, can

be considered as a distribution is completely skewed toward the top of the rank. It is the
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Figure 4.4 Shape of sampling distribution derived from beta distributions. The x-axis
is the percentage of the rank list, i.e., k/N. The y-axis is the corresponding sampling
probabilities.

optimal sampling strategy for a one-phase TAR workflow [137] but losses the ability to

estimate R due to the deterministic processes. A uniform distribution, on the other hand,

that evenly assigns probabilities to each rank, theoretically, could avoid biases and reduce

variance but completely ignores the priority suggested by the supervised learning model.

The ideal sampling distribution lies between the two extremes.

AP-prior distribution was proposed in the prior work inspired by the calculation of mean

average precision (MAP) in information retrieval evaluation [72]. For each rank k ∈ [1,N],

it is defined as,

PAP(k) =
log(N/k)

∑
N
l=1 log(N/l)

(4.16)
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However, this is not the only distribution that lies between the two extremes, and its skew-

ness is nonadjustable. In fact, the unweighted mean of the average precision over the

ranking is just one way of estimating the mean of average precision [101].

We propose deriving sampling distribution from beta distribution with parameter α =

1.0 and β ≥ 1.0. The density functions of distributions in the distributional family are

all decreasing functions on [0,1]. Specifically, the probability of sampling a document at

rank k is proportional to the density at k/N on the beta distribution. By varying β from

1.0 to larger values, one creates a smooth homotopy from uniformly random to relevance

feedback. Figure 4.4 shows the shape of several beta distributions on the percentage of the

rank from the top.

Formally, let f (x,α,β ) be the density function of beta distribution, the sampling distri-

bution is defined as

PBeta(1,β )(k) =
f (k/N,1,β )

∑
N
l=1 f (k/N,1,β )

(4.17)

Combining with our sampling without replacement scheme, we propose β -stop , a

fixed-batch size stopping rule using Equation 4.17 as the sampling distribution. In this

study, we evaluate β -stop primarily with parameter β = 8 to match the probability mass

of the top-ranked documents with AP-prior distribution for a better comparison. For com-

pleteness, we also conduct an analysis on varying β presented in Section 4.5.5.

4.5.3 EXPERIMENTAL SETUP

DATASET

In this study, we evaluate β -stop on three high recall retrieval evaluation collections –

CLEF eHealth Technology-Assisted Reviews Collection [56, 57, 58], Jeb Bush Email Col-

lection [38, 106], and RCV1-v2 Text Categorization Test Collection [70].
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CLEF eHealth Technology-Assisted Reviews Collection (CLEF TAR in short) is a com-

bined collection of the medical systematic review tasks compiled for the CLEF eHealth

Technology-Assisted Review in Empirical Medicine shared tasks during 2017 to 2019 [56,

57, 58]. In total, there were 111 topics6 developed with various sizes (ranging from 5,495 to

79,782) of potential relevant document pool retrieved from PubMed using Boolean queries

written by domain experts [56]. In this study, we use the relevance judgments for the

abstract and title screening task, with documents being the title and the abstract of the

medical studies retrieved from PubMed. To study fixed-batch TAR, we exclude topics with

less than 5,000 documents in the pool. Topics with less than ten relevant documents are

also excluded from our experiments to allow the recall being meaningful for at least one

decimal place. A total of 34 topics were selected for our experiments.

Jeb Bush Email Collection consists of 290,090 emails (274,124 unique ones) and was

developed for TREC Total Recall Track in 2015 and 2016 for evaluating TAR [38, 106].

There are 44 topics developed during the two years of shared tasks. We exclude four topics

with less than 100 relevant documents for experimental purposes.

RCV1-v2 [70] is a fully-judged text categorization collection that was commonly

used in evaluation for TAR approaches [19, 20, 132, 135, 137]. It contains 804,414 docu-

ments with 658 topical, industrial, and regional categories annotated. Each category comes

with a Reuters Business Briefing (RBB) that describes its boundary of the relevancy. We

downsample the collection to 20% and pick the 45 categories established by prior TAR

studies [137, 138] based on frequency and difficulty levels. We refer to the categories in

RCV1-v2 as topics for the consistency to the other collections.

6Topic CD011686 appears in 2018 and 2019 with different relevance judgments. We count them
as two different topics.
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4.5.4 IMPLEMENTATION

Documents are represented by BM25-saturated term frequency with k = 2 and b =

0.75 [103, 133, 135, 137]. Logistic Regression with L2 regularization (C = 1) imple-

mented in scikit-learn [96] is used as the supervised learning model in TAR.

An active learning experimental framework is adapted from libact [141], an open-

source active learning experimental library implemented in Python. AutoStop is modified

from the released implementation by Li and Kanoulas [72] to fit in the framework. A pseudo

document derived from the description of the topic (topic titles for CLEF TAR and Jeb

Bush collections and RBB for the RCV1-v2 collection) is used as the seed to initiate the

active learning process. In each round, a fixed-sized batch of 200 documents is queried.

In AutoStop, it is the number of documents sampled from the sampling distribution with

replacement, resulting in batches with at most 200 documents for actual human review.

The random seed used in the probabilistic sampling during active learning is controlled

for reproducibility. The experimental framework and code are also published.

EVALUATION

We evaluate the stopping rules on the accuracy of the recall achieved at stopping against

the target and the efficiency of the retrieval process.

To evaluate the recall accuracy, we measure the mean squared error between the true

recall achieved at the stopping point and recall target. Squared errors are averaged over

the topics. We report the percentage of the collection reviewed at the stopping point as the

measurement for the efficiency of TAR.

There is a fundamental trade-off between the two aspects. Prior studies have proposed

using a combined loss losser by summing the squared error and an additive error term for

the efficiency loss [19]. An alternative form is purposed for considering different recall
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target [72].

losser = (τtarget− τstopping)
2 +

(
b
N

)2( n
R+b

)2

(4.18)

where τtarget and τstopping are the recall target and recall at stopping, and n is the number of

document reviewed. We follow the evaluation setting from Li and Kanoulas [72] by setting

b = 100.

However, the feasible range of losser depends on the number of relevant documents and

the size of the collection. Averaging losser over topics may be biased toward larger collec-

tions and topics. To alleviate such issue, we extend Work Saved over Sampling (WSS) [14],

which is widely used in the evaluation of medical systematic reviews [56, 57, 58] to be

WSS+, which is defined as,

WSS+= min(τtarget ,τstopping)−
n
N

(4.19)

The general WSS replaces the first term with τstopping, which ignores the target but only

evaluating the effectiveness of the retrieval against the random sampling for the achieved

recall; while WSS@τtarget replaces the first term as τtarget , which completely ignores the

actual recall achieved. Therefore, a trivial perfect score for WSS@τtarget with any target is

to review zero documents, i.e., n = 0.

WSS+ considers both cases. When the recall is undershoot, we evaluate the actual

effectiveness. By rearranging the first term as τtarget − (τtarget − τstopping) for τtarget >

τstopping, the amount undershooting can be considered as a penalty in addition to to

WSS@τtarget . When the recall target is met, excessive recall is not rewarded and falls back

to WSS@τtarget .

To directly evaluate the stopping rule in a practical setting, we extend the TAR cost

model proposed in prior studies [137]. Specifically, let npenalty be the ideal penalty, which

is the minimum number of documents one needs to review based on the ranking suggested

by the supervised learning model at the last round for fulfilling the recall target. If the target
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is already met, npenalty = 0. Let n be the number of the document reviewed and N be the

size of the collection, we define the total cost of a TAR run by

cround · k+n+npenalty

N
(4.20)

where k is the number of TAR rounds executed and cround is a fixed cost for each round

of TAR. This cost model captures a round-to-round fixed cost cround and the number of

documents required to be reviewed, which correlates with the reviewing time and the mon-

etary cost. Note that this cost model ignores the differences between the documents, which

also constitute to the reviewing time and cost. However, this simplified model still provides

analytical insight for applying stopping rules to TAR in practice [137].

4.5.5 RESULTS AND ANALYSIS

We now evaluate the effectiveness of the proposed β -stop using three collections and five

high recall targets – 0.6, 0.7, 0.8, 0.9, and 0.95. Initially, we evaluate the effectiveness of

β -stop in terms of stopping at the desired recall target. We then compute the total cost of the

approach accounting for the additional incurred costs resulting from either under- or over-

shooting the desired recall target. We conclude our evaluation by analyzing the impact of

the sampling distributions presently achieved recall prediction towards determining when

to stop. In all assessments, β -stop favorably compares against prior efforts.

EFFECTIVENESS OF STOPPING RULES

In Table 4.4, AutoStop using sampling with replacement (WR) stops closest to the targets

with the lowest mean squared error (MSE) of the recall. Using a sampling without replace-

ment scheme provides similar quality on recall estimation since the sampling distribution

is identical.
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Our proposed β -stop is more efficient by reviewing fewer documents in all three collec-

tions. However, fewer reviewed documents, i.e., fewer observation points, results in degra-

dation in estimating recall. The primary focus of any TAR stopping rule that is capable of

stopping against the user-specified recall target is balancing accurately estimating progress

and retrieval efficiency.

In both losser and WSS+, both jointly capturing accuracy and efficiency in different

directions, β -stop is significantly better than AutoStop. The relative improvement in WSS+

is larger (0.3693/0.2875 - 1 ≈ 28%) for CLEF TAR collection as the collection size is

smaller. Since larger collections provide a bigger base for capitalizing the underlying super-

vised learning model, the marginal efficiency gain in those collections is naturally smaller.

However, β -stop still demonstrates significant improvement in all three collections.

To visualize the trade-off, we plot the recall at stopping and the percentage of the col-

lection reviewed for each collection under various recall targets in Figure 4.5. All three

approaches stop according to the target with a range of errors. Both AutoStop using sam-

pling with and without replacement terminate TAR with very similar recall and review

amount, implying the same relationship shown in Table 4.4. On the other hand, β -stop pro-

vides similar recall (roughly identical vertical positions) while reviewing fewer documents

(green dots at the left of the cluster).

CLEF TAR collection exhibits a larger variation among the topics, i.e., dots, than the

other two as the collection size and the number of relevant documents are much smaller.

Retrieving a relevant document in topics with lowest number of relevant documents (11),

such as CD008782 from 2017 and CD012567 from 2019, corresponds to 10% recall. There-

fore, missing a relevant document results in a larger recall penalty than topics with more

relevant documents. The Horvitz-Thompson estimator naturally has a larger variance with

fewer relevant documents as well. With these two characteristics, the variation is larger in
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Table 4.4 Aggregated metrics of interventional stopping rules over topics in each
collection.

Collection Rule MSE % Rev. losser WSS+

CLEF TAR
AS (WR) *0.0099 0.4501 0.1267 0.2875
AS (WOR) *0.0069 0.4660 0.1284 0.2814
β -stop 0.0124 *0.3725 *0.1167 *0.3693

Jeb Bush
AS (WR) *0.0009 0.2626 0.0073 0.5241
AS (WOR) 0.0011 0.2626 0.0075 0.5227
β -stop 0.0020 *0.1925 0.0073 *0.5964

20% RCV1
AS (WR) 0.0024 0.2814 0.0029 0.4810
AS (WOR) 0.0030 0.2821 0.0035 0.4772
β -stop 0.0020 *0.1960 0.0024 *0.5771

Average MSE of recall at stopping, percentage of collection reviewed (% Rev.), losser,
and WSS+ over tested recall targets and topics of each collection. AutoStop is abbre-
viated as “AS”. * indicates the significant difference between the rules with 95% confi-
dence. Columns with one * indicate the winner is significantly different from the other
two; columns with two * indicate the top two are significantly different from the other
but insignificant between the top two. Significant tests are conducted by paired t-tests with
Bonferroni correction with 9 tests.
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the CLEF TAR collection. This phenomenon can also be observed by the MSE of recall

presented in Table 4.4 on an aggregated level.

β -stop also provides a larger reduction in the percentage of collection reviewed for

higher recall targets. When aiming for a near-perfect recall, such as 0.95, the accuracy

of the recall estimation is more critical since retrieving each additional relevant docu-

ment becomes increasingly harder based on the well-known diminishing improvement in

learning curves [60]. A better estimator is rewarded with the ability to stop earlier and

reviewing fewer irrelevant documents. Beta distributions assigning inclusion probabilities

more evenly to the documents are therefore more efficient. Moreover, beta distributions

are less skewed than the AP-prior distribution with larger probability differences between

the documents in the middle of the rank, resulting in higher chances of sampling relevant

documents in the later rounds of active learning. These two benefits enable significant effi-

ciency improvement for β -stop in high recall targets. The detailed analysis of sampling

distributions is presented at the end of this section.

TOTAL COST

Besides the number of documents reviewed, in practice, each TAR round also induces

additional overhead. In this analysis, without loss of generality, we assign 50 unit of cost to

each TAR round and 1 unit for reviewing each document (i.e., cround = 50 in Equation 4.20).

We also assign an ideal penalty for stopping prematurely, as discussed in Section 4.5.4. The

ratio of the per documents and per round cost is suggested by domain experts in eDiscovery.

The benefit of finite iterations by using sampling without replacement is shown in large

cost reduction in high recall targets. A large portion of the probability mass is allocated at

top-ranked reviewed documents, resulting in sampling only a few, or even no, unreviewed

documents at each round when sampling with replacement. In Table 4.5, applying sampling

without replacement to the original AutoStop alone could reduce as large as 62.85% of
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Figure 4.5 Review-Recall scatter plots of topics on recall target 0.8, 0.9 and 0.95.
Review-Recall scatter plots of topics on recall target 0.8, 0.9 and 0.95. X-axes are the per-
centage of collection reviewed at stopping and y-axes are the corresponding recall. Dashed
lines indicate the recall target. Each dot represents a run of TAR with a specific topic in the
collection.
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Table 4.5 Normalized cost at stopping of interventional stopping rules.

AutoStop
β -stop

Collection Recall Target WR WOR

CLEF TAR

0.95 2.6788 *0.9950 (62.85) *0.9437 (64.77)
0.90 1.0343 0.7660 (25.94) *0.6622 (35.98)
0.80 0.6363 0.6128 ( 3.69) *0.5109 (19.70)
0.70 0.5820 0.5735 ( 1.46) *0.5052 (13.20)
0.60 0.5604 0.5553 ( 0.92) 0.5078 ( 9.39)

Jeb Bush

0.95 0.6774 0.5656 (16.50) *0.4275 (36.89)
0.90 0.4260 0.3916 ( 8.06) *0.2677 (37.15)
0.80 0.3068 0.2887 ( 5.92) *0.2077 (32.29)
0.70 0.2420 0.2292 ( 5.30) *0.1707 (29.45)
0.60 0.1961 0.1868 ( 4.74) *0.1440 (26.59)

20% RCV1-v2

0.95 0.5106 0.4919 ( 3.66) *0.3535 (30.77)
0.90 0.3814 0.3801 ( 0.36) *0.2604 (31.73)
0.80 0.3189 0.3241 (–1.62) *0.2500 (21.61)
0.70 0.2828 0.2957 (–4.54) 0.2486 (12.12)
0.60 0.2828 0.2949 (–4.29) 0.2465 (12.82)

Normalized cost at stopping with 1 unit per document reviewed and 50 unit per round.
Numbers in parenthesis are the relative cost reduction over AutoStop (WR). * indicates
the statistically significant winner with 95% confidence. The statistical tests are conducted
with paired t-test with Bonferroni correction of 30 tests. For 95% recall target on CLEF
TAR collection, AutoStop (WOR) and β -stop both are significantly different than AutoStop
(WR) but insignificant between the two.
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cost in CLEF TAR collection with a 0.95 recall target. For lower recall targets, such as 0.6,

unreviewed documents still have a large enough probability to ensure the batches selected

at each round still contain a large portion of unreviewed documents, which act similarly

to sampling without replacement. Note that despite the negative cost reduction, i.e., cost

increment, for AutoStop using sampling without replacement under recall target 0.6 to 0.8

in RCV1, the differences are not statistically significant.

β -stop utilizes not only the sampling without replacement scheme but also a better

recall estimator to reduce the total cost vastly. For extremely high recall targets, such as 0.9

and 0.95, β -stop reduces 30% to 64% of the total cost from AutoStop using sampling with

replacement, which was considered the state-of-the-art approach. For lower targets, β -stop

still reduces around 10% to 30% of the total cost on average.

Achieving high recall targets naturally costs more rounds of TAR since retrieving the

last several relevant documents is always challenging for supervised learning models. A

longer run of TAR creates a larger room for stopping rules to balance the estimation of the

recall and the effectiveness of retrieval [137]. Since beta distribution decreases slower than

the AP-prior distribution from the top of the rank, the probability mass is spread over more

documents while maintaining a monotone decreasing probabilities over the rank, resulting

in a more accurate estimation of the recall. Therefore, as shown in Table 4.5, the relative

cost reduction created by β -stop has a positive relationship with the recall target.

We next discuss how the skewness of beta distributions impacts the trade-off between

the quality of estimating the recall and the efficiency of the retrieval.

SAMPLING DISTRIBUTION

On an aggregated level, shown in Table 4.6, as the sampling distribution skews more (i.e.,

larger β values in the beta distribution), the mean squared error of recall at stopping against

the 0.95 recall target increases, indicating the decreasing ability to estimate the total number
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Table 4.6 Recall MSE and percentage of collection reviewed on CLEF with different
β in β -stop

Distribution Recall MSE % Rev.

AP-Priors 0.001871 0.793911

Beta(1, 1) = Uniform 0.001433 0.983056
Beta(1, 2) 0.001610 0.861454
Beta(1, 4) 0.002020 0.776149
Beta(1, 8) 0.003090 0.739723
Beta(1, 16) 0.003738 0.729846

Recall MSE and percentage of collection reviewed on CLEF topics with recall target 0.95
using different β parameters in beta sampling distribution.

of relevant documents and, thereby, the recall. In the meantime, the effectiveness of the

supervised learning model increases, resulting in the decreasing percentage of the collec-

tion reviewed before stopping. The trade-off between the two is usually an operational

decision made by the TAR practitioners based on their cost structure. The cost analysis

presented in the previous section is a simplified but yet representative one.

Beyond aggregation, the trade-off also appears in individual runs of TAR. We demon-

strate three topics in the CLEF TAR collection with different sizes of document pool.

In Figure 4.6, the true recall when using a more skewed sampling distribution, such as

Beta(1,16) or Beta(1,8), increases more rapidly than a flatter one, such as uniform, in all

three presented topics. However, the difference between the estimated recall and the true

recall is more complicated. Note that we demonstrate the differences instead of the squared

error to show the directions of the error. Among other sampling distributions, Beta(1,8) is

not the most accurate one but strikes a better balance between the two aspects based on our

study.
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Figure 4.6 True recall and signed loss of the estimated recall at each iteration for
three CLEF topics. True recall and signed loss of the estimated recall at each iteration
for three CLEF topics. The signed loss is the difference between the estimated and the
true recall. Topic CD011145 has 10,871 documents with 154 relevant ones (prevalence =
0.01417), CD009263 has 79,782 documents with 124 relevant ones (prevalence = 0.00156),
and CD012080 has 6,643 documents with 77 relevant ones (prevalence = 0.01160). Each
line ends at the stopping round for 0.95 recall target. The dashed line in the graphs on the
right column indicates the expected accumulated recall if reviewing documents completely
at random.

104



All sampling distributions, including AP-prior, tend to overestimate the recall, indi-

cating a systematic bias of the estimation. Since the sampling distribution is assigned and

the Horvitz-Thompson estimator is unbiased, the bias is likely due to the approximation of

the inclusion probabilities.

Specifically, we suspect the bias comes from the iterative process of active learning. For

a relevant document d that got sampled in round k, the supervised learning model onward

would all be trained on d along with other documents. Since d is in the training set, its

predicted score and rank are likely to be overestimated. Therefore, it is assigned with a

higher sampling probability than unreviewed ones when the sampling distribution is not

uniform. This process would iteratively reinforce the believe of d being in the reviewed set

by driving up its inclusion probability, while it could be just selected by luck in the early

rounds with a small probability.

The self-reinforcement process is tied to the sampling design and introduces a sequen-

tial bias. This bias results in overestimating the inclusion probabilities of relevant docu-

ments sampled in the early rounds, underestimating the total number of relevant documents

in the Horvitz-Thompson estimator, and, therefore, overestimating the recall. As the itera-

tive process proceeds, the influence of overestimating the inclusion probability of a single

document is diluted with the additional relevant document retrieved, as observed in the

right column of Figure 4.6. For topics that run with more rounds, such as CD009263, the

loss eventually reaches 0 for all runs using the beta distribution except Beta(1,2) due to the

larger variance caused by the spread out probability mass. Shorter rounds also demonstrate

the same trend but might not have the time to reach 0, such as CD011145. However, these

are topics with very few relevant documents, which are naturally harder for statistical esti-

mation in general due to the lacking of observations. Nevertheless, the bias in estimating

the total number of relevant documents gradually decreases, facilitating more accurate esti-

mation for the higher recall targets.
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This limitation motivates the development of a better sampling design or an approxi-

mation approach for inclusion probabilities that avoids this sequential bias in the future.

4.5.6 SUMMARY

In this section, we propose β -stop , an interventional stopping rule for a one-phase TAR

workflow that provides fixed-size batches of documents for human review at each round.

Our approach is compatible with workflows and resource allocation commonly used in

TAR projects while providing flexibility for operational considerations. With β -stop , the

retrieval efficiency is dramatically improved while maintaining similar accuracy in esti-

mating the recall compared to the state-of-the-art approach. Despite the sequential bias

discovered in later analysis, β -stop significantly reduces up to 64% of the cost for a 0.95

recall target and 10% to 30% for lower targets in a simplified but practical cost model.

4.6 CONCLUSION

In this chapter, I reviewed various styles of TAR stopping rules and discussed the shortcom-

ings of each rule. Unlike the rules proposed in prior works, I proposed two stopping rules

that both can form the termination decisions against arbitrary recall target. Presented in Sec-

tion 4.4, stopping rule Quant and QuantCI achieves more accurate recall estimation than

the state-of-the-art heuristics rules Knee and Budget Methods, confirming that adopting

model-based estimations is beneficial and, thus, validates Hypothesis 2.1. On the other

hand, β -stop that leverages a design-based estimation using a sampling without replace-

ment scheme (Section 4.5) also provides a more accurate and robust stopping rule than the

state-of-the-art interventional rule, validating Hypothesis 4.5.
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CHAPTER 5

COST MODELING OF TECHNOLOGY-ASSISTED REVIEW

5.1 INTRODUCTION

Manual review of large document collections is a key task in the law and other applica-

tions. In the law, electronic discovery (eDiscovery) or electronic disclosure (eDisclosure)

refers to a range of enterprise document review tasks including review for responsiveness

in civil litigation [8, 44], regulatory reviews [85], and internal investigations [48]. Struc-

turally similar tasks include systematic review in medicine (finding published clinical trials

of a treatment) [128] and content monitoring for hate speech and harrassment in social

media [33, 43].

Along with the cost minimization objective, TAR reviews often must meet an effective-

ness target, typically on recall (the fraction of the relevant documents were found) [68]. A

party in a litigation may, for example, agree to over at least 80% of documents responsive

to a request for production.

TAR workflows vary in whether they distinguish (e.g. by using different personnel)

between coding documents for training predictive models, and coding them to accomplish

the review task itself. In a one-phase TAR workflow all reviewed documents are also used

for training, while in a two-phase TAR workflow there are separate training and review

This chapter is a near verbatim reproduction of [137].
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phases. There is substantial debate, particularly in the law, over which workflow to use

(Section 2.3).

A key but neglected factor in choosing among TAR workflows is that costs differ from

reviewer to reviewer, and even from document to document. In this chapter, I discuss (1) a

mathematical model that predicts how these varying costs affect total workflow cost (Sec-

tion 5.3); (2) a novel visualization tool, the cost dynamics graph, which displays the land-

scape of total costs encountered by an evolving workflow (Section 5.4); and (3) an empirical

study that tests the predictions of our mathematical model (Section 5.6).

With is analytical tool, I address the following two hypotheses.

Hypothesis 3.1 The selection of sampling strategy and workflow is affected by the cost

structure

Hypothesis 3.2 The optimal stopping point is also affected by the cost structure

5.2 REVIEW COST IN TAR

Review cost is one of the most important aspects of technology-assisted review since the

reviewing is the main purpose of high recall retrieval. In this section, we review the cost

models of TAR proposed in the prior work.

In eDiscovery, for example, the hourly rate difference between junior and senior

lawyers can be as large as ten times; for medical systematic review, the salary difference

between Medical Residents1 and Attending Physicians2 can also be four to five times.

Our view is that one-phase and two-phase workflows both have their place, and that the

per-document cost structure of review is a neglected factor in choosing between them.

1Medscape Residents Salary & Debt Report 2020: https://www.medscape.com/slideshow
/2020-residents-salary-debt-report-6013072#2

2Medscape Physician Compensation Report 2020: https://www.medscape.com/slideshow
/2020-compensation-overview-6012684#4
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To take an extreme example, under the DOJ order mentioned above, no human review

for responsiveness occurs in phase two. Per-document costs in phase two are not zero

(there is usually at least bulk screening for attorney-client privilege), but are lower than

for labeling training data in phase one. A two-phase review is not only required by the

order, but is economically advantageous.

More generally, different reviewers may be used in the two phases. The label assigned

to a training document affects the fate of many other documents, so review for training is

sometimes viewed as requiring senior attorneys (e.g., associates billing at up to US $1000

per hour3). Conversely, review decisions not used for training are often done by contract

attorneys (perhaps billed out at US $40 per hour4).

If there is no review for responsiveness subsequent to classifier predictions, but perhaps

only a modest privilege screen, the ratio could be even higher. On the other hand, costs

are uniform if senior attorneys do all the work (e.g., in a small or particularly important

project). Costs are also uniform if all data from review are fed back for training, either due

to high confidence in the review team or a strategy of quantity over quality of training data.

A second factor is the relative cost of different types of documents. If most nonrele-

vant documents are obviously off-topic, this might require little reading (e.g., just an email

subject line) to determine that. The cost per nonresponsive document may thus be small.

Conversely, relevant documents may require full reading to make a decision. Little pub-

lished data on this are available, but Mcdonald et al. [82] found that coming to a classifica-

tion decision for sensitive documents took longer than for nonsensitive documents. Further,

responsive documents may require additional decisions, such as privilege review [89].

3https://www.law.com/americanlawyer/2020/05/22/associate-billing-rates-su

rpass-1k-as-firms-snap-up-bankruptcy-work/
4https://www.theposselist.com/2018/06/18/tales-from-the-trenches-the-expl

osion-of-e-discovery-document-review-projects-in-d-c-and-nyc/
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Documents selected by active learning, which tend to disproportionately be positive

examples, were found to take more time to assess on average than do random docu-

ments [80].

Prior works on one-phase TAR process often evaluate the effectiveness by the accu-

mulated recall of the reviewed documents assuming a uniform cost structure, namely, the

same unit cost for reviewing each document in the collection [15, 72]. Metrics such as

R-Precision, depth for recall (DFR@R), work saved over sampling (WSS@R), area under

cumulative recall curve, etc. used in TREC Total Recall Track [38, 106] and CLEF eHealth

Technology-assisted Review for Empirical Medicine [34] all assume a uniform cost struc-

ture.

TAR research has largely ignored this cost asymmetry. Systems have been evaluating

using generic information retrieval metrics, or cost-based measures that treat all costs as

equal [3, 19, 37, 72, 88, 106, 123, 132]. A rare exception is MINECORE, a proposed

two-phase workflow for combined responsiveness and privilege review [89]. MINECORE

assumes, however, that multiple classifiers are used as well.

MINECORE treats different review costs as arising from the need to perform a second

classification on responsive documents, and also takes into account penalties associated

with different forms of misclassification.

Oard et al. [89] model the reviewing cost for responsiveness and privilege and proposed

MINECORE to minimize the risk jointly. In their framework, the cost is partitioned into

annotation and misclassification cost for each of the three classes – Produced, Logged (for

privilege), and Withheld. However, MINECORE assumes a set of training documents exists

at the beginning of the process at no cost. The framework focuses on minimizing the risk

for the final production instead of the end-to-end reviewing cost.

The CLEF 2017 eHealth Technology-Assisted Review proposed a “cost-effective” sys-

tematic review sub-task, where one evaluation metric took into account whether a reviewer
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examined just the abstract and title of a document, or read the full document [56]. The

CLEF 2018 eHealth Technology-Assisted Review web page proposed two such measures5.

Unfortunately, it is not clear these measures were actually used: neither track overview

discusses results on them [56, 57].

5.3 A UNIFIED COST FRAMEWORK FOR TAR WORKFLOW

The goal of most TAR workflows is to hit an effectiveness target (e.g., 0.80 recall) while

minimizing cost. Choices such as workflow style, sampling strategy, and stopping point

must be made, under substantial uncertainty, with an eye toward this goal. We propose that

a finer-grained examination of costs can inform these decisions.

5.3.1 AN IDEALIZED COST MODEL

For the purposes of this study, we define a TAR cost structure to be a four-tuple s =

(αp,αn,βp,βn). Here α and β represent the cost of reviewing one document during the

first and second phase respectively; the subscripts p and n indicate the cost for reviewing

positive (e.g., relevant or responsive) and negative (e.g., nonrelevant or nonresponsive) doc-

uments, respectively.

Assume a one-phase TAR workflow with uniform training batches of size b, stopping

after t iterations with Qt positive documents found. The cost incurred is αpQt +αn(bt−Qt).

Stopping at iteration t might not meet the recall goal, however, so we also need a failure

cost to account for remediation.

For analysis purposes, we propose defining the failure cost for a one-phase review to

be the cost of continuing on to an optimal two-phase review. That is, we assume that the

model trained on documents labeled during the t iterations before stopping is used to rank

5https://sites.google.com/view/clef-ehealth-2018/task-2-technologically-a

ssisted-reviews-in-empirical-medicine
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Figure 5.1 Cost dynamics graphs for category GENV on 20% RCV1-v2 collection. Cost
dynamics graphs for category GENV on 20% RCV1-v2 collection. We assume relevance
feedback with a 0.80 recall target under three cost structures. See Section 5.5 for experi-
mental details. The x-axis shows number of iterations of active learning. Colored/shaded
areas represent the four costs in Equation 5.1, such that the height of the filled area equals
total review cost when stopping at that iteration. Iterations after the minimum cost iteration
are more lightly shaded. The dashed line at iteration 20 indicates when a one-phase review
achieves 0.80 recall.

the unreviewed documents, and those documents are reviewed in order until the recall target

is hit.

If a collection contains R positive documents, and the recall goal is τtarget (e.g., 0.8),

then Q = dτtargetRe is the minimum number of documents that must be reviewed to reach

the recall target. A one-phase review has a deficit of Q−Qt positive documents when

Q > Qt . Let ρt be the minimum number of documents that must be examined from the top

of the ranking of unreviewed documents to find an additional Q−Qt positive documents.

Note that ρt is reduced both by having found more positive documents in phase one, and

by having trained a more effective model at the end of phase one to use in phase two.

Given the above, we can define the phase two cost (failure penalty) to be βp(Q−Qt)+

βn(ρt−Q+Qt). The total cost, Costs(t), of a one phase review with this failure penalty is,
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for Qt < Q:

αpQt +αn(bt−Qt)+ I[Qt < Q] (βp(Q−Qt)+βn(ρt−Q+Qt)) (5.1)

where I[Qt <Q] is 1 if Q documents were not found in the first t iterations, and 0 otherwise.

We then define the cost of a two-phase review stopping at t similarly, i.e., we assume the

second phase is conducted optimally, reviewing the same ρt documents that a failed one-

phase review would. Indeed, in this framework, a one-phase review is simply a two-phase

review that stops at a point where the second phase is not necessary.

Our idealized definition of failure cost has several advantages. It is a deterministic,

easily computed value defined for all stopping points and independent of the stopping rule

used. More importantly, it puts one-phase and two-phase reviews on the same footing.

When statistical guarantees of effectiveness are needed, two-phase reviews often use a

labeled random sample to choose a second-phase cutoff. Proponents of one-phase reviews

frequently point to the cost of labeling this random sample, while ignoring the fact that

holding a one-phase review to the same statistical standard would incur a similar cost.

Our framework makes clear that the real question in workflow choice is how to allocate

phase one and phase two work so as to minimize total cost. If cost is minimized with a

phase two cost of zero, then a one-phase review is better; otherwise a two-phase review is

better.

It also is arguably a lower bound on the true failure cost. In practice, Q is not known,

and thus remediating a one-phase review in practice may incur the cost both of labeling a

random sample, and of overshooting true recall based on the need to hit a sample-based

estimate of recall [71]
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5.3.2 COST DYNAMICS GRAPHS

Our framework allows costs to be compared equitably not just between workflow types, but

across iterations within a single workflow. As a visualization of how workflow cost evolves

over iterations, we propose using a cost dynamics graph that plots our total cost measure at

each possible stopping point, while breaking out components of the cost separately.

Figure 5.1 provides an example. Total review cost after each iteration is separated into

first phase positives (blue w/ dots), first phase negatives (orange w/ strokes), second phase

positives (uniform green), and second phase negatives (red w/ circles). Costs here are for

the same TAR workflow execution, but plotted under three different cost structures (Section

5.4). The workflow is carried out for 30 iterations of relevance feedback with a training

batch size of 200 (details in Section 5.5).

With a uniform cost structure (a), minimum cost (lowest height of the total shaded

area) is reached at iteration 20 where (almost) no second phase review is needed: a one-

phase review is basically optimal6. For cost structure (b), where phase one is ten times as

expensive as phase two, stopping much sooner (at iteration 9) is optimal, with an 41% cost

reduction over the essentially one phase review ending at iteration 20. For cost structure

(c), where both phase one and positive documents are five times more costly than their

counterparts, stopping at iteration 6 is optimal, with 28% of cost reduction over stopping at

iteration 20.

5.3.3 FIXED VERSUS VARIABLE COSTS

Equation 5.1 is awkward to use directly for reasoning about workflow costs. If we rewrite

to collect terms in Q, Qt , and ρt we get, for Qt ≤ Q, that Costs(t) is

6While difficult to see in (a), there actually are a small number of documents, a fraction of one
batch, reviewed in phase two.
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(αp−αn−βp +βn)Qt +αnbt +βnρt +(βp−βn)Q, (5.2)

while for Qt ≥ Q it is simply

(αp−αn)Qt +αnbt. (5.3)

For a given target Q and cost structure s, the fourth term, (βp−βn)Q, is a fixed cost.

The remaining terms are variable costs that reflect characteristics of the TAR approach. The

first term depends on the number of positives found by iteration t, while the second term,

αnbt, is simply linear in the number of iterations t. The third term, βnρt , depends on both

the undone work at iteration t and the quality of the predictive model formed by then. In

the next section, we use this decomposition of costs to predict TAR behavior under typical

cost structures.

5.4 SOME TAR COST STRUCTURES

We now examine typical cost structures and their implications for workflow style and active

learning method.

5.4.1 UNIFORM COST

For many review projects, it is reasonable to assume all review costs are roughly equal. If

so, we can without loss of generality assume s = (1,1,1,1), and thus total cost is

Costuni f orm(t) = bt +ρt (5.4)

where ρt = 0 if Qt ≥ Q.

Suppose that we conduct a relevance feedback review under this cost structure, and

make the following plausible assumptions: (1) more training data lead to better models, and

(2) training batches with more positives lead to better models than training batches with
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fewer positives. Neither is uniformly true, and the second is often false early in training

[67]. Later in a TAR review, however, both tend to be reasonable assumptions. We also

assume that batch size b is small to neglect any benefit that a two-phase review would get

from reviewing less than a full batch.

We formalize Assumption 1 by positing that, for any set of documents and any cutoff

k, the top k documents from that set have precision equal or higher when ranked by model

Mt+1 than by model Mt , where Mt is the model trained on t batches.

Consider the decision after iteration t of whether to continue a one-phase review or

switch to phase two. Let Ut be the set of unreviewed documents after t iterations. Whether

we continue a one-phase review or switch to a two-phase review, the next b documents

reviewed will be Bt+1, the top b documents from a ranking of Ut induced by Mt . With a

uniform structure, the cost is the same whether Bt+1 is reviewed in phase one or phase two.

In a one-phase review, Bt+1 will be added to the training set. Model Mt+1 will be pro-

duced and used to rank Ut \Bt+1. The next b documents, Bt+2 will be drawn from Mt+1’s

ranking of Ut \Bt+1. In a two-phase review Bt+1 will also be reviewed, but not used for

training. The next b documents (B′t+2) will be drawn instead from Mt’s ranking of Ut \Bt+1.

The cost of reviewing Bt+2 or B′t+2 is the same. Under our assumptions, however, a

one phase review has both immediately found more positive documents (Bt+2 will have

more on average than B′t+2), and will have a better model (Mt+1 instead of Mt) to find

future documents. We therefore should not transition to phase two. Since the same analysis

applies at every iteration, we predict that a one-phase review is optimal in this setting.

This analysis, while not a proof, suggests why one-phase relevance feedback workflows

have shown good results with uniform costs [15, 19]. Figure 5.1(a) shows an example of

cost dynamics with a uniform cost structure.
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5.4.2 EXPENSIVE TRAINING

When more senior attorneys are required for training, per document review costs in phase

one may be a factor of 10 or more higher than in phase two (Section 5.2). A similar asym-

metry can occur in systematic review in medicine [56, 57]. We noted that the cost structure

was hard-coded in the standard evaluation software7.

In practice, mass reviews during the second phase are usually done by junior personnel

in contrast to the senior staff used to review documents to train the supervised learning

model. For tasks like eDiscovery, the cost difference can be as large as ten or twenty times.

For some large cases, mass reviews are even out-sourced to other service providers with

lower costs.

Such cost structures have the form (α,α,β ,β ) with total cost

Costphased(t) = αbt +βρt (5.5)

where ρt = 0 if Qt ≥ Q. We usually have α > β , so a one phase review is optimal only if

every training batch of size b improves the classifier enough to eliminate bα/β documents

from the competing phase two review. Since learning curves show diminishing returns with

training data [60], we predict a two phase review will usually be optimal in this setting.

Whether relevance feedback or some other active learning method will dominate is less

clear. Scenario (b) in Figure 5.1 shows an example.

5.4.3 EXPENSIVE POSITIVES

In this section, we consider several scenarios where positive examples are more expensive

to review than negative examples.

72017: https://github.com/CLEF-TAR/tar/blob/8ce8a63bebb7d88f42dc1abad3e5744
e315d07ae/scripts/measures/eval_measures.py#L356

2018: https://github.com/CLEF-TAR/tar/blob/8ce8a63bebb7d88f42dc1abad3e5744e3
15d07ae/scripts/measures/eval_measures_2018.py#L331
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ADDITIVE COST FOR POSITIVES

In the law, positive documents may require review for factors (e.g., attorney-client privi-

lege) not applicable to negative documents. One model for this is a fixed additional cost

v for each positive document, regardless of the phase in which it is found, i.e., structure

(α + v,α,β + v,β ). The cost function when Qt ≤ Q is

Cost(t) = ((α + v)−α− (β + v)+β )Qt +αbt +βρt +((β + v)−β )Q

= αbt +βρt + vQ (5.6)

and when Qt > Q, becomes αbt + vQ+ v(Qt−Q).

This is the same as Equation 5.5 (or, if α = β , Equation 5.4), plus a fixed cost vQ, plus

an additional penalty for overshooting Q. Since overshooting Q is never optimal (ignoring

issues of finite batch size), the optimal stopping point actually is the same as for cost struc-

ture (α,α,β ,β ), so this scenario is not unique.

MULTIPLICATIVE COST FOR POSITIVES

Another possibility is that positives take more time, and that extra time incurs cost at the

usual rate for each review phase. This implies a cost structure (uα,α,uβ ,β ) where u > 1

is the multiplicative surcharge for the positive documents. The cost function for Qt ≤ Q, is

written as:

Cost(t) = (uα−α−uβ +β )Qt +αbt +βρt +(uβ −β )Q

= (u−1)(α−β )Qt +αbt +βρt +(u−1)βQ (5.7)

and for Qt > Q is (u−1)αQt +αbt.

When α = β , then (uα,α,uβ ,β ) is equivalent to the additive form (α + v,α,α + v,α)

with v = (u−1)α > 0. Multiplicative cost for positives is therefore only a unique scenario
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when α 6= β . Typically this will be α > β (phase one is more expensive), so (u−1)(α−β )

is nonnegative: there is a penalty for positive documents being found in phase one.

That favors active learning strategies that find only those positives most useful for

training. We predict a two-phase review using a classifier-focused active learning

strategy such as uncertainty sampling [69] will outperform both one-phase and two-

phase reviews using relevance feedback. Figure 5.1(c) displays such a cost structure,

with minimum cost occurring at iteration 6.

ELITE PHASE ONE REVIEW

Determining privilege can be more subtle legally than determining responsiveness. If elite

reviewers are used during phase one, they may be able to incorporate privilege determina-

tion into their review at no additional cost. In contrast, responsive documents discovered

during phase two may require calling on an elite reviewer to make the privilege decision.

We model this with the cost structure (α,α,βp,βn) where α ≥ βp > βn. Total cost when

Qt ≤ Q is,

Cost(t) =−(βp−βn)Qt +αbt +βnρt +(βp−βn)Q (5.8)

and when Qt > Q is simply αbt.

Given βp > βn, the coefficient for Qt is negative, rewarding finding positive documents

in phase one. This favors relevance feedback as the active learning strategy. However, phase

two review is still cheaper, particularly for negatives, so as batch precision declines we

expect a transition to phase two at some point will be optimal. We predict a two-phase

review using relevance feedback to be optimal.
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5.5 METHODS

Our experiments test the predictions of our cost model, with an emphasis on how workflow

choice, cost structure, and task properties interact.

5.5.1 DATASET

Experimental evaluations of active learning require large, completely labeled, document

collections. We simulate TAR tasks on two collections—RCV1-v2 [70] and the Jeb Bush

email collection. RCV1-v2 contains 804,414 news articles coded for each of 658 cate-

gories. We run some tests on all documents, and some on a fixed 20% random subset

(160,882 documents), to study the effect of collection size. The Jeb Bush collection, after

deduplication, consists of 274,124 emails to and from the governor of the US state Florida,

coded for 45 categories developed in two TREC (Text REtrieval Conference) evaluations

of TAR technology [38, 106].

To study the impact of task characteristics, we chose 5 random RCV1-v2 categories

from each of 9 bins, based on three ranges of prevalence (class frequency) and three ranges

of task difficulty (Table 5.1). Extremely low and high prevalence bins were omitted due the

inability to keep the ratio of the bin boundaries small. Difficulty bins were based on the

effectiveness of a logistic regression model trained on a random 25% of the full RCV1-v2

and evaluated by R-precision on the remaining 75%. The Jeb Bush collection has too few

categories for binning, so we simply used the 41 categories with 80 or more documents.

The easy categories include regional categories such as ISRAEL and TAIWAN that group

news article related to such regions together. These categories usually only require a few

keywords to retrieve most of the member documents. Categories that describe a specific

topic such as GPRO that includes articles with people in the news, profiles, politicians, and
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Table 5.1 Number of categories in each of 15 bins on the full RCV1-v2 collection.

Difficulty
Hard Medium Easy

Prevalence (by # Pos Docs) (< 0.65) (0.85 - 0.65) (1.0 - 0.85)

Too rare (< 500) 204 56 10
Rare (500 - 2,000) 74 56 26
Medium (2,000 - 8,000) 47 44 47
Common (8,000 - 32,000) 9 28 29
Too common (> 32,000) 3 11 14

Number of categories in each of 15 bins on the full RCV1-v2 collection. Difficulty values
are R-Precision when training on 25% of collection and testing on 75%.

celebrities and I3302021 that features computer systems and software applications soft-

ware require more complex patterns for a supervised learning model to accurately classify.

There are high-recall retrieval tasks that look for certain law violations in communica-

tion records or side effects of prescribing certain medication [111] are relatively easy and

could be done by Boolean searches. By including a spectrum of categories with different

difficulty levels, we can simulate a variety of tasks.

5.5.2 IMPLEMENTATION

We implemented TAR workflows using libact [141], a Python framework for active

learning. One-phase and two-phase workflows were run using each of two active learning

algorithms: uncertainty sampling [69] and relevance feedback [15, 104]. We used these

algorithms because of their prominence in TAR research [15, 16, 82, 83, 144], and because

they make opposite choices with respect to the exploration / exploitation tradeoff in active

learning [69, 90].
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Supervised learning used the scikit-learn implementation of logistic regression,

with an L2 regularization weight of 1.0 and the CountVectorizer as the tokenizer.8 All

words were used as features, with feature value equal to the BM25-style term frequency

weight [100, 135].

5.5.3 EVALUATION

Our evaluation metric was our idealized total cost (Section 5.3) to reach the recall target,

which we set at 0.8. In applied settings, TAR workflows use heuristics and/or sample-based

estimates to decide when to stop a one-phase review [13, 19, 71, 72, 109]. Similar methods

are used in two-phase workflows to decide when to switch to phase two, and where to set

the phase two cutoff. One goal of our experiments was to characterize the cost landscape

within which such rules operate.

We therefore continued all runs until a recall of at least 0.8 was reached, guaranteeing

we include the optimal stopping point for both one-phase and two-phase workflows, and

computed our total cost (and its components) at each iteration.

The first training batch in an active learning workflow typically includes one or more

positive “seed” documents known to the user or found by a keyword search. To simulate

this, Batch 0 of our active learning runs was a single seed document chosen at random from

all positives for that category in the collection. For each category, we ran iterative active

learning with 10 different seeds (to simulate varying user knowledge). The same seeds were

used with both uncertainty sampling and relevance feedback. Subsequent batches were 200

documents (a typical batch size in legal review environments) chosen by active learning.

This gave a total of 900 runs on full RCV1-v2, 900 runs on 20% RCV1-v2, and 820 runs

on Jeb Bush. A total of 541,733 predictive models were trained. Wall clock run time given

the computational resources available at our institution was 3 weeks.

8https://scikit-learn.org/
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To study the overall benefit of a workflow, we computed the mean over a set of tasks

(category/seed pairs) of the relative cost reduction achieved by using workflow A instead

of workflow B. Specifically, we compute 1−CostA(tA)/CostB(tB), where tA and tB are the

optimal stopping iterations for A and B. Values are thus in the range (−∞,1.0).

We tested statistical significance of the relative cost reduction using the two-sample

Kolmogorov–Smirnov (K-S) test [47] to avoid distributional assumptions. A Bonferroni

correction [28] was applied for 84 tests in Table 5.2 and 126 tests in Table 5.3. (These

counts include one cost structure originally studied, but then dropped from our presentation

after concluding it was economically unrealistic.)

Cost structures were chosen to exemplify the non-redundant scenarios from Section 5.4:

Uniform (1,1,1,1); Expensive Training (2,2,1,1) and (10,10,1,1); Expensive Training

with Multiplicative Positives (20,10,2,1) and (25,5,5,1); and Elite Phase One Review

(20,20,11,1). As discussed in Section 5.4, other scenarios are redundant from the stand-

point of optimal stopping iteration, and thus the comparison between one-phase and two-

phase workflows.

5.6 RESULTS AND ANALYSIS

Our experiments tested predictions for how cost structure impacts the optimal choice of

workflow style and active learning method, and examined the impact of task characteristics

on this relationship.

5.6.1 COSTS, WORKFLOWS, AND ACTIVE LEARNING

As predicted by our cost model, Table 5.2 shows that a two-phase workflow has lower cost

than a one-phase workflow for several asymmetric cost structures. Claims that one-phase

relevance feedback workflows are always superior (Section 2.3) are simply incorrect.
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Table 5.2 Mean relative cost reduction between workflows.
Collection Workflow A vs. B (1,1,1,1) (2,2,1,1) (10,10,1,1) (20,10,2,1) (25,5,5,1) (20,20,11,1)

100% RCV1-v2
(N = 804,414)

2P Unc. vs. 1P Rel. -0.0982 0.0977* 0.3969* 0.4670* 0.4160* 0.2922*

2P Unc. vs. 2P Rel. -0.1340 -0.0446 -0.0591 0.0524* 0.1339* -0.0632
2P Rel. vs. 1P Rel. 0.0237 0.1091 0.3639* 0.3862* 0.3003* 0.3263*
1P Rel. vs. 1P Unc. 0.6098* 0.6098* 0.6098* 0.5694* 0.4878* 0.6098*

Jeb Bush
(N = 274,124)

2P Unc. vs. 1P Rel. -0.1476* -0.0022 0.2221* 0.3001* 0.3115* 0.1391*

2P Unc. vs. 2P Rel. -0.2602* -0.2049* -0.2374* -0.1675 -0.0634 -0.2668*
2P Rel. vs. 1P Rel. 0.0803 0.1634* 0.3767* 0.4071* 0.3559* 0.3211*
1P Rel. vs. 1P Unc. 0.4743* 0.4743* 0.4743* 0.4304* 0.3456* 0.4743*

20% RCV1-v2
(N = 160,882)

2P Unc. vs. 1P Rel. -0.2104 -0.0650 0.2580* 0.3472* 0.3093* 0.2460*

2P Unc. vs. 2P Rel. -0.3149 -0.3171* -0.4697* -0.3255* -0.1328 -0.3741
2P Rel. vs. 1P Rel. 0.0585 0.1628 0.4665* 0.4804* 0.3676* 0.4660*
1P Rel. vs. 1P Unc. 0.4200* 0.4200* 0.4200* 0.3863* 0.3190* 0.4200*

Mean relative cost reduction resulting from using workflow A instead of workflow B under
six cost structures, with negative values indicating workflow A is worse. 1P and 2P indicate
one-phase and two-phase workflows; Unc. and Rel. indicate uncertainty sampling and
relevance feedback. Values are means over 450 category/seed pairs for 100% and 20%
RCV1-v2, and 330 for Jeb Bush. Italicized values are nonzero only due to a two-phase
review stopping with the equivalent of a partial training batch. Values with a * indicate a
statistically significant difference in distribution between A and B at 95% confidence level
using a two-sample Kolmogorov–Smirnov test with Bonferroni correction.
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In contrast, and also as predicted, the one-phase workflow is preferred for the uniform

cost structure (1,1,1,1), with a 10 to 20% reduction in cost vs. the two-phase uncertainty

sampling workflow. The situation is mixed for the slightly asymmetric structure (2,2,1,1):

a two-phase uncertainty workflow is better on 100% RCV1-v2, but one-phase relevance

feedback is better on the two smaller collections.

Under any cost structure, the two-phase uncertainty workflow has a larger advantage or

smaller disadvantage on full RCV1-v2 versus 20% RCV1-v2. This emphasizes a neglected

point in discussions of TAR workflows: the larger a data set, the more that costs incurred

to improve classifier effectiveness are amortized over many documents.

Also neglected in eDiscovery discussions is the fact that relevance feedback can be used

in two-phase workflows. Indeed, we find that relevance feedback dominates uncertainty

sampling for two-phase workflows except for the Expensive Training with Multiplicative

Positives scenarios (20,10,2,1) and (25,5,5,1) on full RCV1-v2. Providing more positive

documents in training (which reviewers tend to prefer) can sometimes be a win/win situ-

ation. Section 5.6.2 shows that the underlying story is more complex, when we focus on

categories with particular properties.

In Table 5.2 a two-phase relevance feedback workflow always dominates a one-phase

relevance feedback workflow. However, for (1,1,1,1) that is an artifact of finite batch size:

we can usually slightly reduce cost by replacing the last batch with an optimal cutoff in

a second phase. The effect is small on the largest collection and would be negligible with

smaller batch sizes.

Finally, a one-phase workflow using uncertainty sampling always has poor effective-

ness, since there is no second phase to pay back the expense of training a better classifier.
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Table 5.3 Mean relative cost reduction of uncertainty sampling from relevance feed-
back in a two-phase workflow on full and 20% RCV1-v2.

Size Difficulty Prevalence (1,1,1,1) (2,2,1,1) (10,10,1,1) (20,10,2,1) (25,5,5,1) (20,20,11,1)

100%

Common -0.0524 0.1922* 0.2089* 0.2473* 0.2343* 0.0655
Easy Medium -0.1029 0.1052* -0.0188 0.0898 0.1780* 0.0053

Rare -0.8323* -0.9031* -1.5450* -0.9403* -0.2893 -1.0047*

Common 0.0200 0.2136* 0.4626* 0.5027* 0.4677* 0.2427*
Medium Medium 0.0003 0.1127 0.2005 0.2703 0.2918 0.0829

Rare -0.1300 -0.0701 -0.0405 0.0060 0.0541 -0.0815

Common 0.0326 0.0829 0.2248* 0.2606* 0.2425* 0.1404
Hard Medium -0.0283 -0.0020 0.0769 0.1285* 0.1439* 0.0276

Rare -0.1131 -0.1324 -0.1014 -0.0932 -0.1182 -0.0468

20%

Common -0.2137* -0.1707 -0.5981* -0.3383 -0.0524 -0.2425*
Easy Medium -0.4012* -0.4491* -1.0240* -0.6919* -0.2362 -0.5315*

Rare -1.4201* -1.5464* -1.9346* -1.5411* -0.9013* -1.6534*

Common -0.0546 0.0266 0.0836 0.1715 0.2194* -0.0083
Medium Medium -0.2177 -0.2168 -0.2814 -0.1987 -0.0743 -0.3272

Rare -0.3091 -0.3028 -0.3599 -0.2605 -0.1610 -0.3476

Common -0.0044 0.0103 0.1121 0.1058 0.1141 0.0383
Hard Medium -0.1150 -0.1087 -0.1304 -0.0823 -0.0043 -0.1948

Rare -0.0985 -0.0962 -0.0950 -0.0937 -0.0990 -0.0996

Mean relative cost reduction of uncertainty sampling from relevance feedback in a two-
phase workflow (2P Unc. vs. 2P Rel.) on full and 20% RCV1-v2 collection. Table details
are as in Table 5.2. Means are over 50 runs: 5 categories per bin (Section 5.5.1) and 10
random seeds per category.

5.6.2 IMPACT OF TASK CHARACTERISTICS

When there are few positive examples, relevance feedback and uncertainty sampling act

similarly [67]. Conversely, when faced with many easily detected positive examples, rele-

vance feedback can drown in non-informative positive examples.

Table 5.3 examines this effect, comparing uncertainty sampling and relevance feedback

for two-phase workflows on the full and 20% RCV1-v2 collections, while also partitioning

results by category prevalence and difficulty.
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NUMBER OF TARGET DOCUMENTS

Both higher category prevalence and larger collection size increase the number of positive

examples a workflow must find to hit a recall target. Both therefore provide more opportu-

nity to amortize the cost of any negative examples seen during training.

Table 5.3 shows this effect is powerful: in all 36 scenarios examined (3 difficulty levels,

6 cost structures, 2 collection sizes), uncertainty sampling has a bigger advantage (or

smaller disadvantage) vs. relevance feedback for Common categories than for Rare ones.

Further, in 50 out of 54 comparisons (3 difficulties, 3 prevalences, 6 cost structures), uncer-

tainty sampling improves versus relevance feedback when moving from 20% RCV1-v2 to

the full RCV1-v2.

The effect is particularly strong in expensive training scenarios. For example, on

Medium/Common categories with cost structure (1,1,1,1) uncertainty sampling shows

a small improvement (from -0.0546 to 0.0200) when going from 20% RCV1-v2 to full

RCV1-v2. With cost structure (10,10,1,1) the improvement is much larger: from 0.0836

to 0.4626.

TASK DIFFICULTY

The story is less straightforward for task difficulty. If the boundary between positive and

negative documents is complex but learnable, techniques like uncertainty sampling can

choose informative negative examples. On the other hand, good classifier effectiveness is

simply impossible for some tasks, due to noisy labeling or model limitations. In those cases,

relevance feedback might dominate by prioritizing the least bad predictions.

Table 5.3 shows that in 33 of 36 scenarios (3 prevalences, 6 cost structures, 2 collection

sizes) uncertainty sampling does better relative to relevance feedback on Hard categories
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than Easy ones. This supports the suggestion that focusing training on classifier effective-

ness is desirable on difficult tasks.

The worst tasks for uncertainty sampling are Easy/Rare categories. One can quickly get

a good classifier, so reviewing negative examples is almost a pure loss. One should heavily

weight exploitation over exploration [90].

We display this for one run (using a seed chosen for typical behavior) of Easy/Rare

category BURMA with cost structure (20,10,2,1) in Figures 5.2(a) and (d). Optimal effec-

tiveness with relevance feedback comes from stopping after a single training batch of size

200, having reviewed almost no negative examples, and immediately exploiting the clas-

sifier in phase two. Uncertainty sampling must absorb many negative phase one examples

(orange w/ strokes) before finding enough positive examples for switching to phase two to

be optimal.

Conversely, Table 5.3 shows that uncertainty sampling is strongly dominant on

Medium/Common tasks, particularly when training is expensive. Figures 5.2(b) and (e)

show Medium/Common task I21000 (Metal Ore Extraction). By selecting a balanced set of

positives (blue/dots) and negatives (orange/strokes) examples during training, uncertainty

sampling optimally stops at iteration 11, deploying an effective but imperfect classifier in

the low cost second phase. Relevance feedback gorges on high cost, low value positive

examples during training, with its best case corresponding to deploying a bad classifier at

iteration 31.

For difficult tasks, all approaches are expensive, but the averaged results in Table 5.3

show uncertainty sampling with a modest advantage. Figures 5.2(c) and (f) show Hard/Common

task I81502 (Banking and Financial Services). Obtaining even a mediocre classifier

requires a lot of expensive training, and uncertainty sampling does a better job of grinding

this out for this high prevalence category. Conversely, Table 5.3 shows relevance feedback
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Figure 5.2 Cost dynamics graphs exemplifying the interaction of active learning
method and category properties for cost structure (20,10,2,1). Cost dynamics
graphs exemplifying the interaction of active learning method and category properties
for cost structure (20,10,2,1). BURMA is in category bin Easy/Rare, I21000 is in
Medium/Common, and I81502 is in Hard/Common. Each graph corresponds to one run
(a particular seed), not an average over runs.

is favored for low prevalence difficult categories, where there are fewer positives over

which to amortize training effort.

Therefore, we confirm Hypothesis 3.1 that cost structures does impact the selection of

the sampling strategies and workflows. In fact, the interaction between the task character-

istics and the cost structure reveal the advantage and disadvantage of each workflow.

5.6.3 OPTIMAL STOPPING ITERATION

Under our idealized cost model, the optimal stopping point is the one that, for a one-phase

review, minimizes the sum of review cost and failure cost. Equivalently, this is the optimal
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point to transition to the second phase of a two-phase review. By providing a precise defi-

nition of optimal stopping, our framework allows studying how task properties impact the

difficulty faced by stopping rules.

We examine two characteristics of the stopping problem: the optimal stopping iteration

(Figure 5.3a, b, and c) and the number of iterations during which cost is near-optimal

(within 10% of optimal) (Figure 5.3d, e, and f). The smaller the second value, the more

difficult the stopping rule’s task is.

The latter can be viewed as the acceptable stopping range where a larger range supports

a greater approximation error for downstream stopping rules. A tolerance of 10% higher

than the minimum cost is considered herein near-optimal. The tolerance can be any other

sensible amount, and the trend and the conclusion remain identical. Other tolerance bounds

yield the same conclusion.

We average these quantities separately across tasks within the Easy, Medium, and Hard

bins. The 20% RCV1-v2 subset is used to reduce computation time, since many runs must

be extended well past the 0.80 recall target to capture the 10% cost range. We examine how

stopping characteristics change as we vary the degree of cost asymmetry within three cost

structure families: (1+ x,1+ x,1,1), (1+ x,1,1+ x,1), and (1+ x,1,1,1) with adjustable

x from 0.0 to 20.0.

For the Expensive Training cost family (1+ x,1+ x,1,1), we see, unsurprisingly, that

the optimal stopping iteration decreases quickly as x increases. Less obviously, the number

of iterations during which near-optimal cost can be achieved also narrows as x becomes

large: the stakes become higher for stopping outside a narrow range of iterations. Unfortu-

nately, the position of that range varies substantially with task difficulty, posing a challenge

for stopping rules.

Especially for easy categories where relevance feedback is preferable, the optimal stop-

ping moves from six iterations under the uniform structure, i.e., x = 0, to around two when
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training documents are ten times more expensive than the mass reviewing, i.e., x= 9. While

the optimal length of the first phase becomes shorter as x increases, the acceptable stopping

range shrinks. The two decrements combined indicate that the total cost is more sensitive

and moving away from the minimum point faster as balance decreases. This forces the stop-

ping rules to be more aggressive, and the penalty of delaying stopping is larger, creating

more challenges for the rules.

For the Additive Positive cost family (1+ x,1,1+ x,1), recall that our analysis showed

that the optimal stopping point is independent of x (Section 5.4.3). Figures 5.3a, b, and

c confirm this empirically. On the other hand, larger x increases the minimum cost and

thus increases the range of iterations where total cost is within 10% of that minimum. This

eases the stopping rule’s task, particularly for uncertainty sampling (which can amortize its

negative examples over a larger total cost).

However, with the coefficient of Q being x based on Equation 5.6, the 10% tolerance

is larger as x increases, resulting in a monotone increasing acceptable cost range. All cost

structures in this family fall back to a uniform cost structure and a one-phase relevance

review is optimal. Delayed stopping for uncertainty sampling still yields a similar total cost,

however resulting in a larger acceptable stopping range increment as x increases, especially

for the easy categories.

Finally, to exhibit the complexities possible, we consider the unusual cost family (1+

x,1,1,1): positives incur extra cost only during training. Since it does not matter when

negatives are reviewed, the optimal stopping iteration decreases more slowly with x than

for (1+ x,1+ x,1,1). The range of acceptable stopping iterations is relatively stable, but

oscillates with x for Hard categories. The sensitivity of (1+ x,1,1,1) to the number of

positive training documents is a likely contributor to oscillation, but we are not sure if this

is a systematic phenomenon or a peculiarity of the small set of Hard categories used.
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On the other hand, the acceptable stopping range is more stable. Based on Equation 5.2,

this cost family introduces xQt terms that correlate with the precision of the training doc-

uments at each iteration. This results in the oscillating range size of uncertainty sampling

on the hard categories since the queried documents are around the decision boundary. A

similar trend can be observed in relevance feedback but with smaller amplitude since the

precision of the top-ranked documents is usually more stable.

In summary, a larger cost asymmetric suggests a shorter TAR training period. When the

first phase review cost is higher, the total cost increases faster after reaching the minimum

cost during the TAR run. Both properties create challenges for stopping rules as they have

fewer observations before stopping and smaller slack for error. Therefore, we confirms

Hypothesis 3.2, the cost structure affects the optimal stopping point, and, furthermore, the

acceptable stopping period.

5.7 CONCLUSION

In this chapter, I proposed a TAR cost model that accounts for cost asymmetries observed in

real-world applications, both across document types and across phases of review. I showed

analytically and empirically that these asymmetries impact which choice of workflow and

active learning method minimizes total review cost. One-phase workflows dominate when

costs are uniform, while two-phase workflows are favored (providing up to 60% cost reduc-

tions) when costs are asymmetric. I also showed that task characteristics interact with

these choices in predictable ways, with the ability to amortize training costs across a larger

number of sought documents a major factor. Thereby, we confirm Hypothesis 3.1.

Additionally, I also showed how the cost structure impacts the optimization problem

faced by stopping rules, which gives insight into the designs, confirming Hypothesis 3.2.
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Figure 5.3 Mean optimal stopping iteration and acceptable stopping range. Mean
optimal stopping iteration (top row) and acceptable stopping range with 10% cost tolerance
(bottom row) as asymmetry (value of x on x-axis) is varied within three cost structure
families on 20% RCV1-v2. Means are over 150 runs (15 categories, 10 seeds each).

Results also provided practical guidance to legal technology practitioners, and discouraged

claims of uniform superiority for one workflow or another.
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CHAPTER 6

CONCLUSIONS

In this dissertation, I presented two avenues to reduce the overall cost of TAR. From one

side, I showed that combining the keyword search model with a supervised learning model

produces a unified model that benefits from both ends. Experimentally, I demonstrate the

effectiveness of such models in both passive (Hypothesis 1.1) and active learning (Hypoth-

esis 1.2). This work resolved the decade-long eDiscovery dichotomy between the reliance

on keyword search or supervised learning.

On the other end, I explored the possibility of further utilizing the supervised learning

model to form estimations for the recall at each round of TAR. Both model-based estima-

tions using the probabilistic prediction (Hypothesis 2.1) and design-based estimation that

applies a sampling without replacement scheme (Hypothesis 2.2 achieve state-of-the-art

performance in estimating recall among their own category of rules.

I wrapped up by presenting a novel cost modeling framework that reconciles the one

and two-phase workflows. Via analytical and empirical studies on various cost structures, I

showed that cost structures significantly affect the choice of the workflow (Hypothesis 3.1).

By interpolating the cost structures, I further showed that a larger cost asymmetry suggests

a shorter TAR training period, thus, an earlier stopping point (Hypothesis 3.2).

The cost model presented in this dissertation provides a common foundation for eval-

uating the overall process with the flexibility of expressing the applying scenario via cost

structure. Through the lens of cost, which should have always been the ultimate evaluation
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metrics for TAR, this dissertation facilitates a broad possibility in HRR research to achieve

a more efficient, effective, and transparent human-in-the-loop process.

The reconciliation of the keyword search and the supervised learning model enables

embedding more styles of domain knowledge into the TAR process to improve the

efficiency of the process. The interpretation of keywords being the prior belief of the

coefficients further forms a foundation for transparent transfer learning. One promising

future research is topic focuses on developing more complex and creative regularization

approaches for incorporating a broad spectrum of structured knowledge into the model

while still taking advantage of the labeled data. Another path is creating a transparent

audit trace for transferring models from one project to another through prior models. Both

directions enable more efficient and effective initialization for TAR and further reduce cost.

The effective stopping rules also expand the applicability and reliability of TAR to

tasks. To name a few, the awareness of recall target enables the actual applicability of

stopping rules in legal cases. Heuristic rules with no intervention to the active learning

process incur an immediate adaptivity to any practical TAR projects without any (or very

minimal) software modification. While interventional rules demand software companies

to alter the active learning, the robustness and accuracy of the recall estimation serve as

the core for the reliability of TAR. I claim no optimality for any rule presented in this

dissertation but merely state-of-the-art upon publication. I envision more efficient and more

accurate approaches will be developed and possibly on top of these works in the future.
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