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ABSTRACT
Our aesthetic preferences are an integral part of our identity, they define us both as individuals
and as members of our cultures. Yet very little is known about how they develop or persist over
our lifetimes. Philosophical accounts suggest two contrasting perspectives to this question. The
objective perspective states that aesthetic preferences are located in the qualities of the world,
whereas the subjective perspective states that aesthetic preferences are entirely confined to the
observer. Here, I test these hypotheses in a series of studies through a variety of methods
including statistical image analyses, computational modeling and behavioral experiments.

If aesthetic preferences are objective qualities, then artists throughout history should exhibit a
bias towards them. In Chapter 2, I test this hypothesis by analyzing images of 153 portrait
paintings from 26 master painters from the Early Renaissance. The results of this study show
painters do not show this bias. Instead, each painter optimizes different combinations of
attributes, displaying individuality. Therefore, suggesting a subjective component.

How may subjectivity in aesthetic preferences arise? While this question has been addressed
by many conceptual models, a computationally valid framework has been missing. Therefore, in
Chapter 3, I present a computational model for the learning of aesthetic values. Based on
neurobiological evidence, I propose that aesthetic values are formed through reward-based
learning. This model builds on canonical reinforcement learning circuitry with crucial extensions
iii

related to internal motivations and societal contingencies on reward. Combined, these factors
help explain the emergence of culturality and individuality in aesthetic preferences.

In Chapter 4, I test one of the predictions of the computational framework, the variability of
aesthetic values over time. To do this, I measure aesthetic preferences of 85 individuals over the
course of a month. The results of this study confirm that aesthetic preferences are unstable.
However, that instability is dynamic and varies greatly across individuals.

Overall, the studies presented here show that aesthetic preferences formation relies on a
combination of objective and subjective mechanisms, ultimately leading to individuality.
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CHAPTER 1
INTRODUCTION
What makes something beautiful? Can beauty be formally defined or does it depend on the
observer? Such questions have traditionally been the domain of philosophy (Skov and Nadal,
2020). As far as Western philosophy is concerned, the early view was predominately objectivist,
suggesting that beauty is a quality of objects (Sartwell, 2012). Philosophers including Plato and
Aristotle viewed beauty as a holistic property of an object, a form. Objects that had equal
proportions and harmony within their parts were considered to have good form and thus be
beautiful. Augustine later echoed this notion, arguing that objects gave delight because they were
delightful in and of themselves, not because one found delight in them. It was not until the end of
the seventeenth century that a subjectivist view of aesthetics emerged, holding that beauty was in
the eye of the beholder. Support for this view primarily came from pointing out individual
differences in perception. For instance, Locke argued that if individuals vary in their perception
of color, then it cannot be considered a standard quality for beauty (Locke, 1952). Others like
Hume and Kant further added that one’s tastes are largely dependent on personal experience, and
therefore are subjective by definition (Dieckmann, 1974). Therefore, the nature of beauty has a
controversial philosophical history, one whose ideas persist to this day. For a review of this
controversy from a cognitive-neuroscience perspective, see (Aleem et al., 2019)
It was not until the early 1800’s that aesthetics entered the domain of mainstream
empirical science, by way of Gustav Fechner. A key figure in the development of psychophysics
and experimental psychology, Fechner also wrote at length about aesthetics. In contrast to his
philosophical predecessors, Fechner emphasized the connection between an ‘inner’ and ‘outer’
psychophysics, bridging the objectivist and subjectivist views. In a seminal work entitled “The
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Aesthetic Association Principle”, Fechner claimed that our perception of an object is intimately
connected to our prior history with that object and those like it (Ortlieb et al., 2020). He stated
that our personal experience with different objects leads to the development of ‘associative
factors’ related to them, each carrying emotion and valence. Accordingly, these associative
factors, which vary by individual, are what ultimately dictate our aesthetic preferences.
Therefore, Fechner’s proposal connected external properties of the world to our internal
experience, grounding aesthetic experience firmly to existing concepts such as emotion and
memory.
What is the current empirical evidence regarding these different perspectives of beauty?
Examples of the objective basis may be those that have universal consensus in preference. The
most prominent of such is symmetry, which is preferred across many domains, whether it be in
art, faces, architecture, graphic design and much more (Treder, 2010). The sensitivity and
preference for symmetry emerges early on in humans (Bornstein et al., 1981), and has been
shown to exist across species (Clara et al., 2007; Paukner et al., 2017). Other such examples of
universal preferences include round contours, high contrast, and balance (Palmer et al., 2013).
What factors lead to universality for some attributes but not others? The answer likely
lies in our evolutionary history (Nadal and Chatterjee, 2019). Over time certain physical
properties of objects in the world may have been important for survival regardless of one’s
environment or social setting. Therefore, it is likely that the evolved neural circuitry for
processing them is similar across individuals as well. Consequently, our cognitive responses to
these features, including liking and disliking, may also be largely similar, thereby creating a
semblance of objectivity through universality.
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A theory which nicely captures the connection between neural processing and objectivity
is the Processing Fluency Theory (Reber et al., 2004). This theory has two primary assumptions,
1. objects in the outside world differ in their ‘fluency’, and 2. increased fluency is hedonically
marked. In turn, what makes an object ‘fluent’ is the ease with which it is processed by the
human brain. Therefore, symmetry may be preferred due to the existence of dedicated neural
circuitry in the brain, specifically in the extrastriate visual areas (Sasaki et al., 2005).
Evolutionarily, this may be the case due to the role of symmetry in object detection and pathogen
avoidance and mate quality (Møller and Swaddle, 1997) . Similarly, objects with perfect balance
may be preferred as they require less attentional shift, and therefore lesser processing resources
(Itti et al., 1998; Wilson and Chatterjee, 2005). In survival terms, a perfectly balanced scene may
indicate that no predator is lurking. Therefore, Processing Fluency Theory presents a modern
perspective of the objective viewpoint; objective properties of beauty may not exist in and of
themselves, but due to their universality stemming from a long evolutionary history. Overall,
Processing Fluency Theory has ample support not only in the field of aesthetics, but in regards to
marketing, design, education, memory, and more. However, it is not without its limitations.
Specifically, if the premises of this theory are true, then aesthetic biases towards fluent variables
such as symmetry or balance should be evident across history.
In our first study, Chapter 2, we put the objective account of the Processing Fluency
Theory to the test. We hypothesized that if the assumptions of this theory are correct, then
painters should attempt to optimize fluency variables as much as possible in their works. In order
to test this hypothesis, we collected 153 portrait paintings from 26 master painters from the Early
Renaissance. We compared these works to posed controls as well as spontaneously snapped
photographs. We developed measures for the three most prominent fluency variables: symmetry,
3

balance and complexity. Our results showed that master painters were composing their works
with high balance, symmetry, and optimal complexity compared to the spontaneous controls.
However, when compared to our posed controls, we found that master painters tended not to
optimize each of the aforementioned fluency variables. Instead, different painters optimized the
fluency variables in a unique individual way. This individuality appeared in the different ways
that painters resolved the competition between complexity and symmetry because the latter
tended to reduce complexity. Later behavioral experiments by our group showed that this form
of individuality also appeared in non-artists, who divided themselves into two sub-populations,
people who liked symmetry and those who preferred complexity (Pombo et al., 2021, in review).
Therefore, these results pointed towards a more subjective viewpoint of aesthetics; how could
this individuality arise? To understand this, we turn to how the subjective aspects of aesthetics
may develop.
The results from our study in Chapter 2 revealed that different painters in the same era
showed evidence of individuality. This result points to a central mystery in the field of
Neuroaesthetics; that is, how do different individuals arrive at their own unique preferences?
Such differences cannot be fully explained by innate mechanisms (Richerson and Boyd, 2008).
For example, (Germine et al., 2015) showed that much of the variation in aesthetic preferences
for faces across identical twins can be explained by environmental factors, not genes. Similarly,
differences in aesthetic values across cultures often emerge, suggesting the role of societal
factors. For example, Egyptian students gave overall higher ratings to symmetrical patterns than
their British counterparts, perhaps due to the importance of symmetry in Islamic art (Bode et al.,
2017). Differences in ecological conditions can also affect preferences. For instance, (Dixson et
al., 2017) found that populations with higher pathogen risk had stronger preferences for sexually
4

dimorphic features and symmetry in the faces of the opposite sex. In addition, we found that such
cultural trends can show evolution across large periods of time as well, for example the visual
complexity of paintings changed dramatically from the Renaissance to Mannerism (CorreaHerran et al., 2020). While we may be born with certain aesthetic biases, these findings stress the
importance of the environment and individual experience in the formation of aesthetic values.
What mechanisms may underlie the formation of aesthetic values over our lifetimes? We
propose that there are two parallel mechanisms. On a longer timescale, there may be inbuilt
processing biases from our evolutionary history. However, faster mechanisms are needed if we
are to adapt our aesthetic preferences related to the cultures that surround us. These mechanisms
must involve learning. We must learn to adapt to different surroundings, cultures, and social
values; an important marker of these are aesthetic preferences (Park and Huang, 2010;
Dissanayake, 2015; Nadal and Chatterjee, 2019). On a perceptual level, aesthetic value coding is
beneficial in adapting to novel environments; those attributes that have high aesthetic value
attract attention, indicating their salience (Berridge and Robinson, 1998). At a cultural level, it
may be advantageous to learn and conform to the values of the society one resides in (Saito,
1996; Park and Guerin, 2002). An important question therefore is — how is it that our brain
comes to learn these values?
We propose that reward-based learning is central to aesthetic value. In support of this,
numerous neuroimaging studies of aesthetic appreciation have indicated the involvement of
reward related regions in the brain such as the amygdala, nucleus accumbens, caudate nucleus
and the medial orbitofrontal cortex (Diessner, 2019). These brain regions are important in the
processing and learning from rewards (Berridge et al., 2009). Furthermore, evidence from metaanalysis of studies of aesthetic appreciation across different modalities reveal the involvement of
5

a generalized appraisal circuit (Brown et al., 2011). In addition to canonical reward structures,
this circuit includes brain regions dedicated for monitoring one’s internal state, most notably the
anterior insula. Combined, this evidence suggests that aesthetic appraisal is no different than
general sensory appraisal. In a nutshell, as we move through our environment, different attributes
of the external world are processed and may be acted upon given one’s internal state, the ensuing
reward will then lead to a learning of value associated with those attributes.
Overall, such a circuit provides an individualized mechanism for appraisal by comparing
external sensory inputs and rewards and comparing them to our internal state, illustrated in
Figure 1-1. As such, this circuit provides a suitable starting point for understanding how
idiosyncratic differences in aesthetic preferences across individuals may arise.
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Figure 1-1. The Aesthetic Appraisal Circuit. The most common brain regions implicated
across aesthetic appraisal of visual, auditory, olfactory, and gustatory modalities, adapted from
(Brown et al. 2014)
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There is considerable support for the role of reward and learning mechanisms in the field
of neuroaesthetics. As part of a recent movement, many have advocated for the grounding of
aesthetic phenomena within existing neural processes such as generalized appraisal rather than
specialized mechanisms. In support of this view, there are several conceptual models that
incorporate reward and learning circuitry. For example, learning and reward form two out of
three nodes in Chatterjee and Vartanian “Aesthetic Triad” model (Chatterjee and Vartanian,
2014). Similarly, in advocating that ‘art is not special’, Skov bases his “Aesthetic Preference
Formation” model around the learning and prediction of reward (Nadal and Skov, 2018; Skov
and Nadal, 2018). However, computational implementations of such models have been missing.
A functional computational model is needed as it allows us to verify hypotheses and to make
predictions. In Chapter 3, we address this gap, presenting a computational framework of the
learning of aesthetic value.
Our computational framework presented in Chapter 3 builds upon canonical
reinforcement learning circuitry. However, inspired by neuroimaging data, we additionally
account for internal states, most notably personal motivation. We focused on motivation as it
serves as a direct corollary to an individual’s internal state, signaling the need to act. For
example, if an individual is hungry, their motivation to approach a certain food will be high,
allowing them to engage with and appraise that food. Differences in motivation therefore serve
as a primary way to different individual learning trajectories. Indeed, in our simulations, we find
that varying motivation for an aesthetic property such as complexity greatly influences an
individual’s final aesthetic values. To account for regional and cultural differences, our model
also includes factors such as varying statistical distributions of sensory inputs based on different
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environments and conditional probabilities of rewards based on different societal standards.
While far from comprehensive, we find that this framework makes some interesting predictions.
An important prediction of our computational model comes from the fact that it is
probabilistic. Namely, representations of the sensory environment, rewards, and an individual’s
internal states are represented in statistical terms. Consequently, this leads to a prediction that the
ensuing learned aesthetic values vary as well. This prediction has support from existing
conceptual models of aesthetic preferences which suggest that preferences are highly dependent
on context, goals, and demands (Leder and Nadal, 2014). Similarly, economic models of
consumer preferences also assume that an individual’s values are not fixed (Lee et al., 2009;
Warren et al., 2011). Intriguingly, much of empirical aesthetic research to date does not directly
account for this variability of aesthetic preferences. Most studies measure preferences at one
instance, assuming it is a suitable representation of that individual’s taste. This may be
problematic, especially for studies that make claims for universality or associate certain
preferences with personality traits.
A handful of studies that have measured aesthetic preferences on multiple instances
confirm that they are not stable. In studying a population of individuals from preschool to the
elderly, (Pugach et al., 2017) found that preferences for faces and landscapes changed within two
weeks. On a longer time scale of 5 months, (McManus et al., 2010) found that the selfcorrelation for preferences of simple figures such as rectangles was between 0.6 and 0.7. On the
other hand (Park et al., 2010) found that newly developed preferences for novel faces dissipated
within a matter of a week, completely disappearing after 3 weeks. Thus, aesthetic preferences do
not appear to be fixed. In order to better understand why, a greater investigation into the
temporal persistence of aesthetic preferences is needed. This is our focus in Chapter 4.
9

In Chapter 4, we explore the persistence of aesthetic preferences, that of different colored
objects. Existing research has measured aesthetic preferences at most two instances, except
(Kościński, 2010) who measured at three. These limited amount of data points do not allow
enough information to infer whether aesthetic preferences obey certain temporal dynamics, such
as a cyclical pattern of change. For example, (Kościński, 2010) found no difference in aesthetic
instability at a one month or a one-year timescale. However, subtle underlying dynamics may
have been missed due to this large time gap. To address this, in our experiments we measured
aesthetic preferences at six separate timepoints, spanning a month. Notably, other than the first
two sessions which were 20 minutes apart, each remaining session was a week apart, allowing us
an opportunity to capture patterns of change. Overall, the results of this study confirmed the
prediction from our model in Chapter 3 that aesthetic preferences are unstable, drifting as time
elapses. While changes in preferences occurred as early as 20 minutes, most changes were
observed starting at the 2-week mark, indicating a possible minimum incubation period. To our
surprise, we found that the amount of changes that occurred varied by each individual. Some
individuals showed little to no change, while others showed large reorganization in their
preferences. Furthermore, a portion of our subjects became more stable over time, updating their
preferences in a coherent manner by learning from their repeated choices. Thus, the results from
this experiment reveal interesting dynamics of preferences, suggesting overall that just as
aesthetic preferences are individual, so may be instability. Therefore, future research may need to
account for this individuality in instability when measuring aesthetic preferences.
In sum, the nature of beauty and aesthetic preferences is neither purely objective nor
purely subjective as conceived by philosophers. Instead, the existing empirical and neuroimaging
evidence places the answer much closer to Fechner’s ideas — a union of both. In the following
10

chapters, I hope to show that aesthetic preferences may be best understood through mechanisms
of learning, both at the evolutionary and the individual level. Furthermore, I hope to show that
this conception of aesthetic value is useful not only for understanding current phenomena, but in
making useful predictions and aiding in future research directions.
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CHAPTER 2
INFERRING MASTER PAINTERS' ESTHETIC BIASES FROM THE STATISTICS OF
PORTRAITS
2.1 Introduction
An important recent theory in art cognition is the Processing Fluency Theory (PFT) of esthetic
pleasure, which claims the ease with which the brain processes the perceptual properties of an
object contributes to its esthetic value (Reber et al., 2004); specifically, the hedonic value increases
as the fluency of processing rises (Winkielman et al., 2003). The PFT has been highly influential,
even though its mechanisms are unclear (Albrecht and Carbon, 2014; Graf and Landwehr, 2015)
and its scope has limitations (Leder et al., 2004; Locher et al., 2007; Leder, 2013; Chatterjee and
Vartanian, 2014). The theory has found applications in the cognitive studies of clarity (Whittlesea
et al., 1990), marketing (Lee and Labroo, 2004), recognition memory (Whittlesea, 1993), and
judgments of truth (Begg et al., 1992; Reber and Schwarz, 1999). In this paper, we propose to
extend the applications of the PFT to the study of some aspects of the history of visual art.
Of the many visual properties studied under the PFT, symmetry, balance, and complexity
have received much attention. Numerous studies have shown that individuals prefer objects with
greater symmetry (Palmer, 1991; Enquist and Arak, 1994; Humphrey, 1997; Jacobsen et al., 2006)
and balance (Poore, 1903; Arnheim, 1954; Locher et al., 1996). The brain has mechanisms
dedicated to deal with visual symmetry because of its biological importance, e.g., in the processing
of faces (Wolfe and Friedman-Hill, 1992; Gangestad et al., 1994; Herbert and Humphrey, 1996;
Rhodes et al., 1998). Therefore, the brain inherently processes symmetry with fluency. Similarly,
the brain has special mechanisms for detecting balance, as its absence indicates the need for
attention (Itti et al., 1998). The case for complexity is less straightforward, but largely consistent
12

with the PFT. Some studies indicate that the preference for complexity lies on an inverted “U”
curve, with people liking moderate amounts of complexity (Berlyne, 1971; Aitken, 1974; Nicki
and Moss, 1975; Saklofske, 1975; Imamoglu, 2000) while other studies have found linear
relationships (Stamps III, 2002; Nadal et al., 2010). In general, the brain likes complexity because
it has a direct relationship with the amount of information in the input. Accordingly, certain
circuitries in the visual pathways of the brain have evolved to deal with as much information as
possible (Atick and Redlich, 1992; Bialek et al., 1993; Stemmler and Koch, 1999; Balboa and
Grzywacz, 2000). This is especially relevant in an evolutionary context, with the brain’s
inclination to extract the maximum amount of intelligible information from a natural scene (Kaplan
and Kaplan, 1989; Heerwagen and Orians, 1995). These circuitries function best with image
statistics related to natural scenes, which are orderly (Field, 1987; Ruderman and Bialek, 1994;
Balboa and Grzywacz, 2003). This connection with the natural world provides a possible
explanation for the inverted ‘U’ behavior. Too much complexity may be violating the natural
order, hurting fluency processing. Therefore, the behavior of visual complexity in relation to the
PFT is a reflection of the struggle between the brain’s attempt at maximizing information while
still maintaining comprehensibility.
In accordance with the principles of the PFT, we raise the hypothesis that visual artists,
especially master painters will show biases towards optimizing fluency variables (i.e., those
measuring visual properties like symmetry, balance, and complexity). Although the PFT is a theory
for observers, visual artists also function as perceptual agents when performing their work (Bryson,
1983). They often struggle and revise their pieces until the right esthetic appeal emerges
(Gombrich et al., 1977). Moreover, certain disturbances in perceptual abilities in artists are
reflected in their artwork (Bogousslavsky, 2005; Rose, 2006; Chatterjee, 2015). However, even if
13

the PFT were right, artists might not be able to optimize the various fluency variables
independently. One reason is the complex relationship between the variables. For example, making
a painting more symmetric may reduce its complexity. Another reason is that different painters
may use different media, which may favor one variable over another. Hence, another hypothesis
is that painters may be forced to make choices to optimize some variables at the cost of others.
To test these hypotheses, we first developed computational measures of symmetry,
balance, and complexity. We then investigated the statistics of the relationship between these
variables in both master paintings and control photographs to study the choices that artists make
about these characteristics. Our control photographs consisted of both photos of individuals in
controlled poses, as well as quickly taken photos with minimal artistic intent. Comparison of the
former with master paintings allowed us to test whether painters produced art with more symmetry,
balance, and complexity than what one would get in spontaneous, quickly snapped photographs.
On the other hand, comparison of master paintings with the ideally balanced and symmetric
frontally posed controls allowed us to test whether artists optimized their work with respect to
these fluency variables. Our investigation adds to previous work that has probed statistical
properties of visual art (Graham and Redies, 2010). That work found, for example, interesting
overlap in the power spectra of both faces in portrait paintings and natural scenes in photographs
(Redies et al., 2007a). Here we concentrated on different statistical variables, which were more
closely related to the PFT. The focus of the study reported here was on portrait paintings during
the Early Renaissance period. We limited our studies to portraits, because they were relatively
simple (e.g., typically composed vertically). This simplicity aided in both avoiding contextual
complexity and reducing the computational difficulty in the measurements. We chose to focus on
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the Early Renaissance since portraiture as an art form first emerged during this period (PopeHennessy, 1966).

2.2 Materials and Methods
2.2.1 Images Analyzed
General Properties of the Images
All images were digitized to a maximum resolution of 1024×1024 pixels due to computational
cost. The minimum number of pixels in the horizontal dimension, i.e., the number of columns was
500. Such a minimum was necessary to allow enough precision in the estimation of the indices of
symmetry, balance, and complexity along this dimension. If the number of columns were uneven,
one column was detracted from the end of the image to allow precise computation of left-right
symmetry and balance in the image. Finally, although the images were originally in color, we
converted them into 8-bit grayscale through the colorimetric method (Poynton, 1998). This
conversion was necessary, because in this paper, we focus on symmetry, balance, and complexity
for the relative intensities of the images.

Portrait Paintings
We analyzed 153 portrait paintings of 26 master painters from the Early Renaissance, which we
defined as those born between 1370 and 1450. Portrait paintings were only included if they each
contained one main individual as the subject. They were painted in oil, tempera, frescos, or a
mixture of these materials. All paintings were obtained from the online database, “Artstor Digital
Library” (library.artstor.org). If the painting in Artstor had a frame, we removed it before the
statistical estimations, except if the painter had painted it.
15

Posed Controls
Six graduate students and three professors from Georgetown University were chosen as volunteers
for these controls. Photographs of the volunteers were taken while sitting at frontal, 45-degrees,
and 90-degrees poses. Thus, we obtained twenty-seven posed-control photographs (three each of
nine subjects). Our control posed photographs had the direction of face, shoulders/chest, and eyes
fully congruent, and always rotated around a vertical axis. These well-controlled conditions served
to reduce statistical variability in the fluency variables in this group, allowing us to use a relatively
small number of photographs. To reduce variability further, all the photographs were taken indoors
with identical lighting conditions by using a Canon EOS 700D / Rebel T5i camera fitted with a
EF-S 18-55mm F3.5-5.6 IS STM lens (Canon USA, Inc., Melville, New York, USA).
Each volunteer signed a written consent based on an approved Institutional Review Board
protocol.
To compare these controls with the master paintings more directly, we attempted to classify
the poses in the latter. Such a classification in artistic paintings could only be approximate. Artists
varied at least three different variables within the pose structure, including rotating the face,
shoulders/chest, and the eyes separately. Furthermore, these three variables were occasionally
modulated parametrically along both the vertical and the horizontal axes. Artists most likely
exploited these modulations to increase complexity in their works (Pope-Hennessy, 1966). This
large number of artistic degrees of freedom created a difficult problem for an objective,
unambiguous classification of pose. Nevertheless, to get an approximation, each of the three
authors performed a subjective classification in a single-blinded manner with a-priori exclusion
criteria. One of these criteria was the use of only the direction of the face and shoulders (i.e.,
excluding the eyes because of their small sizes). Furthermore, the criteria allowed rotation only
16

around a vertical axis. Finally, to be classified, the directions of the face and shoulders needed to
be subjectively congruent. Otherwise, the painting was considered unclassified. The subjectively
classified poses were limited to three categories to match the posed controls, namely, frontal,
angled, and profile. After the three authors independently classified the paintings, we used only
those that had unanimous classifications. This process resulted in 103 classified paintings. Of
these, 69 were angled, 31 were profile, and 3 were frontal.

Quickly Snapped Photographs
We wanted the last set of controls to be images in which no deliberate artistic effort existed.
Therefore, instead of using publicly available photographs that may contain artistic intent, we
selected photographs from a collection of casual, quickly snapped, and as-unposed-as-possible
photographs taken by the authors with their iPhone 6 (Apple, Cupertino, California, USA).
Rejection criteria was similar to those of portrait paintings and posed controls, i.e., photographs
had to contain one main, recognizable subject and not be more than 90 degrees in pose. We also
rejected photographs with any blurred portions. Two of the authors blindly selected appropriate
photographs from a pool of 230 images. After consensual selection, only 38 survived the rejection
criteria, thus having minimal posing, framing, and artistic effort. Each of the subjects signed a
written consent to have his or her photograph used in this study based on an approved Institutional
Review Board protocol.
We developed computational measures of symmetry, balance, and complexity, and
analyzed them statistically using MATLAB R2015a (MathWorks, Natick, Massachusetts, USA),
using scripts developed specially for this project.
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2.2.2 Statistical Measures
To make the reading of the following sections on the computational measures more accessible, we
begin each text with a paragraph that provides the physical intuition of the proposed calculations.
We hope that these paragraphs will allow the reader to understand the rationale even by skipping
the equations. These in turn appear after the introductory paragraphs.

Symmetry and Asymmetry Indices
Symmetry in images has previously been defined in a variety of manners. The definitions include
different types of symmetry, especially rotational, reflectional (along different axes), or
translational. While many algorithms exist for these measurements, our method is similar in nature
to the ones concerning vertical bi-lateral symmetry (O'Mara and Owens, 1996). In this paper, we
only address vertical symmetry, since it is the predominant form in faces and portrait paintings.
We specifically focus on symmetry across the center of the canvas, irrespective of the location of
the face. To measure the index of symmetry, we subtract the intensities of each pixel and its pair
across the midline. For identical intensities, the result is zero, indicating that those pixels are
symmetric. If the intensities are not identical, the difference can range up to the maximum intensity
in our image, namely, 255. To normalize these results, we take the root mean square of all of the
subtractions and divide the result by this maximum. This normalization procedure results in an
Index of Asymmetry that goes from 0 (no asymmetry) to 1 (complete asymmetry). The Index of
Symmetry, therefore, is one minus the Index of Asymmetry.
Let Ik,j be the intensity of the pixel in Row k and Column j. Let the number of rows and columns
be Nr and Nc respectively. The latter is even. Finally, let I * be the maximally possible intensity.
We build pair-of-pixels asymmetry measures as
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𝐴𝑘,𝑗 =

𝐼 𝑁𝑐
−𝐼 𝑁
𝑘, +1−𝑗 𝑘, 𝑐 +𝑗
2
2
𝐼∗

,1 ≤ 𝑗 ≤

𝑁𝑐
2

.

We define the overall (medial vertical) asymmetry index from this equation as

(1)

𝐴 = √2

𝑟 ∑𝑁𝑐 2
∑𝑁
𝑘=1 𝑗=1 𝐴𝑘,𝑗

𝑁𝑟 𝑁𝑐

.

This asymmetry index is what appears in Figures 2-4, 2-6, and 2-7. The corresponding (medialvertical) symmetry index is 1 – A.

Balance and Imbalance Indices
The main idea behind pictorial balance is that features of the image have a spatial distribution that
is as homogeneous as possible. Because portraits are vertical, one reasonable measurement of
balance is along the horizontal dimension, which is what we do here. There are multiple definitions
of pictorial balance, from which we consider three prominent ones. The first is suggested by the
bodies of literature from Art, and History and Psychology of Art (Ross, 1907; Arnheim, 1954).
This statistic measures artistic balance as commonly conceptualized in Physics, i.e., weighing
masses with the distance to the fulcrum. Therefore, something further away from the fulcrum has
a greater perceived weight. For our measurement, light intensities and the balance line are the
equivalents of masses and the fulcrum respectively. Second, we consider a statistic that bypasses
the distance weighing and simply compares the sum of the total mass (integrals) on the two sides
of the balance line. This measure is similar to the comparison of intensities at the excitatory and
inhibitory regions of an orientation-selective receptive field (Hubel and Wiesel, 1959; Hirsch and
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Martinez, 2006; Rapela et al., 2010). Such receptive fields basically perform the comparison by
weighing one side with a +1 and the other with a -1. If the sides have similar content, then the
receptive-field integral yields a zero response, indicating balance. Lastly, we consider a measure
that compares mean intensities at the two sides of the balance line. This measure takes into account
the spatial normalization common in some models of visual function (Heeger, 1992). We call these
three measures the physicalist, integral, and mean models of pictorial balance respectively. Unlike
the measurement for symmetry, these types of balance can be measured from different points other
than the midline itself. We consider the simplest case, balance through the middle of the image, in
Figures 2-4 through 2-7. In Figure 2-2, we explore other possible locations of balance lines as
related to important features of the face.
Let the xb be the location of the balance line (1 < xb < Nc). To define the integral balance,
integrals of the intensities of each side of this line are taken:

(2)

()
𝑁𝑟
𝑟
∑𝑗<𝑥𝑏 𝐼𝑘,𝑗 , 𝐽𝑅(𝑖) (𝑥𝑏 ) = ∑𝑁
𝐽𝐿𝑖 (𝑥𝑏 ) = ∑𝑘=1
𝑘=1 ∑𝑗>𝑥𝑏 𝐼𝑘,𝑗 ,

where the superscript “(i)” indicates “integral,” and subscripts L and R mark left and right of the
midline respectively. We define the integral-imbalance index as
()
𝐵∗ 𝑖 (𝑥𝑏 )

(3)

(𝑖)
(𝑖)
|𝐽𝐿 (𝑥𝑏 )−𝐽𝑅 (𝑥𝑏 )|

= { 𝐽𝐿(𝑖)(𝑥𝑏)+𝐽𝑅(𝑖)(𝑥𝑏)
0

()
()
𝑖𝑓 𝐽𝐿𝑖 (𝑥𝑏 ) + 𝐽𝑅𝑖 (𝑥𝑏 ) > 0 ,
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

and the integral-balance index as one minus this quantity. Thus defined, both the integral-balance
and imbalance indices are between 0 and 1. In Figures 2-4 to 2-7, we display the Integral-imbalance
index by the medial vertical line, i.e.,
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()

( ) 𝑁𝑐 +1
)
2

𝐵𝑉𝑖 = 𝐵∗ 𝑖 (
(4)

.

The physicalist-imbalance index is similar to Equations 2 and 3, except that it weighs the intensities
with the distances to the balance line, i.e.,
( )
𝑁𝑟
𝑟
∑𝑗<𝑥𝑏|𝑥𝑏 − 𝑗|𝐼𝑘,𝑗 , 𝐽𝑅(𝑝) (𝑥𝑏 ) = ∑𝑁
𝐽𝐿𝑝 (𝑥𝑏 ) = ∑𝑘=1
𝑘=1 ∑𝑗>𝑥𝑏|𝑥𝑏 − 𝑗 |𝐼𝑘,𝑗 ,

and
(𝑝 )
𝐵∗ (𝑥𝑏 )

(5)

(𝑝)
(𝑝)
|𝐽𝐿 (𝑥𝑏 )−𝐽𝑅 (𝑥𝑏 )|

= { 𝐽𝐿(𝑝)(𝑥𝑏 )+𝐽𝑅(𝑝) (𝑥𝑏 )
0

(𝑝 )
(𝑝 )
𝑖𝑓 𝐽𝐿 (𝑥𝑏 ) + 𝐽𝑅 (𝑥𝑏 ) > 0 ,

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

where the superscript “(p)” indicates “physicalist.”
Similarly, the mean-imbalance index is as in Equations 2 and 3, except that it uses the mean instead
of the integrals, i.e.,
𝑟 ∑
∑𝑁
𝑘=1 𝑗<𝑥𝑏 𝐼𝑘,𝑗
𝑁𝑟 (𝑥𝑏 −1)

( )
𝐽𝐿𝑚 (𝑥𝑏 ) = {

𝑖𝑓 𝑥𝑏 𝑖𝑠 𝑖𝑛𝑡𝑒𝑔𝑒𝑟

𝑟 ∑
∑𝑁
𝑘=1 𝑗<𝑥𝑏 𝐼𝑘,𝑗

(𝑚)
, 𝐽𝑅 (𝑥𝑏 ) =

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

𝑁𝑟 𝑓𝑙𝑜𝑜𝑟(𝑥𝑏 )

𝑟 ∑
∑𝑁
𝑘=1 𝑗>𝑥𝑏 𝐼𝑘,𝑗

𝑁𝑟 (𝑁𝑐−𝑓𝑙𝑜𝑜𝑟(𝑥𝑏 ))

where the function floor rounds numbers downwards, and
(𝑚)

|𝐽𝐿

(6)

(𝑚)
(𝑥𝑏 )−𝐽𝑅
(𝑥𝑏 )|

( )
𝐵∗ 𝑚 (𝑥𝑏 ) = { 𝐽𝐿(𝑚)(𝑥𝑏)+𝐽𝑅(𝑚)(𝑥𝑏)
0

where the superscript “(m)” indicates “mean.”
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( )
( )
𝑖𝑓 𝐽𝐿𝑚 (𝑥𝑏 ) + 𝐽𝑅𝑚 (𝑥𝑏 ) > 0 ,

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

,

As for the integral-balance index, the physicalist- and mean-balance indices are one minus the
corresponding imbalance indices.
Finally, in order to determine the optimal balance lines, we seek positions that minimize
the imbalance indices, i.e.,

(7)

(𝑖)
(𝑝)
(𝑚)
𝛬𝑖 = 𝑎𝑟𝑔𝑚𝑖𝑛𝑥𝑏 𝐵∗ (𝑥𝑏 ), 𝛬𝑝 = 𝑎𝑟𝑔𝑚𝑖𝑛𝑥𝑏 𝐵∗ (𝑥𝑏 ), 𝛬𝑚 = 𝑎𝑟𝑔𝑚𝑖𝑛𝑥𝑏 𝐵∗ (𝑥𝑏 ) .

In this paper, we looked for the columns achieving these minima. Both 𝛬i and 𝛬p emerged
from unique minima, but on occasion, we observed two local minima in the estimation of 𝛬m. In
those cases, we selected the minimum with the lowest value of imbalance. Other selections were
possible for 𝛬m, but our selection was good enough to capture the uncertainty inherent in the meanbalance index.

Quality- and Thickness-of-balance Indices
The balance and imbalance indices quantify how similar the two sides of a balance line are overall.
However, similarity may be achieved by compensating a feature on, say, the top right of an image,
with something in the bottom left. If so, although the image may have left-right balance overall,
balance may be imperfect at different heights of the image. We wanted to quantify how careful
master painters were about this fine balance. For this purpose, we first determined the best balance
position row by row in the painting. We then measured the error in these positions relative to the
horizontal size of the image.
For the sake of brevity, we only show here how the calculation is performed for the integral
balance, since the methods are identical for the other forms of balance. We begin by adapting
Equations 2, 3, and 7 to be row by row, getting:
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()

(𝑖)
𝐽𝐿𝑖 (𝑥𝑏, 𝑘) = ∑𝑗<𝑥𝑏 𝐼𝑘,𝑗 , 𝐽𝑅 (𝑥𝑏, 𝑘) = ∑𝑗>𝑥𝑏 𝐼𝑘,𝑗 ,

(𝑖)

()

(𝑖)

|𝐽𝐿 (𝑥𝑏, 𝑘)−𝐽𝑅 (𝑥𝑏, 𝑘)|

𝐵∗ 𝑖 (𝑥𝑏, 𝑘) = { 𝐽𝐿(𝑖) (𝑥𝑏, 𝑘)+𝐽𝑅(𝑖) (𝑥𝑏, 𝑘)
0

()

()

𝑖𝑓 𝐽𝐿𝑖 (𝑥𝑏, 𝑘) + 𝐽𝑅𝑖 (𝑥𝑏, 𝑘) > 0 ,
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

and

(8)

(𝑖)
𝛬𝑖 (𝑘 ) = 𝑎𝑟𝑔𝑚𝑖𝑛𝑥𝑏 𝐵∗ (𝑥𝑏, 𝑘) .

This function is illustrated for different images in Figure 2-3. From this function, we
estimate the Thickness-of-balance index as
𝛥𝑖 =
(9)

𝑀𝐴𝐷𝑘 (𝛬𝑖 (𝑘 ))
,
𝑁𝑐

where MADk is the median absolute deviation function with respect to k. As before, this index is
a number from 0 to 1, representing the thickness of the function Λ i relative to the canvas. Thus,
we can define the Quality-of-balance Index as one minus the result expressed in Equation 9.

Complexity of Order 1
This measure looks at the overall distribution of intensities in a given image, with a greater
spread in the distribution equating to greater complexity of order 1. Therefore, a very complex
image would have a wide range of intensities such as white noise. In contrast, the simplest image
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would be a blank canvas with only one type of intensity. Figure 2-1 illustrates this measurement
of complexity in the context of art. Panel 2-1A is the Portrait of a Man by Pietro Perugino and
Panel 2-1C is the histogram of its intensities. The histogram has a large peak close to zero,
reflecting the large portions of the canvas that are black. Thus, if someone asks, “What is the
intensity of this random pixel?” the best guess is “zero,” because it will often be correct. This
ease in answering this question contrasts with what Panels 2-1B and D show. This painting,
Camillo Vitelli by Luca Signorelli has a distribution of intensities that are much more spread,
making the probability of answering correctly much harder. The painting has much more
richness of intensities. Consequently, we should say that it is more complex than the painting in
Panel 2-1A. To quantify Complexity of Order 1, we use the analog of entropy (i.e., the degree of
disorder). In this paper, we do so by using Shannon’s definition of informational complexity
(Shannon and Weaver, 1949). For discussions regarding methods of measuring visual
complexity using information theory and other definitions see (Forsythe et al., 2008; Graham and
Redies, 2010; Nadal et al., 2010).
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Figure 2-1. Illustration of Different Types of Complexity. (A) Portrait of a Man by Pietro
1
Perugino (Galleria Borghese, Rome, Italy; Photo © 2006, Scala, Florence, Italy; reproduced by
courtesy of the Ministero Beni e Att. Culturali, Rome, Italy). (B) Camillo Vitelli by Luca Signorelli
(Berenson Collection, Villa I Tatti, Florence, Italy, reproduced by permission of © President and
Fellows of Harvard College). (C, D) Histogram of the intensities in A and B respectively. (E, F) Plots
of complexity as a function of the amount of translation (as percentage of the canvas size) in different
isometric transformations for the Perugino and Signorelli paintings respectively. Complexity of Order
1 is marked with the dashed line. Complexities of Order 2 for left and right translations are represented
by the red line (both directions give identical results). Blue and green lines present the linear
combinations of horizontal reflection and translation to the left and right respectively. The solid line
shows the median of Complexities of Order 2 across all possible transformations. The figure also
illustrates the Short-range Distance, i.e., the range of distances for which Complexity of Order 2 varies
with displacement. We define this distance as the threshold at which the red line crosses the median
Complexity of Order 2 minus its median absolute deviation. “Δ Complexity” is defined as the
difference between Complexity of Order 1 and the median Complexity of Order 2 within the Shortrange Distance. We call this latter quantity the Short-range Complexity. The figure shows that the
Perugino painting has lower Complexities of Order 1 and Order 2, and larger Δ Complexity than the
Signorelli piece (see text for more details).
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Let pixels have intensities [0, …, I*] (from 0 to 255 in our collection). For Image Q, let intensity
l have Mi occurrences in histograms such as those in Figure 2-1C and D. Then, we define the
probability of Intensity l in Image Q as
(𝑄)

(1)
𝑃𝑄 (𝑙 )

=

𝑀𝑙

∑𝐼𝑗=0 𝑀𝑗(𝑄)
∗

.

From this equation, we define Entropy of Order 1 for Image Q as
𝐼∗
(1)
(1)
𝐻1 (𝑄 ) = − ∑ 𝑃𝑄 (𝑙 )𝑙𝑜𝑔2 (𝑃𝑄 (𝑙 )) .
𝑙=0

(1)
In practice, if 𝑃𝑄 (𝑙 ) = 0 for some l, the term is not included in the sum, avoiding the singularity

of the logarithm. This is possible, because lim x➝0xlog(x) = 0.
To create an index of complexity out of this entropy, we divide it by its largest possible value given
any arbitrary image. This largest value comes from large images for which every pixel has an
(1)
intensity randomly picked from all possible values. Thus, 𝑃𝑄 (𝑙 ) = 1/(𝐼 ∗ + 1). Therefore, the

maximal possible Entropy of Order 1 is
𝐼∗

𝐻𝑚𝑎𝑥,1 = − ∑
(10)

𝑙=0

𝐼∗

1
1
) = 𝑙𝑜𝑔2 (𝐼 ∗ + 1).
𝑙𝑜𝑔2 ( ∗
+1
𝐼 +1

Dividing H1(Q) by Hmax,1, one gets the Complexity of Order 1:
𝐼∗

(11)

(1)
(1)
𝐶1 (𝑄 ) = − ∑ 𝑃𝑄 (𝑙 )𝑙𝑜𝑔𝐼∗ +1 (𝑃𝑄 (𝑙 )) .
𝑙=0
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By the definition of Hmax,1, we have 0 ≤ C1(Q) ≤ 1, with 0 happening for single-tone images (i.e.,
the simplest ones) and 1 happening for images whose intensities are spread homogeneously
through all possible values.

Complexity of Order 2
A limitation of Complexity of Order 1 is that it does not capture the change in complexity due to
spatial organization. If one scrambles the positions of the pixels in a painting, it looks more
complex. However, because the distribution of intensities remains the same upon scrambling, the
Complexity of Order 1 does not change. To capture the observed change of complexity, one must
ask, “Given the intensity of a pixel, can one predict the intensity in another?” For nearby pixels,
the answer is typically yes, because they often represent portions of the same surface (Field, 1987;
Ruderman and Bialek, 1994; Balboa and Grzywacz, 2003). But the answer could also be yes for
distant pixels if, e.g., the image was symmetric or periodic. To answer this question generally, one
must perform arbitrary isometric (i.e., distance preserving) transformations of the image and ask
if two juxtaposed pixels predict the intensities of each other. These transformations are generally
linear combinations of translation, rotation, and reflection. However, here, we only include
horizontal-translation and horizontal-reflection transformations, because we are dealing with
vertical portraits. We then use entropy to quantify complexity, but this time using conditional
probabilities of the intensity of a pixel predicting the intensity of another after the transformation.
Because we use two pixels, we call the emerging quantity Complexity of Order 2. It has many
interesting properties illustrated in Panel 2-1E and F. The colored lines in these panels illustrate
Complexity of Order 2 for the Perugino and Signorelli paintings for different transformations,
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parametric on the amount of translation. One of the properties of Complexity of Order 2 that we
will demonstrate mathematically is that it is always less or equal than that of Order 1. In addition,
as predicted above, Complexity of Order 2 is low for short translations, rising for longer ones. The
panels show that the median Complexity of Order 2 is lower for the Perugino painting (because of
its larger darker areas). They also illustrate the range of distances for which Complexity of Order
2 varies with displacement (the translation required for the colored lines to reach the uncertainty
of the median complexity). The fall in complexity from Order 1 to the median in the short range
(Short-range Complexity) is larger for the Perugino painting because of its symmetry.
To define Entropy of Order 2 for Image Q and Isometric Transformation T, we begin by
(

)

letting 𝑀𝑙1𝑄,𝑇
,𝑙2 be the number of times a pixel with Intensity l 1 is juxtaposed with a pixel with
Intensity l2 after the transformation. From this number, we define the following conditional
probabilities:

(𝑄,𝑇)

(2)
𝑃𝑄 (𝑙2 |𝑙1 , 𝑇)

=

𝑀𝑙1 ,𝑙2

(𝑄,𝑇)
∑𝐼𝑘=0 ∑𝐼𝑗=0 𝑀𝑘,𝑗
∗

∗

.

From this definition, we define Entropy of Order 2 for Image Q and Transformation T as
𝐼∗

𝐻2 (𝑄, 𝑇) = − ∑

𝐼∗
(1)
𝑃𝑄 (𝑙1)

𝑙1 =0

∑ 𝑃𝑄(2) (𝑙2 |𝑙1 , 𝑇)𝑙𝑜𝑔2 (𝑃𝑄(2) (𝑙2 |𝑙1 , 𝑇)) .
𝑙2 =0

The maximal value of Entropy of Order 2 occurs when the pixels are independent from each other.
(2)
(1)
Thus, 𝑃𝑄 (𝑙2 |𝑙1 , 𝑇) = 𝑃𝑄 (𝑙2 ), which makes H2(Q,T)=H1(Q). This equality has two consequences
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of interest: First, Entropy of Order 2 is smaller than Entropy of Order 1. Second, the maximal
Entropy of Order 2 is the same as that from Order 1, namely, Hmax,1 (Equation 10). A corollary of
these two consequences is that Complexity of Order 2, i.e.,
𝐶2 (𝑄, 𝑇) =
(12)

𝐻2 (𝑄, 𝑇)
.
𝐻𝑚𝑎𝑥,1

is always smaller than Complexity of Order 1, i.e.,
𝐶2 (𝑄, 𝑇) ≤ 𝐶1 (𝑄 ) .
(13)

Important Face Features
We wished to determine the balance definition (integral, physicalist, or mean) best capturing what
artists used for their portraits. For this purpose, we compared the optimal balance lines (Equation
7) to important features in the face. We wrote a special MATLAB function to perform this
comparison. This function first determined the positions of the primary eye (the eye closer to the
center of the canvas, (Tyler, 1998)), secondary eye, and tip of the nose. The function did so by
allowing the authors to click on these facial features and recording the pixel locations. We then
calculated the horizontal distances between each of these facial features and the optimal balance
lines. Distances were also calculated to the median position of the facial features and the center of
the canvas. The balance line yielding the smallest distances to the facial features gave a clue to the
strategy that artists used to balance their portraits.
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2.3 Results
2.3.1 How Master Painters Balance Their Portraits
Best Definition of Balance
In this study, we developed computational measures of symmetry, balance, and complexity, and
investigated the relationship between these variables to probe the choices that artists of the Early
Renaissance made about these quantities when painting portraits. Of these visual properties, the
understanding of balance has perhaps been the most highly debated. Based on this debate, we have
identified three different definitions of balance. They are the integral balance, physicalist balance,
and mean balance (Equations 3, 5, and 6 respectively). Consequently, we began this study by
determining which of these definitions matched best what we observed in portrait paintings. To do
this, we first determined the positions in paintings in which each definition resulted in the greatest
amount of vertical balance, or least imbalance (Equation 7). Not surprisingly, we found statistically
significant positive correlations between these positions according to different definitions of
balance. For example, the Pearson linear correlation coefficients were 0.96 and 0.94 when plotting
the best position of integral balance against those for the physicalist and mean balances
respectively. We observed similar correlations for posed controls and quickly snapped
photographs. These correlations make intuitive sense. They arise from the mathematical overlap
of the definitions. However, a correlation between two definitions of balance does not mean that
one of them is not better when inspected in detail. An illustration of the best positions obtained
with the different definitions of balance can be seen in Figure 2-2A and B. Next, we compared
these positions with important features in the paintings. These features were the center of the
canvas, the primary eye, the tip of the nose, and the median of nose and eyes positions. Our aim
was to determine which of the definitions yielded balance lines nearest to the salient features of
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the face. This definition would be deemed the best measure for balance. In the examples of Figure
2-2A and B, the integral-balance lines were closer to the tip of the nose or the middle of the face
than the other lines. Was this advantage of the integral-balance line true for the majority of
paintings? The answer can be seen in Figure 2-2C and D.
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Figure 2-2. Comparison of the Different Definitions of Balance. (A, B) Examples of where each of
the best balance lines fall (Equation 7) for Portrait of a Man by Giovanni Bellini (Musée du Louvre,
Paris, France; reproduced by permission of © Reunion des Musees Nationaux, Paris, France) and
Portrait of a Young Man by Sandro Botticelli (reprinted here with permission by the © National
Gallery, London, Great Britain) respectively. These are Integral (green), Physicalist (blue), and Mean
(red) balance lines. The integral balance line is closest to center of the face in these two examples. (C)
Number of times that Integral or Physicalist balance line was closest to the indicated feature of interest
in 153 paintings. (D) Number of times that Integral or Mean balance line was closest to the indicated
feature of interest. The Integral Balance line was significantly closer to important facial features,
whereas the physicalist line was significantly closer to the center of the canvas.
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As suggested by Figure 2-2A and B, the different types of balance were not equal in their
ability to approximate the positions of important facial features, with the advantage going to the
integral lines. We reached this conclusion by calculating the number of times in 153 paintings that
a specific balance line was closest to the facial features of interest. Because we had three candidate
definitions of balance, under the null hypothesis that they were all equally good, we expected each
candidate line to win about 153/3 = 51 times. This hypothesis set up a 3 × 2 χ 2 test. With it, we
rejected the hypothesis statistically for the tip of the nose (p < 0.03), primary eye (p < 0.0002), and
the median of facial features (p < 0.04). Hence, the candidate balance lines do not approximate the
work of artists equally well. We were then justified to make pairwise statistical comparisons
between the different balance lines. As these comparisons showed, the integral balance line was
significantly closer to the facial features of interest than the physicalist and mean lines. Statistical
χ2 tests confirmed this conclusion for every spatial feature, except for the integral-physicalist
comparison relative to the primary eye. For that comparison, the integral balance line was also
better (Figure 2-2C), but the result was not statistically significant. (However, the physicalist
balance line was always the closest to the canvas center. That was easy to explain, since if a
candidate physicalist balance line is off-center in a particular direction, the larger distance weights
in the opposite direction pull the line thus, bringing it back towards the middle of the canvas.)
Therefore, we conclude that the integral definition of balance captures what artists do
better than the physicalist and mean ones. Hence, all of our subsequent analyses use the integral
definition of balance.
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Quality of Integral Balance Lines
A prediction of the PFT is that master painters would show biases towards optimizing balance in
their portrait paintings. However, even if the PFT were right, artists might not optimize balance
independently of other fluency variables. Our next goal was to get an understanding of exactly
how well artists were balancing their paintings. We used two procedures to achieve this goal. In
the one covered in the next section, we measured the imbalance index for all paintings. Here, we
wanted to determine the precision of balance at different vertical heights of the image. To carry
out this determination, we calculated the optimal position of balance as previously indicated,
however in a row-by-row analysis. The result is a line of balance points (Equation 8) for each row
as seen in Figure 2-3.
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Figure 2-3. The Precision of Integral Balance in Paintings. (A, B, C) Examples of row-by-row
balance lines (Equation 8) in Portrait of a Lady by Paolo Uccello (reprinted here thanks to the Open
Access for Scholarly Content designation by the © Metropolitan Museum of Art, New York, United
States), a quickly snapped photograph, and a frontally posed control respectively. The superimposed
red curves are the balance lines. (D) Mean and standard error of balance-line thicknesses (Equation 9)
for the different categories of images. Portrait artists of the Early Renaissance balanced paintings to a
greater precision than quickly snapped photographs but not as well as in frontally posed controls.
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Figure 2-3 shows that master painters of the Early Renaissance made an effort to balance
their portraits better than if just capturing a spontaneous image of their subjects. We appreciate
this point by comparing the thicknesses of the balance lines in Figure 2-3A and B. The painting
line shows more variation than that in the quickly snapped photograph. Thus, in Figure 2-3B,
which shows a young man with his dog, the balance was pulled to the right at the top because of
the bright wall. In turn, at the bottom, the white sleeve pulled the line to the left. By contrast, the
balance line of the portrait painting showed less variation (Figure 2-3A).
However, Early Renaissance artists might not have balanced their paintings as well as they
could. The balance points of the frontally posed photograph had much less variation (Figure 23C). Because the portrait painting was not frontal, controlling the position of balance was difficult.
For example, the bright chin pulled the balance line to the left more than at other positions,
increasing the variation of the balance positions.
A quantitative analysis of 153 portrait paintings, 38 quickly snapped photographs, and 9
frontally posed images confirmed that artists worked to balance their paintings but not to
perfection. In this analysis, we compared the precision of balance in the three different categories
of images. For each image, we calculated the line thickness (Equation 9). The analysis showed that
portrait paintings yielded a lower line thickness than the quickly snapped photographs (Figure 23D). This difference in thickness was highly statistically significant (two-sided t-test, t = 5.4, 190
degrees of freedom, p < 2×10-7). However, portrait paintings yielded a larger line thickness than
the frontally posed controls (Figure 2-3D – two-sided t-test, t = 3.4, 161 degrees of freedom, p <
0.0008).
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2.3.2 Quantification of the Balance, Symmetry, and Complexity Indices
Do master painters also show biases towards high symmetry and complexity, but not optimize
them independently of the other fluency variables? To answer this question, we quantified
symmetry and complexity. In addition, we studied the relationship of these fluency variables with
balance. Here, we begin with the quantification of the Indices of Asymmetry (Equation 1) and
Imbalance (Equation 4) for all the images in our study (Figure 2-4).
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Figure 2-4. Quantification of the Asymmetry and imbalance Indices. (A, B) Mean and standard error
of the Indices of Imbalance (Equation 4) and Asymmetry (Equation 1) respectively for the different
categories of images. Artists balanced and symmetrized paintings more than quickly snapped
photographs, but not as well as in frontally posed controls. (C) Scatterplots of the Indices of Asymmetry
versus the Indices of Imbalance for 153 paintings, 38 quickly snapped photographs, and 9 frontally
posed. Both paintings and quickly snapped photographs exhibited positive correlations, while posed
controls did not. (D) Same plot as in C but for three example artists, namely, Antonello da Messina,
Hans Memling, and Andrea del Castagno. The indices for these artists cluster in different small subregions of the scatterplot.
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Figure 2-4 shows that the master painters also made an effort to symmetrize (balance) their
portraits, but did not optimize symmetry (balance) independently of the other fluency variables.
The result with the Imbalance Index (Figure 2-4A) was similar to that of precision-of-balance
measures, confirming the conclusions derived from them (Figure 2-3D). The conclusions were
then extended to the Asymmetry Index (Figure 2-4B). We confirmed this similarity with four
statistical comparisons (two-sided Mann Whitney tests), all showing significant differences. Two
of the comparisons were for imbalance: Portraits-Quick (p < 0.001) and Portraits-Posed (p <
0.0007). The other two were for asymmetry: Portraits-Quick (p < 5×10-18) and Portraits-Posed (p
< 0.01).
One reason for painters not to optimize balance and symmetry independently was that these
variables showed a degree of correlation. A weak positive correlation between the Indices of
Asymmetry and Imbalance was apparent for both portrait paintings and quickly snapped
photographs in Figure 2-4C. Performing a Spearman’s rank-order test, we confirmed that this
correlation was statistically significant. The correlation test yielded ρ = 0.19 and p < 0.02 (under
the null hypothesis that ρ = 0) for portraits, and ρ = 0.55 and p < 0.003 for quickly snapped
photographs. On the other hand, frontal posed photographs did not show a significant correlation.
We additionally looked at the population of artists to determine if they showed
individuality and choice in terms of these variables. An illustration of the individuality encountered
in our data is shown in Figure 2-4D. This figure shows data for three example artists, namely,
Antonello da Messina, Hans Memling, and Andrea del Castagno. The Imbalance and Asymmetry
Indices for these artists appeared to cluster in different, small sub-regions of the scatterplot in the
figure. For example, the da Messina portraits appeared to be less asymmetric than the others were.
In turn, those by del Castagno appeared to have less imbalance. To confirm these appearances, we
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used two-sided Mann Whitney tests to compare the indices of Imbalance and Asymmetry for these
three painters. We found that there was no significant difference in imbalance between Messina
and Memling. On the other hand, Castagno had lesser imbalance than both Messina and Memling
(p < 0.007 and p < 0.001 respectively). In terms of asymmetry, da Messina and del Castagno did
not show a difference. However, both da Messina and del Castagno had less asymmetry than
Memling did (p < 0.003 and p < 0.02 respectively). This sample of artists illustrates that master
painters show a complex relationship in terms of their asymmetry and imbalance. The paintings
do not necessarily show overlap in statistical properties, indicating individual choices for each
artist.
Next, we looked at the different measures of complexity to test whether master painters
showed biases to increasing it, tried to optimize it, or made individual choices about it. In addition,
we investigated the relationship between different indicators of complexity and the Index of
Imbalance (Equation 4). One of the indices of complexity that we studied was that of Order 1,
which captured the richness of the distribution of intensities (Equation 11). We also studied
Complexity of Order 2 (Equation 12). This index captured how much spatial organization reduced
the amount of information in the painting. As Equation 12 indicates, Complexity of Order 2 is a
function of the Transformation T. Because an infinite number of such transformations are possible,
Complexity of Order 2 is not just a simple index (Figure 2-1E and F). We thus defined in Figure
2-1E and F several indicators that captured the dependence of Complexity of Order 2 on the
transformation. One of those indicators was the median of Complexities of Order 2 across all
possible transformations. Another index was the Short-range Distance, i.e., the range of distances
for which Complexity of Order 2 varied with displacement. Next, we defined Short-range
Complexity, i.e., the median Complexity of Order 2 within the Short-range Distance. Finally, we
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defined “Δ Complexity” as the difference between Complexity of Order 1 and Short-range
Complexity. The results of the analysis using these various indicators of complexity can be found
in Figure 2-5.
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Figure 2-5. Quantification of Different Measures of Complexity (see Figure 1 for definitions). (A)
Same as Figure 4A but for Complexity of Order 1 versus the Index of Imbalance. (B) Same as Figure 5A
but for Median Complexity of Order 2. (C) Same as Figure 5A but for Short-range Complexity. (D)
Same as Figure 5A but for Δ Complexity versus Short-range Distance. (E) Same as Figure 5A but for
three example artists, namely, Pedro Berruguete, Antonello da Messina, and Andrea del Castagno. (F),
Same as Figure 5D but for these three artists. Although many paintings have lower complexity in terms
of intensities than all photographs (A), after spatial organization, many paintings become more complex
than the photographs (B, C). As in Figure 4, artists “reside” in different areas of the possible values,
indicating individuality and choice (D, F). (See text for more details).
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The results in Figure 2-5 showed that artists composed their portraits such as to increase
their complexity. To understand this conclusion, begin by considering Complexity of Order 1
(Figure 2-5A). This complexity showed substantial overlap in portrait paintings, quickly snapped
photographs, and frontally posed controls. However, a substantial number of paintings had less
Complexity of Order 1 than the other classes of images (Figure 2-5A). Statistically, portrait
paintings had less Complexity of Order 1 than quickly snapped photographs (two-sided Mann
Whitney test, p < 0.004). We address a possible reason for this “deficiency” of portrait paintings
in the next section. Here, we simply point out that the deficiency disappears when one takes the
spatial organization of the painting into account. Complexity of Order 1 refers to the distribution
of intensities regardless of their spatial organization (Figure 2-1A to D). In turn, Complexity of
Order 2 also takes into account how much spatial organization simplifies the image. (Thus,
Complexity of Order 2 is always smaller or equal than Complexity of Order 1 – Equation 13.) As
observed in Figure 2-5B, C, and D the Complexity of Order 2 of paintings is no longer less than
that of quickly snapped photographs and frontally posed controls. The disappearance of the
complexity deficit of paintings by spatial composition was confirmed statistically. Not only were
paintings not lesser in complexity, but as seen in Figure 2-5B, C, and D many of the portraits had
more complexity than all quickly snapped photographs and posed controls. Consequently, artists
appeared to be making special efforts to maintain a high degree of complexity through spatial
composition.
Unlike the Index of Asymmetry that correlated with the Index of Imbalance (Figure 2-4C),
complexity did not exhibit the same dependence (Figure 2-5A-C). This lack of correlation showed
that different fluency variables related to each other in distinct manners. The complicated
interdependence between the fluency variables extended itself further. For example, when we
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made a scatterplot of Δ Complexity versus Short-range Distance for portrait paintings, we observed
a “triangular” shape (Figure 2-5A). This “triangle” had a broad distribution of Short-range
Distances for low Δ Complexity and narrow distribution for large Δ Complexity. This “triangle”
shows that the values attained by fluency variables not only have complicated interdependence,
but also form a space with intricate geometry.
Finally, we investigated whether master painters made individual choices about
complexity, as they did for asymmetry and imbalance (Figure 2-4D). The results in Figure 2-5E
and F show that complexity is also part of the options from which individual artists choose. These
figures show data for three example artists, namely, Pedro Berruguete, Antonello da Messina, and
Andrea del Castagno. As for asymmetry and imbalance, the complexity indices for these artists
appeared to cluster in different, small sub-regions of the scatterplots in the figure. For example, da
Messina portraits have less Complexity of Order 1 than those of his counterparts (Figure 2-5E;
two-sided Mann-Whitney tests, p < 0.0002 for Berruguete and p < 0.0002 for del Castagno).
Hence, da Messina made paintings with less range of intensities. Moreover, da Messina had larger
Δ Complexities than Berruguete and del Castagno (Figure 2-5F; two-sided Mann-Whitney tests, p
< 0.0002 for Berruguete and p < 0.0004 for del Castagno). Thus, da Messina not only used fewer
intensity values, but also did not use spatial composition to compensate and maintain complexity
as high as possible. In turn, del Castagno painted his portraits with smaller Short-range Distances
than Berruguete (Figure 2-5F; two-sided Mann-Whitney test, p < 0.004). This meant that the latter
did not choose to organize his paintings with as small features relative to the canvas as del
Castagno did.
Further evidence of individuality with respect to complexity came from an analysis of
correlation between Complexity of Order 1 and Δ Complexity. This analysis revealed a statistically
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significant negative correlation of -0.47, (p < 2×10-09 – Pearson linear correlation coefficient).
Therefore, artists who painted their works with greater range of intensities tended to have greater
spatial complexity in their paintings as well. Interestingly, there were no significant correlations
for Complexity of Order 1 and Δ Complexity in posed controls and quickly snapped photographs.
This finding provides further evidence for individuality on the part of artists to manipulate the
levels of complexity in their works.

2.3.3 Effects of Pose and Painting Medium
We have seen that when separated by artist, the distribution of the values of the fluency variables
is not homogenous (Figures 2-4D, 2-5E and F). This inhomogeneity indicates that artists, while
limited to the boundaries of the overall spread of values, can reside in specific regions of it.
Therefore, there is a case for artistic individuality. This individuality may be attributed to a
multitude of factors. They include among others the artist’s perceptual system, their own
preferences, and external influences and norms (see Discussion). We wanted to explore what might
cause artists to exhibit their individuality in portrait paintings instead of simply maximizing
fluency. While there could be many different mechanisms to their individuality, we looked mainly
at two, namely, the interdependence of fluency variables and external constraints to the painting.
Here, we explain the interdependence issue through the orientation of pose in portraits. Later, we
explain the effect of external constraints through the choice of painting medium.
If two fluency variables are interdependent, they may force the artist to choose, because
increasing fluency through one variable may reduce fluency through another. We saw an example
of interdependence in the positive correlation between symmetry and balance (Figure 2-4C).
However, that correlation was positive, thus increasing fluency through symmetry helped increase
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fluency through balance. To find an example of a negative correlation, we resorted to pose. As
suggested by Figure 2-1, frontal poses appear to reduce complexity more than other poses, because
the former tend to be symmetric in portraits. In symmetry, a pixel predicts another after a reflection
transformation. This extra predictive power explains the lowering of Short-range Complexity for
the frontal but not the profile painting in Figure 2-1 (compare the blue and green lines in Figure 21E and F). To quantify this apparent effect, we looked at how the different measures of asymmetry,
imbalance, and complexity vary with controlled photographs taken at frontal (0°), 3 quarters (45°),
and profile (90°) poses. The results can be seen in Figure 2-6.
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Figure 2-6. Different Measures of Asymmetry, Imbalance, and Complexity as a Function of Pose.
(A) Control photographs and (B) Portrait paintings at frontal (0°), 3 quarters (45°), and profile (90°)
poses. Horizontal-axis categories are Asym. (Index of Asymmetry – Equation 1), Imbal. (Index of
Imbalance – Equation 4), CMPLX1 (Complexity of Order 1 – Equation 11), CMPLX2 (Median
Complexity of Order 2 – defined in Figure 1 from Equation 12), ΔCMPLX1 (Δ Complexity – defined
in Figure 1 from Equation 12), and ΔCMPLX2 (same as Δ Complexity but starting from the Median
Complexity of Order 2 instead of Complexity of Order 1). These statistical measures are shown as means
and standard errors. Results were largely similar for both control photographs and for portrait paintings.
Symmetry was lowest in frontal poses, with no difference between 45° and profile poses. Complexity
of Order 1 and Median Complexity of Order 2 were similar for all three poses. Higher Δ-complexity
values meant a greater loss in complexity, thus frontal poses were the least complex. The only difference
between control photographs and portrait paintings was in respect to balance. There was lower balance
in the frontal poses in the former but not the latter.
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Figure 2-6 shows that the Indices of Asymmetry and Imbalance are negatively correlated
with Δ-complexity measures when poses are changed, forcing artists to choose between them.
Frontal poses were the least asymmetric (one-sided one-way ANOVA, 26 degrees of freedom, F
= 7.41, p < 0.002), followed by 3 quarters and profile. (Intriguingly, none of our results showed
any differences between the 3-quarters or profile poses.) Similarly, frontal poses were significantly
less imbalanced than the other two (one-sided one-way ANOVA, 26 degrees of freedom, F = 3.14,
p < 0.03). For Complexity of Order 1 and Median Complexity of Order 2, the values were nearly
identical across the poses. This similarity was expected for Complexity of Order 1, because the
distribution of intensities did not change drastically with pose. However, the Median Complexity
of Order 2 result was more unexpected. It probably reflected large spatial features in the canvases,
as the complexity lines plateau for large displacements (Figure 2-1E and F). In contrast, the Δcomplexity measures gave, by definition, a more sensitive measure of complexity at finer spatial
scales. Our results showed that frontal poses yielded larger Δ-complexity measures than the other
two (e.g., one-sided one-way ANOVA, 26 degrees of freedom, F = 23.5, p < 2×10-6 for
ΔCMPLX2). Thus, frontal poses were the least complex at short-range scales.
We observed similar results when subjectively classifying poses in portrait paintings
(Figure 2-6B). Frontal poses were statistically less asymmetric and yielded larger Δ-complexity
measures than angled and profile poses. Consequently, as for controlled photographs, symmetry
was negatively correlated with complexity in portrait paintings as poses changed. However,
balance did not show the same correlation. This was likely due to portrait paintings not being
exactly frontal like our control images. Our balance measure was sensitive to artistic choices such
as very slight head tilts observed in these paintings.
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External factors, such as the painting medium that artists must use also force them to make
choices. During the Early Renaissance, artists mainly had a choice between a handful of media
(Bambach, 1999). If a patron wanted the artist to paint a wall of a church, for example, then the
painter had to use fresco techniques. These allowed the painting of small features relative to the
large image, but were less flexible than oil or tempera. In contrast, these latter techniques but not
fresco allowed retouching of the canvas, giving the artist the ability to experiment. However, in
Early Renaissance, some pigments for oil were expensive or difficult to get. Hence, the artist had
to take into account costs and richness of materials to choose how to make his paintings. Our
database contained paintings in fresco, tempera, oil, or mixes of oil and tempera. We investigated
how each of the fluency variables differed in these painting media. The results can be seen in
Figure 2-7.
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Figure 2-7. Measures of Asymmetry, Imbalance, and Complexity as a Function of the Painting
Medium. Horizontal-axis categories are as in Figure 6, except for d, which is Short-range Distance
presented as the percentage of the size of the canvas (defined in Figure 1 from Equation 12). These
statistical measures are shown as means and standard errors. The measures show that during the Early
Renaissance, painting media affected some fluency variables (e.g., balance, Complexity of Order 1, Δ
Complexity, and Short-range Distance). However, the painting media did not affect all variables
(symmetry).
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Our analysis showed that the artists’ works were influenced by the painting medium. For
example, both oil and mixed paintings were statistically significantly more imbalanced than
frescos and tempera paintings (two-sided Kruskal Wallis test, 153 degrees of freedom, χ2 = 11.9,
p < 0.008). In turn, fresco paintings had greater Complexity of Order 1 (two-sided Kruskal Wallis
test, 160 degrees of freedom, χ2 = 9.86, p < 0.02) and the least Δ Complexity (two-sided Kruskal
Wallis test, 153 degrees of freedom, χ2 = 19.8, p < 0.0002). These results indicated that frescos
yielded paintings that were more complex than the other media. In contrast, there was no
significant difference in asymmetry across media. The Discussion will analyze some of the
possible reasons for how different media affect different fluency variables in distinct ways.

2.4 Discussion
2.4.1 Expanding the PFT: the Neuroesthetic-space Principle
In this study, we examined whether master portrait painters from the Early Renaissance Period
showed esthetic biases according to the PFT. The theory posited that increased perceptual fluency
was associated with a greater esthetic response. Therefore, one would expect that the painters
created their works in a way to maximize the fluency of perceptual variables. In particular, painters
might try to optimize balance, symmetry, and complexity in their works. These biases might be
the result of conscious intent or occur unconsciously. Overall, we found that painters were indeed
displaying esthetic biases towards increasing fluency. The painters’ work exhibited more
symmetry and balance than quickly snapped, non-artistic controls (Figures 2-3 and 2-4). Moreover,
the results indicated a deliberate effort to increase the complexity of paintings through careful
compositions (compare Figure 2-5A to D). However, we also found that the painters were not
optimizing all of their fluency variables independently of each other, as shown by our comparison
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to posed control photographs (Figures 2-3 and 2-4). Why was the optimization not applicable to
all fluency variables?
To explain why master painters may not be optimizing all of their fluency variables
independently, we propose to extend the PFT with the Neuroesthetic-space Principle. This
principle begins by proposing that during an esthetic judgment, the brain decomposes an image
into its fluency variables. Our equations give possible definitions for some of these variables, but
their exact details depend on the neural mechanisms performing the computations. In this work,
we explore three such variables, namely, balance, symmetry, and complexity, but the space is
likely much more complex, being highly multi-dimensional. Our results suggest that the possible
values that these variables may attain are not likely boundless. Instead, they may reside in a certain
limited space. Cross sections of this space are illustrated by the scatterplots in Figures 2-4A and
2-5 A to D. We term this the Neuroesthetic Space. Therefore, the Neuroesthetic Space defines the
range of possible values of all perceptual variables involved in mediating the fluency of a sensory
input (an image in our case). Our data show that different painters reside in different subregions
of this space (Figure 2-4B, 2-5E, and 2-5F). We propose that the individuality of painters within
the Neuroesthetic Space is a major reason for why they do not necessarily optimize each fluency
variable.

2.4.2 Artistic Individuality Within the Neuroesthetic Space
Why did master painters exhibit individuality within the Neuroesthetic Space? We already
mentioned that painters could use different painting media. However, the choice of these media
was sometimes imposed by the artists’ patrons and sometimes dependent on accessibility. For
example, in the Early Renaissance, some artists had to do frescos, while others could use oil or
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tempera (Paoletti, Radke 2005). We found that the painting media had an effect on the artistic
output. Across all paintings and artists, our results indicated that oil-based and mixed paintings
had the greatest amount of imbalance (Figure 2-7). In contrast, frescos showed the greatest amount
of complexity (Figure 2-7). The latter effect had a simple explanation: using a large fresco as a
medium, painters could increase the amount of detail and relative finer features otherwise not
possible with alternate media. However, we have no explanation yet for the greater imbalance in
oil-based paintings. Artists used oil, since both oil and tempera allowed retouching, thus affording
greater freedom in the composition of paintings (Bambach, 1999). But oil painting was new in the
Early Renaissance and thus getting certain types of pigments was expensive and difficult (Kirby,
2000). This imposed a limitation in the complexity of oil paintings, likely preventing this variable
from reaching optimal values (Figure 2-7). Hence, painting media could have a measurable impact
on the perceptual characteristics of a painting and thus, in which region of the Neuroesthetic Space
an artist resided.
Another reason for individuality in the Neuroesthetic Space is that some fluency variables
show interdependence. If all the variables were independent, then painters could manipulate them
individually; nonetheless, with interdependence, the optimum of one variable might not be the
optimum of another. Thus, artists had to choose. An example of a mild interdependence affecting
artists’ choice was the weak correlation between symmetry and balance (Figure 2-4). Another
stronger correlation in portraiture was forced by pose. Considering that a portrait was a relatively
simple art form, with its inherent qualities such as the natural symmetry of the human body and
face, artists needed to innovate to increase the amount of information and complexity to appeal to
the viewer. One simple way to do so was to change the orientation of the pose. By changing the
pose away from frontal, artists effectively increased the level of complexity (Figure 2-6); however,
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as a byproduct, they also increased asymmetry and imbalance (Figure 2-6). Portrait painters in the
Early Renaissance generally chose to avoid frontal poses, implicating that in part, complexity was
an important factor for them (Pope-Hennessy, 1966). The exact equilibrium between complexity
on one hand, and symmetry and balance on the other was an individual choice (Figure 2-1). Artists,
by choosing which variables they emphasized more, ended up in different subregions of the
Neuroesthetic Space.
Therefore, because of media constraints, fluency-variable interdependence, or other
reasons, portrait painters must exert individual choice. The difference in choices undoubtedly has
innate, physiological, and personal-experience components. For example, studies of preference for
complexity show that different people lie in distinct portions of an inverted “U” curve (Jacobsen
and Höfel, 2002; Güçlütürk et al., 2016). Thus, some individuals enjoy moderate increases of
complexity from a starting point, while others dislike the same changes. This difference in
enjoyment of complexity can be attributed to various factors including sex, age, personality and
even physiological differences in visual perception (Crosson and Robertson-Tchabo, 1983;
Chamorro-Premuzic et al., 2010; Vaughn et al., 2013; Spehar et al., 2015). However, the difference
can also be due to experience and exposure, as when comparing artists and non-experts (Smith and
Melara, 1990). The thresholds for asymmetry and imbalance may be lower in painters, and their
desire for complexity higher (McWhinnie, 1968; Pang et al., 2013; Else et al., 2015). Furthermore,
numerous neurological studies have shown how alterations in the perceptual system of painters
can lead to an entirely different type of art (Chatterjee, 2004a).
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2.4.3 Determination of the Fluency Variables of the Neuroesthetic Space
An innovation of our paper is the introduction of computational methods to begin outlining the
relationship between multiple fluency variables in a Neuroesthetic Space. Other definitions of the
same fluency variables are possible and exist, of course (Dakin and Watt, 1994; Wilson and
Chatterjee, 2005; Forsythe et al., 2008). However, we feel that our definitions are on the right
track. This feeling stems from two reasons: First, the sub-regions occupied by individual artists
within the hypothesized Neuroesthetic Space are small (Figure 2-4D, 2-5E, and 2-5F). Therefore,
there is reason to believe that our measures capture visual properties that are important to the artists
and the observers. Nevertheless, this assertion rests on the assumption that our measures are
perceptually realizable to both artists and observers alike. Future studies could explore this notion
of ‘esthetic sensitivity’ to our specific variables with psychophysical measures and tests (Götz,
1985; Wilson and Chatterjee, 2005; Chatterjee et al., 2010; Samuel and Kerzel, 2013). Second, the
definitions of our variables are based on knowledge from basic neuroscience. They arise from
previous studies that have specifically compared objective cognitive-neuroscience measurements
to subjective esthetic ratings. For example, we can relate our measure of symmetry to one of the
earliest definitions in the field of esthetics (Mach, 1914; Birkhoff, 1933). Additionally, studies
investigating visual perception, esthetic preferences, and neural correlates of beauty have all used
similar notions of reflectional bi-lateral symmetry (Mach, 1914; Wenderoth, 1994; Jacobsen and
Höfel, 2002; Jacobsen et al., 2006; Makin et al., 2012; Mayer and Landwehr, 2014).
As for refining the definition of the fluency variables, a process such as the one that we
used for balance suggests a path to follow. Balance is widely attributed as necessary to the
appreciation of an image. Experiments have shown that lack of balance can be detected in the order
of just tens of milliseconds (Locher and Nagy, 1996). While the colloquial definition of balance is
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generally agreed upon, there remains a lack of a comprehensive objective measurement for balance
(Hübner and Fillinger, 2016). To date, the most influential theory of visual balance was derived
from Arnheim, who posited a physicalist-like definition (Arnheim, 1954). In our study, we sought
to test his theory and two other measures of balance, the Integral and Mean methods. The integral
method computes balance through summing the relevant property (here, intensities) on each side
of the balance line. In turn, the mean method compares the mean of the property on the two sides.
To test these three methods, we investigated at which point in the image each method led to perfect
balance, i.e., the position of the balance lines. We then predicted that the best balance lines should
fall near the most important parts of the portrait. Thus, these lines should be near the key facial
features of the subject (Walker-Smith et al., 1977). Previous eye-tracking studies have shown that
humans tend to look primarily at these features (e.g., the eyes) when observing portraits (Massaro
et al., 2012). As Figure 2-1 illustrates, of all of the balance lines, the integral line was the closest
to the main features of the face. This result indicated that the integral line was the closest to what
artists may use unconsciously. Thus, we had our first indication that this balance line was the
correct one to use throughout the paper.
To test further whether the integral definition of balance was meaningful, we measured the
quality, i.e., the precision, of the ensuing balance lines. The results of a row-by-row analysis in
Figure 2-2 showed that master painters had a bias towards balance everywhere in the canvas. This
precise and thorough balancing suggested that integral balance approximated the process in the
minds of artists. Therefore, we used the integral definition to evaluate the balance of different
paintings.
However, although we gained confidence about the integral balance, we know that our
definition is probably not as good as it could be. If it were, we would expect the bar plots in
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Figure 2-2 to show a larger advantage for the correct definition of balance over the physicalist and
the mean ones. Some simple tweaks of the model could help improve the balance model. For
instance, all of our methods are based on the assumption that the balance of an image is reliant
primarily on its intensity values. But the calculation of saliency underlying the computation of
balance uses other visual properties besides intensities (Itti et al., 1998). These properties include,
e.g., color contrasts and orientation edges. Perhaps enriching the set of visual properties used in
our model of balance could help improve the results significantly.
Finally, how confident can we be of our definitions of complexity? The debate regarding a
good psychophysical definition of visual complexity has remained unresolved thus far. Most
existing definitions are grounded in some manner in information theory (Shannon and Weaver,
1949). These include looking at the amount of objects and elements in the image, their regularities,
methods of image compression, and exploring amplitude spectra and fractal scaling (Donderi,
2006; Forsythe et al., 2011). These definitions have been extensively used in studies investigating
subjective measures of interest, beauty, art production, and detection thresholds (Vitz, 1966; Nadal
et al., 2010; Güçlütürk et al., 2016). For example, artistic paintings, including portraits, have
similar power spectra as natural images (Graham and Field, 2007; Redies et al., 2007b). Both
artistic and natural spectra tend to fall as the square of the spatial frequency. Such a tendency
indicates the fractal property of self-similarity. That both art and natural images exhibit selfsimilarity is interesting in the context of our findings. We show a different behavior in artistic and
natural portraits (Figure 2-5A to D). The reason for this difference is that power spectra and our
definitions of complexity capture different aspects of images. The power spectrum is the Fourier
transform of the autocorrelation function. Hence, power spectra capture statistics of the
multiplication of intensities in pairs of pixels when translating an image relative to itself. The
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pairwise multiplication means that power spectra do not capture first-order statistics as our
Complexity of Order 1 does. Similarly, the relationship to autocorrelation means that power
spectra only capture translational statistics, as opposed to the arbitrary isometric transformations
measured by our Complexity of Order 2. Hence, for instance, Complexity of Order 2 captures
transformations such as reflection, thus being sensitive to the effect of symmetry on complexity
(Figure 2-1). Moreover, that our measures of complexity involve the logarithmic nonlinearity
inherent in information theory (Equations 10-12), they can capture statistics higher than those of
second order.

2.4.4 Human Neuroscience of the PFT and the Neuroesthetic Space
The focus of our study is primarily regarding the exteroceptive variables of perception, termed
‘outer psychophysics’ by Fechner (Fechner, 1965). While we have not experimentally addressed
the ‘inner psychophysics’ or neural mechanisms, we discuss them next.
What are the possible neural mechanisms of the PFT and the Neuroesthetic Space? We
begin with the latter. Models of esthetics usually account for dual levels of processing, e.g., a
‘lower’ sensory and a ‘higher’ cognitive route. The latter includes semantic and emotional content
(Chatterjee, 2004b; Leder et al., 2004; Locher et al., 2007; Leder, 2013; Chatterjee and Vartanian,
2014; Redies, 2015). In turn, the Neuroesthetic Space highlights the importance of the former, the
perceptual stream of esthetic processing. This space represents the decomposition of the sensory
input, which is the image in our case, into its fluency variables. Therefore, the Neuroesthetic Space
should have a distributed representation across the brain. The view that esthetic judgments occur
through a hierarchy and over a distributed network has widespread support (see above). For
instance, the symmetry component of the Neuroesthetic Space is processed in several areas of the
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extrastriate visual cortex. They include specially V3A, V4, V7, and LO, as well as visuospatial
regions, such as superior parietal lobule and intraparietal sulcus (Jacobsen et al., 2006). In turn,
the computation of saliency, i.e., the detection of imbalance requires interplay between the visual
cortex and the lateral geniculate nucleus of thalamus (O'Connor et al., 2002). Finally, the fluidity
of complexity, i.e., the ease of flow of information is part of the design of multiple parts of the
visual system. Some of its circuitry is specially designed to maximize flow of information given
limitations of the neural hardware (Atick and Redlich, 1992; Balboa and Grzywacz, 2000).
We now turn our attention to the possible mechanisms of the PFT. To understand them, we
reiterate that the computation of the location of the sensory input within the Neuroesthetic Space
is distributed. Consequently, multisensory integration is required for the estimation of overall
fluency and thus, esthetic processing. While the idea that an esthetic judgment involves distributed
computations and subsequent integration is largely accepted, its mechanisms are unclear (Redies,
2015). Because art activates the brain across multiple modalities and networks, studying the
underlying processing streams independently has been difficult. The consensus however is that the
perceptual network must somehow interact and integrate with the cognitive and affective networks.
This interaction is supported by experimental evidence (Kontson et al., 2015). While many models
of the interaction between these two domains exist and their details overlap, the model proposed
by Brown et al. used a meta-analysis of neuroesthetic studies as its basis and is thus specially
interesting (Brown et al., 2011). This model postulates that an esthetic judgment is reached through
an interaction of exteroceptive and interoceptive information, mediated by the orbitofrontal cortex,
OFC and Anterior Insula respectively. The authors suggest that the OFC is an ideal candidate for
the computing site of exteroceptive or perceptual processing. The suggestion stems from the OFC
being implicated in both attaching reward to stimuli through appraisal and tracking previous
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rewards (O'Doherty et al., 2001; Kringelbach and Rolls, 2004). We therefore propose that the
Neuroesthetic Space is the site of different variables that constitute this exteroceptive input to the
OFC. In an esthetic judgment therefore, an observer first computes each of the variables in this
space. The observer then determines a relationship between them that maximizes the reward value
in the OFC. This OFC information can then interact with an internal homeostatic state mediated
by the anterior insula to result in a specific esthetic response (Brown et al., 2011).

2.4.5 Computation and Dynamics of the Neuroesthetic Space
In this study, we propose the principle of a Neuroesthetic Space. This space is composed
of complex, interdependent perceptual variables. Furthermore, the shape of the boundaries of the
space may have complex geometries (Figures 2-4 and 2-5). Consequently, we may need to build a
computational model to understand the optimization of fluency variables in this space. Such a
model would help us account for the relationship between these variables. Thus, the model might
make sense of the way in which an artist optimizes them jointly (not individually) in the production
of art. In particular, we might be able to use the model to gain further insights into how different
artists modulate the properties of their work. However, building this model will not be easy,
because to make it work for each artist, we will need free parameters related to individuality.
Another question that we face about the principle of Neuroesthetic Space pertains to its
temporal dynamics. How do painters and their paintings evolve across art periods? Art could move
inside a fixed Neuroesthetic Space, or its boundaries could drift slowly across time or jump
abruptly from period to period. We began our analysis focusing on the period when portraiture
first emerged. This focus allowed uncovering fundamental fluency variables. By tracking their
dynamics over time, we may effectively measure how this art form and its Neuroesthetic Space
60

changes from period to period (Spehr et al., 2009; Wallraven et al., 2009). Additional such studies
could investigate other types of art throughout history and different cultures. Therefore, such
studies could give us insights on the universal properties of esthetics and whether our brains differ
in time and region in how we create, process, and appreciate art.
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CHAPTER 3
A THEORETICAL FRAMEWORK FOR HOW WE LEARN AESTHETIC VALUES
3.1 Introduction
Our aesthetic preferences are an important part of our lives because they shape our decision
making and consequently our personality (Skov, 2010). We define ourselves both as individuals
and as parts of larger groups through our likes and dislikes (Brown and Dissanayake, 2009).
How exactly do these individual preferences come about? Currently, little is known about how
preferences form early on and what happens to them throughout our lives. Understanding this
process of preference formation has important implications not just for aesthetics, but for
philosophy, psychology, neuroscience, marketing, and many other fields. Indeed, philosophy was
likely the first discipline to ponder this question (Sartwell, 2012). Philosophers have long
wondered whether beauty is shared (universal) or in the eye of the beholder (individual)? We
discuss this philosophical question in greater detail elsewhere but touch on it briefly here to
frame our work. In our earlier publication, we argue that one can think of universal aspects of
preference as innate, formed due to evolutionary pressures (Aleem et al., 2019). Examples
include preferences for round contours, symmetry, and contrast. Such preferences are likely
present at birth across all populations (Göksun et al., 2014). Here, we are instead more interested
in the learned aspects of aesthetic preferences. Specifically, how do individualized aesthetic
preferences form under constraints from our environment and experience? How do existing
universal aspects of these preferences undergo individual and context-specific changes?
Aesthetic preferences form early on in life, such that by preschool age, children already
show idiosyncrasies of their cultures (Senzaki et al., 2014). Furthermore, these preferences
continue to evolve over our lifetimes (Park and Huang, 2010). What mechanisms underlie this
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lifetime evolution? Many of the existing frameworks of aesthetics do not explicitly consider the
time-course of preferences. However, several frameworks stress its importance implicitly by
focusing on time sensitive variables such as learning and exposure. For example, Leder et al.
stress the importance of familiarity, which has been shown to influence preference over time
(Leder et al., 2004). However, the framework proposed by Leder et al. is primarily concerned
with understanding the aesthetic experience as it plays out, not how preferences form. A closer
perspective comes from Vessel and colleagues, who develop an associative theory of aesthetics
(Biederman and Vessel, 2006; Vessel and Rubin, 2010). In their view, aesthetic preferences are
shaped by associative experiences over our lifetimes. However, their theory focuses primarily on
reasons for shared versus individual tastes, not the dynamics of preferences over time per se.
Several other theories and empirical findings have implications for temporal aspects of aesthetics
(see Discussion), but a framework specifically dedicated to understanding this aspect is so far
missing.
What should a framework that aims to understand the dynamics of preferences over-time
look like? We have constrained our search for such a framework to be within the general
principles of neuroscience. Moreover, we have avoided frameworks in which aesthetic values are
formed by specialized mechanisms, but rather have focused on known and existing circuitry. A
relevant meta-analysis of neuroimaging studies supports this viewpoint for our framework
(Brown et al., 2011). These authors analyzed commonalities of aesthetic appraisal across
multiple sensory modalities. The results show generalized mechanisms for appraisal centered
around a reward-based learning circuit. The central importance of reward is further bolstered by
many other imaging studies of aesthetics and appraisal (Lacey et al., 2011; Vartanian and Skov,
2014; Wang et al., 2015). These studies suggest that a reward-based learning mechanism, likely,
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reinforcement learning, is fundamental to any framework for understanding how aesthetic
preferences form. However, these studies and the results from the meta-analysis by Brown et al.,
suggest that many factors influence this process of reward-based learning. For example, these
factors include interoceptive inputs such as motivations and exteroceptive inputs such as the
statistics of sensory stimuli (Brown et al., 2011).
How can a reasonable mechanism of reinforcement learning account for aesthetic
individuality? Our individual motivations can greatly influence how we interact with the
environment and what decisions we make, thereby having a direct effect on our preferences
(Nelson and Morrison, 2005). Motivations can influence reward, for example, activation in
reward related regions in the brain in response to certain foods is greatly modulated by food
specific satiation (Howard and Kahnt, 2017). Similarly, Brown et al., consider internal drives, or
motivations as a key factor in aesthetic appraisal. Since such motivations are individual, they can
help account for individuality (Silvia et al., 2009). Therefore, this suggests that motivation may
modulate learning of aesthetic preferences. Lastly, we consider an important factor in aesthetic
learning not explicitly addressed by Brown et al., that is, the statistical nature of inputs. Evidence
suggests that our perception of incoming inputs is statistical in nature (Pouget et al., 2013).
Sensory inputs show many statistical properties that convey useful information which can
influence aesthetic preferences. For example, preference for facial symmetry has been shown to
be modulated by the presence of pathogen cues (Little et al., 2011). This statistical nature also
accounts for differences in preferences amongst cultures, as they impose contingencies on
rewards through value systems (Park and Huang, 2010). Finally, internal states such as
motivation are also statistical, because we act according to states that vary across time (for
example, hunger, tiredness, and sex drive)(Craig, 2009). Sensory inputs, rewards, and motivation
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do not form a comprehensive list, since a theoretical framework for the learning of aesthetic
values is not complete without accounting for semantics, expertise, and much more. However,
our framework may capture some of the essential components of aesthetic learning and thus,
helps us focus on a simpler model that raises testable predictions. By keeping the model general,
we leave ample room for further modifications and increasing complexity.
Following the guidelines listed above, we developed a theoretical framework and a
related computational model to investigate the formation and dynamics of aesthetic preferences.
The model focuses on visual aesthetic preferences, but our interests go beyond vision or art per
se. Instead, we are interested in a theoretical framework that is general to the many different
domains of preferences. A detailed description of our framework is presented in the section
entitled “Theoretical Framework”. In turn, “Materials and Methods” develops the model and
describes methods for computer simulations of this model. We used these simulations and
mathematical analyses to test the following questions: First, we investigated whether aesthetic
values would show a dynamic time course, possibly with multiple stages. Moreover, we
considered whether these values would be stochastic due to the probabilistic nature of the inputs.
Second, we explored how the contingent probabilities of the different variables could lead to a
segregation of different trajectories, possibly mimicking different cultures. Third, we
investigated whether the individual specific motivation variable would lead to further
partitioning of learning trajectories, leading to individuality.

3.2 Theoretical Framework
We have split the description of the theoretical framework into two subsections, general and
mathematical. The general section has a description of the ideas without any equations. Our goal
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here is to help the reader understand the elements of the theoretical framework at an intuitive
level. In turn, the mathematical section lays out the equations used to specify the framework
precisely. The general description section may allow some readers to skip the equations and go
directly to the Results.

3.2.1 General Description of the Theoretical Framework
A general overview of our theoretical framework can be seen in Fig. 3-1. The green boxes in this
figure illustrate the core reinforcement-learning system. We discuss it briefly here but see
(Sutton and Barto, 2018) for an extensive overview. In typical reinforcement learning, the system
first receives inputs from the external world and from the body (orange boxes). The system then
uses these inputs to form an internal model to estimate the reward when taking some action
(“Reward Estimation” box), commonly referred to as value. When rewards arrive (“Reward”
box), they are compared with the estimated reward, (“Comparator” box). If there is a mismatch,
the system “learns” by updating the parameters of the internal model. This update allows the
system to achieve its goal of producing better reward predictions in the future.
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Figure 3-1. A Schematic Overview of Our Theoretical Framework. The framework uses the core
reinforcement-learning circuitry (green boxes) with three kinds of inputs (orange boxes). These inputs
are statistical and are both external (sensory inputs and rewards) and internal (motivation) to the brain.
The statistics are conditional on each individual and the society of origin of the individual (blue boxes).
We postulate the aesthetic value is equivalent to the statistically estimated reward in the reinforcementlearning process.
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While we based our aesthetic-learning theoretical framework largely on reinforcement
learning, our framework has four notable extensions, which make it noteworthy:
First, we propose that the estimate of reward is equivalent to aesthetic value. To help
understand this proposal, consider the following example. Imagine a person looking at an apple
and smelling it, trying to decide whether to eat it. From the information that the sensory systems
collect from the apple, the person makes a prediction about the rewards gained by eating the
apple, for example, how sweet and nutritive it is. Then, if the person eats it, their brain will
compare actual rewards and its predictions, in updating its model of apples if necessary. Hence,
their brain learns that certain statistical properties of apples, for example, shape or color can
inform the prediction on their value, which guides the preference for them. Now imagine that the
same individual gazes at a painting of an apple. Since some of the same statistical signals may be
present in the painting, a similar prediction of reward, or value, is still generated. We propose
that the previously learned value will still influence the experience of viewing the painting. If the
statistics were previously rewarding, the painting will also elicit high value and generally elicit
preference to a similar degree. Therefore, the previous learned value is converted into an
aesthetic value.
Second, we incorporate the concept of motivation within the reinforcement-learning
circuitry. Motivation, by our definition, is somewhat akin to policy (Averbeck and Costa, 2017).
It refers to the internal drive of an individual, representing their likelihood to act given an input.
For example, if an individual is not hungry, this person will not have the motivation to try a
certain food and therefore not learn about its value. However, motivation is not limited to acts of
consumption. Experimental interventions can increase the “need” for abstract concepts such as
complexity or cognitive closure (Tinio and Leder, 2009; Steciuch et al., 2019). Furthermore, one
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can choose whether to engage mentally with a work of art if they are motivated. In our
framework, motivation is probabilistic, varying from one moment to another, a behavior
generally reflecting findings of interoceptive states in humans (Craig, 2009). How does
motivation ultimately affect learning? In the simplest manner, motivation controls the rate of
learning by slowing it down or accelerating it when the motivation is low or high respectively.
More generally, motivation may affect the learning of certain aesthetic values. For example, an
individual who rarely eats fruits may not learn a high aesthetic value for inputs related to fruit.
Third, both interoceptive and exteroceptive inputs to the theoretical framework are
statistical (orange/blue boxes in Fig. 3-1). The statistical distributions of these inputs should have
significant effects on the learning of values. In detail, statistical interoceptive inputs reflect the
variation of motivations across individuals and over time in a single individual (blue boxes). On
the other hand, the exteroceptive inputs correspond to both rewards and sensory signals (orange
boxes). The statistical nature of these signals reflects the variations of the external world and
how different individuals experience it (blue boxes). Continuing our example above, an apple's
sensory signals would be about smell, shape, color, and taste, the reward would be about calories
and vitamins, while the interoceptive signals would be the appetite to eat it. The statistical nature
of our theoretical framework has three important implications: One, it allows us to generalize
over variations of individuals and objects. Two, it ensures that the interoceptive and
exteroceptive signals vary stochastically over time, which better approximates real-world
conditions. Three, in real life, the statistics of rewards and sensory signals are often correlated,
for example, the color and shape of an apple is an indicator of its ripeness. In turn, these
attributes influence internal states, for example, a ripe looking apple will be more appetizing. We
can model these relationships by using probabilistic distributions for these variables.
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Fourth, the inputs to our theoretical framework (orange boxes) vary not only across
individuals but also across societies (blue boxes). Therefore, we propose the existence of a
parameter space whose values are different across groups (nations, cultures, societies). This
means that the distributions of individual statistics are largely conditional on these external
parameters. These parameters may specify ecological differences, for example, differences in
climates, genetic predispositions, or exposure to diseases (Little et al., 2007; Sorokowski et al.,
2014). The social parameters may also specify cultural values, for example, different rewards for
certain colors or styles (Masuda et al., 2008; Park and Huang, 2010). By setting the model in
the context of social and environmental backgrounds, we can approximate how different
societies and cultures form distinct aesthetic values.
In sum, our model begins from a basic circuitry of reward-based learning. Inspired by
empirical findings, we expand on this circuitry to include probabilistic inputs, internal drives,
and other external contingencies. The combination of these factors allows our model to account
for a range of phenomena from the societal all the way to the individual level.

3.2.2 Mathematical Description of the Theoretical Framework
Let the sensory inputs be N dimensional, with the various components corresponding to variables
that the brain uses to represent the external world:
⃗ (𝑡) = [𝑢1 (𝑡), 𝑢2 (𝑡), ⋯ , 𝑢𝑁 (𝑡)]
𝑢

where the overhead arrow indicates a vector, and t indicates that sensory inputs vary
(stochastically) over time.
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In this paper, we assume that the model used for estimating reward is linear. Although
this assumption is common in reinforcement-learning models (Dayan and Abbott, 2001), it is not
necessary. We make this assumption here for the sake of simplicity, but address the
consequences in the Discussion. The assumption means that a parameter vector

⃗⃗⃗ (𝑡) = [𝑤1 (𝑡), 𝑤2 (𝑡), ⋯ , 𝑤𝑁(𝑡)]
𝑤

exists such that the estimated reward is

(1)

𝑣 (𝑡 ) = 𝑚 (𝑡 ) 𝑤
⃗⃗ (𝑡) ⋅ 𝑢
⃗ (𝑡 )

where 0 ≤ m(t) ≤ 1 is the motivation function. This equation is important, because learning
occurs in the presence of actual rewards by adjusting the w’s. The introduction of the m function
is a modification of standard reinforcement-learning models, which would use Eq. 1 with m = 1.
This modification is necessary, since people only get rewards if they act. Thus, if we interpret m
as the probability of acting, then the received reward is
(2)

𝑟 (𝑡 ) = 𝑚 (𝑡 ) 𝑟 ∗ (𝑡 )

where r* is the reward that a fully motivated person would get. The presence of m in the reward
estimate (Eq. 1) considers that reward itself varies with motivation (Eq. 2).
The typical learning in reinforcement-learning theories follows the precept of Temporal
Difference (Dayan and Abbott, 2001)
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(3)

𝛿 (𝑡) = 𝑟(𝑡) − 𝑣(𝑡)

(4)

⃗⃗⃗ (𝑡)
𝑑𝑤
⃗ (𝑡 )
= 𝑘 𝛿(𝑡) 𝑢
𝑑𝑡

where k > 0 is a constant. Equation 4 is a continuous version of the delta rule and thus, tends to
minimize the difference between v and r. Therefore, this minimization makes the estimated
reward as close as possible to the real one. An important property of this equation is that because
motivation affects both v and r (Eqs. 1 and 2), it affects learning through the delta (Eq. 3). This is
important, since it shows that with no motivation, learning freezes. The freezing makes sense,
since for example, if a person is not hungry, then the person will not eat. Thus, the person cannot
learn if the estimated reward is large or small in regards to that specific food.
To complete the theoretical framework, we need to specify the statistical properties of 𝑢
⃗,
m, and r* Let us begin by considering 𝑢
⃗ and r*. Both these variables are exteroceptive signals
but with different origins. While 𝑢
⃗ is sensory (for example, seeing and smelling an apple) and
used for estimating reward, r* arises from the action (for example, eating the apple). As
explained in Section “General Description of the Theory”, these variables are dependent,
possibly exhibiting correlation. In a sense, the model acquires this correlation, using it to predict
r* from 𝑢
⃗ . Thus, we are interested in the probability density functions

(5)

⃗ ),
𝑃(𝐼𝑢 |𝐵

𝑃 ((𝑢
⃗ (𝑡), 𝑟 ∗ (𝑡))|𝐼𝑢 )
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⃗ indicates the vector of parameters characteristic of the social and environmental
where 𝐵
background under consideration and 𝐼𝑢 is the vector of parameters of an individual in this
society. Consequently, the first probability density function in Eq. 5 is the probability of finding
an individual, while the second gives the rewards and sensory inputs that this individual gets
over time.
Finally, we must specify the statistical properties of m. Because it represents
interoceptive signals related to motivation, m depends on each individual. However, motivation
also depends on the sensory input 𝑢
⃗ . If, say, a person is hungry, but the sensory input is not food,
then the individual will not have a motivation to act, that is, to eat. But if by changing the gaze,
the sensory input is changed to an appetizing food, the person will be motivated to act. We thus
write the probability density function of m as

(6)

⃗ ),
𝑃(𝐼𝑚 |𝐵

𝑃 ((𝑚(𝑡))|𝑢
⃗ (𝑡), 𝐼𝑚 )

⃗ to indicate that individual motivation may depend on environmental and
where we insert 𝐵
social backgrounds. For example, the motivation to smoke is prevalent in some societies but not
others (Dechesne et al., 2013). As for Eq. 5, the first probability density function in Eq. 6 is the
probability of finding an individual, while the second gives the motivations that this individual
has over time.
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3.3 Methods
We studied the implications of our theoretical framework through mathematical analyses and
computer simulations. In Section “Methods for Computer Simulations”, we describe the
mathematical details of simulating the model, with steps to simplify the procedure. Next, in
Section “Illustrative Model”, we describe the properties of the illustrative model used in this
paper, listing each component and its technical rationale. We then describe the algorithm to
simulate the model in Section “Summary of the Simulation Procedures”. Finally, we describe the
parameters used in the standard simulation in Section “Standard Simulation Procedures”. For
those readers who do not have a mathematical background, we suggest first reading Section
“Summary of the Simulation Procedures”. That section may help get an overall understanding
before reading the other sections for details.

3.3.1 Methods for Computer Simulations
We must simulate Eqs. 1-4. Combining these equations, we get

(7)

⃗⃗⃗ (𝑡)
𝑑𝑤
⃗ (𝑡))⃗⃗⃗𝑢(𝑡)
⃗⃗⃗ (𝑡) ⋅ 𝑢
= 𝑘 𝑚(𝑡) (𝑟∗(𝑡) − 𝑤
𝑑𝑡

This is a stochastic differential equation, because the 𝑢
⃗ , m, and r* come from samples of the
probability distributions in Eqs. 5 and 6.

We simplify our simulations through a mean field approximation of Eq. 6:
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⃗⃗⃗ (𝑡)
𝑑𝑤
̅ (𝑢
⃗ (𝑡): 𝐼𝑚 ) (𝑟∗ (𝑡) − 𝑤
⃗ (𝑡)) 𝑢
⃗ (𝑡 )
⃗⃗⃗ (𝑡) ⋅ 𝑢
=𝑘𝑚
𝑑𝑡

(8)

where 𝑚
̅(𝑢
⃗ (𝑡): 𝐼𝑚 ) is the mean motivation as a function of the sensory input 𝑢
⃗ (𝑡) and parametric
on 𝐼𝑚 . The advantage of the approximation in Eq. 8 is that we do not simulate the noise in the
motivation states, but only their deterministic dependence on the sensory inputs. Nevertheless,
the motivation will remain stochastic, because so are the sensory inputs.
To approximate a solution to Eq. 8, we must discretize time and sample 𝑢
⃗ , m, and r* for
every t. We do this discretization as follows:

(9)

̅ (𝑢
⃗ (𝑡𝑘+1 ): 𝐼𝑚 ) (𝑟∗ (𝑡𝑘+1) − 𝑤
⃗ (𝑡𝑘+1 )) 𝑢
⃗ (𝑡𝑘+1 )
⃗⃗⃗ (𝑡𝑘+1) = 𝑤
⃗⃗⃗ (𝑡𝑘 ) + 𝜖 𝑚
⃗⃗⃗ (𝑡𝑘 ) ⋅ 𝑢
𝑤

where 𝜖 = 𝑘 (𝑡𝑘+1 − 𝑡𝑘 ), with 𝑡𝑘+1 − 𝑡𝑘 being constant (for k = 0, 1, 2, …).

Illustrative Model
We performed computer simulations using an illustrative model developed from our theoretical
framework. Although this model is just illustrative, we point out in the Results outcomes of
mathematical analyses showing that the most important conclusions of the model simulations are
general. We also address the generality of the simulation results in the Discussion. In this section,
we specify the illustrative model used in the simulations. Because this section is highly technical,
we provide a summary of the model with figures in the next section. The following section then
describes the standard parameter set used in the model simulations.

75

⃗)
To specify a model, we need to provide the probability functions in Eq. 5, the 𝑃(𝐼𝑚 |𝐵
function in Eq. 6, and the 𝑚
̅ function in Eq. 8. To begin, we took five steps to simplify the model
to make the simulations fast:
⃗ ) and 𝑃(𝐼𝑚 |𝐵
⃗ ). Instead,
A. We did not simulate social noise by implementing explicitly 𝑃(𝐼𝑢 |𝐵
we set individual parameters by hand, changing them for different individuals to study the
parametric dependence of the model

B. We split the individual parameters 𝐼𝑢 into sensory related (𝐼𝑠 ) and reward related (𝐼𝑟 ):

(10)

𝐼𝑢 = [𝐼𝑠 , 𝐼𝑟 ]

Thus, we divided the 𝐼𝑢 parameters into lower-dimensional ones that separately control the
samplings of 𝑢
⃗ and r*.

C. We made 𝑢
⃗ two-dimensional. One component was visual balance (𝑢𝑏 ) and the other was visual
complexity (𝑢𝑐 ), making

𝑢
⃗ = [𝑢𝑏 , 𝑢𝑐 ]

where 0 ≤ 𝑢𝑏 , 𝑢𝑐 ≤ 1, as per the definitions in (Aleem et al., 2017).
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While our model is amenable to a range of sensory inputs, we simplified it to two variables in
the visual domain for illustrative purposes. We briefly describe these two variables here, but
refer the reader to existing literature to gain a deeper understanding. The component of visual
balance but can best be surmised as an equal amount of visual weight across an image, often
measured by pixel intensities (Wilson and Chatterjee, 2005). Visual complexity, on the other
hand, can be best described as the amount of information in an image, for example the range
of pixel intensities present (Donderi, 2006). An important interaction exists between these two
variables in that they are generally negatively correlated. For example, as an image becomes
more balanced (organized), its complexity generally decreases (Aleem et al., 2017). We
explore this relationship in our experiments to test whether the two variables compete and
influence learning.

D. We split the second term of Eq. 5 into

(11)

𝑃 ((𝑢
⃗ , 𝑟 ∗ )|𝐼𝑢 ) = 𝑃(𝑢𝑏 , 𝑢𝑐 |𝐼𝑠 )𝑃(𝑟 ∗ |𝑢𝑏 , 𝑢𝑐 , 𝐼𝑟 )

Thus, instead of sampling directly from a relatively complex three-dimensional space (two for
𝑢
⃗ and one for 𝑟 ∗), we split the problem. We first sampled from a simpler two-dimensional
space and then used the outcome to condition the sampling of a one-dimensional space. The
splitting of probabilities in these steps greatly reduces the computation time required for
sampling. However, having separate sensory and reward parameters in the two probability
distributions increases the degrees of freedom, potentially leading to a wider range of
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observable behaviors. For example, the sensory and reward functions could be varied
independently.
E. To model the various variables in our simulations, we assumed they had Gaussian distributions.
While natural scene statistics and neural-reward related processes can have a multitude of
probability distributions (Field, 1994), one can often approximate them with Gaussian
processes (Wainwright and Simoncelli, 2000; Dabney et al., 2020). Hence, using Gaussian
distributions here allowed us to explore the theory from a parsimonious viewpoint. In addition,
sampling Gaussian distributions is fast, because of the abundance of code available for this
purpose. However, future iterations could benefit from employing other distributions.
We modeled the first term of the right-hand side of Eq. 11 with a truncated bivariate Gaussian
distribution (Rosenbaum, 1961),

(12)

𝑃(𝑢𝑏 , 𝑢𝑐 |𝐼𝑠 ) = 𝑇𝑟(𝐺2 (𝑢𝑏 , 𝑢𝑐 : 𝜇𝑏 , 𝜇𝑐 , Σ))

where G2 is the Gaussian over the variables 𝑢𝑏 and 𝑢𝑐 , with means 𝜇 = [𝜇𝑏 , 𝜇𝑐 ] and covariance
matrix:

𝜎𝑢2𝑏
Σ=[
𝜌𝜎𝑢𝑏 𝜎𝑢𝑐

𝜌𝜎𝑢𝑏 𝜎𝑢𝑐
]
𝜎𝑢2𝑐
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where 𝜎𝑢𝑏 and 𝜎𝑢𝑐 are standard deviations in the 𝑢𝑏 and 𝑢𝑐 directions respectively, and 𝜌 is the
correlation between 𝑢𝑏 and 𝑢𝑐 . In turn, the truncation function Tr(G2) is

𝑇𝑟(𝐺 (𝑥, 𝑦)) =

1

𝐺2 (𝑥, 𝑦)
0

{
1 1
∫0 ∫0 𝐺2 (𝑥, 𝑦)𝑑𝑥𝑑𝑦

𝑖𝑓 0 ≤ 𝑥, 𝑦 ≤ 1
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

With these definitions for the first term of the right-hand side of Eq. 11, the individual sensoryparameter vector is therefore,

(13)

𝐼𝑠 = [𝜇𝑏 , 𝜇𝑐 , 𝜎𝑢𝑏 , 𝜎𝑢𝑐 , 𝜌]

To model rewards associated with the sensory variables, we assumed independent contributions
of rewards from balance (𝑟𝑏∗) and complexity (𝑟𝑐∗), and then summed these contributions, that is,

(14)

𝑟 ∗ = 𝑟𝑏∗ + 𝑟𝑐∗

Hence, if we have 𝑃(𝑟𝑏∗|𝑢𝑏 , 𝐼𝑟 ) and 𝑃(𝑟𝑐∗|𝑢𝑐 , 𝐼𝑟 ), then we can calculate 𝑃(𝑟 ∗ |𝑢𝑏 , 𝑢𝑐 , 𝐼𝑟 ) as
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∞

𝑃(𝑟 ∗ |𝑢𝑏 , 𝑢𝑐 , 𝐼𝑟 ) = ∫ 𝑃(𝑟𝑏∗ |𝑢𝑏 , 𝐼𝑟 )𝑃(𝑟𝑐∗ = 𝑟 ∗ − 𝑟𝑏∗ |𝑢𝑐 , 𝐼𝑟 ) 𝑑𝑟𝑏∗
−∞

Consequently, all that remains to do to specify the second right-hand term of Eq. 11 is to define
𝑃(𝑟𝑏∗|𝑢𝑏 , 𝐼𝑟 ) and 𝑃(𝑟𝑐∗|𝑢𝑐 , 𝐼𝑟 ).
To start with the probability density function 𝑃(𝑟𝑏∗ |𝑢𝑏 , 𝐼𝑟 ), balance was positively related to
reward (Wilson and Chatterjee, 2005). In the simplest mathematical form, balance and reward
would obey a linear relationship. We thus define

(15)

𝑃(𝑟𝑏∗ |𝑢𝑏 , 𝐼𝑟 ) = 𝐺1 (𝑟𝑏∗ : −𝛼 + 2 𝛼 𝑢𝑏 , 𝜎𝑟𝑏∗ )

where 𝐺1 is the univariate Gaussian distribution over the variable 𝑟𝑏∗, and 𝛼, 𝜎𝑟𝑏∗ > 0 are
parameters. The mean of the Gaussian is −𝛼 + 2 𝛼 𝑢𝑏 and the standard deviation is 𝜎𝑟𝑏∗ . The mean
is such that the integral of −𝛼 + 2 𝛼 𝑢𝑏 over the range of 𝑢𝑏 (0 ≤ 𝑢𝑏 ≤ 1) is zero. Positive and
negative rewards occur in equal amounts.
We next define 𝑃(𝑟𝑐∗ |𝑢𝑐 , 𝐼𝑟 ). Several studies have shown that the preference for complexity
displays an inverted U-curve behavior, that is, people like moderate amounts of complexity more
than they do little or much complexity (Berlyne, 1971; Donderi, 2006; Güçlütürk et al., 2016). A
simple form for the relationship between reward and complexity is a Gaussian shape. We thus
define
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(16)

𝑃(𝑟𝑐∗ |𝑢𝑐 , 𝐼𝑟 )

=

𝐺1 (𝑟𝑐∗ : 𝜙(𝛽, 𝛾, 𝜃 )

+

(𝑢 −𝛾)2
− 𝑐 2
𝛽𝑒 2 𝜃 , 𝜎𝑟 ∗ )
𝑐

where 𝐺1 is now over the variable 𝑟𝑐∗. The parameters are 𝛽, 𝜎𝑟𝑐∗ > 0, 0 ≤ 𝛾 ≤ 1, and 𝜃, while
𝜙(𝛽, 𝛾, 𝜃 ) is a function of them. The integral of 𝜙 + 𝛽 𝑒𝑥𝑝(− (𝑢𝑐 − 𝛾 )2⁄(2 𝜃 2 )) over the range
of 𝑢𝑐 (0 ≤ 𝑢𝑐 ≤ 1) is zero. Because 𝜙 + 𝛽 𝑒𝑥𝑝(− (𝑢𝑐 − 𝛾 )2⁄(2 𝜃 2 )) is the mean of the Gaussian
and 𝜎𝑟𝑐∗ is the standard deviation, we have the same amount of positive and negative rewards.
With the definitions in Eqs. 15 and 16, the individual reward parameter vector is therefore,

(17)

𝐼𝑟 = [𝛼, 𝜎𝑟𝑏∗ , 𝛽, 𝛾, 𝜃, 𝜎𝑟𝑐∗ ]

Finally, we defined the motivation function in Eq. 8, namely, 𝑚
̅(𝑢
⃗ (𝑡): 𝐼𝑚 ). For the sake of
simplicity and illustration, we modeled 𝑚
̅ as independent of 𝑢𝑏 . As for the dependence on 𝑢𝑐 , we
consider different individuals with different peak preferences in terms of complexity. We also use
the Gaussian shape to model this peak:

(18)

𝑚
̅(𝑢
⃗ (𝑡): 𝐼𝑚 ) = 𝑚𝑚𝑖𝑛 + (𝑚𝑚𝑎𝑥 − 𝑚𝑚𝑖𝑛
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(𝑢 −𝜇 )2
− 𝑐 2𝑚
)𝑒 2 𝜎𝑚

where 0 ≤ 𝑚𝑚𝑖𝑛 , 𝑚𝑚𝑎𝑥 , 𝜇𝑚 ≤ 1 and 𝜎𝑚 are parameters. The parameters 𝑚𝑚𝑖𝑛 and 𝑚𝑚𝑎𝑥 are the
minimal and maximal motivations respectively. In turn, 𝜇𝑚 is the complexity yielding maximal
motivation and 𝜎𝑚 controls how quickly motivation falls as 𝑢𝑐 moves away from 𝜇𝑚 . With Eq.
18, the individual motivation parameter vector is

(19)

𝐼𝑚 = [𝑚𝑚𝑖𝑛 , 𝑚𝑚𝑎𝑥 , 𝜇𝑚 , 𝜎𝑚 ]

Summary of the Simulation Procedures
The simulations proceed with the following algorithm:
a. Suppose that at time 𝑡𝑘 the weights are 𝑤
⃗⃗ (𝑡𝑘 ).
b. Sample sensory inputs, u
⃗ (tk+1 ) = [ub (tk+1 ), uc (tk+1 )] from Eq. 12.
c. Sample reward for balance, 𝑟𝑏∗ (𝑡𝑘+1 ) from Eq. 15.
d. Sample reward for complexity, 𝑟𝑐∗ (𝑡𝑘+1 ) from Eq. 16.
e. Compute overall reward, 𝑟 ∗ (𝑡𝑘+1 ) from Eq. 14.
f. Compute motivation, m
̅ (u
⃗ (tk+1 ): Im ) from Eq. 18.
g. Compute updated aesthetic weights, 𝑤
⃗⃗ (𝑡𝑘+1 ) from Eq. 9.
h. Start the process again at Step a, but at time 𝑡𝑘+1 .
An example of 30,000 samples of the sensory inputs from Step b in a typical simulation
appears in Fig. 3-2.

Figure 3-2a illustrates that balance and complexity exhibit negative

correlation. Figures 3-2b and c show typical examples of the distributions used for the samples in
steps c and d respectively. In our model, reward tends to increase linearly with balance, except for
the probabilistic distribution of rewards (Wilson and Chatterjee, 2005). Probabilistic fluctuations
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also affect the dependence of reward on complexity, but the general trend is that of an inverted Ucurve behavior (Fig. 3-2c)(Donderi, 2006). Importantly, the distributions in Fig. 3-2b and c
illustrate that rewards can be both positive and negative. In these figures and in our simulations,
positive and negative rewards are balanced, summing to zero. Finally, Fig. 3-2d illustrates the
typical shape of the motivation function in Step f. The illustration superimposes color-coded
magnitudes of motivation on samples of sensory inputs as in Fig. 3-2a. In our illustrative model,
motivation only depends on complexity and has a peak at a particular magnitude of complexity.
The peak complexity is distinct for different individuals (not shown in Fig. 3-2d). One may
associate individuals with motivations for higher complexity with risk-taking, because high
complexity tends to present more uncertainties, at the possible benefit of more information
(Furnham and Bunyan, 1988). Similarly, motivations for low complexity may be associated with
risk aversion.
All simulations were performed with code specially written in MATLAB R2019b
(MathWorks, Natick, Massachusetts, USA).

Standard Simulation Parameters
In this paper, we report on simulations with different parameter sets to explore the model. We have
designated one of these sets as our standard set, because the corresponding results capture the data
in the literature reasonably well. We also show simulations with other parameter sets to illustrate
individual differences and analyze the various behaviors of the model. The table below shows the
parameters of the standard simulations. Parameters for other simulations are indicated as
appropriate in the Results.
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A.

B.

C.

D.

Figure 3-2. Illustrations of the Main Functions of the Model. See Section 3.3 after
Points a-h for a description of these illustrations.
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3.4 Results
The following sections outline the results of our simulations and the mathematical analyses. In our
first experiments we looked at the time course of how aesthetic values form by looking at the
learned weights. We were particularly interested to see if there were multiple phases. We found
this to be the case, thus we investigated the reasons behind this and found it has to do with the
shape of the function linking error between actual and predicted rewards to balance and
complexity. The results of our first two experiments also showed that the weights for balance and
complexity diverged, indicating an apparent competition. We explored the reasons for this
apparent competition by varying different aspects of our model. We found that motivation was a
key component of this apparent competition. Therefore, in the next experiment, we further
explored the role of motivation. We found that differing motivation functions can profoundly
change the aesthetic weights learned. We then compared this finding to that obtained with differing
social reward contingencies and saw a similar effect on aesthetic weights. Finally, we explored the
landscape of the learned aesthetic values as a function of complexity and balance. We discovered
that certain regions of the sensory space had higher learned values than average. We hypothesized
that this landscape might explain the value-exaggeration effect often observed in art.

3.4.1 Learning Dynamics of Aesthetic Weights
If aesthetic values are learned, then their corresponding aesthetic weights change over time.
Ideally, their dynamics would be so that the values, i.e., the predicted rewards would approach the
actual rewards as much as possible. However, weights are not free to change arbitrarily. They may
exhibit interdependencies (e.g., Fig. 3-2A), and have different dependences on rewards and
motivations (Figs. 3-2B to D). We performed multiple computer simulations to gain an
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understanding of the dynamics of aesthetic weights. An example with the model described in and
the standard parameters (Table 3-1) appears in Fig. 3-3.
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Figure 3-3. The Dynamics of Aesthetic Weights. (A) Balance (blue) and complexity (red)
weights as a function of time. The early times of the dynamics appear in the inset. (B) A
phase-plot of the weights in (A) with time color-coded. Initially, the balance and complexity
weights grow quickly at similar rates, but later, the complexity weight grows whereas the
balance weight falls, both at increasingly slower rates. These simulations of aesthetic-weight
dynamics used standard parameters (Table 1).
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The simulations in Fig. 3-3A show an example of the dynamics of the aesthetic weights
for balance and complexity. The weights start at [0,0], i.e., they reflect a hypothetical individual
who knows nothing about the importance of balance and complexity at the initial point of
learning (see Discussion). These weights then rise quickly in an initial fast phase and then slow
down in a divergent phase. In the initial phase, both balance and complexity weights rise equally
in relation to each other (Fig. 3-3A inset). However, after this phase, an inflection point occurs.
In the new phase, the complexity weight continues to rise while the balance weight drops, as if
they are competing. Thus, these weights reach a state of slow divergence. As time increases, both
weights appear to arrive ata stochastic equilibrium in relation to each other, with their separation
increasing at a slow pace.
A phase-phase plot is especially helpful to visualize the learning dynamics (Fig. 3-3B). Such
a plot graphs the complexity weight as a function of the balance weight, color-coding for time. As
the inset of Fig. 3-3A shows, the rise of balance and complexity in the initial phase is tightly
correlated, indicated by the linear slope in the phase plot. However, after the inflection point, a
much slower drift can be seen through the formation of a cloud region. The dynamic moves slowly
towards greater complexity and lower balance, eventually forming a relatively stable stochastic
cloud.
Why does this stable cloud form in the phase plot? A simple hypothesis would be that the
weights gravitate around a fixed point, not converging to it just because of the stochastic nature of
our model. Our mathematical analyses show a more complex and interesting picture on the
outcome of learning than this hypothesis suggests. The learning process leads to a gradientdescent-like optimization of the prediction of reward. Specifically, value approaches reward as
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much as statistically possible as follows: If for every 𝜏 there is a 𝑡 > 𝜏 such that 𝑚(𝑡) > 0, then
the learning process minimizes

2

(20)

(𝑟(𝑡) − 𝑣(𝑡))
⟩
𝐸 (𝑤
⃗⃗ ) = ⟨
𝑚 (𝑡 )

𝑡

where ⟨ ⟩t stands for time average. The minimization of 𝐸 (𝑤
⃗⃗ ) with respect to the components of
𝑤
⃗⃗ in Eq. 20 implies that 𝑣(𝑡) tends to become statistically close to 𝑟(𝑡). The near optimization of
value in terms of estimating reward as predicted by Eq. 20 is confirmed by our computer
simulations (Fig. 3-4A). However, 𝑣(𝑡) does not converge exactly to 𝑟(𝑡) because of two reasons:
First, the theoretical framework is stochastic. If the process were not stochastic, then the value
would converge exactly to the reward. Second, the optimization of Eq. 20 is modulated by the
statistics of 𝑚(𝑡), 𝑢
⃗ , and 𝑟 ∗.
However, the mathematical analysis also shows that although value tends to gravitate around
a fixed point, the weights do not necessarily do so. Different sets of weights can produce the same
value. To be more precise, we can define the following hyperplane in terms of weights:

𝑁

(21)

∑ 𝑎𝑖 (𝑡) 𝑤𝑖 (𝑡) = 𝑣(𝑡)
𝑖=1

where the 𝑎𝑖 (𝑡) are
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(22)

𝑎𝑖 (𝑡) = 𝑚(𝑡)𝑢𝑖 (𝑡)

such any point in this hyperplane is compatible with the value 𝑣 (𝑡). Because of this redundancy,
the exact 𝑤
⃗⃗ (𝑡) are not always meaningful. Is having such a redundancy in weight representation
wasteful? The mathematical analysis shows that this redundancy in weights is not arbitrary, but
allows for the improvement of the learning rate. Mathematically, the weights 𝑤
⃗⃗ (𝑡) aim to reach
the nearest point of the ideal hyperplane in a way that is dependent on their initial conditions.
Consequently, because of the stochastic nature of the theoretical framework, the 𝑤
⃗⃗ (𝑡) can drift
even if the value stays close to reward. With each new sample of 𝑢
⃗ (𝑡), 𝑚(𝑡), and 𝑟 ∗ (𝑡), the 𝑤
⃗⃗ (𝑡)
simply pushes value towards the new hyperplane defined by this sample. Thus, 𝑤
⃗⃗ (𝑡) may not
return to past positions, possibly drifting according to a random-walk-like trajectory.

3.4.2 Understanding the Fast and Slow Phases of Learning
What are the underlying reasons for the fast and slow phases of learning observed in Fig. 3-3?
Considering that values follow a gradient descent, we look towards the error between value and
reward for an answer. As Fig. 3-4B shows, the error function has a hammock-like shape when
plotted against balance and complexity weights. Consequently, the error function varies rapidly
along one direction and slowly along its perpendicular. This shape leads to differences in gradients
across regions of the function. Thus, if the aesthetic weights start at a point with an especially large
error, they will experience a large gradient, descending fast towards the minimum of the function
(red line in Fig. 3-4B). If instead they start at a point with an especially small error, they will
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descend slowly towards the minimum (green line). Ultimately, as the weights approach the
minimum of the error function, gradients get smaller and the convergence becomes more
stochastic. Thus, weights become more sensitive to variations of sensory inputs, rewards, and
motivations. When gradients are steep, weights tend to move to reduce the error rapidly even in
presence of input variations. Such an initial fast approach is consistent with the fast learning-rate.
Hence, the initial conditions may dictate an initial fast approach to the shallow bed, and a more
slowly stochastic dependence once there. The direction of gradient descent in the shallow bed is
typically different from in the initial fast phase. These different directions lead to curved
trajectories (yellow line). Such curved trajectories explain the complex shape of the phase plot
(Fig. 3-3B).
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Figure 3-4. Minimization of Error and its Relationship to Learning Dynamics. (A) Error
between value and reward conditional on the statistics of motivation as a function of time (Eq.
20). (B) Error between value and reward as a function of balance and complexity weights with
three aesthetic-weight trajectories from different initial conditions. In one trajectory, the error
for the initial condition is especially large, leading to a fast, straight descent (red line). In
another, the error for the initial condition is especially small, leading to a slow, straight
descent (green line). More typically, the descent is initially fast towards the shallow bed, and
then curves and slows down when there. These simulations used the standard parameters
except for the initial conditions, which were [-1, -1] (red line), [1, -0.6] (green line), and [0,1]
(yellow line).
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3.4.2 Understanding Apparent Competition between Aesthetic Weights
What is the reason for the apparent competition between balance and complexity weights during
the slow phase of learning in Fig. 3-3? A simple hypothesis is that the apparent competition arises
from the negative correlation between balance and complexity, i.e., between the components of 𝑢
⃗
(Fig. 3-2A). However, inspection of Eq. 7, suggests alternate hypotheses beyond the negative
correlation between balance and complexity. For example, they have different reward structures
(Fig. 3-2B and C), possibly leading the weight of one becoming more relevant than the other.
Finally, because motivation affects balance and complexity in different manners, it too, could
create an apparent competition (Fig. 3-2D). To test these hypotheses, we ran six new simulations
varying input correlation, reward structures, and motivation functions. These simulations
eliminated the negative correlation between balance and complexity, made the reward structures
identical, or set the motivation to a constant independent of balance and complexity. The results
of these simulations appear in Fig. 3-5.
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⃗ , r*, and m to the Apparent Competition
Figure 3-5. Contributions of the Properties of 𝐮
between Aesthetic Weights. (A) Eliminating the negative correlation between the components
of 𝑢
⃗ weakens but does not kill thr apparent competition. (B) Making the reward function r*
similar for balance and complexity may even strengthen apparent competition. (C) Making m a
constant leads to the virtual elimination of apparent competition. (D) When both m is a constant,
and the reward function r* is similar for balance and complexity, there is no apparent
competition. (E) The same happens when both m is a constant and we eliminate the negative
correlation between the components of 𝑢
⃗ . (F) In contrast, apparent competition remains and can
even become stronger when both we eliminate the negative correlation between the components
of 𝑢
⃗ and the reward function r* is similar for balance and complexity. Thus, the main factor
determining apparent competition in our illustrative model may be the shape of the motivation
function.
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When we eliminated the negative correlation between balance and complexity (standard
parameters, except that 𝜌 = 0), the apparent competition between their weights did not vanish
(Fig. 3-5A). Consequently, this negative correlation is not a necessary condition for the apparent
competition. However, the negative correlation affects the apparent competition, because it
becomes weaker when we eliminate this correlation, and we see slightly larger balance than
complexity weights. Similarly, having different reward structures is not a necessary condition for
the apparent competition. If we make the reward structures for balance and complexity identical
(both linear as in Fig. 3-2B), the apparent competition remains (Fig. 3-5B). This change leads to
an initial rise in both weights followed by an overwhelming relative increase in the balance weight.
Finally, in Fig. 3-5C, we remove the effect of motivation from the simulation, by setting 𝑚 ≡ 1.
This change results in an isotropic cloud, showing that the shape of the motivation function is a
major contributor to the apparent competition. An appropriate motivation function may even be a
necessary condition for the apparent competition.
Can the negative correlation between balance and complexity, different reward structures, or
the shape of the motivation function be a sufficient condition for the apparent competition between
the aesthetic weights? To answer this question, we eliminated two of these conditions at a time.
We thus left only one condition in place in each simulation. As seen in Fig. 3-5D, when 𝑚 ≡ 1,
and the reward structures are similar for balance and complexity, there is no apparent competition
between the weights. Hence, the apparent competition vanishes although the negative correlation
is still present. Similarly, when 𝑚 ≡ 1 and we eliminate the negative correlation between balance
and complexity, the apparent competition vanishes. It disappears although we still have differences
in reward structures (Fig. 3-5E). Thus, neither the negative correlation nor the difference in reward
structures is a sufficient condition for the apparent competition. In contrast, the apparent
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competition continues when we eliminate the correlation and the difference in reward structure,
leaving the shape of the motivation function intact. This result thus gives further evidence that the
appropriateness of this shape may be a sufficient condition for the apparent competition.
Overall, the key factor for the apparent competition between aesthetic values in our illustrative
model may be the motivation function. It generates the apparent competition by modulating both
sensory sampling and reward. Negative correlations between the components of the sensory inputs
do play a role in the apparent competition but a lesser one.

3.4.3 The Role of Motivation and Reward on Aesthetic Individuality
An important consequence of our theoretical framework is that different individuals develop
distinct aesthetic weights. If two individuals were from different societies or cultures, they would
tend to have differences in their learning parameters. These differences are illustrated by the blue
boxes Society 1 and 2 in Fig. 3-1. Mathematically, these individuals would have different 𝐵
parameters in Eqs. 5 and 6. However, even if individuals came from the same society, their
learning parameters would tend to be distinct (blue boxes labeled Individual 1 and 2 in Fig. 3-1).
Again, in Eqs. 5 and 6, these individuals would have different 𝐼𝑢 and 𝐼𝑚 parameters. In Fig. 3-6,
we illustrate through computer simulations how this individuality emerges.
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Figure 3-6. Aesthetic Individuality in the Theoretical Framework. (A) Sampling of the motivation
function with peak complexities 𝜇𝑚 = 0.4 (Red), 𝜇𝑚 = 0.6 (Green), and 𝜇𝑚 = 0.85 (Blue). (B)
Sampling of aesthetic weights for simulations with standard parameters except for variations of the peak
complexity in the motivation function as color-coded in A. The inset is the data from Aleem et al. (2017).
(C) Sampling of the reward as a function of balance with slopes 𝛼 = 0.5 (Red), 𝛼 = 1.25 (Green), and
𝛼 = 1.7 (Blue). (D) Same as in B, except that the slope of the reward as a function of balance varies as
color-coded in C. The sampling started at 𝑡𝑖𝑛𝑖𝑡𝑎𝑙 = 10,000, was at every ∆𝑡 = 200, and ended at
𝑡𝑓𝑖𝑛𝑎𝑙 = 30,000. Variations of either individual parameters such as peak complexity of the motivation
function or social parameters such as the slope of the reward-balance function give rise to individuals
with different aesthetic values. The expression of individuality is like the data from our previous work
(Aleem et al., 2017).
98

To illustrate the effect of individualized learning of aesthetic value in a society, we modeled a
scenario for the case of motivation for complexity. While we could have investigated motivation
for balance as well, existing research shows different personality traits can account for changes in
preference for complexity (Furnham and Bunyan, 1988). Furthermore, it has been shown that the
motivation for complexity can be experimentally manipulated (Tinio and Leder, 2009). Thus, we
sought to see what happens when motivation for complexity changes across individuals. To test
this hypothesis, we varied the peak complexity of the motivation function (Figs. 3-2D and 3-6A).
The larger the peak complexity is, the more motivation the individual must act on high complexity.
As seen in Fig. 3-6B, changing this form of motivation has a direct effect on learned aesthetic
weights. Specifically, when the motivation is shifted towards high complexities, late aesthetic
weights weight for balance becomes weaker. In contrast, those for complexity become stronger.
Hence, the three different individuals in Fig. 3-6B (in terms of peak complexity) express different
learned aesthetic weights. Moreover, because our theoretical framework is stochastic, the aesthetic
weights form clouds in limited regions of the so-called neuroaesthetic space (Aleem et al., 2017).
The separation and partial overlap between these clouds is like what we observe for different artists
(inset of Fig. 3-6B).
In turn, to illustrate how social variations may influence aesthetic learning of individuals, we
modulated the reward structure for balance (Figs. 3-2B and 3-6C). The larger the slope of this
structure, the more social reward an individual got with highly balanced sensory inputs. As a result,
we can see in Fig. 3-6D that the changing of the reward structure has an appropriate effect on
aesthetic weights. Increasing the balance slope expectedly increases the weights toward balance,
reducing those for complexity. Again, the three different individuals in Fig. 3-6D (in terms of
social reward structure) express different learned aesthetic weights. Finally, once again, our
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theoretical framework is stochastic. Consequently, the aesthetic weights form clouds in limited
regions of the neuroaesthetic space as also seen in the analysis of aesthetic weights in portraits by
master painters of the Early Renaissance (Aleem et al., 2017).
In conclusion, individuality in aesthetic learning emerges in the theoretical framework through
variations in either cultural norms or individual motivational states.

3.4.4 Beauty and the Emergence of the Peak-shift Effect
Any theory for aesthetic learning must account after convergence for as many relevant properties
in the literature as possible. So far, we have discussed the dynamics of learning aesthetic weights.
However, we have not yet explored the amount of value possible in different regions of the
neuroaesthetic space. This exploration naturally leads us to the broader question of creation of art
and beauty. Where does beauty, or in our case, regions of highest value, exist? We looked to the
literature for existing hypotheses on this question. One of the most prominent hypotheses in this
regard has to do with the “peak-shift” effect (Ramachandran and Hirstein, 1999). It supposes that
the beauty of an object is partly owed to the exaggeration of some of its characteristics. According
to the hypothesis, if an attribute signals value normally, exaggerating that attribute would lead to
greater value. This effect is theorized to explain the tendency of artists to exaggerate variables that
contribute to aesthetic emotions.

Accordingly, visual artists should tend to exaggerate certain

statistical properties like symmetry, complexity or even certain facial features as compared to what
one observes typically (Costa and Corazza, 2006; Graham and Redies, 2010; Aleem et al., 2017).
Thus, because of this exaggeration effect, beauty is not merely copying reality.
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In this section, we study whether and why our theoretical framework is consistent with such a
peak-shift effect. To perform this study, we calculated aesthetic values of images with different
complexities and balances in our simulations. We used these calculations to compare the aesthetic
values of images with the most typical statistics with those with less probability of occurring. The
comparison appears in Fig. 3-7.
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Figure 3-7. Illustration of the Value-exaggeration effect as an emergent property. (A) The
distribution of balance and complexity (as in Fig. 2A) with overlaid points from which we calculate
value. (B) Aesthetic values as a function of time at the overlaid points in A (with the same color-code).
The black dot represents the most typical (most probable) images. The yellow and red images represent
stimuli regions with the least value, whereas the blue and green discs represent regions with the most
value. Therefore, to increase the aesthetic liking, artists should strive to paint in the red and blue regions,
or more generally, in the upper-right quadrant.
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As seen in Fig. 3-7A, there are many possible regions of the neuroaesthetic space that a certain
scene or painting could occupy. However, not all these regions are identical in terms of value. For
example, the region indicated by the black dot represents what is most typical. If we turn to Fig.
3-7B, we see that this region leads to the learning of moderate overall value. It is apparent that
there are regions with greater or lesser value. In our example in Fig. 3-7A, the yellow and green
dots represent regions with lower value in relation to the black dot. In turn, the regions around the
red and blue dots yield greater value than the regions around the black dot. Consequently, if an
artist wants to maximize value, they would be keen to paint with attributes in the regions of the
upper-right quadrant of this neuroaesthetic space. In our case, artists would thus tend to exaggerate
the complexity and balance concurrently to increase the aesthetic appeal of their work.
Mathematical analyses show that this value-exaggeration result is a general property for our
theoretical framework, (not shown). Thus, this result is applicable beyond the parameters of the
simulations in Fig. 3-7. The analysis also extends the results for broad classes of learning models
that are nonlinear, that is, not following Eq. 1. If the properties of these learning models and of the
probability distribution of sensory signals obey general conditions, then the value-exaggeration
result will hold. The linear model in Eq. 4 will almost always obey these conditions.
In conclusion, our analyses support the peak-shift effect. Our framework does so by predicting
that the most typical inputs are not necessarily the sources of highest predicted value. Other
possible inputs yield more aesthetic value than reality, thus appearing more beautiful. As an
important extension, our theoretical framework predicts that the value landscape of possible inputs
is different for each individual. Our explanation for this effect is thus that what matters for
aesthetics is not the statistics of sensory inputs but their values to perceivers.
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3.5 Discussion
The field of neuroaesthetics has progressed rapidly lately, especially with regards to the
understanding of the “what” and “where” of aesthetic preferences. However, one of the biggest
remaining questions has to do with “how” we develop aesthetic values in the first place (Göksun
et al., 2014). The origin of certain preferences such as that for contour, symmetry, or contrast can
be explained by evolutionary accounts (Reber et al., 2004; Bar and Neta, 2006). However, even
these seemingly innate preferences are subject to experience dependent changes (Germine et al.,
2015; Huang et al., 2018). Therefore, it is important to consider the dynamics of aesthetic
preferences over time. Here, we presented a theoretical contribution to the understanding of these
dynamics. Our theoretical framework proposes that learning forms a large component of aesthetic
values. We operationalized this proposal through a computational model of reinforcement
learning. We discuss our interpretation of some of the important findings of this modeling effort
in greater detail here.

3.5.1 Interpretations of the Simulation Results
Our results suggest that the time course of aesthetic learning has different phases. Such a multiphase result is expected from a reward-based learning model. If complete prior inexperience is
assumed, then a rapid initial phase is bound to happen, followed by a slower one. These fast-thenslow learning dynamics are characteristic of reinforcement-learning frameworks, where the change
of weights is proportional to the error (Dayan and Abbott, 2001; Sutton and Barto, 2018). The fast
phase corresponds to the large initial errors, but when they decrease, the learning rate slows down.
Our decision for setting the initial weights at zero allows us to understand general principles of
learning and to see that it has distinct phases. Such fast aesthetic learning should occur mostly
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early on in life. However, whether we are born without any aesthetic preconceptions is an open
question. What is the likelihood that we come across a completely novel stimuli in our adult lives?
More likely, we see previously learned attributes in a novel way, as for example, a drummer seeing
a tabla for the first time. Or take abstract art, which combines familiar visual primitives in a novel
way. In these cases, some type of initial prediction of value may exist, albeit with low confidence
and high noise. Here too, our theoretical framework would predict that as soon as learning occurs
it would be multi-phasic, rapid initially, and then coming to a consolidation.
A surprising result of our model was the apparent competition between aesthetic variables
in the second phase of learning. We investigated the source of this apparent competition in our
illustrative model and found that motivation is the main driving force. Therefore, motivation
appears to be crucial in guiding different trajectories of learning. While motivation in our model
seems like a simple gating mechanism, the results show that motivation has complex consequences
on learning. This is due to the probabilistic dependence of motivation on sensory inputs and social
rewards. Hence, motivation allows for state-dependent learning, accounting for aesthetic diversity
and individuality. This result makes intuitive sense, as while we may all start from similar points,
our motivations to engage with certain objects and environments will be different. Therefore,
different motivations will lead us to divergent paths. These motivations in turn will be influenced
by many internal and external factors including the environment and social standards. The
interaction and co-dependence of these factors leads to many unique outcomes from a shared
starting point.
A unique aspect of our theoretical framework and thus, of our illustrative model is their
statistical nature. Coupled with the nonlinearities in the model, this statistical nature leads to many
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important and surprising results. One such result is the apparent competitive interactions
mentioned above. Another important result is that the learned aesthetic weights are stochastic, that
is, we should not expect them to be constant and stable, but to fluctuate over time. In our illustrative
examples with only two variables, the aesthetic values eventually converge stochastically around
a fixed point. The situation should be more complex in the real world, because the number of
variables would be higher, possibly leading to multiple fixed points instead of just one. Such a
multiplicity would give the appearance of multiple possible aesthetic stable states. Another
complexity stems from the key difference between aesthetic weights and values. Aesthetic weights
are different from the values, as different weights can lead to the same values. Therefore, any
apparent fixed-point in aesthetic weights could drift over time adding more variability to aesthetic
preferences. The associated aesthetic values, as seen in Fig. 3-7 are stochastic as well. Therefore,
our theoretical framework makes a surprising prediction that aesthetic preferences are not the same
from one moment to another. This goes against the common assumption that our preferences are
relatively stable and thus, we only need to account for them once. In support of this, converging
evidence is beginning to call the long-held assumption of preference stability into question (Höfel
and Jacobsen, 2003; Chen and Risen, 2010; Kościński, 2010; McManus et al., 2010; Pugach et al.,
2017). The observed instability is commonly attributed to noise within the internal sampling of
subjective values. Our theoretical framework makes an additional prediction that the values
themselves may be stochastic.
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3.5.2 Limitations and Outlook
At first glance, our theoretical framework for aesthetic learning may seem too reductionist.
Aesthetic experiences are complex and many factors are at play. We propose that low-level
features and reward-based learning forms just one component of acquiring and using aesthetic
values. Our theoretical framework does not address other important aspects for aesthetic emotions,
such as semantics, attention, and memory (Leder et al., 2004). We acknowledge these factors play
a role in the formation of aesthetic values and their omission is not to undermine them. Instead,
we chose to limit the complexity of our theoretical framework at this first iteration to serve as a
basic building block on which to incorporate the aforementioned factors. However, even a model
based on low-level features can still be highly informative on aesthetic preferences of individuals,
as recently demonstrated by (Iigaya et al., 2020). Additionally, a reinforcement learning circuit is
easily amenable to additional factors, for example Leong et al. incorporate attention directly into
the reinforcement-learning circuitry computing subjective value, as we did with motivation (Leong
et al., 2017).
A factor that features prominently in studies of aesthetic preference formation but not
considered in our framework here is familiarity (Zajonc, 1968). Numerous studies show that
increased familiarity tends to improve appraisal, with no apparent reward (Leder et al., 2004; Park
et al., 2010; Lindell and Mueller, 2011). However, we argue that familiarity may either be
intrinsically rewarding or a promoter to value. For instance, every new exposure leading to
familiarity improves our processing of the stimuli. This improvement likely facilitates object
recognition and ability to extract semantic and emotional content, which is rewarding (Reber et
al., 2004). At a conceptual level, familiarity is intimately tied with novelty, which may also be
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intrinsically rewarding (Biederman and Vessel, 2006). However, the relationship between these
two factors is not entirely clear. For example, roles of familiarity and novelty may be dependent
on context (Tinio and Leder, 2009; Park et al., 2010). To help understand this, future iterations of
our framework would benefit by incorporating these related factors. For example, one could
incorporate an aspect of reward that is contingent both on the novelty and the number of exposures
to certain stimuli, as suggested by (Biederman and Vessel, 2006). As of now, we do not
differentiate between these aspects of reward, but this distinction is important and a necessary
addition for the future.
As far as implementation, our model assumes a linear relationship between aesthetic
weights and values (Eq. 1). Biologically, this linearity is not reflective of typical reward-related
synapses (Schultz, 2015). Recent assessments of the field of neuroaesthetics have signaled the
need for a new conception of aesthetics that incorporates distributed processing and non-linear
recurrent networks (Leder and Nadal, 2014; Nadal and Chatterjee, 2019). While we agree, we
suggest that linearity is a suitable starting point. Recent work comparing a linear rule versus a deep
neural network to predict subjective aesthetic value found that both fared comparably (Iigaya et
al., 2020). We argue that this also applies for our theoretical framework for aesthetic learning. We
have shown that most nonlinearities can explain the value-exaggeration effect (analysis not
shown). Most of our other results would likely be similar if we used a monotonic nonlinear
relationship between aesthetic weights and values. For example, Eq. 4 is all that we need to explain
the fast-then-slow dynamics of aesthetic learning. From that equation, when the error is large or
small, so is the rate of learning, regardless of whether the relationship between aesthetic weights
and values is linear. Likewise, Eq. 4 is all that we need to explain the near optimality of the learned
value, because this equation predicates the tendency of the minimization of error. Consequently,
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near optimality should occur regardless of whether the relationship between aesthetic weights and
values is linear. We can make similar arguments for the non-necessity of linearity for almost all
the results in this paper. Thus, assuming a linear relationship between aesthetic weights and values
is not a major problem for the validity of our results.
Other limitations are not with the theoretical framework but with the illustrative model.
For example, we limit the sensory inputs in our model to two visual statistics. While this simplifies
our simulations of the model, it is not reflective of the external world, where a deluge of variables
is at play. These variables may all exist in some complicated multi-dimensional space, which we
have previously termed the “neuroaesthetic space” (Aleem et al., 2017). Future implementations
would certainly have to increase the dimensionality and type of sensory inputs into the model.
Overall, our model, while limited, provides a platform for further research, such as by
increasing the richness of the model in the many ways mentioned above. Equally as important are
efforts to test empirically the predictions of the model. More developmental and longitudinal
empirical studies of aesthetic preferences are needed. For example, one could conduct extensive
reinforcement learning studies to determine how learning modulates subjective values over long
periods as shown by (Wimmer et al., 2018). Similarly, one could empirically test the prediction of
temporal variability in aesthetic values.

3.5.3 Compatibility with Existing Frameworks
Where does our contribution fall into place within the existing theories of aesthetics? Most of the
extant theoretical frameworks for aesthetics aim to explain the phenomena at hand. That is not to
say that some of these frameworks do not consider the importance of temporal aspects, albeit
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implicitly. In particular, learning is a key part of many of the existing influential theoretical
frameworks. For example, in Chatterjee and Vartanian’s “Aesthetic Triad” model, aspects of
learning and reward make two out of the three nodes (Chatterjee and Vartanian, 2014). Others
have made reward-based learning central to their theories. For example, in formulating the
“Aesthetic Preference Formation” model, Skov defines nodes associated with sensory stimuli,
reward prediction, learning, and context amongst others (Skov, 2010). Like us, he stresses the
involvement of a reinforcement learning mechanism that is not unique to aesthetics.
In regards to the time frames of learning, Nadal and Chatterjee describe three time-scales
influencing aesthetic preferences (Nadal and Chatterjee, 2019). Our model is most like their
middle-range time scale, which concerns “individual experience and cultural context.” In a similar
vein, Vessel and colleagues build on the reward circuitry with an explicit emphasis on time
(Biederman and Vessel, 2006; Vessel and Rubin, 2010). Like us, they implicate associative
processes as a central mechanism of time-dependent preference formation. In their view, aesthetic
preferences are shaped by the temporal summation of their associative components. In contrast to
us, their theory mainly focuses on mechanisms of shared associations. For example, most people
will have favorable memories of beaches, therefore leading to a large consensus of preference.
However, our model accounts for this preference effect as well by incorporating social statistics
of rewards. Another important aspect of Vessel and colleagues’ work is that “deeper” and more
meaningful rewards will lead to stronger preferences. While we do not consider this aspect in our
framework, it would be a compatible addition.
Unlike the theories mentioned above, our theoretical framework is specified in a fully
computational manner. However, other theories are computational, too! Perhaps the earliest
110

computational theory of aesthetics comes from Martindale. This theory largely focuses on
pleasure, formulating that the enjoyment derived from an aesthetic stimulus is proportional to the
number of cognitive units activated by it, as envisioned in a neural network (Martindale, 1984).
Another computational theory comes from Schmidhuber, who contends that aesthetic preferences
are largely driven by intrinsic reward (Schmidhuber, 2010). According to him, when we learn new
things and improve our predictions of the world, we maximize this reward. This idea is similar to
the theory put forth by Van de Cruys and Wagemans who propose that aesthetic value results from
the resolution of prediction errors caused by ambiguities in art (Van de Cruys and Wagemans,
2011). However, all of these theories are primarily focused on the nature of the aesthetic
experience and its ensuing reward. While these theories use reinforcement learning circuitry as
their basis, unlike us, they do not explicitly consider the learning of aesthetic values over time. But
both Schmidhuber and Van de Cruys and Wagemans do argue that experience with different
environments over time will lead to differences in predictions, accounting for individual and
cultural differences. Nevertheless, unlike these theories, we do not concern ourselves with the
nature of reward. In our view, rewards form aesthetic values, whether the rewards are external or
internal.
In our framework, the predicted reward, often termed “value” is akin to aesthetic value.
This is arguably the most important assumption of our framework. Thus, we propose that our prior
experiences with an object influence the values assigned to the many attributes of that object.
When we sense these attributes in a new sensory input, their associated values will influence our
aesthetic preference for that input (Barrett and Bar, 2009). An illustration of this aesthetic value
transfer effect is shown by (Strauss et al., 2013). They found that preferences for two-dimensional
color patches were systematically altered by looking at positive or negative objects of the same
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color. More direct studies using instrumental conditioning show that preferences for cues
proportionally coincide with their ability to predict reward, even when subliminal (Pessiglione et
al., 2008). Therefore, we contend that as certain stimulus attributes signal reward, they themselves
become secondary reinforcers, and hence obtain aesthetic value. For example, humans and other
animals may have initially preferred symmetry because of its health cues, such as in faces (Treder,
2010). However, after eons of evolution, symmetry may now be a secondary reinforcer itself,
signaling value independently (Pombo and Velasco, 2019). Neuroimaging studies support this
viewpoint, showing that secondary reinforcers activate similar regions associated with pleasure as
do primary reinforcers (Sescousse et al., 2013).
Whether the pleasure from aesthetic value is phenomenologically distinct from other
pleasures is an open question (Christensen, 2017; Nadal and Skov, 2018; Menninghaus et al., 2019;
Skov and Nadal, 2020). On the one hand, neuroimaging studies show that a range of rewarding,
pleasure-giving experiences are processed in the same brain regions. This common processing of
reward allows us to make value-based decisions across various goods (Levy and Glimcher, 2012).
On the other hand, network-based studies of deeply rewarding phenomena show the concurrent
role of other brain processes (van Elk et al., 2019). For example, the default-mode network has
been shown to be modulated by intense aesthetic experiences (Vessel et al., 2012). Thus, a
subjectively deep experience is likely to activate different brain networks, yet simultaneously be
under the constraint of the neurobiological roots of ‘basic’ pleasures. The broader implications of
these differences remain to be discovered.
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3.5.4 What is Beautiful According to Our Theoretical Framework?
“Beauty is nature’s brag.” Thus, the poet John Milton wrote in praise of the beauty that one often
experiences in nature (Milton, 1858). We hear of such experiences commonly, but not all natural
scenes are pleasant or breathtaking. For example, some scenes may be repulsive to some people
by including a rotting corpse, an approaching snake, or a spider web. What is it that makes some
natural scenes beautiful? Our theoretical framework proposes that when a certain natural scene
appears beautiful, it does so, because its statistics elicit high positive value. Our results showed
that when looking at the overall value landscape, certain regions that are far away from the norm
will correspond to higher value (Fig. 3-7). These are the regions that our theoretical framework
may consider “beautiful.” Accordingly, only the minority of scenes might be truly beautiful by
eliciting high values. These are the scenes that exaggerate high-value attributes. This sentiment is
similar to Ramachandran and Hirstein’s application of the ‘peak-shift’ effect to beauty, proposing
that it often comes from exaggeration (Ramachandran and Hirstein, 1999). We thus may ask, to
what “exaggerated” natural scenes was Milton referring to? Perhaps, Milton’s scenes would have
some sort of exaggerated statistics related to attributes that were innate, that is, formed due to
evolutionary pressures (Aleem et al., 2019). Alternatively, according to the theoretical framework
here, Milton’s scenes would have exaggerated sensory statistics related with positive experiences
in his youth.
Why would the brain evolve a mechanism that prefers exaggeration rather than the most
common reality? We argue that any learning system such as the brain would likely prefer
exaggeration if its goal is to maximize reward. Consequently, perhaps evolution has allowed our
ancestors to choose actions that maximize value. However, there are limits to exaggeration. For
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example, our results show that exaggeration in the wrong direction will lead to lower than normal
aesthetic values, or what one may consider “ugly.”
In sum, our theoretical framework extends the peak-shift hypothesis through individualized
value exaggeration. According to the framework, the aesthetic weights that maximize reward are
not universal across all individuals. Each person has an individual set of near-optimal aesthetic
weights according to personal motivations, and social and environmental contexts. Neuroaestheticspace regions of high value, or beauty, to one may be regions of low value or ugly to another. We
conclude that the different senses of beauty across individuals are not arbitrary, but stem from a
personalized near optimization of values.
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CHAPTER 4
THE STOCHASTIC DYNAMICS OF AESTHETIC PREFERENCES
4.1 Introduction
Are our aesthetic preferences stable or do they change over time? The answer to this question has
broad implications not only for aesthetics but for philosophy, psychology, marketing, and many
other fields. Our current understanding of the dynamic nature of aesthetic preferences is limited.
Classical philosophical views would suggest that aesthetic preferences should be stable due to
their dependence on equally stable formal attributes in the world. However, subjective accounts
of aesthetics would suggest that preferences change along with changing conditions (Sartwell,
2012; Aleem et al., 2019). The subjective view is supported by evidence from marketing and
behavioral decision-making research (Lichtenstein and Slovic, 2006). This research suggests that
an individual’s preferences for utility-based items are often incomplete, and thus, change over
time based on experience and context. Moreover, these preferences depend on unstable goals
influenced by the environment and bodily states (Warren et al., 2011). Supporting research
suggests that the environment and bodily states greatly influence aesthetic preferences
(Nederkoorn et al., 2009; Brown et al., 2011; Brieber et al., 2015).
Few direct lines of investigation have looked at what happens to aesthetic preferences
over time. One of the most thorough examinations on the subject is by Pugach et al., who looked
at how rankings for different paintings and photographs changed over a 2-week period (Pugach
et al., 2017). This research found that even the most consistent subjects switched the rankings of
some of their preferences after 2 weeks. Similarly, Park et al., found that an induced preference
for novel faces disappeared after only a week delay (Park et al., 2010). At longer timescales,
Koscincski studied female preferences for male faces over a 1-month and year gap (Kościński,
2010). He found a mean self-correlation of roughly 0.78 for both time gaps. McManus found a
115

similar level of instability for preference of rectangular shapes after a 5-month period, with selfcorrelation values between 0.6 and 0.7 (McManus et al., 2010). Therefore, aesthetic preferences
seem to be unstable at both short and long timescales. However, these studies do not address the
time course of these aesthetic-preference dynamics.
While the preliminary evidence seems to suggest that aesthetic preferences may be
unstable, a deeper mechanistic understanding of how and why is lacking. In particular, the effect
of elapsed time on aesthetic stability is still not clear. This is due to the variability in temporal
intervals across studies. While Pugach et al., and Park et al., look within the timeframe of weeks,
Koscincki and McManus look at the timescale of months. Additionally, since these studies only
measure one repeated preference, we cannot know if preferences may be changing on a larger
time scale. Only the study by Koscincki looks at three time points, however, does not find a
difference, possibly due to the vast gap between the two intervals. More studies that directly
measure preferences at multiple time points are needed to capture different dynamics. Such
studies could capture systematic shifts or short-lived changes.
Another limitation of the existing research has to do with the preference elicitation
methods used. Most of the aforementioned studies use numerical methods of preferences such as
rating or rank ordering. Such elicitation methods are prone to many types of experimental
artifacts, such as recency bias, anchoring, and memory load (Palmer et al., 2013). For example,
when using rating scales, subjects may shift their ratings as they become more familiar with the
scale, or when encountering new stimuli. These issues become especially problematic when
rating or rank ordering is used in repeated measurements. Research from other domains such as
marketing suggests that a two-alternative forced choice may be more reflective of actual
preference (Burke et al., 1992). Besides methodology, certain characteristics of the stimuli used
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in previous studies limit our understanding of preferences instability. For example, the study by
Pugach et. al, is limited to eight stimuli per category of faces and landscapes. This small sample
size greatly influences the diversity of the stimuli set, which may ultimately affect the variance
of aesthetic preferences (Honekopp, 2006; Martinez et al., 2020). For instance, a highly
heterogeneous stimuli set may prevent us from seeing incremental changes. Therefore, research
that employs the appropriate methodology and study design is needed to capture the many ways
preference change may occur.
Here, we present a study that aims to fill these limitations. In this study, we measured
preferences for different colored cars, shirts, and phone cases using a two-alternative forced
choice task at various time points across a 4-week span. Specifically, we measured preferences
once at 20 minutes and then at four weekly intervals. By using color, we hoped to control and
measure the diversity of our stimuli set. Previous research showed that color preferences were
object dependent, therefore we also explored whether category differences exist in stability as
well (Palmer and Schloss, 2010). We expected aesthetic preferences to become more unstable as
time went on. However, we hypothesized that instability would not be unbounded, as
preferences would eventually stabilize with experience as seen in marketing and economics
research.
We also explored possible mechanistic reasons behind aesthetic-preference changes. To
do so, we looked at explanatory factors in both the subjects as well as in the stimuli themselves.
Across subjects, we explored whether certain personality traits, such as impulsivity, would be
predictive of aesthetic instability. In turn, in regards to different stimuli, we explored whether
two nearby hues in the color space would make preference more unstable because of the
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difficulty of choosing between them. We expected such factors to play important roles in
aesthetic instability.

4.2 Materials and Methods
4.2.1 Participants
We recruited 105 subjects for the experiment using Prolific Academic (https://www.prolific.co/),
an online participant recruitment platform. Of these, 7 participants dropped out and did not
complete the study. While the remaining 98 subjects completed all parts of the study, only 85
participants (38 Female and 47 Male, between the ages of 18 and 65, M = 38.1, SD =13.3), met
the requirements for paying attention and thus were part of the final data analysis (Section Test
for Removing Subjects Responding Randomly). We paid participants an hourly compensation of
$10 for each session completed. In addition, we gave an incentive payment of $5 to the subjects
completing all sessions. All subjects provided written and informed consent before partaking in
the experiment. This experiment was approved by the Georgetown University Institutional
Review Board.

4.2.2 Testing Conditions
We developed the first part of the experiment using the Psychopy3 software version 2020.1.0
(Pierce et al., 2019). This portion of the experiment was then hosted on the online testing
platform Pavlovia (https://pavlovia.org/). The second portion of the experiment was developed
and administered through Qualtrics (https://www.qualtrics.com/). Participants had to use a
computer or laptop for all parts of the experiment. Before beginning, all participants set their
computer brightness to maximum and turned off any light filters. Participants were also
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requested to use the same device and screen settings for all parts of the study. Additionally,
participants were requested to complete all the sessions in an identical environment with minimal
distractions.

4.2.3 Stimuli
Aesthetic preferences can be influenced by many factors related to the stimuli. For example, the
diversity of stimuli can influence the variance in participants’ preferences. If stimuli are too
similar, we may mistake increased variance in responses due to uncertainty for true changes. On
the other hand, if stimuli are too different from each other, we may not be able to capture actual
changes because the difference in preference between any two stimuli may be too large to allow
for swaps. Therefore, we sought a stimulus set with appropriate diversity. To do this, we chose
the medium of color, which had well-defined spaces, allowing us to separate stimuli into wellcontrolled, different perceptible regions. For this experiment we worked in the HSL (Hue,
Saturation, Luminance) color space (Joblove and Greenberg, 1978). We fixed the saturation and
luminance to 75%, and then separated the hue values equally into 15 different colors. We
confirmed that these colors were perceptually different, using the Delta-E color difference
method (Mokrzycki and Tatol, 2011) and a human pilot study.
Next, we applied these colors to different categories of stimuli. They comprised three
different types of objects, namely, cars, shirts, and phone cases (Figure 4-1). One rationale for
picking these three objects was that they normally exist in many different colors, therefore
maintaining a level of ecological validity. Additionally, these objects vary in monetary and
sentimental value, allowing us to probe these differences. Finally, previous research showed that
color preference could be highly dependent on the type of object (Schloss et al., 2013).
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Therefore, we sought to test whether the same dependence held for aesthetic-preference stability
as well.
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Figure 4-1. An Illustration of the Stimuli Used in the Study.
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4.3 Procedure
4.3.1 Sessions 1 to 5: Aesthetic Preference
We measured aesthetic preferences with a two-alternative forced choice task (2-AFC). On each
trial, subjects saw two images and asked to select the one they preferred with a keypress. To
ensure that subjects were paying attention, we randomly included trials in which the subject had
to select the larger number between two images of numbers.
This task was completed on six separate occasions. For ease of reference, we refer to each
of these occasions numerically by session. Each session was one week apart, except for session
1, which consisted of two separate 2-AFC tasks, roughly 20 minutes apart, referred to as session
1A and session 1B respectively.
In session 1A, after providing consent and debriefing, participants began by completing a
2-AFC task on images of cars, shirts, and phone cases in three separate blocks, one for each
category of objects. The order of these blocks was counterbalanced across subjects. Each block
consisted of a total of 105 unique comparisons, presented in random order. After completing all
3 blocks, subjects were given a digit-span memory task lasting roughly 20 minutes. Immediately
after, in session 1B, participants again completed the same 2-AFC preference task as before.
Therefore, the first two preference measurements were 20 minutes apart. The digit span task was
given in between in order to mitigate any short-term memory effects. In addition, participants
were given explicit instructions to complete all preference tasks based on their preference at that
very moment, and not based on memory of previous choices. After completing both parts of the
first session, participants were required to return on a weekly interval for 4 weeks. At each
following session, participants were administered the same 2-AFC preference task, with the same
stimuli as before.
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4.3.2 Session 6: Association Valence and Psychological Surveys
One week after completion of Sessions 1 - 5, participants were asked to return for a final follow
up aesthetic-preference session. Here, participants completed a Unique Corporate Association
Valence (UCAV) task (Spears et al., 2006; Schepman et al., 2015). In this task, participants
received the following instructions: “Please write a word or short description in the boxes below
of any thoughts that the image brings to mind. Please try not to use colors in the descriptions.
Type your responses in the three boxes and then please indicate how positive, neutral, or
negative the description is to you.” Therefore, participants wrote three associations for each
object. Then, participants rated each of the associations on a subjective valence scale ranging
from -3 to +3. Both association tasks were only conducted with cars and shirts due to time
limitations.
After completing the valence association tasks, participants filled out three psychological
surveys. They were the Barrat Impulsivity Test (Stanford et al., 2009), the revised Green et al.,
Paranoid Thoughts Scale (Freeman et al., 2021), and the GAD7 Anxiety Test Questionnaire
(Spitzer et al., 2006). To ensure that subjects were paying attention, each of the surveys included
questions that required subjects to click a predefined option.

4.4 Quantitative Analysis
In our experiments, subjects repeated their choices six times and we expected some preference
instability due to inherent noise in our decision making (Kahneman et al., 2019) . However,
certain changes in preference not attributable to noise but representing true shifts were also
possible. Therefore, we developed a statistical test to probe changes in aesthetic preferences
across 2AFC repetitions. We also developed statistics to measure the instability of aesthetic
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preferences over time. After the following section introducing some common mathematical
notation, the following two sections address in turn the measurements of both aestheticpreference change and instability.

4.4.1 Mathematical Notation
Denote the number of sessions, hues, objects, subjects, and comparisons per session by 𝑁, 𝐻, O,
𝑆, and 𝑀 respectively. In our case, 𝑁 = 6, 𝐻 = 15, O=3, and 𝑆 = 85, and because 𝑀 =
𝐻(𝐻 + 1)/2, 𝑀 = 105. We denote the vector of 𝑀 choices by Subject 𝑠, with object 𝑜, in
session 𝑗 by
(

)

(

)

(

)

(

)

( )

𝑠
𝑐𝑗 𝑠,𝑜 = (𝑐𝑗,1𝑠,𝑜 , 𝑐𝑗,2𝑠,𝑜 … 𝑐𝑗,𝑖𝑠,𝑜 … 𝑐𝑗,𝑀
).

( )
( )
The variable 𝑐𝑗,𝑖𝑠,𝑜 is binary, that is, 𝑐𝑗,𝑖𝑠,𝑜 = {0,1}, depending on which alternative the observer
(

)

chooses. Accordingly, we denote the probability of making a particular choice as 𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 1),
such that
(1)

(

)

(

)

𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 0) = 1 − 𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 1).

⃗ (𝑠,𝑜)
Finally, we tally each of the choices of the 𝐻 hues to build a counts vector ℎ
𝑗
⃗ (𝑠,𝑜) = (ℎ(𝑠,𝑜) , ℎ(𝑠,𝑜) … ℎ(𝑠,𝑜) … ℎ(𝑠,𝑜) ).
ℎ
𝑗
𝑗,1
𝑗,2
𝑗,𝑖
𝑗,𝐻
(

)

where ℎ𝑗,𝑖𝑠,𝑜 represents the total times Subject 𝑠 picks the ith hue with Object o in Session j.
(

)

Because 𝐻 = 15, the maximum value of ℎ𝑗,𝑖𝑠,𝑜 is 14 if the subjects always picks it, with a
minimum of 0 if never picked.
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4.4.2 Statistical Test of Preference Change
We wanted to test whether certain changes in preference were not attributable to noise but
represented true shifts. For this purpose, we defined a preference function as being statistically
constant if
(2)

(

)

(

)

𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 1) = 𝑃(𝑐𝑘,𝑖𝑠,𝑜 = 1), ∀𝑗, 𝑘.

If the preference function obeyed this property, then the only possible instability was due to the
(

)

statistical properties of 𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 1), that is, to noise. We thus developed a test for the null
hypothesis as expressed in Eq. 2. To begin, we used the null hypothesis to define the variable
(

)

𝑐𝑖 𝑠,𝑜 , such that
(

)

(

)

𝑃(𝑐𝑖 𝑠,𝑜 = 1) = 𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 1), ∀𝑗.
(

)

(

)

We then measured the 𝐿1 distances in all pairwise comparisons of the vectors 𝑐𝑗 𝑠,𝑜 and 𝑐𝑘𝑠,𝑜 :
𝑀
( )
𝐷𝑗,𝑘𝑠,𝑜

(3)

(

)

(

)

= ∑|𝑐𝑗,𝑖𝑠,𝑜 − 𝑐𝑘,𝑖𝑠,𝑜 |,
𝑖=1

(𝑠,𝑜)

Because the 𝑐𝑗,𝑖

(𝑠,𝑜)

are random variables, so is 𝐷𝑗,𝑘 . If 𝑀 ≥ 20 (true in our case because for us
(

)

𝑀 = 105), then 𝐷𝑗,𝑘𝑠,𝑜 is to a good approximation a Gaussian distribution because Eq. 3 is a sum
of many random variables. This approximation is due to the Lyapunov Central Limit Theorem
(Billingsley, 1995). Consequently, all that we must do to test the null hypothesis in Eq. 2 is to
calculate the mean and variance of Eq. 3. This calculation is not difficult because the terms of
(

)

(

)

the sum are 1 if 𝑐𝑗,𝑖𝑠,𝑜 ≠ 𝑐𝑘,𝑖𝑠,𝑜 and 0 otherwise. With this consideration and the null hypothesis,
(

)

the mean of 𝐷𝑗,𝑘𝑠,𝑜 is independent of j and k:
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𝑀
( )
𝜇𝐷𝑠,𝑜

(

)

(

)

(

)

(

)

= ∑ 𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 1)𝑃(𝑐𝑘,𝑖𝑠,𝑜 = 0) + 𝑃(𝑐𝑗,𝑖𝑠,𝑜 = 0)𝑃(𝑐𝑘,𝑖𝑠,𝑜 = 1),
𝑖=1
𝑀
(𝑠,𝑜)
𝜇𝐷

(4)

(𝑠,𝑜)

= 2 ∑ 𝑃(𝑐𝑖

(𝑠,𝑜)

= 1)𝑃(𝑐𝑖

= 0),

𝑖=1
(

)

(

)

where we calculate 𝑃(𝑐𝑖 𝑠,𝑜 = 0) from Eq. 1. In turn, the variance of 𝐷𝑗,𝑘𝑠,𝑜 is
(𝑠,𝑜) 2
𝜎𝐷

(5)

𝑀
(𝑠,𝑜)

= 2 ∑ 𝑃(𝑐𝑖

(𝑠,𝑜)

= 1)𝑃(𝑐𝑖

(𝑠,𝑜)

= 0) (𝑃2 (𝑐𝑖

(𝑠,𝑜)

= 1) + 𝑃2 (𝑐𝑖

= 0)) .

𝑖=1
(𝑠,𝑜)

With Eqs. 4 and 5 in hand, we can then perform a Z-test for each 𝐷𝑗,𝑘
(𝑠,𝑜)

( )
𝑍𝑗,𝑘𝑠

(6)

=

𝐷𝑗,𝑘

(𝑠,𝑜)

− 𝜇𝐷

(𝑠,𝑜)
𝜎𝐷

by first computing

− 0.5
,

where the subtraction by 0.5 corresponds to a continuity correction, which is necessary because
(

)

(

𝑠,𝑜
the 𝐷𝑗,𝑘𝑠,𝑜 are integers (Emura and Liao, 2018). From Eq. 6, we can obtain the probability 𝑝𝑗,𝑘
(

)

(

)

(

)

)

𝑠,𝑜
that the vectors 𝑐𝑗 𝑠,𝑜 and 𝑐𝑘𝑠,𝑜 have originated from the same distribution. If 𝑝𝑗,𝑘
is very
(𝑠,𝑜)

small, then a single distribution is unlikely to generate the pair of vectors 𝑐𝑗

(𝑠,𝑜)

and 𝑐𝑘

. We

estimate this probability as
(7)

(

)

(

)

𝑠,𝑜
𝑝𝑗,𝑘
= 𝜙(𝑍𝑗,𝑘𝑠,𝑜 ),

where 𝜙 is the standard normal cumulative distribution function. In this article, we consider the
(

)

𝑠,𝑜
vectors to be statistically different if 𝑝𝑗,𝑘
< 0.01/(𝑁 (𝑁 − 1)⁄2), where the denominator

considers the multiple tests across all pairs of vectors.

126

Finally, with the assumption of the null hypothesis in Eq. 2, we estimate the values of
(

)

𝑃(𝑐𝑖 𝑠,𝑜 = 1) by combining all 𝑁 sessions through
𝑁

( )
𝑃̂ (𝑐𝑖 𝑠,𝑜

1
( )
= 1) = ∑ 𝑐𝑗,𝑖𝑠,𝑜 .
𝑁
𝑗=1

With this estimate, the test is nonparametric.
4.4.3 Quantifying Preference Instability
The instability in preferences can manifest as both subject specific and stimulus specific. We
describe how we measure both forms of instability in the next two sections.

Subject-wise Instability
Because preferences were measured at multiple time points, the consistency between them could
be calculated in many ways. One method that we used was to fix preferences at a given session,
say k, as the baseline. We then looked at how preferences at a subsequent session, say j,
(

)

𝑠,𝑜
compared. We termed this the I𝑗,𝑘
instability, that is, the instability of Session j relative to

Session k for Subject s with Object o. To calculate this instability, we used Eq. 3 and normalized
the distance between these two sessions:
(

(8)

(𝑠,𝑜)
I𝑗,𝑘

=

𝐷𝑗,𝑘𝑠,𝑜

)

𝑀

, ∀𝑗 > 𝑘,

(

)

𝑠,𝑜
where the factor 𝑀 is the maximal possible distance, thus making 0 ≤ I𝑗,𝑘
≤ 1. More useful to

us is the mean of the all the instabilities from all sessions after Session k:
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𝑁

( )
I𝑘𝑠,𝑜

(9)

1
(𝑠,𝑜)
∑ I𝑗,𝑘
=
, ∀𝑘 < 𝑁,
(𝑁 − 𝑘 )
𝑗>𝑘

(𝑠,𝑜)

By virtue of the normalization in Eq. 8, we also get 0 ≤ I𝑘

≤ 1, that is, this quantity, which

we call Subject Instability Relative to Session k, is also normalized.
Besides measuring the instability relative to Session k, we also measured Subject Instability
(

)

𝑠,𝑜
Relative to the Preceding Session, which we denote by I−1
. Thus, we compared preferences at
(𝑠,𝑜)

𝑐6

(𝑠,𝑜)

to 𝑐5

(𝑠,𝑜)

, 𝑐5

(𝑠,𝑜)

to 𝑐4

, and so forth. We used the same strategy as in Eq. 9 to perform

these comparisons:
𝑁

(10

(𝑠,𝑜)
I−1

)

1
(𝑠,𝑜)
∑ I𝑗,𝑗−1
=
.
𝑁−1
𝑗=2

The measures of instability in Eqs. 9 and 10 provide different insights into how aesthetic
(

)

preferences may be changing. The I𝑘𝑠,𝑜 instability is sensitive to absolute preference change,
(𝑠,𝑜)

while I−1 instability accounts for incremental changes in preference. Combined, we used these
two measures to determine whether aesthetic instability is due to random shifting of preferences
or systematic changes.

Stimulus-wise Instability
Besides measuring instability specific to individual subjects, we also measured it for some
properties of the stimuli. In particular, we report in this article the instability specific to the
valence of hues. As described in the Procedure section, participants wrote three associations for
each hue and then, rated each of the associations on a subjective valence scale ranging from -3 to
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+3. Thus, for each subject and each hue, we could associate a valence as a mean over all three
associations. We rounded this mean to nearest integer to be able to compare valences across
subjects and hues. We denote the rounded mean valence as 𝑣̅ (𝑠, 𝑖 ), that is, 𝑣̅ is specific to each
Subject 𝑠 and Hue 𝑖. By definition, 𝑣̅ (𝑠, 𝑖 ) is an integer such that −3 ≤ 𝑣̅ (𝑠, 𝑖 ) ≤ 3.
(

)

⃗ 𝑠,𝑜 because it groups
To define Valence Instability, we began with the counts vector ℎ
𝑗
responses according to hues. As for Eq. 3, we proceeded to compute the L1 distance between
any two given sessions, say 𝑗 and 𝑘, but this time using hues and subjects as the variables of the
sum:

(𝑜,𝑣)
Δ𝑗,𝑘

𝑆

𝐻

𝑠=1

𝑖=1
𝑣̅(𝑠,𝑖)=𝑣

1
( )
(𝑠,𝑜)
∑ ∑ |ℎ𝑗,𝑖𝑠,𝑜 − ℎ𝑘,𝑖
|,
= 𝑆
𝐻
∑𝑠=1 ∑𝑖=1[𝑣̅ (𝑠, 𝑖 ) = 𝑣 ]

where −3 ≤ 𝑣 ≤ 3 is an integer and [ ] is the Iverson bracket (Iverson, 1962), that is, [𝑥 ] = 1
if 𝑥 is true but [𝑥 ] = 0 otherwise. From this equation, we obtained the Valence Instability
between Sessions 𝑗 > 𝑘 by first normalizing this distance:
(

(𝑜,𝑣)
J𝑗,𝑘

=

𝑜,𝑣
Δ𝑗,𝑘

)

(𝐻 − 1)

, ∀𝑗 > 𝑘,

and then using the strategy of Eq. 9 to define Valence Instability Relative to Session k as
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𝑁

(11)

( )
J𝑘𝑜,𝑣

1
(𝑜,𝑣)
∑ 𝐽𝑗,𝑘
=
, ∀𝑘 < 𝑁.
(𝑁 − 𝑘 )
𝑗>𝑘

Statistics of Instability
(

)

(

)

(

)

(

𝑠,𝑜
𝑠,𝑜
In the figures throughout the article, means and standard errors of I𝑘𝑠,𝑜 , I−1
, J𝑘𝑠,𝑜 , and J−1

)

over a range of subjects and objects are plotted. For example, the instability relative to Session k
over all subjects and objects is
𝑆

𝑂

1
( )
∑ ∑ I𝑘𝑠,𝑜 .
I𝑘 =
𝑆×𝑂
𝑠=1 𝑜=1

We also performed statistical tests of instabilities to probe whether they were changing across
subjects, hues, objects, and so on. The probes involved One- and Two-way ANOVA, Post-hoc
Tukey, Proportion z, and Shapiro-Wilk tests.

4.4.4 Test for Removing Subjects Responding Randomly
To determine if any subject was responding randomly, we conducted a computer simulation with
100,000 replications of our experiment where choices were picked at random. We then used
these replications in two ways to catch subjects responding randomly in any given session. First,
we compared each of the subject’s overall instabilities with that of the distribution obtained from
the simulation. The results showed that all subjects except two were statistically more stable
than chance. Additional inspection showed that these subjects were outliers and thus, we
removed these participants from all analyses. Second, we counted the number of circular triads
in any session (Kendall and Smith, 1940). Circular triads are an indication of internal preference
inconsistency. For example, when picking from pairs, a subject may prefer A to B and B to C, but
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not A to C. This intransitivity of preference can occur for three main reasons: 1. The subject is
genuinely confused about their preferences. 2. The items are too similar to allow for a clear
distinction in preference. 3. The judge is incompetent/not paying attention. Those subjects
performing at chance may be removed given the context and if Reasons 1 and 2 can be ruled out
(Kendall and Smith, 1940). We determined that our stimuli were perceptually distinct enough to
allow for preference judgements. Furthermore, out of 95 subjects, only 10 had at least one
instance of chance circular triads. Due to the low proportion of these subjects and the demanding
study design, we assumed that these subjects were indeed responding without paying attention.
While some subjects only had chance inconsistency at one session, or for one category, we
removed the entire subject data from our analyses for the sake of balanced examination.

4.5 Results
4.5.1 Changes in Aesthetic Preference
This article asks two main questions. The first is whether changes in aesthetic preferences occur
over time or people are stable with respect to them. However, we are not looking for just any
changes in aesthetic preferences. Some changes are bound to happen because of the noise in the
human decision-making process (Kahneman et al., 2019). This brings us to our second main
question: Are changes in aesthetic preference merely attributed to noise or are they representative
of a true systematic change? We explored the nature of these changes by measuring how many
times certain colored objects were preferred over the same objects with different colors.
Examples of our results for three representative subjects appear in Figure 4-2A.
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Figure 4-2. An Illustration of the Three Most Common Types of Aesthetic-Preference Instability
Behaviors Observed. (A) Examples of three different subjects’ aesthetic preferences for cars. The red
and blue lines indicate the number of times a car with a particular color was picked by a subject. The lines
and areas shaded blue represent the preference at Session 1A, while those shaded red represent the
preference at each succeeding session. The different colored cars are represented by their respective
colors and numbers on the outermost radial axis, sorted by similarity. (B) Subject Instability Relative to
Session 1A for each of the three illustrative subjects in (A). The horizontal axis represents time elapsed,
corresponding with the radar plots above and the asterisks indicate that the change in preference is
statistically significant.
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Figure 4-2A illustrates that subjects vary dynamically in how their preferences change.
This figure shows examples of the three most common types of dynamic instability behaviors
that we observe. We classify the first type as ‘Stable,’ for those who do not change their
preferences at all (except for small noise fluctuations). Others change their preferences
dynamically, either inconsistently (‘Unstable’) or with an internal consistency (‘Directed’). Thus,
the first subject in Fig 4-2A, the Stable subject, shows a remarkable degree of stability, with little
to no differences in the overall preference for different colored cars relative to Session 1A. In
contrast, the Unstable subject displays variable changes in preferences across the different
sessions, with preference for certain hues waxing and waning as time progresses. Lastly, the
Directed subject also displays instability, however their change in preference is directed. For
example, their initial preference for bluish hues diminishes as they develop an increasing
preference for reddish ones.
A quantification of the changes of these three subjects appears in Figure 4-2B. It shows
(

)

plots of Subject Instability Relative to Session 1A (I1𝑠,𝑜 ; Eq. 9) as a function of elapsed time. As
seen in Fig 4-2A, the instability of the Stable subject is low, hovering around 0.1, whereas the
instabilities of the Unstable and Directed subjects are much higher. However, not all changes are
statistically significant, (Eq.7, z-test with continuity correction, 𝑝 < 0.05, adjusted for multiple
comparisons). As the asterisks show, the Unstable subject had statistically significant changes
relative to session 1A at 20 min, 3 and 4 weeks. The Directed subject had statistically significant
changes at 2 and 4 weeks. In contrast, the Stable subject had no such changes.
As a population, our test revealed that 59 out of 85 subjects (69.4%) had a statistically
significant change in preference in at least one time point relative to Session 1A. When we
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applied this test to all fifteen pairs of time points, 76 subjects (89.4%) had at least one
statistically significant change in preference.
In sum, most but not all people exhibit statistically significant changes of aesthetic
preference in our tests over the span of a few weeks. For some of these people, these changes
appear to be inconsistent (for example, the Unstable subject in Fig. 4-2A). However, others
exhibit true, systematic changes (Directed subject).

Individual Variation in Instability
One of the most interesting aspects of Figure 4-2 is the individuality in how aesthetic preferences
change over time. Several lines of evidence have shown that aesthetic preferences are highly
individual (Jacobsen, 2010; Vessel and Rubin, 2010; Germine et al., 2015; Street et al., 2016) .
We thus proceeded to quantify this individuality in our data, with our results showing that
instability in aesthetic preferences varied greatly across subjects. Figure 4-3 illustrates a range of
instabilities relative to Session 1A across subjects.
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Figure 4-3. Instability Relative to Session 1A of Each Subject Across All Time Points, Colored by
Object Category. Subjects are numbered in order of increasing mean instability, with the dotted line
representing the instability of a subject choosing at random. The error bars indicate standard errors of
instability across sessions (all error bars in this article are standard errors). With these error bars, we can
see that instability is highly individual. Although, phones and shirts tend to lead to more instability
across subjects, for a few of them, cars lead to more unstable aesthetic preference.
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As Figure 4-3 shows, subjects showed high individuality, ranging from very stable,
instability = 0.05, to very unstable, instability = 0.4. Most of this range of instability was
significantly better than random, as indicated by the dotted line in Figure 4-3. A one-way
ANOVA test revealed that the differences in instability across subjects was statistically
significant, 𝐹 (84,1190) = 18.08, 𝑝 < 0.001. Moreover, as evident in Figure 4-3, subjects
tended to differ in their instability across categories. For example, some subjects such as subject
27 were most unstable for cars. In contrast, Subjects 36 and 41 exhibited more instability for
phones and shirts respectively. A two-way ANOVA confirmed that there was an interaction
between subjects and category type, 𝐹 (84,1020) = 14.77, 𝑝 < 0.001.

Category Differences
Nevertheless, some population trends in instability were also observed. Previous research
suggested that aesthetic preferences for color were contingent on the type of object (Schloss et
al., 2013). Therefore, we sought to test whether the instability of subject’s preferences differed
across object categories. A one-way ANOVA test revealed that the difference in categories was
statistically significant, 𝐹 (84,1272) = 4.66, 𝑝 = 0.01. Post-Hoc Tukey Testing showed that
both phones (𝑝 < 0.02) and shirts (𝑝 < 0.01) were significantly more unstable than cars. Mean
instability for the different categories was moderately correlated: shirts and phones, 𝑟(83) =
0.64, 𝑝 < 0.01; cars and phones, 𝑟(83) = 0.57; cars and shirts, 𝑟(83) = 0.52, 𝑝 < 0.01. This
result can be visualized in Figure 4-3, as generally subject instabilities across categories tend to
cluster together, albeit with some exceptions as mentioned previously.
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In short, the tendency to be stable in terms of aesthetic preferences is highly individual.
However, some population tendencies are evident, like the instability in preference for certain
types of objects but not others.

4.5.2 Instability of Aesthetic Preferences over Time
Subject Instability Relative to the First Session
We have shown that aesthetic preferences change over time in a statistically significant way.
What would the time course of these changes be if we repeated the same task repeatedly? We
began answering this question by looking at how aesthetic preferences changed relative to the
first session. A visualization of this can be seen in the red curve labeled “Session 1A” in Figure
(

)

4-4. This curve shows that subject instability relative to Sessions 1A (I1𝑠,𝑜 , Eq. 9) increases as
time passes. A one-way ANOVA confirmed a statistically significant difference in instability
across the different sessions in reference to Session 1A, 𝐹 (84,3810) = 5.97, 𝑝 < 0.001. Posthoc Tukey tests showed that instability at 2, 3, and 4 weeks was statistically significantly higher
than at 20 minutes. Additionally, instability at 4 weeks was higher than at 1 week. However, we
observed no statistically significant differences in instability between 20 minutes and 1 week, or
between 2, 3, and 4 weeks. Hence, the instability seems to rise until 2 weeks and then
deaccelerate. We explore possible reasons behind this next.
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Figure 4-4. Subject Instability Relative to a Fixed Earlier Session. The vertical axis represents mean
overall instability across subjects. The five different curves represent different reference sessions, colored
as shown in the legend. The horizontal axis represents time elapsed relative to the starting point of each
session. Instability increases as a function of time after the reference session, plateauing after long delays.
Furthermore, instability decreases as the reference session increases and subjects complete more sessions,
suggesting a stabilizing effect of making a choice.
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4.5.3 Instability Relative to All Other Sessions
To explore the full temporal dynamics of aesthetic preferences, we looked at how they changed
relative to all other sessions. The instability curves relative to these sessions can also be seen in
Figure 4-4. We sought to understand whether the pattern observed in reference to Session 1A
would occur again. In reference to Session 1B, the curve looks like that of Session 1A, with a
rise and a deacceleration after 2 weeks. However, we observed no statistically significant
differences in instability over time in reference to Session 1B. A similar result was found for
instability in reference to Sessions 2, 3, and 4.
Overall, instability in Figure 4-4 shows a similar pattern across sessions, rising initially,
and then slowing down. To verify whether this pattern was indicative of true changes in
preference, we measured the amount of statistically significant instances of preference change
relative to each session (Eq. 7). The instability curves in Fig 3 correlated strongly with the
number of significant changes observed, 𝑟 = 0.92, 𝑝 < 0.001. Intriguingly, while instability
tends to increase as a function of elapsed time, the curves relative to Sessions 1B, 2, 3, and 4
shifted lower in instability overall. Therefore, as subjects completed more sessions (made more
choices), instability decreased. We explore this possibility in greater detail below.
We conclude that the subject instability relative to an earlier session rises with time elapsed
after the reference. However, the more a subject performs the experiment, the more stable the
aesthetic preferences become.
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4.5.4 The Stabilizing Effect of Repeated Choice
Does making more choices influence aesthetic instability? Previous research suggests that
merely making choices can lead to new preferences (Chen and Risen, 2010). In our experiment,
at Session 1A, subjects had not made any previous choices, but at Session 1B, they had made
one, at Session 2, they had made two, and so forth. Consequently, aesthetic instability appears to
change as subjects make more choices. As seen Figure 4-4, the curves appear to shift lower as
the number of sessions (choices made) increase. This change is most apparent at the 2-weeks
mark. The mean subject instability after 2 weeks relative to Session 1A is significantly higher
than the 2-week instability relative to the other sessions. Did some of our subjects update their
preferences as they made more choices? To explore this, we compared each subject’s instability
(

)

(

)

𝑠,𝑜
relative to the Session 1A (I1𝑠,𝑜 ; Eq. 9) to their instability relative to the preceding session (I−1
;

Eq. 10). If subjects updated their preferences, their instability at consecutive sessions should be
significantly lower than that relative to Session 1A. A test of this prediction on the number of
sessions on instability appears on Figure 4-5.
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Figure 4-5. Evidence that Choice Stabilizes Aesthetic Preference. (A) Instability for each subject as
measured relative to Session 1A (blue) or relative to the preceding session (red). Lower preceding
instability suggests that the subject was updating preferences concordantly at each session. Asterisks
represent a statistically significant difference between fixed and consecutive instabilities as measured by a
proportion z test. We call subjects with such a statistically significant difference the “Constructed
Subjects” because their later choices are constructed upon the earlier ones (a term from the economics
literature). (B) Subject instability relative to the preceding session, separating Constructed (blue) and
Other (red) subjects in two groups. The horizontal axis represents consecutive sessions being compared.
While the blue line falls, the red line does not. The diverging lines indicate that Constructed subjects but
not the others tend to update their preferences from one session to the next one.
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Figure 4-5A shows that that 17 out of 85 (20%) subjects had statistically significantly
lower instability relative to the preceding session as compared to Session 1A (proportion z-tests;
𝑝 < 0.01). We labeled these 17 subjects as ‘‘Constructed’, a term borrowed from economics
literature (Warren et al., 2011). These subjects became more stable over consecutive sessions,
indicating their choices were built or constructed on their previous ones. To confirm that the
‘Constructed’ subjects were updating their preferences consistently relative to each preceding
session, we plotted their instability as a function of time Figure 4-5B. If the ‘Constructed’
subjects were consistently updating their preferences at each session, we would expect a decrease
in instability at each consecutive session. Indeed, this was the case, as evidenced by the blue line
in Figure 4-5B. Similarly, removing the ‘Constructed’ subjects from Figure 4-5B causes the
choice induced reduction in instability to diminish (red line). On the contrary, instability rises
slightly. Separate one-way ANOVA’s for each curve show that the instability at the first two
sessions is different than that of the last, albeit with opposite directions.
Summarizing, our results show a surprising effect of repeated choices on aesthetic
instability for some people but not others. Interestingly, we observed no difference in instability
at 2 weeks after making one choice (between Sessions 1A and 1B). Therefore, at least two
choices may be needed to ‘stabilize’ aesthetic preferences.

4.5.5 Instability and Consistency
So far, our results show that instability relative to the first session tends to increase with time.
However, for some subjects, this instability falls as the number of choices increase. What
internal mechanisms may underlie these effects on instability? One possibility is that subjects
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who are more consistent in single sessions tend to be more stable. In addition, constructed
subjects may become more consistent with time. By consistency, we mean that a subject does
not prefer A to B, B to C, and C to A. To answer the question, we measured the internal
consistency of participants choices at each time point. As described in the Methods section,
circular triads provide a way to measure internal preference consistency (Kendall and Smith,
1940). Our analysis showed a strong positive correlation between the mean number of circular
triads in a subject and their overall instability relative to Session 1A, 𝑟(84) = 0.84, 𝑝 < 0.001.
Moreover, our statistical analysis showed that for constructed subjects but not for the others, the
mean number of triads decreased over time t(107.31) = 4.46, p<.001.
Therefore, internal consistency may be an important driving mechanism of instability.

4.5.6 Determinants of Instability
So far, we have seen evidence for the idiosyncratic nature of aesthetic instability both across
individuals and as a function of time. Next, we explored what underlying factors may be able to
explain some of these attributes of aesthetic instability. We approached this question from two
different vantage points. The first looked at factors related to the stimuli themselves, while the
second turned to factors related to different individuals.

Stimulus-Related Determinants of Instability
Previous research suggests that when individuals decide between two competing alternatives, the
focus is on attributes that separate one from the other (Hornsby and Love, 2020). Thus,
decisions between two alternatives that share many attributes are perceived as more difficult than
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decisions between two clearly distinct options (Hoeffler et al., 2006). Does this effect influence
aesthetic instability of those alternatives? To answer this question, we separated each of the
comparisons that our subjects made according to the similarity between the two stimuli. Our set
of stimuli consisted of different colors with clearly defined differences. The saturation and
luminance values of the colors of our stimuli were fixed, leaving hue as the only differing
dimension. We then divided this circular hue space into 15 equidistant parts, allowing us to
define how far any two given colors are from each other. The maximum distance between any
two colors was 7 hue intervals, while the minimum was 1. We hypothesized that the instability of
‘hard’ decisions (nearby colors) would be greater than those of ‘easy’ decisions (far apart colors)
(Brown and Peterson, 2009). An illustration of the results on instability as a function of hue
distance can be seen in Figure 4-6A. To obtain this function, we measured hue instabilities
(

)

relative to Session 1A (J1𝑠,𝑜 ; Eq. 11), using only pairs of colors at varying distances. We then
obtained the mean and standard error for pairs at different hue distances.

144

Figure 4-6. Subject Instability Relative to Session 1A as a Function of Decision Difficulty. (A)
Instability as a function of the distance between pairs of hues. Instability declines with the distance
between hues, indicating that ‘hard’ comparisons contributed to instability. The instability reaches a floor
when the separation between hues is 3 units or more in the color space. (B) Instability as a function of the
difference between the preference ranks between two hues. This is generally a declining function
regardless of the hues. This decline again indicates that hues that have similar preferences and are thus
harder to compare, yield more instability, regardless if they are neighbors in chromatic space.
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Figure 4-6A shows that instability decreases when the subject must make easier decisions
with two distant hues. A one-way ANOVA confirmed that instability differed as a function of
distance between hues, 𝐹 (8494,133868) = 62.32, 𝑝 < 0.001. Post-hoc Tukey tests revealed
that trials that involved hues 1 and 2 steps apart were more unstable overall than those with hues
that were 3 or greater steps apart. Therefore, while instability decreased as the distance between
the hues increased, the effect was not monotonic. At large distances, instability reached a floor.
We further explored the reason behind the lack of monotonicity and the apparent floor
observed in Figure 4-6A. One possibility is that the perceptual distance between two hues may
be different from their relative preference values. While we expect a statistical relationship of
perceptual distance and preference for nearby neighbors, color preferences are often multimodal.
As the radar plots in Figure 4-2 suggest, some subjects had competing preferences with distant
colors, often on the other end of the hue spectrum. Therefore, as hues get further than 3 steps
apart, the preference values may get closer, making decisions perceptually easy but hard from a
preference perspective. To test this prediction, we first computed the overall preference ranks for
each of the hues across all subjects. This allowed us to determine a ‘preference distance’ for a
given comparison, indicated by the absolute value of the difference in ranks between the two
hues being compared. The relationship between instability and preference distance can be seen in
Figure 4-6B.
As shown in Figure 4-6B, instability also falls with the preference distances between
hues, r(12) = -.94, p<.001. Hence, at least two factors contribute to how difficult making a
choice between hues is: chromatic distance and closeness of aesthetic values. This multi-factor
decision space may explain why instability reaches a floor as a function of chromatic distance.
Large chromatic distances may be close in preference, leading to instability despite the proximity
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between the hues. That Figure 4-6B does not reach a floor suggests that preference closeness is
the dominant factor.
Another important determinant of preference is an individual’s associations. In particular,
color preferences have been shown to be highly contingent on the valence of their associated
objects (Palmer and Schloss, 2010). For example, blue might be preferred because it has positive
associations such as the sky and ocean. Here, we sought to investigate whether these associations
may also affect the stability of aesthetic preferences. We thus asked participants to elaborate on
their aesthetic preferences by reporting their associations to the stimuli. Subjects also rated each
of these associations by their valence. Thus, we hypothesized that colors that either elicit very
strong negative or very strong positive associations may yield stable preferences, whereas, those
colors with weaker or neutral associations would generate more instability. Consequently, we
expected an inverted-U relationship between association valence and instability. The data in
Figure 4-7 tests this prediction.
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Figure 4-7. The Relationship Between Instability Relative to Session 1A and the Mean Association
Valence Rating. The mean association valence ratings are rounded to the nearest integer for illustration
purposes. The data are from cars and shirts only. The figure shows an inverted U-shape, such that stimuli
with very negative and very positive valences are more stable than those with ratings near zero. However,
an asymmetry can be seen because objects with low valence yielded more stability than those with high
valence.
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Plotting instability as a function of mean valence suggests a weak inverted U-shape
behavior confirms this suspicion, as seen in Figure 4-7. This graph shows that the instability is
low when mean association valence is low and increases as valence becomes neutral. However,
while the instability does seem to decrease as associations become more positive, this decrease is
not to the level of the instability for the lowest valence. One reason for this observation may be
the non-normality of valence associations (Shapiro-Wilk Test, 𝑊 = 0.93, 𝑝 < 0.001). Subjects
report more positive valences than negative ones.
In brief, the properties of the stimuli can affect aesthetic stability. The harder is to tell two
stimuli apart, the more instability they will generate in aesthetic-preference tasks. Similarly, if a
stimulus has strong negative association valence, its poor aesthetic preference will rarely change
over time.

Subject Related Determinants of Instability
Besides the attributes of stimuli that may affect preference stability, certain personal and
demographic characteristics may also play a role. To explore this, we first checked whether
variables such as gender and age influence overall instability. An illustration of these results can
be seen in Figure 4-8.
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Figure 4-8. Subject Instability Relative to Session 1A as a Function of Age and Gender (A) Men are
more unstable than women in their aesthetic preferences. (B) Age groups between 19-29 are more
unstable than the older age groups from 29-65. * 𝑝 < 0.05, ** 𝑝 < 0.001, *** 𝑝 < 0.0001.
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As Figure 4-8A shows, we observed a difference in instability across genders, with males
being more unstable than females, 𝑡 (1141.3) = −2.5, 𝑝 < 0.01. Next, in Figure 4-8B, those
people in the youngest age group were statistically significantly more unstable than older ones.
We found no additional age group differences. However, we observed a weak but statistically
significant negative linear association of participant age with instability, 𝑟(1273) = −0.18, 𝑝 <
0.001. We also observed an interaction between age group and gender, 𝐹 (84,1269) = 10.2, 𝑝 <
0.001. Post Hoc Tukey testing revealed that the gender differences were mostly driven by
greater instability in males in the 31-37 and the 37-44 age groups. The other age groups did not
have clear differences between genders.
Lastly, we explored whether certain personality traits could explain why individuals
differed in aesthetic preference instability. Previous research suggested that subjects with
anxiety traits might feel anxious when making decisions, altering their choices (Hartley and
Phelps, 2012). We explored whether those individuals with greater anxiety would be more
unstable in their aesthetic preferences. The results showed that there was no statistically
significant correlation between a subject’s anxiety scores and overall instability. Another line of
research suggested that individuals with greater paranoia traits tended to under-sample new
information, sticking with their heuristic (Nour et al., 2018). Therefore, we explored whether
those individuals with high paranoia would be more stable. Our results showed that a subject’s
degree of paranoia, as measured by the revised Green et al., Paranoid Thoughts Scale did not
show any correlation with their preference instability. Lastly, we investigated whether the degree
of impulsiveness traits in an individual, could explain aesthetic instability. We measured
impulsiveness with the Barrat Impulsiveness Scale (BIS,(Stanford et al., 2009)). These
measurements revealed no relationship between instability and trait impulsivity. Therefore, while
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demographical attributes such as gender and age did seem to have an impact on preference
instability, none of the personality traits tested showed this relationship.

4.6 Discussion
Anecdotal experience suggests that our aesthetic preferences change throughout our life, but
little scientific research exploring this phenomenon is available. Our experiment is the first to our
knowledge to investigate how aesthetic preferences change over a prolonged period (1 month).
We find that aesthetic preferences are generally unstable. However, some subjects show
remarkable stability. Those subjects that do change do so haphazardly or with some consistency,
therefore indicating individuality. Different factors contribute to instability, for example, subjects
are more unstable in their choices when comparisons are perceptually similar. Similarly, those
hues of objects that have high or low valence association ratings tend to be more stable,
indicating that strength of preference dictates instability. Furthermore, we find evidence for
demographic factors on instability, such as males being more unstable than females, and
instability tending to decrease with age. Despite individual differences in instability, we do not
find any relationship between aesthetic preference instability, and personality traits such as
paranoia, anxiety, and impulsivity.

4.6.1 Limitations of the Study
Before we discuss the results, we must point out some limitations of our study. In regards to the
stimuli used, while the study uses a full spectrum of hues, they are limited in saturation and
brightness. Inclusion of hues from the full gamut, such as black, white, and grey might reveal
new insights regarding instability. Relatedly, while the objects that we chose do exist in the
colors used in the study, they are not the most common colors. For example, black and white cars
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are likely the most common, while pink cars may be rare. Therefore, subject’s may have had to
infer or create a new preference criterion for these colors.
As far as the task goes, due to limitations afforded by the COVID-19 pandemic, the
experiment was run online. Furthermore, in a protracted task with five follow-up sessions,
uncontrolled variables might have been introduced. For example, while participants were
instructed to do so, maintaining the same testing conditions and context across all sessions was
not enforceable. However, because we ran this task on a dedicated experimental platform, we
controlled over various conditions, such as ensuring color vision, knowledge of operating system
and type of device, and subject reputation. Additionally, given the low drop-out rate, our
participants appeared motivated to participate in the study. To ensure motivation and attention,
our study included catch trials and performed special statistical tests described in Materials and
Methods.
Lastly, while our within-subject study design provided interesting insights, it introduced
the possible confound of multiple choices. Similarly, while most sessions were one week apart,
the first two sessions were 20 minutes apart. This back-to-back exposure might have introduced
artifacts related to memory or boredom. A similar artifact might arise because while all three
categories were different, they possessed the exact same hues. Therefore, some subjects’
preferences on one object might be influenced by another.

4.6.2 Individuality of Aesthetic-preference Stability
While we found that aesthetic preferences became more unstable as time passed, this result was
individual. Around 30 % of the subjects showed a remarkable degree of stability. These subjects
did not exhibit statistical change in their preferences across six repetitions when measuring
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relative to Session 1A. However, most of the subjects, around 69%, did show at least one
instance of a change in preference relative to the first session. Furthermore, a portion of these
subjects seemed to become more stable over time, updating their preferences in a consistent
manner. What factors may contribute to such individual differences in stability? We propose that
individuality in preference instability may occur due to sensory and environment related factors.
These factors may allow some individuals to access their preferences accurately while others
may not (Hey, 2001). For instance, certain subjects may be better at perceiving color differences
than others, allowing them to delineate their preference more accurately. Similarly, distinct
interoceptive characteristics across subjects may contribute to individual differences in aesthetic
instability. An individual with poor motivation could have unstable preferences due to increased
internal noise (Brown et al., 2011; Warren et al., 2011). Lastly, variation in instability may also
be explained by differences in context across sessions. Changes in the environment, mood, or
motivation may cause some subjects to exhibit instability while others may be stable. For
example, previous work suggests that limited exposure to rewarding colored objects can change
preferences for that color (Strauss et al., 2013). Perhaps, over the course of the month, some
subjects but not others had greater exposure to certain colored objects. Therefore, individuality
across subjects may be due to both internal and external factors.
Individuality in instability was also found across categories of objects. While phones and
shirts tended to yield more instability than cars, certain subjects had opposite results. Greater
instability for phones and shirts may be explained by the cost of making an incorrect judgement.
While subjects did not have real world consequences for their decisions in our experiment, one
can imagine that picking the wrong color for a car is a costlier decision than picking wrongly for
a shirt or a phone case. Therefore, increased stability for cars may have been due to the
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hypothetical consequences (Fellows, 2004; Trepel et al., 2005). Interestingly, the mean
correlation of instability across categories was moderate, 0.57. Therefore, while instability for
one category was predictive of instability for other categories, this relationship did not suggest
that instability was a subject-wise trait. Hence, instability for different identically colored
categories, while correlated, is not universal. These findings suggest that just as color preferences
vary greatly by object, the instability of those preferences may vary across objects as well
(Schloss et al., 2013).

4.6.3 Dynamics of Instability
Across subjects, we found that instability tended to increase as a function of time, albeit with
surprising dynamics. While instability in reference to Session 1A increased over time, significant
changes began in earnest at the 2-week mark. Does this “delay” suggest that changes in aesthetic
preferences occur after a certain temporal incubation period? Previous research suggests that 2weeks are enough to see changes in aesthetic preferences (Pugach et al., 2017). Similarly, newly
formed aesthetic preferences have been shown to disappear after a 3-week interval (Park et al.,
2010). However, in our case, why does instability plateau after 2-weeks? One may expect that
aesthetic preferences may continue to change linearly after 2 weeks or show another jump at 4
weeks. In contrast, our results suggest a ceiling to the amount of observable instability.
To be sure, due to our relatively small decision space of fifteen variables, a limit may exist
on how many changes in preferences can occur. Perhaps, the upper limit of these changes is
reached at 2 weeks. We have two lines of argument suggesting that the observed plateau in
change instability is not due to this limit. First, we normalize our measure of instability by this
limit and observe results hovering around 0.2. Thus, the plateau is at only 20% of the limit.
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Second, an important question to consider therefore whether the changes observed at Weeks 3
and 4 are at unique comparisons or like those of week 2 as would be suggested by reaching a
limit. A way to probe this question is to look at the Session 3 curve in Figure 4-3. This curve
shows that the instability relative to Session 3 (Week 2) is low, and does not seem to rise. Such a
low curve indicates that the instability did not reach the upper limit.
An alternate explanation is that the stabilizing effect of making repeated choices may lead
to the observed preference-instability plateau. Our subjects made six repeated choices over the
course of the month. Previous research suggested that merely making a choice could lead to a
preference change (Chen and Risen, 2010; Izuma and Murayama, 2013). As individuals make
more choices, they become aware of their own judgement criteria. This awareness leads to
refinement or development of new preferences, a phenomenon referred to as ‘preference
learning’ (Amir and Levav, 2008). Therefore, some individuals may construct new preferences
through mere choice alone. We saw evidence of such individuals in our study, aptly labeled as
‘constructed.’ The refinement or development of a new preference would lead them to an
eventual stability, as seen in Figure 4-5B. Similarly, this stability is accompanied by an increase
in internal consistency, indicating that participant preferences may indeed become refined.
Mechanistically, the perceptual and interoceptive routes mentioned previously may carry out
these refinements. For example, previous research suggests that merely making a choice leads to
a ‘spreading of alternatives,’ whereby the two options become further apart both in perceptual
and preference domains, leading to improved detection. This improvement in perception may
have a link to increased interoception as well (Izuma and Murayama, 2013).
Why did many subjects in our experiments not learn from choices? Theories of decisionmaking and economics predict that as subjects gain experience with a decision-making task, their
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internal noise decrease, leading to greater consistency. However, research with five repetitions of
economic choices found this not to be the case (Hey, 2001). Like our study, only a portion of
subjects became more consistent over time with choices, while others continued to respond
inconsistently. Therefore, while making choices enables some subjects to refine their
preferences, choices may not be as effective. Perhaps, some individuals require more choices, or
a shorter gap between choices to learn. For example, subjects may learn faster from their choices
if making them within the same day. Similarly, the context of how choices are presented may
affect subjects’ preference strategy. Context may lead some to update their preferences, while
others to form a context-specific choice heuristic (Amir and Levav, 2008).

4.6.4 Mechanisms of Instability
Our results suggest that aesthetic preferences are not stable. What possible factors may
contribute to this instability? Instability may arise when subjects have to make ‘hard’ decisions
(Kendall and Smith, 1940; Brown and Peterson, 2009). A ‘hard’ decision may be between
perceptually similar items or items that are equally preferred (Alós-Ferrer and Garagnani, 2021).
Our results indicate that an interaction between these two decision factors determined overall
instability. Therefore, both factors may need to be accounted for when designing aestheticpreference experiments. Instability for certain objects may also depend on the nature of one’s
preferences. Previous research suggests that an individual’s color preferences can be well
explained by the valence of their associations with that color (Palmer and Schloss, 2010).
Therefore, if a subject has very strong negative associations with a color, for example, ‘of
vomit,’ then the observer may be less likely to change their preference for that color over time. A
similar effect may occur for colors with strong positive valences, leading to an inverted-U
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phenomenon. Our results showed evidence of this, however, an asymmetry in ratings prevented
an equal distribution across each of the valences. Additionally, while valence ratings provide a
general indication of the ‘strength’ of a preference, the use of the scale may vary greatly across
subjects. For example, a +3 rating may be given for a non-descript association such as ‘grass’
versus an emotionally rich association such as ‘my late father.’ We would expect that the latter
would lead to more robust preference stability.
Besides stimulus related factors, we found an association between subject-related attributes
and preference instability. Previous research looking at instability for faces and landscapes found
that a U-shape relationship between age and instability (Pugach et al., 2017). Specifically,
aesthetic-instability was highest early on in childhood and decreased until the mid-40’s, thereby
increasing again. These authors suggested that aesthetic preferences are a cognitive construct that
must be actively maintained. Therefore, those with lesser cognitive control (preschoolers/elderly)
should tend to be more unstable. In contrast, we find a negative linear association between age
and instability. However, the age range of our participants was 18-65, as opposed to 3-95. Thus,
our results may be compatible to that of Pugach et al. at the earlier ages, considering that we
measured only part of the U shape. An alternate view comes from the ‘age-stability’ hypothesis
which states that the attitudes, beliefs, and personality traits of individuals will tend to stabilize
as they reach mature adulthood (Stockard et al., 2014). While this hypothesis has ample support
from research in socio-political beliefs, personality traits, and work-values, little evidence is
available in the aesthetic domain. Our results provide some support to the age-stability
hypothesis.
Surprisingly, we did not find any relationship between personality traits and aestheticpreference instability. We hypothesized that those who were impulsive would be more likely to
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change their preferences. Similarly, those who have anxiety may be more likely to make unstable
decisions. Lastly, past studies revealed that people with paranoia traits tended to update their
beliefs less regularly, sticking to a heuristic, and thus, we expected paranoia to correlate
negatively with instability. We failed to find evidence for any of these correlations. These
measures may not be reflective of behaviors that govern aesthetic preferences. For example both
(Sadacca, 1962; McManus et al., 2010) found no relationship between various personality traits
and preference inconsistency. However, given the degree of individuality observed in our data,
certain personality markers may still be predictive of aesthetic-preference instability behavior.
Perhaps personality factors related to perceptive and interoceptive abilities, as suggested prior,
may be more predictive of instability. In a similar vein, traits related to risky decision-making
may apply to aesthetic decisions as well. Being able to predict preference instability from
personality traits could be very useful for not only experimenters but also for those in the fields
marketing and business.
Finally, we raise the possibility that aesthetic-preference instability originates from
learning. Recent theoretical work has analyzed the possible role of reinforcement learning in the
acquisition of aesthetic values (Aleem et al., 2020; Grzywacz, 2021). Such acquisition is
necessary to explain how aesthetic values develop in a culture. One of the most important results
of those studies was that the learning of aesthetic values is stochastic. This stochasticity arises in
the theory by the random arrival of sensory stimuli and rewards, which thus, continuously finetune the parameters of the model. However, one should not view the stochasticity as just noise
detrimental to learning. Stochasticity may have important implications for what we learn
(Grzywacz, 2021). More importantly for the study here is that this stochasticity also means that
the values should be unstable. From the preceding discussion, this instability may thus be a
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positive feature of the brain, allowing it to adjust to the changing environment and learn values
better.

4.6.5 Implications of Aesthetic Instability
What are the implications of our aesthetic-instability results? How should aesthetic research
proceed if aesthetic preferences are unstable? Given our understanding of decision-making and
appraisal, aesthetic-preference instability is to be expected. Research shows that preferences rely
on multiple internal and external factors, and thus, any change in them should result in
preference modulation (Brown et al., 2011; Warren et al., 2011; Aleem et al., 2020). In support
of this, (Kościński, 2010) suggests that aesthetic preferences need not be stable. This author
suggests, “so long as their changes are functionally associated with changes in an individual’s
internal state or ecological situation.” However, can one assume that if the subjects’ contexts are
consistent, we can record a true approximation of their preferences? While this is possible, our
results show individuality in instability behavior. Thus, some subjects may benefit from exposure
to the nature of the stimuli or pre-training in the task, allowing them to gauge their own
preference accurately. Nevertheless, future aesthetic research could benefit from internal
validation and replication by others. For example, recent studies have already begun to show that
long assumed universals like symmetry may be disliked by a portion of the population (Jacobsen,
2010; Shepherd and Bar, 2011; Pombo et al., 2021, in review).
Another implication of our results is in the understanding of the importance of aesthetic
values for people. Humanity has always been fascinated by the idea of beauty, but our
understanding of it has evolved. From the ancient Greeks to the brink of Enlightenment, beauty
was something intrinsic to objects themselves (Sartwell, 2012). Consequently, beauty was not
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mutable as far as people were concerned. Then, towards the end of the seventeenth century,
philosophers such as Locke, Hume, and Kant started to think of beauty as in the mind not
intrinsic to objects (Sartwell, 2012). The expression “beauty is in the eye of the beholder” comes
from the school of thought started by these philosophers. With neuroscience, we can begin to
see why the brain is compatible with both this school of thought and the objectivist views of
beauty (Aleem et al., 2020). Our work adds an unexpected complexity to these views. Just as
recent work has shown aesthetic preferences to be individual (Street et al., 2016; Leder et al.,
2019), we show that aesthetic preferences are unstable and that instability may be individual as
well. Thus, not only is beauty in the eye of the beholder, but the beholder is constantly changing.
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CHAPTER 5
GENERAL DISCUSSION
5.1 Brief Summary of Results
The underlying nature of beauty and our aesthetic preferences is not fully understood. Two
competing views come from philosophy; one suggests that beauty is a measurable quality, the
objective view, the other suggest that beauty is dependent on the perceiver, the subjective view.
In the experiments presented in this dissertation, we explored both of these views through a
cognitive-neuroscience perspective, using statistical methods, computational models, and
behavioral experiments.
Our first study in Chapter 2, tested the objective viewpoint of aesthetics as conceived by
the Processing Fluency Theory. This theory emphasizes the importance of ‘fluency’ variables
such as symmetry, balance, and complexity. Accordingly, one of the predictions of this theory is
that artists should attempt to maximize these variables. Our statistical analysis of paintings from
various master painters from the Renaissance revealed that painters were not optimizing fluency
variables as expected. Instead, we found each painter showed individuality in which variables
they emphasized. One reason for this individuality was found to be competition between
variables, for example between balance and complexity. We proposed that each of these
variables exit in a ‘Neuroaesthetic Space’, where each artist values a certain portion of space
more than the other, leading to individuality.
In Chapter 3, we developed a neurobiologically inspired computational model to
understand how people adapt the aesthetic values to their social background and how
individuality may emerge. This model emphasized the role of learning from reward as central to
aesthetic value. Additionally, we incorporated variables related to sensory surroundings, societal
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standards, and internal motivations. Our results revealed that while differences in reward and
sensory environments could explain cultural differences, internal motivation was necessary to
explain individuality. Furthermore, the probabilistic nature of our model predicted that aesthetic
values vary in time.
In Chapter 4, we tested whether aesthetic preferences vary in time, as predicted by our
model in Chapter 3. We measured subject preferences for colors across a one-month period and
found that these preferences were unstable. This instability increased with time, with the
maximum amount of change observed starting at 2 weeks. Additionally, we found that instability
behaviors differed across individuals. Around 30% of the subjects did not show any changes in
their preferences, while the rest had at least one instance of change in their preferences across
sessions. Furthermore, of the 70% that showed a change, nearly half became more consistent in
their preference over time. Furthermore, we found there to be gender and age dependent
differences, with males being more unstable than females, and instability decreasing with age. As
well, we found that certain aspects in the decision-making process influenced instability. For
example, those decisions involving closely preferred colors were more unstable. Similarly,
subject’s associative factors related to the hues also influenced their instability, with increased
stability for positive and negative associations. Despite the individual variation, we did not find
any correlations between personality measures such as impulsivity, paranoia, and anxiety with
instability.
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5.2 Implications
What are the broader implications of our results? Overall, the theory and findings presented here
suggest that aesthetic values are formed due to a combination of factors related to our evolution,
culture, and physiology. We suggest that aesthetic preferences are an essential part of our
overall functioning and survival. Viewed through the lens of general cognitive mechanisms,
aesthetic values may be a considered an extension of our overall value system, both perceptually
and at higher cognitive and emotional levels. On a perceptual level, aesthetic preferences serve
as a way to process and prioritize certain attributes in our sensory space (Clithero and Rangel,
2014). Our perception is inextricably linked with value and valence (Lebrecht et al., 2012), likely
in a hierarchical manner (Iigaya et al., 2020). Therefore, aesthetic preferences may serve as a
specialized mechanism for navigating our sensory space that is able to accommodate different
levels of cognitive representations of valence.
We additionally stress the importance of aesthetic values in social and cultural contexts in
Chapter 4. In particular, our model places the learning social contingencies of reward as a central
node in aesthetic value formation. Supporting research suggests that our social, moral, and
personal values are often tied with our aesthetic values; hence, just as we learn and adapt to our
surroundings, doing so to specific societal aesthetic values may be critical for humans and other
social creatures (Little et al., 2008; Tsukiura and Cabeza, 2011; Sherman and Morrissey, 2017;
Fingerhut et al., 2021). Indeed, art and aesthetic values have been shown to be essential to many
social functions such as identity formation, interpersonal learning and bonding, rituals, and
building group affiliation (Dissanayake, 2015).
Importantly, we do not distinguish the source of aesthetic value, whether it may be from
nature, faces, fashion, art, or other domains. Like other human emotions and behaviors, we
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suggest that aesthetic value is not unique to a specific type of function. This is supported by the
shared processing of aesthetic rewards and appraisal with other central features of human
behavior (Brown et al., 2011; Diessner, 2019). Our work here ultimately adds to the
anthropological and ethological views of aesthetics. While this view has considerable support on
historical and philosophical accounts, more computational and behavioral work is needed. It is
our hope that our contribution here serves as a source of motivation for others to investigate the
role of aesthetic values in a wide range of cognitive behaviors.

5.3 A Unified Account of Routes to Aesthetic Preferences
The overall purpose of the research presented in this dissertation was to understand the
underlying basis of our aesthetic preferences. We began with two contrasting philosophical
perspectives, that of objectivity and subjectivity and tested them in different studies. How can
these be reconciled? Based on our findings we propose that both perspectives are connected
through the same general process of learning, albeit on different timescales. This view is
supported by existing models of aesthetics (Leder et al., 2004; Nadal and Chatterjee, 2019).
How may objective properties be learned? Empirical evidence suggests that properties
originally conceived to be objective by philosophers can be well accounted for by evolutionary
biases such as those proposed by Processing Fluency Theory (Reber et al., 2004), in our view,
properties that appear objective may simply be due to their universality—endowed by their
prolonged evolutionary history and common circuitry across humans. For example, symmetry,
considered an objective property by philosophers and artists, has tremendous evolutionary
importance. It serves as a ‘perceptual glue’, aiding in object recognition and figure-ground
segregation (Treder, 2010). It also aids in survival by signaling the likely absence of a pathogen
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(Little et al., 2011). Given that these factors have been largely consistent throughout our
evolutionary history, it is likely that they were ‘learned’ and led to a dedicated processing
circuitry in our brains, objective pathway Figure 5-1.
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Figure 5-1 A Schematic of the Two Routes to Aesthetic Preference. We propose that both
objective and subjective routes to preference interact, albeit are on different timescales. A sensory
attribute such as color will have both evolutionary as well as socially mediated learned that
contributes to its associated aesthetic value. The box corresponding to social learning includes
parameters of a reinforcement learning model such as ours, with aspects such as motivation and
social dependence of reward. This circuitry interacts with “Innate Bias” associated from the
evolutionary pathway as well as personal experience represented as “Prior History”. A dotted
arrow from the box back to the objective pathway suggests that experience dependent changes
over one’s lifetime may lead to ‘innate’ level biases. The ultimate consequence of the interaction
between these two routes leads to individuality through its multiple pathways.
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The ultimate impact of such factors on our aesthetic preference is an innate bias, Figure
5-1. This bias serves as a best guess starting point for one’s aesthetic preferences. An example
being developmental research with children which that while children aged 4 are able to
discriminate symmetric patterns better than asymmetric ones, they show no initial preference
bias. However, upon repeated exposure to both types of patterns, a preference for symmetry
quickly emerges, but not for asymmetry, despite equal exposure (Huang et al., 2020). Similar
research in baby chicks has shown that a preference for symmetry only develops after
sensorimotor experience with the world (Clara et al., 2007). This alludes to innate aesthetic
biases may serve as helpful guides that are contingent on real-world experience.
While innate biases may exist, our preferences are also guided by experience, subjective
pathway, Figure 5-1. This pathway, which we classify as ‘social learning’ is based on our
computational model in Chapter 3. The bulk of this pathway depends on factors incorporated in
our model, such as sensory distributions, reward contingencies, and internal states amongst
others. Through a reinforcement learning circuitry, the subjective pathway allows us to learn
personalized aesthetic biases that depend on local context. While we are born with preferences
for certain colors, these can be overcome by social factors (Palmer and Schloss, 2010). Thus, this
pathway is more flexible to current, often rapidly changing conditions.
How do subjectively and objectively formed aesthetic values interact? As Figure 5-1
suggests, both pathways may feed in to each other. In one direction, innate biases may serve to
modulate subjective learning. This may be through innate learning weights or shifts in processing
and attentional resources towards certain attributes over others. On the other hand, it is possible
that the subjective pathway may feed back on to the objective, dotted arrow Figure 5-1. In the
case of experts, it may be possible that enough experience (prior history in Figure 5-1), would
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ultimately lead to changes that mimic that of the evolutionary pathway, such as changes in
neuroarchitecture and processing. Research from other domains of neuroscience suggests that
long term experience leads to functional and anatomical changes in the brain (Pascual-Leone et
al., 2005). Research with art experts and skilled artists suggests that the same may occur for
aesthetic attributes as well (Kirk et al., 2009). A recent study demonstrated that art restorers and
art historians had a preference bias towards lacunae in paintings, indicators of damage and
deterioration (Pazzaglia et al., 2020). This is in stark contrast with objective predictions by the
Processing Fluency Theory, suggesting that not only is feedback from subjective learning is
possible, it may be enough to overcome existing innate biases. Whether such instances are
domain specific or general remains to be explored.
Where does individuality fall in this overall schema? We propose that individuality may
emerge as a consequence of the unique and recurrent interactions between the many variables in
the two pathways. While two individuals may be born with the same innate biases, experience
throughout their lifetimes with different environments, societies, and professions may ultimately
lead them to unique trajectories due to how the pathways intermix.

5.4 Limitations and Future Directions
The work presented here is not without its limitations. For example, the study of
Processing Fluency Theory in Chapter 2 is limited to a specific period that may not be
representative of overall historical trends. An analysis across different genre’s, cultures, and
time-periods is needed. In data not presented here, we extended the same principal questions but
to additional art periods such as mannerism (Correa-Herran et al., 2020). Our results showed that
while symmetry did not change across time, there was a decline in visual complexity. Therefore,
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further historical investigations could lead to greater insights into how aesthetic biases propagate
across time. A further limitation of the study in Chapter 2 is that it is purely statistical in nature,
and does not provide direct behavioral evidence against the hypothesis from processing fluency.
Future experiments could follow artists throughout their training in order gain further insights
into how their individual styles develop.
An important limitation of our model in Chapter 3 is that many of its predictions remain
to be tested behaviorally. While existing evidence shows that aesthetic preferences can be
learned from reinforcement learning, it is not known whether this effect is probabilistic in nature
as predicted by our model. Similarly, while the role of motivation in reward-based learning is
clear, it has yet to be tested whether those same findings also apply to learned aesthetic
preferences. Lastly, the social component of our model needs to be tested directly. Previous
evidence has indicated that social reinforcement is similar to reward-based learning, however,
whether social reinforcement can lead to the development of new aesthetic preferences is
unknown.
Lastly, our experiment in Chapter 4 regarding preference instability leaves many open
questions. Future studies may explore the role of different personality factors or other cognitive
behaviors that contribute to aesthetic instability. In addition, our results are purely in the visual
domain, therefore a cross-modal study of aesthetic preference instability may shed light on
domain general mechanisms not accessible in our study.
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