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ABSTRACT

Automatic evaluation of Natural Language Generation (NLG) usually involves compar-

ison to human-authored references which are treated as the ground truth. However, these

references often fail to adequately capture the range of valid output for an NLG task, and

many validation studies have shown that reference-based metrics do not reliably correlate

well with human judgments. Focusing on the generation of English text from Abstract

Meaning Representation (AMR; Banarescu et al., 2013), I explore referenceless approaches

to evaluation, including both human and automatic methods.

First, I conduct a new human evaluation study comparing five different Abstract Meaning

Representation (AMR)-to-English generation systems. Human annotators give numerical

judgments for fluency and adequacy, as well as broad error type annotations. I discuss the

relative quality of these systems and how these results compare to those of automatic metrics,

finding that while the metrics are mostly successful in ranking systems overall, collecting

human judgments allows for more nuanced comparisons. I also perform a qualitative analysis

of common errors made by these systems.

Next, I explore the possibility of automatically evaluating AMR-to-English generation

by comparing a parse of the generated sentence to the input. I find that the quality of

Abstract Meaning Representation (AMR) parsers substantially impacts the performance of

this approach, and that even with a state-of-the-art parser, the resulting metric underperforms

popular reference-based metrics. However, when automatic parses are manually edited for
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accuracy, this evaluation approach improves greatly, outperforming most fully-automatic

metrics and approaching the quality of a state-of-the-art learned metric. These results indicate

that fully-automatic parser-based metrics are likely to prove more reliable in the future as

the state of the art in AMR parsing continues to improve.

INDEX WORDS: Computational Linguistics, Natural Language Processing, Natural
Language Generation, Abstract Meaning Representation, Evaluation
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CHAPTER 1

INTRODUCTION

Natural Language Generation (NLG), or the set of tasks that involve automatically generating

natural language text based on some input, is notoriously difficult to evaluate well. This

is because of the one-to-many nature of NLG: thanks to the infinite capacity of human

language, any given meaning can be expressed in a potentially unlimited number of ways.

Thus, listing the ‘right answer(s)’ and comparing a system’s output against such a list, which

is a possible evaluation method for many other tasks, is fundamentally limited for NLG.

An example of a possible input for NLG is shown below, represented in penman notation,

and also visualized in figure 1.1 as a graph diagram.

(l / label-01

:ARG0 (c / country :wiki "Georgia_(country)"

:name (n / name :op1 "Georgia"))

:ARG1 (s / support-01

:ARG0 (c2 / country :wiki "Russia"

:name (n2 / name :op1 "Russia")))

:ARG2 (a / act-02

:mod (a2 / annex-01)))

This is an AMR graph (Banarescu et al., 2013), which represents the meaning of a

sentence as a rooted, labeled, directed acyclic graph. In particular, the above example
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l/label-01

c/country s/support-01 a/act-02

n/name c2/country a2/annex-01

"Georgia" n2/name

"Russia"

:op1

:op1

:ARG0

:nam
e

:A
R

G
1

:A
R

G
0

:name

:ARG2

:m
od

Figure 1.1: An example AMR graph.1

represents the sentence “Georgia labeled Russia’s support an act of annexation.” AMR does

not represent some morphological and syntactic details such as tense, number, definiteness

and word order; thus, this same AMR could also represent alternate phrasings including, but

not limited to:

• Russia’s support is being labeled an act of annexation by Georgia.

• The country of Georgia will label Russia’s support as an act of annexation

• The support by Russia has been labelled an annexation act by Georgia

1Created with a script by Austin Blodgett, available at https://github.com/ablodge/

amr-utils
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The question, then, is how to evaluate the quality of sentences that are automatically

generated from this AMR, such as:

• georgia labels russia ’s support for the <unk> act .

• Georgia regards Russia ’s support as an annex act .

• Georgia label Russia supporting acting annex .

• georgia labels russia ’s support of annex action .

• georgia labels russian support to the annex act .

None of these fully match the human-authored examples above; all express some of the

meaning of the sentence, with varying degrees of fluency and accuracy. It is not obvious

how best to assign a score to each generated sentence, and, in fact, researchers have been

wrestling with this problem in NLG for decades.

Evaluation of NLG has typically fallen into two broad categories: human and automatic.

In the former, human annotators read sentences and rate them on a scale or rank different

possibilities. In the latter, a computational program scores generated sentences. Human

evaluation—at least when performed well and with a sufficient amount of judgments—is

typically considered more reliable, but expensive, time-consuming, and more difficult to

replicate; thus, many researchers rely on automatic metrics for a more convenient com-

parison of generation systems. Automatic metrics are also used in model training, where

it is necessary to produce many scores more quickly than would be possible with human

judgments.

For nearly two decades, since the creation of Bilingual Evaluation Understudy (BLEU)

(Papineni et al., 2002), the most popular automatic evaluation methods have been reference-

based metrics: that is, they compare a generated text to one or more human-authored

references which are considered ground truth. For some metrics, including BLEU, the

comparison to references is based on superficial features of the text, particularly n-grams.

Later developments within the reference-based paradigm have included allowing for matches
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between non-identical words that share the same stem or are synonyms (METEOR; Lavie

and Agarwal, 2007; Lavie and Denkowski, 2009), or incorporating word similarity as

measured by a pre-trained contextualized embedding model (BERTScore; Zhang et al.,

2020a).

However, as I alluded to above, reference-based metrics are unable to adequately capture

the full range of possible output of an NLG system, and this is particularly true when only

one reference is available for each item, as is the case in standard AMR datasets. Many

studies have found that BLEU and similar metrics do not reliably capture human judgments

for NLG (see §2.1.2 for more details).

As a result, the past 5 years have seen increasing work on referenceless approaches to

automatic evaluation; that is, metrics that do not rely on comparison to a reference. Some

of these metrics use Machine Learning (ML) to estimate human judgment scores (§2.1.3).

Of those less based in ML, some metrics, especially those which focus on measuring the

quality of the language (e.g. fluency or grammaticality), evaluate a generated text alone,

such as with a language model score (§2.1.3). Others compare an output to input; this can

be used, for example, to measure preservation of the intended meaning (§2.1.3). My work

falls in the latter category: I explore the possibility of evaluating the semantic adequacy of a

sentence generated from an AMR by comparing the generated sentence—or rather, a parse

thereof—to the AMR from which it was created.

1.1 TASK DEFINITION: EVALUATING AMR-TO-TEXT GENERATION

The specific form of NLG I deal with in this dissertation is AMR-to-text generation. Since all

the natural language data I use is in English, this can also be described as AMR-to-English

generation, though I hope that the methods discussed can also be applied in the future to

AMR representations of other natural languages. For short, I also sometimes refer to the
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task simply as AMR generation. In any case, it is the task of taking as input an AMR graph,

such as the example above, and outputting a natural-language sentence that represents the

graph—hopefully with clear, fluent language that accurately expresses the meaning in the

graph. AMR generation has applications to a range of Natural Language Processing (NLP)

tasks, including summarization (Liao et al., 2018), machine translation (Song et al., 2019),

and dialogue systems (Bonial et al., 2019).

Here, I am concerned specifically with evaluation of AMR generation—that is, the task

of measuring the quality of AMR generation, either on a system level or on a sentence level.

Evaluation may be done with automatic metrics, human evaluations, or some combination

thereof; a given evaluation method may be intended to give a single score representing a

notion of overall quality, or it may be targeted to a specific criterion such as fluency or

meaning preservation.

I also refer at times, especially in ch. 5, to AMR parsing. This is the inverse of generation:

the task of taking a natural language sentence as input and transforming it into an AMR

graph that represents its meaning.

1.2 RESEARCH QUESTIONS

The overall research question motivating this work is:

• How can evaluation of natural language generation from AMR be improved with

referenceless approaches?

More specifically, for the Human Judgments section (ch. 4):

• How well do various AMR generation systems (many of which have not previously

been evaluated by humans) perform in human evaluations of adequacy and fluency?

• How well do existing automatic metrics, such as BLEU, correlate with these human

judgments of adequacy and fluency?
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• What types of errors do AMR generation systems frequently make? How do quantita-

tive and qualitative human evaluation help us identify these errors?

For the Referenceless Metrics section (ch. 5):

• How can the structure of AMR graphs, and the linguistic information contained in

them, be used to evaluate the adequacy of generation from AMR without the use of

references?

• Do the aforementioned parsing-based referenceless adequacy metrics correspond

better to human judgments than popular reference-based metrics?

• How do choice of AMR parser and similarity metric affect the performance of parser-

based metrics?

• If we had an accurate AMR parser, would parsing-based evaluation correspond better

to human judgments of adequacy than reference-based metrics?

1.3 OUTLINE

The following chapter, ch. 2, gives an overview of previous literature on this topic; I focus

primarily on evaluation of NLG, including human evaluation (§2.1.1), reference-based

automatic metrics (§2.1.2), and referenceless automatic metrics (§2.1.3). In §2.2, I turn to

the literature on meaning representations, and AMR in particular, with a focus on parsing

text to AMR (§2.2.1) and generating from AMR to text (§2.2.2).

Ch. 3 to 5 describe the core of my work. Ch. 3 focuses on the selection and preparation

of my data, both for an initial pilot study (§3.1), and for my main human evaluation (§3.2).

This includes descriptions of each of the generation systems included across both studies.

In ch. 4, I describe the human evaluation study, including its methods (§4.2) and a

discussion of the results (§4.3).
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Ch. 5 describes my research into the viability of parsing-based metrics for AMR genera-

tion, including experiments on fully-automatic parsing-based based metrics (§5.2) as well as

a manual editing study that approximates an upper bound on the potential of parsing-based

metrics by mitigating the limitations of current automatic parsers (§5.3).

Finally, in ch. 6, I summarize my contributions and results; consider applications of this

work; and discuss limitations and suggest directions for future research.

Most of the content in ch. 4 is published as Manning et al. (2020), co-authored with

Shira Wein and Nathan Schneider; most of the content of ch. 5 is published as Manning and

Schneider (2021).
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CHAPTER 2

LITERATURE REVIEW

In this chapter, I survey previous work on two major topics relevant to this dissertation. In

the first section (§2.1), I discuss evaluation of NLG, starting with human evaluation §2.1.1,

followed by both reference-based (§2.1.2) and referenceless (§2.1.3) automatic evaluation.

In §2.2, I discuss meaning representations, and particular AMR, including AMR parsing

§2.2.1 and generation §2.2.2.

2.1 EVALUATION OF NATURAL LANGUAGE GENERATION

Gatt and Krahmer (2018) provide an extensive survey of NLG, including laying out many

of the practices and challenges for its evaluation. The authors define the scope of NLG as

systems that generate text from data that is non-linguistic or not exclusively linguistic; thus,

text-to-text generation tasks such as machine translation, summarization, and grammatical

error correction are not typically considered a part of NLG, though they are related and

may benefit from overlapping methods, including evaluation methods. NLG does include

generation from a wide range of types of data, including structured web data (e.g. Gardent

et al., 2017b); meaning representations, including domain-specific ones like Wen et al.

(2015) in the restaurant and hotel domains, and general-purpose ones like Abstract Meaning

Representation (Banarescu et al., 2013); and visual data such as images and video.

A major challenge in NLG evaluation identified by Gatt and Krahmer (2018) is that, for

any given input, there is an open-ended space of possible outputs. Thus, it is non-trivial to
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automatically evaluate the quality of an output, since even when high-quality human-defined

references are available, they do not encompass the full space of possible valid answers,

nor do they define which types of variation from the supposed ground-truth would result in

correct versus incorrect output.

The highest-level distinction typically made in evaluation of many NLP systems,

including NLG, is the distinction between intrinsic and extrinsic evaluation introduced by

Spärck Jones and Galliers (1996). Intrinsic evaluation is evaluation relating to the system’s

inherent objective, while extrinsic evaluation relates to its function in respect to the larger

purpose. To borrow an example from Gatt and Krahmer (2018): if the task is to generate

weather reports for an off-shore oil rig, intrinsic evaluations concern questions such as

readability and correctness of the output text, while extrinsic evaluation concerns how well

the output achieves the goal of supporting decision-making.

Within intrinsic evaluation, a further distinction is made between evaluation based on

human judgments, and automatic evaluation, which is typically based on similarity to human

output according to some metric. Advantages of automatic metrics over human evaluation

include reproducibility and, perhaps more importantly, cost-effectiveness; they can be

performed practically for free and almost instantaneously, in contrast to the more resource-

intensive process of obtaining human judgments. Thus, automatic metrics are popular in

NLG papers: in a meta-analysis of NLG evaluation practices from 2005–2014, Gkatzia and

Mahamood (2015) find that nearly 75% of papers used only intrinsic evaluation measures,

and 38.2% used automatic metrics to evaluate output quality. This type of evaluation is

particularly prevalent at general-purpose ACL conferences such as EMNLP and NAACL—

68% of NLG papers at ACL venues are found to use these automatic metrics, as opposed

to 31% in NLG-focused publications (ENLG and INLG), likely because the audience for

ACL venues is more accustomed to using these metrics for other NLP tasks. Similar results

are found in a related study focusing on Automatic Question Generation papers published
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2013–2018: of 37 papers surveyed, 31 (84%) use only intrinsic evaluation methods, and 10

(27%) rely solely on automatic evaluation (Amidei et al., 2018a).

2.1.1 HUMAN EVALUATION

Due to the time and resources required, human evaluation is a less popular evaluation method

than automatic metrics; nevertheless, it has often been considered the ideal for accurate

evaluation.

However, human evaluation approaches vary widely, and some are more reliable than

others. Van der Lee et al. (2019) recommend always conducting human evaluation when

possible and discuss best practices, including using separate, well-defined criteria instead

of overall quality evaluation; recruiting many participants and reporting on sample size

and demographics; using Likert scales or ranking designs; using and reporting on random

ordering or counterbalancing; and, depending on the purpose of the study, either reporting

only exploratory analysis or preregistering hypotheses and appropriate statistical tests.

Howcroft et al. (2020) call for more consistency in conducting and reporting on human

evaluations, focusing in particular on the wide range of evaluation criteria used in different

studies, both in terms of what labels the researchers use to describe different aspects of

quality (e.g. ‘fluency,’ ‘readability,’ ‘naturalness,’ etc.) and in terms of the phrasing of

prompts presented to annotators. They recommend more thorough reporting of the details

of human evaluations, including what quality criteria are used, how the researchers define

those, and the instructions and prompts given to annotators.

That said, even when best practices are followed, human evaluation inherently includes

variation. Amidei et al. (2018b), for instance, conclude that ‘a low IAA is inherent to the task

of language annotation’ due to variation in people’s background knowledge, preferences,

and experiences of language, and that this variability is a natural part of human language

that should not be minimized. Wei and Jia (2021) argue that due to the variance in human
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judgments, human evaluation is less reliable than automatic metrics in cases where there are

too few annotators, or where the difference between systems is small. Thus, it is important to

be aware that human evaluation studies, especially smaller ones, do not necessarily represent

a reliable ground truth.

2.1.2 REFERENCE-BASED EVALUATION

TYPES OF REFERENCE-BASED METRIC

Gatt and Krahmer (2018) summarize many of the metrics commonly used to evaluate NLG,

identifying three major categories: n-gram overlap, string edit distance, and content overlap.

I also discuss a fourth type which has emerged in the last few years: model-based metrics.

N-Gram Overlap. Probably the most popular metric is the n-gram precision-based metric

BLEU, originally developed for Machine Translation (MT) (Papineni et al., 2002). A

similar n-gram overlap metric borrowed from MT is National Institute of Standards and

Technology (NIST), a variation on BLEU with higher weighting for less frequent n-grams

and a different brevity penalty intended to minimize the penalty for small variations in length

(Doddington, 2002).

Turian et al. (2003) proposed General Text Matcher (GTM), also called Melamed’s

F-Measure, which computes an F-measure (harmonic mean of precision and recall, in

order to minimize the “gameability” of using only precision or only recall) over unigrams

or n-gram matches of higher length, which are more highly weighted. F-measure-based

metrics have been commonly used, including Metric for Evaluation of Translation with

Explicit ORdering (METEOR), which calculates a unigram alignment score, allowing for

matches between non-identical words that have the same stem or are identified as synonyms

in WordNet, and penalizes variation in word order (Lavie and Agarwal, 2007; Lavie and

Denkowski, 2009). More recently, BERTScore (Zhang et al., 2020a) also calculates an
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F-score over aligned unigrams, but using contextualized embeddings (Devlin et al., 2019) to

match semantically similar words in context.

While most n-gram overlap metrics operate on a token level, CHARACTER N-GRAM

F-SCORE (CHRF) (Popović, 2015), an F-score over character n-grams, has also been used

as a metric on its own and as a component in more complex metrics, especially for more

morphologically complex languages. A variant, CHRF++ (Popović, 2017), combines token-

level unigram and bigram scores with character-level n-grams up to length 6.

Beyond those originating in MT, other n-gram overlap metrics used for NLG include

Recall-Oriented Understudy for Gisting Evaluation (ROUGE), developed for automatic sum-

marization; in contrast to BLEU’s emphasis on precision, ROUGE is recall-based, rewarding

generated summaries for including n-grams present in reference summaries. ROUGE has

several variants: it can consider n-grams of a predetermined length, similar to BLEU; other

versions consider the longest common subsequence between a generated summary and its

references, or use skip-bigrams to identify non-contiguous word overlap (Lin, 2004). From

image captioning, we get Consensus-Based Image Description Evaluation (CIDEr), which

measures the average cosine similarity of a candidate sentence to its references, with n-grams

weighted by Term Frequency–Inverse Document Frequency (TF-IDF), so that candidates

are rewarded most for using n-grams that are frequent in the reference set for the given

sentence but infrequent in the corpus overall (Vedantam et al., 2015). Image captioning

researchers have also used Word Mover’s Distance (WMD), a text similarity metric that

uses word embeddings to determine the semantic ‘distance’ between two texts (Kusner et al.,

2015).

String Edit Distance. The basic string edit distance metric is based in the work of Lev-

enshtein (1966) and sometimes referred to as Levenshtein distance, and involves counting

the insertions, deletions, and substitutions required to transform a candidate string into a
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reference. Translation Edit Rate (TER) is the major edit-distance metric originating from

MT; it is defined as the minimum number of edits needed to match the candidate sentence

to the most similar reference, divided by the average number of tokens in the references.

Here, an ‘edit’ can be an insertion, deletion, or substitution of a single token, or a shift of

a sequence of tokens to elsewhere within the candidate (Snover et al., 2006). A variation

of TER, called TER-Plus or TERp, allows for matching of words with the same stem and

synonyms, as well as phrasal substitutions, and also allows tuning of weights to maximize

correlations; for example, the TERpa variant is tuned to optimize correlation with human

judgments of adequacy (Snover et al., 2009).

Content Overlap. An example of a content overlap metric is the pyramid method for

evaluation of automatic summarization (Nenkova and Passonneau, 2004), originally designed

to rely on human annotation and later automated with Pyramid Evaluation via Automated

Knowledge Extraction (PEAK) (Yang et al., 2016), based on weighted comparison of

content units of varying granularity. Another is Semantic Propositional Image Caption

Evaluation (SPICE) for image captioning, which involves creating a scene graph out of the

set of references, and comparing it to the scene graph of the candidate (Anderson et al.,

2016).

Learned Metrics. Learned metrics use Machine Learning models trained to predict scores.

Many learned metrics are referenceless, discussed below (§2.1.3). However, there is at least

one popular learned metric that uses references: Bilingual Evaluation Understudy with

Representations from Transformers (BLEURT) (Sellam et al., 2020), a BERT-based metric

designed for MT and NLG which is first fine-tuned for robustness on synthetic generated

sentences paired with reference-based metric scores, then further fine-tuned on real human-

authored references and system output with human judgments.
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While learned metrics—both reference-based and referenceless—have achieved strong

correlations with human judgments, there are a number of concerns about their reliability

and ethical impacts. As discussed in §4.3.3, metrics based on a specific model tend to lack

the transparency of simpler metrics, and results may not be comparable if researchers do not

all stick with the same model version. The use of pre-trained models like BERT in evaluation

may also bias metrics towards NLG systems using those same models.

On the ethical side, Gowda et al. (2021) show that model-based metrics like BLEURT

can perpetuate the biases inherent in these models. The authors also mention concerns

about the climate impact of model-based metrics, which can require a large amount of

computational resources to train and fine-tune.

LIMITATIONS OF REFERENCE-BASED METRICS

The use of automatic intrinsic evaluation for NLG relies on an assumption that these metrics

provide a good proxy for human evaluation. Many studies have investigated the relationship

between reference-based metrics and human judgments on various NLG and related tasks,

with mixed but largely discouraging results.

An early example of such a study comes from Bangalore et al. (2000), which explores

metrics for evaluating a realization module that determines linearization of words, given an

unordered dependency structure. These metrics use either string-based or tree-based edit

distance; in the tree-based scenario, strings are constructed and evaluated for each sub-tree in

a reference dependency tree (i.e. each non-leaf node and all its children). They find that tree-

based metrics correlate significantly with human judgments of both understandability and

quality, while string-based metrics do not. However, they acknowledge that this evaluation

only works on systems whose input contains a fair amount of syntactic information. They

also point out that the system being tested makes a relatively constrained set of choices,

and that the larger the range of options for a generation component, the more this type

14



of evaluation will be a measure of how closely the generator emulates the wording of a

particular corpus, penalizing other valid ways of expressing the same meaning.

Stent et al. (2005) further address the question of how well automatic metrics can

evaluate sentences generated by systems that allow more variation. They do this by testing

sentences generated by two different paraphrase systems: a baseline which only varies word

choice by replacing words with synonyms, and a multiple sequence alignment system which

varies both word order and word choice. They obtain human judgments for both adequacy

and fluency, and compare these to several automatic metrics: the simple string accuracy

metric used by Bangalore et al. (2000), as well as BLEU, NIST, Melamed’s F measure, and

Latent Semantic Analysis (LSA). LSA is a bag-of-words measure of semantic similarity;

thus, it is hypothesized to be good for adequacy but not a measure of fluency. The other

metrics all indirectly attempt to capture both adequacy and fluency. In fact, the results show

that all the metrics have a positive, but not very strong, correlation with human judgments

of adequacy, with LSA achieving the strongest correlation. However, all metrics correlate

negatively with judgments of fluency. In particular, all automatic metrics preferred the

baseline system, while humans found the baseline more adequate but the multiple sequence

alignment output more fluent. The authors conclude that these metrics are not appropriate

for evaluation of variant generation, because they penalize variation—particularly word

order variation—without distinguishing between valid and invalid variation.

Belz and Reiter (2006), in a study of weather forecasts written for offshore oil rigs, simi-

larly find that automatic reference-based metrics—in this case NIST, BLEU, and ROUGE,

as well as a baseline string-edit distance measure—penalize systems that produce forms that

are less frequent in the corpus, even when humans do not mind the variation. They find that

this unfairly penalizes both pCRU-roulette, a statistical system that prefers variation rather

than maximizing corpus probability, and SumTime, a rule-based system whose engineers

made intentional choices in some cases to use forms that were less frequent in the corpus
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but more readable. They point out that while using more references can help counteract

this, there will always be some variants that are more frequent than others in the reference

set, and thus reference-based metrics would still penalize deviation from the most frequent

forms.

In a follow-up to the previous study, Reiter and Belz (2009) add systems which perform

content determination in addition to realization, and elicit human judgments on both ‘clarity

and readability’ (linguistic quality) and ‘accuracy and appropriateness’ (content quality). In

this experiment, none of the metrics correlate significantly with accuracy judgments, but

NIST and BLEU correlate with judgments of clarity in some tests. In light of the results

from these two studies, the authors recommend that automatic metrics should be used with

caution, as a supplement to rather than a replacement of human evaluations, to evaluate

linguistic quality but not content determination.

Cahill (2009) experiments with several metrics to evaluate the naturalness of a German

surface realizer: the word-overlap metrics BLEU, ROUGE-L, and GTM, and edit distance

metrics TER, Word Error Rate (WER), and Levenshtein distance, as well as a syntactic

metric—an F-score of triples obtained from a German dependency parser. In the first of two

human evaluation experiments, subjects rank the output of three systems. They find that

ROUGE-L correlates best with human judgments at the sentence level, but at the system

level, it is the only metric not to rank all three systems in the same order as humans. In a

second experiment, humans judge the naturalness of output strings from just one system.

Correlations for this experiment are generally low, but GTM performs best, with the syntactic

dependency metric second.

A similarly mixed set of results comes from Espinosa et al. (2010), who test seven MT-

based metrics—BLEU, NIST, METEOR, TER, TERp, TERpa, and GTM—against human

judgments of adequacy and fluency on surface realization. The metrics largely achieve

moderate correlations, with BLEU, TER, and TERp correlating best for both adequacy
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and fluency. The experiments also elicited human repairs of system output, which are used

to calculate human-targeted versions of BLEU, METEOR, TER, and GTM, in which the

human repair is used as a reference; these targeted metrics correlate better with human

judgments than their fully-automatic counterparts. The authors offer some error analysis

of the metrics, and TERp in particular, finding that relative to human judgments, TERp

penalizes variation in punctuation more harshly but number and tense agreement errors less

harshly. They also note that with a single reference, it is impossible for any of the metrics

to distinguish between acceptable movement, such as that of adverbs, and unacceptable

movement. Because different metrics make different types of errors, they argue for the use

of multiple metrics when comparing systems.

While most validation studies of automatic metrics compare them to intrinsic human

evaluation, some, like Gatt and Portet (2010), examine the relationship between metrics and

extrinsic evaluations. In this extrinsic experiment, clinicians are presented with information

about a neonatal patient and asked to select which actions they would take; the summary

presented is either human-authored or automatically generated, and success is measured

based on the proportion of appropriate and inappropriate actions the participants select.

The reference-based automatic metrics, ROUGE-4 and ROUGE-SU, are found to have no

significant correlation with any of the performance measures, while task-specific metrics

that rely on human annotation and domain knowledge perform better.

Kilickaya et al. (2017) evaluate several metrics on image captioning: the n-gram-based

BLEU, ROUGE-L, METEOR, and CIDEr, as well as scene-graph-based SPICE and word-

embedding-based WMD. They discuss how three different types of variation from a reference

can affect scores. On a toy example, swapping out some words for synonyms hurts all

metrics, but especially SPICE and WMD; adding extra information does not significantly

hurt any metrics; and varying word order significantly decreases BLEU, ROUGE, and

CIDEr, while SPICE and WMD are not influenced. This idea that different metrics make
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different types of mistakes is supported by findings that nearly all pairs of metrics have

statistically significant differences from each other, and in particular that the different groups

of metrics—n-gram, scene graph, and word embedding—have relatively low correlation

with each other, indicating that they are complementary and it may be useful to use multiple

types of metrics.

Reiter (2018) conducted a structured review of papers that report correlations between

BLEU and human judgments, finding poor correlations for NLG. Reiter concludes that

BLEU is suitable for its originally intended use of system-level diagnostic evaluation for

MT, but that it is not appropriate for use in NLG or for text-level evaluation, nor is it reliable

enough to be the primary reported result in a scientific paper.

Novikova et al. (2017), in order to motivate the need for better metrics, conduct a human

evaluation of the output of three systems which generate language intended for a spoken

dialogue system from meaning representations that provide information about restaurants

or hotels. They test a large number of metrics: the reference-based metrics BLEU, NIST,

METEOR, ROUGE, CIDEr, Length Penalty, Precision, n-gram Position difference Penalty

and Recall (LEPOR) (Han et al., 2012), TER, and a WordNet- and LSA-based semantic

similarity metric (SIM) (Han et al., 2013), as well as referenceless grammar-based measures,

discussed in more detail in §2.1.3. On a system level, the reference-based metrics agree with

human judgments of informativeness, with the exception of SIM, which follows the pattern

of judgments of overall quality. Grammar-based metrics generally align with naturalness

judgments. However, on the utterance level, no metrics correlate even moderately well with

any aspect of human ratings. They argue that the use of reference-based metrics relies on an

assumption that references are correct and complete enough to be used as a gold standard,

and that these assumptions are invalid, especially for crowdsourced data, and advocate for

more work toward referenceless evaluation.
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Despite the large body of evidence that BLEU and similar metrics are not reliable, they

continue to be extremely popular. Marie et al. (2021) analyzed 769 MT papers published

from 2010 to 2020, and found that 74.3% reported only BLEU scores, with no other

automatic metrics or human evaluation. When looking only at 2019 and 2020, this number

increases to 82.1%.

While these studies present mixed results regarding how well reference-based automatic

metrics correspond to human judgments, overall they indicate that the existing metrics are

not reliable enough to be depended upon as heavily as they have been. While perhaps, in

an ideal world, all NLG papers would present human evaluations, in practice this seems

unlikely; thus, the field can benefit from new metrics that offer the ease of automatic metrics

without the disadvantages of relying solely on limited reference-based evaluation.

MODIFIED REFERENCE SETS

In response to the well-documented limitations of reference-based metrics like BLEU, much

work has focused on either creating more flexible reference-based metrics or referenceless

ones (discussed below). A less common but notable approach is to improve the reference set

itself. For example, Freitag et al. (2020b) find that references used to evaluate MT tend to

use translationese language that limits the effectiveness of reference-based metrics, and that

replacing standard references with paraphrases leads to stronger correlation between metrics

and human judgments. Freitag et al. (2020a) show that using BLEU with paraphrased

references can be beneficial in system development.

2.1.3 REFERENCELESS EVALUATION

Due to the limitations of reference-based evaluation, the last few years have seen increasing

interest in referenceless evaluation in NLG and related fields, such as MT, Grammatical Error

Correction (GEC), and Dialogue. Some of these approaches focus on evaluating specific
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criteria, which I divide below into evaluation of language (e.g. fluency, naturalness, or

grammaticality) and evaluation of content (e.g. semantic adequacy or meaning preservation).

Finally, I discuss machine-learning-based metrics which attempt to estimate overall quality

of a generated sentence without the use of references, as well as decomposable metrics

which combine multiple referenceless components targeting different criteria.

EVALUATION OF LANGUAGE

Evaluating fluency-related criteria such as grammaticality or naturalness is certainly plau-

sible without references; intuitively, there is no reason why evaluation of these factors should

be dependent on similarity to a reference, since it does not depend on whether a specific

meaning is being expressed. Common approaches have combined various linguistic features,

including output from parsers, language models, and grammatical error detection tools.

Grammatical Error Correction. Naturally, one of the major goals in evaluating GEC

systems is ensuring that output sentences are grammatical, which can not be reliably deter-

mined by comparison to references; thus, the GEC literature has provided much of the

research on referenceless measures of grammaticality.

One such line of research began with Heilman et al. (2014) creating a statistical model

to evaluate the grammaticality of English sentences written by non-native speakers using a

combination of features derived from misspelling counts, n-gram language model scores,

binary grammaticality judgments from hand-crafted precision parsers, and features derived

from probabilistic parsers. Napoles et al. (2016) use this model to evaluate the grammaticality

of output from GEC systems, along with the error rate from two existing grammatical

error detection tools: the proprietary e-rater system developed by the Educational Testing

Service (Attali and Burstein, 2006) and the less robust but publicly available LanguageTool

(Miłkowski, 2010). The authors note that grammaticality alone cannot be used to evaluate

20



a GEC system, since these metrics could be tricked by output that is grammatical but

semantically unrelated to the original sentence; thus, they experiment with interpolating

scores from referenceless grammaticality metrics and reference-based metrics. They find

the best results from interpolation of e-rater with GLEU, a modification of BLEU designed

for GEC (Napoles et al., 2015).

Asano et al. (2017) build on this work for GEC, using a similar approach for grammat-

icality, but supplementing it with a measure of fluency using Recurrent Neural Network

Language Model scores, as well as with meaning preservation (discussed below). When

combining all three types of score, they achieve a strong correlation with human judgments

which outperforms the two reference-based baselines.

NLG. Groves et al. (2018) similarly use a classifier trained on linguistic features to

evaluate NLG. In this case, the goal is to evaluate naturalness, and the feature choices are

inspired by literature from second language assessment. This uses lexical features based

on counts and ratios of words, lemmas, and Part of Speech (POS) tags, as well as features

extracted from constituency and dependency parsers, n-gram language models, and the

LanguageTool grammar checker. They find that for a binary classification task into “perfect”

or “not perfect” naturalness, classifiers trained on these linguistic features outperformed a

deep learning model using word embeddings.

As discussed above, Novikova et al. (2017) also make steps toward referenceless NLG

evaluation for NLG from meaning representations. For readability, they use Flesch Reading

Ease score, as well as number of characters per utterance and per word, words per sentence,

syllables per sentence and per word, and polysyllabic words per utterance and per word. For

grammaticality, they use number of misspellings and parsing score returned by the Stanford

parser.
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EVALUATION OF CONTENT

It is intuitively clear that semantic adequacy should be more challenging to evaluate without

references than fluency, since it requires some representation of the meaning that should

be expressed. The plausibility of and approaches to this task will depend on the goals of

the task and the type of input; while it may not be possible to go completely referenceless

for entirely non-linguistic data such as images and video, there is hope for text-to-text

generation and for NLG from semi-linguistic data such as meaning representations. For

some text-to-text generation tasks, such as GEC, the output is expected to express the same

meaning as input text, so the goal is to find measures of meaning preservation which compare

the meanings of these two sentences. Since I am focusing on generation from meaning

representations, the goal is a little more complex; to eliminate references, we must find ways

to compare the meaning of the natural language output to the meaning representation. This

can involve leveraging the semi-linguistic information in the meaning representation (for

example, concept names in an AMR which are usually closely related to the words with

which they can be realized), along with the structure of the Meaning Representation (MR).

One approach to meaning preservation is to simply measure the semantic similarity

between the words in the input and in the output. For example, Han et al. (2013) have

achieved strong results on sentence-level text similarity tasks using a word similarity measure

based on LSA and WordNet, and in later versions (Kashyap et al., 2016), augmented with

other features such as dictionary resources for Out of Vocabulary (OOV) words. In this

approach, words are aligned between the two sentences to maximize similarity, and penalties

are applied for aligned word pairs that are highly dissimilar or are antonyms. The idea

of syntactic penalties is also suggested, but not implemented, making this a bag-of-words

approach in practice. With additional features, the model is also used for text similarity

across different text levels, including between a sentence and a phrase or between a phrase
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and a word, which could potentially be adapted for evaluation of NLG from meaning

representations, whose parts (such as a sub-tree of an AMR) may be comparable to phrase-

like or word-like units.

While adequacy metrics that ignore word order and structure can perform well in some

cases, they are susceptible to word order changes that may significantly alter the meaning

of a sentence, such as a reversal of semantic roles. Asano et al. (2017) use METEOR

scores between the input and output to referencelessly measure meaning preservation for

GEC. While this has very poor correlation with human judgments on its own, it can be

effectively combined with grammaticality and fluency scores to improve overall evaluation.

The authors note that the meaning preservation component of their metric is an obvious

area for improvement, particularly because while METEOR allows for paraphrases to

some extent, it fails to match nearly synonymous phrases. Furthermore, because METEOR

compares two strings of text, it is unlikely to be much use in referenceless NLG.

A more sophisticated approach is to take semantic structure into account. Choshen and

Abend (2018) use Universal Conceptual Cognitive Annotation (UCCA) in referenceless

evaluation of semantic faithfulness for GEC. Because GEC is a form of text-to-text genera-

tion where the input and output sentences should have the same meaning, they parse both

into UCCA and compare the resulting graphs with a similarity measure, USim, to determine

the semantic similarity of the two sentences. Similar approaches involving semantic parsing

have also been used in MT; for example, XMEANT (Lo et al., 2014) uses semantic role

labelling to evaluate adequacy without references.

EVALUATION OF OVERALL QUALITY

Learned Metrics. Machine Learning–based metrics, typically trained at least in part on

human judgment data, are an increasingly popular approach to referenceless evaluation.

Due to the nature of their training, these can be specifically designed to correlate well with
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human judgments. As Celikyilmaz et al. (2020) point out, the referenceless nature of these

metrics can make them particularly appealing for more open-ended generation tasks where

there may be little to no overlap between a reference and a valid output, such as dialogue

response generation and image captioning.

In dialogue response generation, an early learned metric was AUTOMATIC DIALOGUE

EVALUATION MODEL (ADEM) (Lowe et al., 2017), which was trained with human appro-

priateness scores; however, ADEM is not fully referenceless—it calculates scores based on

both the discourse context and reference responses. Sinha et al. (2020) build on this work to

develop a referenceless learned metric for dialogue, METRIC FOR AUTOMATIC UNREFER-

ENCED DIALOGUE EVALUATION (MAUDE), which uses pre-trained language models and

dialogue structure to estimate the appropriateness of a response given the context.

Decomposable Metrics. Another promising approach to evaluating overall quality is with

metrics that combine multiple subscores, each of which measures a different aspect of

generated text. These metrics tend to be task-specific, targeting the needs of a particular

generation task. For example, Mehri and Eskenazi (2020) propose UnSupervised and

Reference free (USR), a fully referenceless metric for dialogue generation consisting of

five sub-metrics designed to measure different qualities: understandable, natural, maintains

context, interesting, and uses knowledge. They note that this method is configurable: modules

can be removed, added, or reweighted to suit different tasks, datasets, or user needs.

Of particular relevance to this dissertation isMFβ (Opitz and Frank, 2021), a decom-

posable metric for AMR-to-text generation. This combines two sub-scores:M measures

meaning preservation by comparing an AMR parse of a generated sentence to the AMR

graph from which it was generated;1 F measures (grammatical) form using language models.

1This is very similar to an approach I independently propose in ch. 5; the relationship between
this work and mine is discussed in more detail in §5.5.
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2.2 MEANING REPRESENTATIONS

Meaning representations, or semantic representations, are symbolic formalisms which

represent the meaning of a text, typically on a sentence or utterance level. Abend and

Rappoport (2017) provide a survey of a number of general-purpose meaning representations,

including AMR (Banarescu et al., 2013), UCCA (Abend and Rappoport, 2013a,b), and

Universal Decompositional Semantics (UDS) (White et al., 2016). One distinction they

make is that some of these representations, such as UCCA, are anchored to the words and

phrases of the text, while others, like AMR, are unanchored, though they may be closely

tied to the words and phrases of the text. I focus here on unanchored representations, since

these are the ones that can meaningfully serve as input in NLG.

The most popular unanchored, general-purpose meaning representation is AMR, which

represents the meaning of a sentence as a rooted, labeled, directed acyclic graph. AMR aims

to represent semantic relations, including using PropBank frames (Palmer et al., 2005) for

frames and argument structure, and abstracts away from more morphosyntactic details such

as word order, tense, and number. The original AMR is based in English, though versions

exist for other languages, including Chinese, Korean, Portuguese, and Spanish (e.g. Li et al.,

2016; Anchiêta and Pardo, 2018; Migueles-Abraira et al., 2018; Choe et al., 2020).2

Other general-purpose meaning representations that have been used as input for NLG

include Minimal Recursion Semantics (MRS, Copestake et al., 2005), which is similar

to AMR but provides many of the details that AMR omits, including tense and number,

allowing for generation that more closely matches the original sentence (Hajdik et al., 2019).

NLG also makes frequent use of more domain-specific symbolic meaning representations.

The WebNLG Challenge, for example, uses a representation based on Resource Description

Format (RDF) triples, each consisting of a subject, property, and object, using data from

2For a comprehensive bibliography of AMR-related papers, see https://nert-nlp.github.io/

AMR-Bibliography/
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Wikipedia (Gardent et al., 2017a,b). While the original 2017 challenge focused on generating

from RDF to English, second challenge in 2020 expanded the scope to include parsing as

well as generation, and Russian as well as English (Castro Ferreira et al., 2020). Another

domain-specific representation that has been used in NLG is that of the SFHotel and SFRest

datasets (Wen et al., 2015), which contains structured information on hotels and restaurants.

2.2.1 PARSING INTO AMR

In §5.2.1, I describe the three AMR parsers used in my work: the earliest parser, JAMR

(Flanigan et al., 2014, 2016a), as well as more recent parsers from Lyu and Titov (2018) and

Cai and Lam (2020b).

In addition to JAMR, another notable early AMR parser is CAMR (Wang et al., 2016), a

transition-based parser extended with additional features: rich named entities, a verbalization

list, and semantic role labels. Neural AMR parsing with sequence-to-sequence models

originated in 2017 (van Noord and Bos, 2017; Konstas et al., 2017), and was improved upon

by Lyu and Titov (2018). Zhang et al. (2019) used attention-based neural transduction for

semantic parsing into multiple meaning representations, including AMR.

While the transformer-based parser by Cai and Lam (2020b) was state-of-the-art as

of 2020, Bevilacqua et al. (2021) have since improved upon these results by extending a

pretrained sequence-to-sequence model.

2.2.2 GENERATING FROM AMR

The earliest work on generating from AMR to English came in 2016 and early 2017; this

first era of AMR generation included a SemEval shared task in 2017 (May and Priyadarshi,

2017), and consisted primarily of statistical methods. The first system proposed, the JAMR

generator (Flanigan et al., 2016b), converted AMR graphs into trees and used statistical

tree-to-string transducers. JAMR provided a strong initial baseline; it placed second in
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the shared task, beaten only by a system that used handwritten rules for a small portion

of sentences and fell back on JAMR for sentences not covered by the rules (Gruzitis

et al., 2017). Other early approaches included using methods from phrase-based machine

translation (Pourdamghani et al., 2016), transition-based parsing (Lampouras and Vlachos,

2017; Schick, 2017), automatically-extracted rules combined with statistical linearization

(Song et al., 2016; Mille et al., 2017), and graph transducers (Song et al., 2017).

Early work avoided neural methods due to the small size of the available training data.

Konstas et al. (2017) changed this; by jointly training an AMR parser and a neural sequence-

to-sequence generator, they were able to mitigate the data sparsity issue by training on

large amounts of silver-quality data, improving substantially over the previous state of

the art. Castro Ferreira et al. (2017) compare phrase-based and neural machine translation

approaches, finding that although Konstas et al.’s approach is best with the augmented

training data, PBMT outperforms it in limited data settings.

Over the last few years, a major focus has been on using graph-to-sequence models

to represent the graph structure of AMRs, beginning in 2018 with Beck et al. (2018) and

Song et al. (2018); Damonte and Cohen (2019) showed the benefits of modeling AMRs as

graphs rather than trees to capture reentrancies. Further graph-based developments include

using dual encoders to capture top-down and bottom-up perspectives of the graph (Ribeiro

et al., 2019), using graph transformers (Cai and Lam, 2020a; Wang et al., 2020a), and graph

convolutional networks (Zhang et al., 2020b). Researchers have used various additional

strategies to improve the modeling of graph structure, including use line graphs to model

indirect connections (Zhao et al., 2020), reconstructing the graph (Bai et al., 2020; Wang

et al., 2020b), and adding a shortest-path encoder (Jin and Gildea, 2020).

Work on sequence-to-sequence models has also continued. Cao and Clark (2019) intro-

duce a sequence-to-sequence model that integrates constituency syntax, while Zhu et al.

(2019) apply a transformer-based model. Mager et al. (2020) and Ribeiro et al. (2021) both
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utilize large pre-trained language models, with the latter including graph structure at the fine-

tuning stage. Bevilacqua et al. (2021), on the other hand, use a pretrained encoder-decoder

model.

While most work on AMR generation after 2017 has been neural, Lapalme (2019);

Manning (2019) use rule-based approaches, supplemented in the latter case with simple

statistical methods including n-gram language modeling. While these perform well below

the state of the art overall, the controllability and transparency of rules offer some benefits.

Nearly all work on AMR-to-text generation so far has consisted of generation into

English; however, Fan and Gardent (2020) use cross-lingual embeddings to create multilin-

gual models that generate from English AMRs into 21 target languages.
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CHAPTER 3

DATA PREPARATION

This chapter describes the data sources and processing used to prepare data for the studies

discussed in the next two chapters.

3.1 PILOT

For the pilot human evaluation (§4.2.2), I used data from the SemEval-2017 Shared Task on

AMR generation (May and Priyadarshi, 2017). The test set for that evaluation consisted of

1293 AMRs in the news and forum domains; I selected a random subset of 25 of these for

the pilot evaluation.

For each of these 25 AMRs, 7 different sentences were evaluated: the reference, and the

output generated by each of 6 different generation systems included in the shared task (two

of which are slightly different versions of RIGOTRIO), as described below.

3.1.1 CMU

The CMU system, also known as JAMR (Flanigan et al., 2016b), first computes a spanning

tree for the AMR graph using a breadth-first-search, then uses a tree-to-string transducer

to generate a sentence. The transducer’s rules are mostly induced statistically, with some

handwritten rules to handle specific phenomena such as dates.
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3.1.2 SHEFFIELD

The Sheffield system (Lampouras and Vlachos, 2017) uses a transition-based method: a

series of classifiers to transform an AMR graph into a syntactic dependency tree, which can

then be linearized into a sentence.

3.1.3 RIGOTRIO

The RIGOTRIO system (Gruzitis et al., 2017) uses handwritten transformation rules. How-

ever, at the time of the SemEval evaluation, the 200 rules that had been written only covered

12.3% of the AMRs in the evaluation set; for the remaining sentences, they use the JAMR

generator instead.

Interestingly, while the papers describing this system and the shared task discuss this as

a single system, the raw results for the human evaluation show that two slightly different

versions were used. These produced identical output for most sentences, but a minority of

sentences are different; it seems likely that the authors added a few more rules after their first

submission and resubmitted a newer version. Following the SemEval evaluation, I included

both versions in my pilot.

3.1.4 FORGE

The FORGe system (Mille et al., 2017) uses a series of rule-based graph transducers to

convert the graph into a syntactic dependency tree, followed by a statistical linearizer.

3.1.5 ISI

Finally, the ISI system (Pourdamghani et al., 2016) learns to linearize an AMR graph into

an AMR string with AMR nodes and edges in an order similar to English word order, then

uses phrase-based machine translation methods to decode the AMR string into English.
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3.2 MAIN EVALUATION

3.2.1 DATA SELECTION

For the main human evaluation, we draw data from the AMR corpora, and particularly from

the AMR 2.0 corpus (LDC2017T10, Knight et al., 2017). This includes sentences drawn

from various sources, particularly discussion forums, blogs, broadcast news conversations,

and newswire text. All text is in English, though some is translated to English from Chinese.

The full dataset includes 39,260 sentences with corresponding AMRs. This is split into

training, development, and test sets. We draw from the test set, which includes 1,371 AMRs

from discussion forums, blogs, the Wall Street Journal, narrative newswire reports, and

newswire text translated from Chinese.

While most of the generation systems used in our evaluation were trained and tested on

LDC2017T10, some used an earlier release, LDC2015E86. The test sets from the two AMR

corpora contain the same sentences, with some updates made to the AMR annotations in the

later release. Thus, for consistency, we only sampled from the AMRs that are identical in

both datasets.

Additionally, we chose to exclude AMRs whose root relation was multisentence,

which indicates that the portion of text officially segmented as one sentence includes what

AMR annotators analyzed as two or more sentences. These were excluded because they are

often very long and pilot annotators found they could be very difficult to read and evaluate,

and because unlike other AMR relations, multisentence does not represent a semantic

relationship between elements of meaning.

A total of 335 sentences were excluded from consideration due to differences in

their AMRs between the different versions of the data, and 71 for being multi-sentence.

Accounting for overlap between the excluded sets, 998 out of 1371 total sentences in the
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test set were considered eligible for our evaluation. A random sample of 100 of these were

used in the human evaluation, randomly divided into 10 batches of 10 sentences each.

3.2.2 GENERATION SYSTEMS

In October 2019, when preparing to conduct the human evaluation study, we identified a

total of 9 AMR Generation systems which had been released following the SemEval-2017

study to consider for our evaluation.

Initially, we planned to run these systems on test data ourselves to obtain output to use in

our study. However, while all had code available online, we ran into several complications:

some code was poorly documented or not set up for use beyond the creator’s computer;

some would have required training, including on specific types of Graphics Processing

Unit (GPU).1 We determined that attempting to set up and run all these systems would cause

significant delays in progress, and decided instead to email the authors of each system2

asking for their system’s output on the test set. Our evaluation thus included the five systems

for which we were able to obtain usable data from the authors in time to begin our evaluation:

Konstas et al. (2017), Guo et al. (2019), Manning (2019), Ribeiro et al. (2019), and Zhu

et al. (2019).

Each of these systems is discussed in more detail below; for simplicity, I refer to each

system by the name of its first author.

Tables 3.1 and 3.2 give examples of each one’s output for a shorter and a longer sentence,

respectively. Both example sentences are representative of the typical quality of sentences

generated from each system, based on the results of our human evaluation: specifically,

1Based on this experience and others, I encourage researchers who make their code available to
provide documentation, to ensure that it can be installed and run on machines other than their own
without needing to modify source code, and to make pretrained models available when possible for
easier use and reproducibility.

2Except Manning (2019), where no email was necessary because it was created by the author of
this dissertation.
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Table 3.1: Each generation model’s output for one representative sentence.

(s / start-01

:ARG0 (t / they)

:ARG1 (r / respect-01

:ARG0 t

:ARG1 (y / you)

:degree (m / more))

:time (s2 / start-01

:ARG0 t

:ARG1 (r2 / realize-01

:ARG0 t

:ARG1 (b / bend-01 :polarity -

:ARG1 y

:mod (o / over)

:direction (b2 / backwards)

:beneficiary t))))

Reference: When they start to realise that you’re not going to bend over backwards for them,
they’ll start respecting you more.
Guo: when they start to realize that you do n’t bend over with them , they started
more respect for you .
Konstas: when they started to realize you were n’t bend over for them , they started to respect
you more .
Manning: They started respect you more bend over backwards not realizing starts .
Ribeiro: when they start aware that you do n’t bend over backwards they will start more
respect with you .
Zhu: they start more respect for you when they start aware that you are n’t bending over
backwards for them .

for both of these sentences, each machine-generated sentence received both fluency and

adequacy scores that were within the interquartile range for that system.

MANNING

In 2017, after seeing the generally low quality of AMR generation in the SemEval-2017

shared task, I wondered whether a rule-based system could perform at least as well as these
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Table 3.2: Each generation model’s output for a longer representative sentence.

(e2 / emphasize-01

:ARG0 (p2 / person :wiki - :name (n / name :op1 "Souya"))

:ARG1 (o / obligate-01

:ARG1 (d / delegation

:mod (c3 / country :wiki "Japan"

:name (n2 / name :op1 "Japan")))

:ARG2 (u / use-01 :ARG0 d

:ARG1 (o2 / opportunity

:mod (t / this)

:mod (p3 / participate-01 :ARG0 d

:ARG1 (g / game :wiki -

:name (n3 / name :op1 "Beijing" :op2 "Far"

:op3 "South" :op4 "Sports" :op5 "Meet"))))

:ARG2 (a / and

:op1 (d2 / deepen-01 :ARG0 d

:ARG1 (f2 / friendship

:prep-with (a2 / athlete

:source (c4 / country

:mod (v / various)))))

:op2 (e3 / expand-01 :ARG0 d

:ARG1 (s2 / scope

:poss (f / friendly-01

:mod (i / international))))))))

Reference: Souya emphasized , the Japanese delegation must make use of this opportunity of
participation in the Beijing Far South Sports Meet " to deepen friendship with athletes from various
countries , and expand the scope of international friendliness . "

Guo: souya emphasized that the japan delegation must use this opportunity to participate in beijing
far south sports meet to <unk> a friendship with athletes from various countries and expand the
scope of international friendly .

Konstas: Souya emphasized that the Japan delegation must use this opportunity to participate in
the Beijing Far South Sports Meet to deepen up friendship with athletes from various countries and
expand the scope of international friendly .

Manning: Souya emphasized must Japan delegation use this opportunity participating Beijing Far
South Sports Meet deepening friendship with athletes various country and expand the scope of
friendly internationals .
Ribeiro: souya emphasized that the japanese delegation must use this opportunity participation in
the beijing far sports meet to deepen a friendship with athletes from various countries and
expanding the scope of international security .
Zhu: southwest ya emphasized that the japanese delegation must use this opportunity to participate
in the beijing far south field meet to deepen friendship with athletes from various countries and
expand international friendly scope .
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early statistical systems. In particular, I noticed that many of the generated sentences in the

shared task omitted information in the AMR or hallucinated information not in the AMR,

and felt that rules could prevent such errors.

The result was Manning (2019), which uses rules to generate possible realizations of

each AMR concept and relation, combined with a simple statistical component to model the

likelihood of different orderings for linearization, and an n-gram language model to choose

the more fluent options from among the rule-generated possibilities.

A major limitation of this system is that the rules often do not generate function words

that are not represented in the AMR but are necessary to create a fluent English sentence.

This can be seen, for example, in table 3.1, where words like ‘when’ and infinitival ‘to’s are

missing. However, an advantage is that concepts in the AMR are necessarily included in the

generated sentence: unlike more Machine Learning–based generation methods, the rules

prevent hallucination or omission of concepts.

KONSTAS

Shortly after the 2017 shared task, Konstas et al. (2017) made significant advances to the

field of AMR parsing and generation with a neural sequence-to-sequence approach. The

major innovation in this work was the use of new strategies to mitigate the limitations of the

small amount of gold AMR-annotated training data. In particular, the authors bootstrapped

an AMR parser on millions of unlabeled sentences from the Gigaword corpus, and used

these additional silver parses to pretrain the generation model.

Additionally, they introduced a series of AMR preprocessing steps, including using brack-

eting to preserve scope information in the linearized form of the graph, and anonymizing

dates and named entities.
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GUO

Guo et al. (2019) approach AMR-to-text generation as a graph-to-sequence learning problem;

in particular, they introduce Densely Connected Graph Convolutional Networks (DCGCN),

a variation on Graph Convolutional Networks which allow local and non-local information

about the graph structure to be captured and learned more effectively. Graphs are prepro-

cessed with Konstas et al. (2017)’s entity simplification methods and transformed into an

extended form which adds a global node and additional edge types to better encode non-local

information as needed for the DCGCN approach. They find that the DCGCN method is

particularly effective for large graphs, performing similarly to baselines on small graphs but

outperforming baselines as graphs get larger.

One limitation of this model, which is barely mentioned in the paper but is noticeable

when looking at its output, is that items not present in the training vocabulary are anonymized

as the OOV token <unk>. Out of 1371 sentences in the training set, the model’s output uses

<unk> a total of 522 times, with 345 sentences (about 25%) containing at least one instance

of <unk>; one such example is shown in table 3.2. This leads to a substantial portion of

sentences that are very obviously unhumanlike and missing information.

RIBEIRO

Ribeiro et al. (2019) also seek to answer the question of how best to encode AMR graphs

when taking a graph-to-sequence approach to AMR-to-text generation. Their solution is a

dual graph representation: each graph is represented by two structures, one which encodes

the graph from a bottom-up perspective and the other from a top-down perspective. Rather

than relying on anonymization, this model uses copy and coverage mechanisms to deal with

named entities and out-of-vocabulary items.
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ZHU

Zhu et al. (2019) model AMR-to-text generation as a sequence-to-sequence task using a

transformer-based model, using a structure-aware self-attention to encode direct and indirect

connections between nodes. Their approach to the problem of named entities and other rare

vocabulary items is to use a shared vocabulary and Byte Pair Encoding (BPE); while this

mostly works well, a failure of the BPE approach can be seen in table 3.2, where the name

“Souya” is expressed as “southwest ya.”
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CHAPTER 4

HUMAN EVALUATION OF AMR-TO-ENGLISH GENERATION1

4.1 INTRODUCTION

AMR generation systems are typically evaluated only with automatic metrics that compare

a generated sentence to a single human-authored reference; for AMR, this is the sentence

from which the AMR graph was originally created. However, there is evidence that these

metrics may not be a good representation of human judgments for AMR generation (May

and Priyadarshi, 2017) and NLG in general (see §2.1).

Thus, in this work, we present a new human evaluation of several recent AMR generation

systems, most of which have not previously been manually evaluated. Our methodology

(§4.2) differs in several ways from previous evaluations of AMR generation, including

separate direct assessment of fluency and adequacy; and asking annotators to evaluate

sentences without comparison to a reference, in order to avoid biasing them toward a

particular wording. We analyze (§4.3) what our results show about the relative quality

of the systems and how this compares to their scores from automatic metrics, finding

that these metrics are mostly accurate in ranking systems, but that collecting separate

judgments for fluency, adequacy, and error types allows us to characterize the relative

strengths and weaknesses of each system in more detail. Finally, we discuss common errors

among sentences which received low scores from annotators, identifying issues for future

researchers to address including hallucination, anonymization, and repetition.
1This chapter is based on work done in collaboration with Shira Wein and Nathan Schneider

(Manning et al., 2020)
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4.2 METHODS

We conduct a human evaluation of several AMR generation systems. §4.2.1 discusses the

general survey design, while §4.2.2 discusses details of the pilot survey, which validates the

methodology by applying it to data from the SemEval evaluation, and §4.2.3 discusses the

evaluation of more recent systems.

4.2.1 SURVEY DESIGN

Figure 4.1: Screenshot from the fluency section of the survey.

Figure 4.2: Screenshot from the adequacy section of the survey.

Figures 4.1 and 4.2 show examples of the survey interface for one sentence.
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SCALAR SCORES

The SemEval-2017 evaluation of AMR generation elicited judgments in the form of relative

rankings of output from three systems at a time (May and Priyadarshi, 2017). However,

recent work in evaluation of machine translation (Bojar et al., 2016) has found that direct

assessment is a preferable method to collect judgments, partly because it evaluates absolute

quality of translations. We use a similar direct assessment method, providing annotators

with a slider which represents scores from 0 to 100, although annotators are not shown

numbers. Unlike recent WMT evaluations, we collect separate scalar scores for fluency

and adequacy. This has been common practice in many evaluations of NLG and MT; for

example, Gatt and Belz (2010) also use separate direct assessment sliders for these two

dimensions for NLG.

REFERENCELESS DESIGN

Many human evaluations of NLG and MT, including the SemEval evaluation for AMR,

provide a reference for the annotator to compare to the system output. However, since AMR

is underspecified with respect to many aspects of phrasing including tense, number, word

order, and definiteness, comparison to a single reference risks biasing annotators toward the

specific phrasing used in the reference. Thus, each survey given to annotators consists of

two sections: in the first half, annotators judged fluency, and saw only the output sentences;

in the second, they judged the same sentences on adequacy, and were shown the AMR from

which the sentence was generated, allowing them to compare the meanings. This design

required that our annotators be familiar with the AMR scheme to identify mismatches in the

concepts and relations expressed in the sentences.
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ADEQUACY ERROR TYPES

In addition to numeric scores, under each adequacy slider are three checkboxes where

annotators can indicate whether certain types of adequacy errors apply:

• That they cannot understand the meaning of the utterance (i.e. it is disfluent enough to

be incomprehensible, making it difficult to meaningfully judge adequacy)

• That information in the AMR is missing from the utterance

• That information not present in the AMR is added in the utterance

These options allow for a more nuanced analysis of the types of mistakes made by different

systems than numerical scores alone would provide.

SURVEY STRUCTURE

Instructions for judging fluency are provided at the beginning of the survey, and instructions

for adequacy are shown before the start of the adequacy portion. For fluency, annotators

are asked to “indicate how well each one represents fluent English, like you might expect

a person who is a native speaker of English to use,” and told that “some of these may

be sentence fragments rather than complete sentences, but can still be considered fluent

utterances.” For adequacy, they are instructed to “determine how accurately the sentence

expresses the meaning in the AMR.” The full text of these instructions, which also includes

examples, is provided in ch. A.

Each page of the survey includes each system’s output for a given sentence, presented in

a random order. The reference is also included as a sentence to judge, but is not distinguished

from the system outputs.
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4.2.2 PILOT EVALUATION

Before collecting the full dataset of human judgments for AMR generation, we completed a

smaller pilot experiment to test the validity and practicality of the methodology. This pilot

used the data and systems included in the SemEval-2017 shared task (May and Priyadarshi,

2017). As discussed in §3.1, a random subset of 25 out of the 1293 sentences in the dataset

were used. All were annotated by three annotators, each of whom was a linguist with

experience with AMR.

We tweaked the design of the later survey based on feedback from the pilot annotators.

In particular, the surveys were shortened (annotators completed two batches of 10 sentences

each, instead of one with 25); more thorough instructions were given, with examples;

and wording was changed from “sentence” to “utterance” to reflect that some are not full

sentences in a grammatical sense.

4.2.3 MAIN EVALUATION

The main evaluation was larger in scope than the pilot, and evaluated more recent systems,

most of which are of a markedly higher quality than those in the pilot. See ch. 3 for details

on the data used.

ANNOTATION

A total of nine annotators participated in this evaluation, including the three who participated

in the pilot. All had prior training in AMR annotation, mostly from taking a semester-long

course focused on AMR and other meaning representations. Each annotated two different

batches of 10 sentences each, except for one annotator who did four batches. The result

was that each set of sentences was double-annotated, allowing us to quantify inter-annotator
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agreement. Additionally, batches were assigned such that each annotator overlapped with at

least two other annotators.

4.3 ANALYSIS

4.3.1 SURVEY RELIABILITY

PILOT

The only previous human evaluation of several AMR-to-English generation systems was

in the SemEval-2017 task discussed above. Since our survey had several differences from

this previous evaluation, it was possible that the methodological differences could lead to

substantial differences in judgments on the same data. Thus, before conducting the main

survey, we validated our methodology by comparing the results of the pilot survey to that of

the SemEval-2017 evaluation.

This is the first evaluation of AMR generation to collect separate judgments for fluency

and adequacy. We hypothesized that this would provide a finer-grained characterization

of system behavior, and that annotators would be able to distinguish these two scales,

though they are related (incomprehensible sentences necessarily have low fluency as well as

adequacy, while references and high-quality output have near-perfect fluency and adequacy).

Indeed, we find a Spearman’s rank correlation of 0.68 between fluency and adequacy

ratings in the pilot, indicating that while they are related, annotators were largely able to

evaluate these two dimensions separately.

The average fluency scores from our evaluation match the human ranking of systems

found in May and Priyadarshi (2017). Average adequacy scores are the same except that ISI

performs slightly higher than FORGe. This suggests that our methodology is reliable for

ranking systems, and that separating judgments for fluency and adequacy allows for a more

nuanced view of relative system performance than overall quality judgments.

43



Finally, we calculate Inter-Annotator Agreement (IAA) to measure how consistently

annotators could make these judgments. We measure IAA for the numeric fluency and

adequacy scores with Spearman’s correlation, and for each adequacy error type with Cohen’s

Kappa.

We find an average pairwise IAA of 0.78 for fluency and 0.67 for adequacy. For error

types, we get lower agreement: average pairwise Kappa scores are 0.44 for incomprehen-

sibility, 0.53 for missing information, and 0.28 for added information. This indicates that

guidelines on when to annotate these error types were not made clear enough for annota-

tors to apply them consistently; future studies using this methodology should clarify these

guidelines for more reliable results.

MAIN SURVEY

On this survey we find an overall Spearman’s correlation of 0.58 between fluency and

adequacy, indicating that annotators were able to evaluate these two dimensions separately.

This correlation is lower than in the pilot, which may be due to clearer instructions given to

annotators on what is meant by “fluency” and “adequacy,” or because the two dimensions

are easier to separate when fewer sentences are of very low quality.

Since each set of 10 AMRs (or 60 judgments of each type per annotator) was double-

annotated by a different pair of annotators, we evaluated IAA separately for each pair.

Agreement scores vary considerably, but indicate moderate agreement overall.

Results are shown in table 4.1. We find that IAA for fluency is moderate to high for most

annotator pairs, with two exceptions where agreement is low. IAA is higher for adequacy

than for fluency in 8 out of 10 cases, and reflects at least moderate agreement in all cases.

For adequacy error types, IAA scores vary greatly and many are low. This indicates that

guidelines given to annotators may not have been clear enough. For example, it was expected

that annotators would infer, based on their knowledge that AMR does not specify tense,

44



Table 4.1: Inter-annotator agreement scores for each annotator pair, with averages in
the final row. For numeric ratings of Fluency (F) and Adequacy (A), we use Spearman’s
Rho; for binary categorical ratings of Incomprehensibility (INC), Missing Information (MI),
and Added Information (AI), we use Cohen’s Kappa.

Pair # F A INC MI AI
0 0.49 0.71 0.41 0.11 0.19
1 0.83 0.85 0.13 0.30 0.09
2 0.63 0.79 0.57 0.24 0.64
3 0.25 0.51 0.46 0.47 -0.02
4 0.52 0.49 0.28 0.46 0.47
5 0.16 0.54 0.12 0.36 0.47
6 0.44 0.53 0.24 0.57 0.31
7 0.41 0.54 0.48 0.67 0.37
8 0.82 0.79 0.73 0.71 0.52
9 0.60 0.74 0.30 0.52 0.44

AVG 0.51 0.65 0.37 0.44 0.35

that sentences should not be considered wrong for having any particular tense; however, we

learned after the evaluation that at least one annotator marked some cases of non-present

tense in sentences as added information.

Figure 4.3 gives each annotator’s distribution of ratings, showing that different individ-

uals chose to distribute their judgments over the available 0–100 scale in different ways.

Since each annotator judged each system the same number of times, this is not a problem

for our comparison of systems. However, when identifying low-scoring sentences (§4.3.4

and §4.3.5), we normalize by annotator to account for these differences.

4.3.2 QUALITY OF SYSTEMS

Table 4.5 shows the average score given for each system for fluency and adequacy, as well as

how often each was marked as having each adequacy error type. We find that on both fluency

and adequacy scores, Konstas performs best, followed by Zhu, and Manning performs the
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Figure 4.3: Violin plots of ranges of human judgments for each annotator.

worst. Guo and Ribeiro are in between and within 5 points of each other on each measure,

with Ribeiro performing better on fluency and Guo on adequacy.

Unsurprisingly, the lower a system’s average fluency score, the more often sentences

were marked as incomprehensible.

The Missing Information and Added Information labels support the suggestion of

Manning (2019) that although their system performs worse than others by most measures,

its constraints make it less likely than machine-learning-based systems to omit or hallucinate

information. Konstas’s system performs the next-best by both of these measures; in particular,

it rarely adds information not present in the AMR. Ribeiro’s system is most prone to errors of

these types, omitting information in nearly half of sentences and hallucinating it in nearly a

third. Overall, the results from these questions indicate that neural AMR generation systems

are prone to omit or hallucinate concepts from the AMR with concerning frequency.
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Figure 4.4: Violin plots of human judgments for each system.

Figures 4.4a and 4.4b show the distributions of scores each system received for fluency

and adequacy, respectively.2 These show that Konstas is skewed toward very high scores,

and that Manning skews toward low scores especially for fluency.

4.3.3 COMPARISON TO AUTOMATIC METRICS

Table 4.2: Each system’s scores on automatic metrics for the full dataset of 1371
sentences (All) and the subset of 100 sentences used in the human evaluation (Sub.).

System
BLEU↑ METEOR↑ TER↓ CHRF++↑ BERTScore↑ BLEURT↑

All Sub. All Sub. All Sub. All Sub. All Sub. All Sub.
Konstas 33.7 38.1 37.4 39.2 48.6 45.1 61.0 64.3 94.3 95.0 .21 .34
Zhu 31.3 38.1 36.2 38.7 50.8 44.2 54.1 56.3 92.2 92.7 .11 .23
Ribeiro 26.4 31.9 33.8 35.8 59.2 53.8 50.1 52.1 91.1 92.4 .02 .18
Guo 26.3 28.1 33.8 35.0 59.5 56.7 50.0 50.2 91.8 92.4 -.11 .03
Manning 9.7 10.6 28.3 28.1 68.8 67.6 47.5 48.5 89.6 89.8 -.45 -.36

2Reference scores are omitted from these figures because the high concentration of perfect scores
obscured the details of other systems.
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Figure 4.5: Comparison of system-level BLEU, BERTScore, and BLEURT scores to
average fluency and adequacy scores from human evaluation.
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To investigate how well automatic metrics align with human judgments of the relative

quality of these systems, we compute BLEU3 (Papineni et al., 2002), METEOR4 (Banerjee

and Lavie, 2005), TER5 (Snover et al., 2006), chrF++6 (Popović, 2017), BERTScore7

(Zhang et al., 2020a), and BLEURT8 (Sellam et al., 2020) for each system. Results are

shown in table 4.2; the relationship between each system’s average fluency and adequacy

scores to its BLEU, BERTscore and BLEURT are also visualized in figure 4.5.

All these metrics at least agree with humans that the Konstas and Zhu systems are the

best, followed by Ribeiro and Guo, and that Manning is the worst.

Within the top two, humans found Konstas substantially better than Zhu. When using the

full data, all automatic metrics agree that Konstas is best, although for most this is by a small

margin. When evaluated only on sentences used in the human evaluation, only METEOR,

chrF++, BERTScore, and BLEURT preserve this ranking; BLEU finds the two essentially

tied, while TER finds Zhu slightly better.

For the middle two, humans preferred Ribeiro on fluency but preferred Guo on adequacy.

On the full dataset, most metrics capture that these systems are of very similar overall

quality, varying only by a fraction of a point. On the subset of sentences, all metrics except

BERTScore prefer Ribeiro, suggesting that these metrics may align more with human

judgments of fluency than of adequacy.

3Using SacreBLEU (https://github.com/mjpost/sacreBLEU) (Post, 2018). We make it case-
insensitive (-lc) and otherwise use default parameters.

4Version 1.5 (https://www.cs.cmu.edu/~alavie/METEOR/) (Denkowski and Lavie, 2014) with
English normalization (-l en -norm).

5Version 0.7.25 (http://www.cs.umd.edu/~snover/tercom/) with normalization (-N).
6https://github.com/m-popovic/chrF, with default parameters.
7Version 0.3.1 (https://github.com/Tiiiger/bert_score), with default English settings

(roberta-large_L17_no-idf_version=0.3.1 (hug_trans=2.4.1)).
8https://github.com/google-research/bleurt, with the recommended bleurt-base-128

checkpoint
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Table 4.3: Sentence-level correlations between each metric, and average human judg-
ments for fluency and adequacy.

Fluency Adequacy
BLEU↑ 0.40 0.52
METEOR↑ 0.41 0.57
TER↓ -0.33 -0.43
CHRF++↑ 0.32 0.47
BERTScore↑ 0.47 0.60
BLEURT↑ 0.60 0.69

Overall, these results show that these metrics essentially capture human rankings of

these systems on this dataset, although further research would be needed to more robustly

confirm the validity of these metrics for the task.

The results also highlight the limitations of metrics that produce only single scores.

While these metrics can only capture that the Ribeiro and Guo systems are similar, our

human evaluation found more nuance by identifying criteria on which each one outperforms

the other.

Since all these metrics give similar results on system-level rankings, we also calculate

each metric’s sentence-level correlation with human judgments for adequacy and fluency

(each averaged over the two annotator’s scores) for more insight into the relative abilities

of the metrics to capture human judgments. Results are shown in table 4.3. We find that

each metric correlates more strongly with adequacy than with fluency (perhaps related to

the higher IAA for adequacy judgments), and that BLEURT has the strongest correlation

with human judgments of both. Our results indicate that BLEURT is currently the strongest

automatic metric for evaluating AMR generation, and that BERTScore and METEOR also

appear more reliable than BLEU.
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Table 4.4: Of 100 sentences, number with low fluency or adequacy (bottom 1/3 of
both annotators’ scores).

System # low F # low A
Konstas 5 9
Zhu 9 16
Ribeiro 21 34
Guo 21 28
Manning 60 51
Reference 0 1
Total 116 139

Despite their relatively strong correlations with human judgments, researchers may want

to exercise caution in adopting BLEURT and BERTScore as standard metrics; the use of a

specific pretrained language model version is somewhat arbitrary and gives the metric less

transparency than those based on more straightforward rules; it can also make comparisons

across time more difficult, if researchers do not always stick to the same Bidirectional

Encoder Representations from Transformers (BERT) version. Furthermore, in a time when

many new NLG systems are BERT-based, using a BERT-based metric to evaluate them is

somewhat circular; it is possible that BLEURT or BERTScore could unfairly privilege a

system that uses the same or a similar pretrained model to the one used in evaluation.

4.3.4 ANALYSIS OF ADEQUACY ERRORS

To examine what factors contributed to particularly low adequacy scores, we identify

sentences for which both annotators gave low ratings. Because, as shown in figure 4.3,

individual annotators differed in the distribution of ratings they used, we normalized this by

annotator: a sentence is counted as low-adequacy if each annotator gave it a rating in the
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Table 4.5: For each system, average fluency and adequacy scores (left) and percentage
where each adequacy error type was selected (right). Scores for the reference sentences
are included for comparison.

System F↑ A↑ INC↓ MI↓ AI↓
Konstas 78.14 1 81.46 1 10.0 34.5 12.0
Zhu 71.61 2 74.13 2 15.5 36.0 25.5
Ribeiro 67.05 3 64.37 4 19.5 47.0 31.5
Guo 62.13 4 68.52 3 22.0 41.0 21.5
Manning 36.89 5 54.10 5 57.5 17.5 9.0
Reference 87.56 93.68 5.0 4.5 10.0

lower 1/3 of their total adequacy ratings. The number of low-scoring sentences by system is

given in table 4.4.

All 139 low-adequacy sentences were marked as having at least one adequacy error by

at least one annotator. 46 (33%) were tagged by both annotators as incomprehensible, 51

(37%) as missing information, and 25 (18%) as adding information.

Added information is perhaps the most troubling form of error; AMR generation systems

will have severely limited potential for use in practical applications as long as they hallucinate

meaning. In one example, a reference to prostitution is inserted:

REF: A high-security Russian laboratory complex storing anthrax, plague

and other deadly bacteria faces loosing electricity for lack of payment to

the mosenergo electric utility.

RIBEIRO: the russian laboratory complex as a high - security complex will

be faced with anthrax , prostitution , and and other killing bacterium losing

electricity as it is lack of paying for mosenergo .

As seen in table 4.5, Manning omits and adds information substantially less often than

the other systems, but produces incomprehensible sentences far more often. Thus, it is
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unsurprising that most (73%) of its low-adequacy sentences are also low-fluency. For Guo,

too, a majority (54%) of low-adequacy sentences are low-fluency, though this is largely due

to anonymization and repetition of words, as discussed below.

4.3.5 ANALYSIS OF FLUENCY ERRORS

Using the same procedure described above for low adequacy, we also identify sentences

for which both annotators gave low fluency ratings. Counts for each system are given in

table 4.4. As expected, no reference sentences are low-fluency.

Of the 116 low-fluency sentences, 50 (43%) are also marked as incomprehensible by

both annotators. The other error types are, unsurprisingly, less related to low fluency than to

low adequacy: 23 (20%) of low-fluency sentences are missing information, and only 6 (5%)

have added information.

Over half of all low-fluency sentences are from Manning’s rule-based system. This is

largely because in many cases the system’s rules do not allow for the generation of function

words that would be expected in a fluent version of the sentence, while the neural systems

are more likely to include such words in similar ways to the training data. For example, for

the following AMR:

(t / thank-01

:ARG1 (y / you)

:ARG2 (r / read-01

:ARG0 y))

Manning’s system gave the disfluent output ‘Thank you read .’ while others produced

variants of ‘thank you for reading .’ or ‘thanks for reading .’
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For the neural systems, common sources of low fluency scores included anonymization

and repetition of words. Anonymization was a problem primarily for Guo; 9 of Guo’s

21 low-fluency sentences contain the token <unk> in place of lower-frequency words. For

example, for the AMR in §4.1, ‘annexation’ is lost:

GUO: georgia labels russia ’s support for the <unk> act .

While Konstas uses anonymization less frequently, 2 of the system’s 5 low-fluency

sentences contain anonymized location names or quantities.

Guo, Ribeiro, and Konstas all have several low-fluency sentences with unhumanlike

repetition of words or phrases, for example:

(a / and

:op2 (h / happen-02

:ARG1 (l / like-01

:ARG0 (i / i)

:ARG1 (d / develop-02

:ARG1 (l2 / lot

:mod (l3 / large))))))

RIBEIRO: and i happen to like a large lot of a lot .

4.4 CONCLUSION

Our analysis of these systems, and especially of their common errors, points toward direc-

tions for researchers developing NLG systems, especially for AMR, to improve their output.

We recommend attempting to find solutions to the common issues that led to low scores even

from state-of-the-art systems, such as anonymization of infrequent concepts, unnecessary

repetition of words, and hallucination.
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While this study found that popular automatic metrics were mostly successful in ranking

these systems in the same order human annotators did, we also found that the human

evaluation was able to identify strengths and weaknesses of systems with more nuance

than a single number can convey. We also acknowledge that, given prior work pointing to

the inadequacy of metrics such as BLEU for NLG and AMR generation, more research

is needed to determine the reliability of these metrics for comparing systems. We suggest

that researchers in AMR generation and other NLG tasks continue to supplement automatic

metrics with human evaluation as much as possible.

Finally, this dataset can be used to test the validity of additional metrics; in ch. 5, I

discuss new referenceless metrics for evaluating AMR generation, developed using this

data.
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CHAPTER 5

REFERENCELESS METRICS

5.1 INTRODUCTION

Ultimately, the goal of the AMR generation task is to generate a sentence that clearly and

fluently expresses the meaning contained in the AMR. Thus, one major factor in evaluation

of the task—the one we measured with the adequacy dimension in the human evaluation—is

to determine how well the meaning of a generated sentence matches the meaning of the

AMR from which it is generated. Given the well-known limitations of reference-based

metrics for this task, and especially those which measure surface-level similarity, I propose

a referenceless approach to adequacy evaluation which compares AMR graphs instead. This

can be accomplished by parsing a generated sentence into an AMR, and measuring the

similarity of the parsed AMR to the original AMR. Assuming an accurate parse, we can

expect this to be a good measure of the semantic adequacy of the generated sentence, since

a sentence that accurately expresses the meaning in the original AMR should have the same

AMR.

In §5.1.1 I introduce notation to formalize this idea. I then describe experiments to

measure the validity of this proposed evaluation method, using both fully-automatic parsing

(§5.2) and manually edited parses (§5.3). In §5.4 I analyze the effect of capitalization on the

performance of automatic parsing for this task. Finally, in §5.5 I discuss the relationship

between these experiments and a closely related paper (Opitz and Frank, 2021).
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Table 5.1: Summary of notation used in this chapter, with a description of each type
of sentence and AMR used and how I obtained or created the data.

Var Description Source
r Reference sentence (the original human-authored sentence) LDC AMR datasets
a Gold AMR, created by humans from sentence r LDC AMR datasets
g Sentence automatically generated from AMR a by one of

five automatic generation systems
Obtained from the
authors of each system

p
AMR automatically parsed from g by one of three
automatic parsers

Running parser code
available online

p′
Manually-corrected version of automatic parses p
(specifically, those from the Cai & Lam parser)

Editing parses

5.1.1 NOTATION

Table 5.1 summarizes the notation that I will use to refer to different versions of sentences

and AMRs used in this chapter. r and g both refer to English sentences—the former human-

authored and the latter automatically generated. a, p, and p′ refer to AMR graphs—a is

an original gold parse of reference sentence r, while p and p′ are parses of the generated

sentence g.

Ideally, we would have a way to compare g directly to a to determine how well g

expresses the meaning in a; this is what our human annotators did to judge adequacy.

However, we don’t know of an existing way to directly compare a sentence to an AMR

graph; instead, our metrics tend to compare two items of the same type. Traditional reference-

based metrics, including BLEU and BERTScore, compare two sentences: r and g. I propose

that an evaluation comparing either p or p′ to a can more accurately capture the details

relevant to AMR.
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5.2 EXPERIMENT 1: FULLY-AUTOMATIC METRICS

This section describes experiments with variations on the fully-automatic parsing based

metric; that is, the use of similarity metrics comparing the automatic parse p to the gold

AMR a. I experiment with different AMR parsers (§5.2.1) and variations on the Smatch

similarity metric (§5.2.1) and measure the correlation to human judgments of adequacy

(§5.2.2).

5.2.1 METHODS

DATA

For this study, I focus on the 100 AMRs and their corresponding reference and generated

sentences described in §3.2 and the human judgments on these sentences described in ch. 4.

This consists of judgments on a total of 600 sentences: 100 human-authored reference

sentences and their corresponding AMRs, and 500 sentences automatically generated from

these AMRs by 5 different systems. When comparing to reference-based automatic metrics,

I exclude the reference sentences since, with only one reference per AMR, these would

trivially receive perfect scores on such metrics.

In most cases, I am comparing automatic metrics to the sentence-level human judgments

of adequacy. These are the sentence-level averages of the two adequacy scores given to each

sentence by two different annotators.

PARSERS

I compare gold AMRs to AMR parses of the generated sentences. This includes using three

different automatic English-to-AMR parsers, described below.

I evaluate each parser’s accuracy on our sample by computing Smatch(a, p(r)), i.e. the

similarity between the gold AMRs in the sample, and their corresponding parsed references.

58



I find that Cai & Lam performs the best with a Smatch score of 84.9, followed by 76.3 for

Lyu & Titov and 71.1 for JAMR.

JAMR. The JAMR parser1 (Flanigan et al., 2014, 2016a) is an early AMR parser; I use it

as a baseline to compare against the more recent, higher-accuracy parsers. The JAMR parser

uses a semi-Markov model to identify concepts, followed by a graph variant on Maximum

Spanning Tree algorithms to identify the relations between concepts. I used the 2016 version,

which achieved a Smatch score of 67 on the LDC2015E86 dataset.

Lyu & Titov. While most AMR parsers first train an aligner to align AMR nodes with

words in a sentence prior to training the parser itself, Lyu and Titov (2018)2 treat alignments

as latent variables in a joint probabilistic model for identifying concepts, relations, and

alignments. This parser achieved a Smatch score of 73.7 on LDC2015E86 and 74.4 on

LDC2016E25, which at the time was state-of-the-art.

Cai & Lam. Cai and Lam (2020b)3 is currently the state of the art in AMR parsing,

with a Smatch score of 80.2 on LDC2017T10. This transformer-based parser uses iterative

inference to determine which part of the input sentence to parse and where to add it to the

output graph, without requiring explicit alignments.

SIMILARITY METRICS

The second piece needed is a way to quantify the similarity of an AMR parse to the original

AMR.
1Code: https://github.com/jflanigan/jamr
2Code: https://github.com/ChunchuanLv/AMR_AS_GRAPH_PREDICTION
3Code: https://github.com/jcyk/AMR-gs
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The standard metric for comparing two AMRs—such as to evaluate the quality of an

AMR parser or inter-annotator-agreement between human parses—is Smatch (Cai and

Knight, 2013). The Smatch score compares triples between two AMR graphs, where each

triple is an edge of the graph (a semantic relationship) combined with each of the concepts

it connects. For a given pair of AMRs, the Smatch score is the maximum F1-score of triples

which can be obtained with a one-to-one mapping of variables between the two graphs.4

I also experimented with a small variation on the original Smatch. Smatch computes the

similarity between two different AMR graphs based on possible mappings between the con-

cepts and relations in each graph. Since checking all possible mappings is computationally

intractable, it starts with one ‘smart’ initialization, then retries with random initializations;

the default is four random restarts. This means that Smatch scores are nondeterministic;

when running twice on the same pair of AMRs, I sometimes got different scores. To mitigate

this effect, I made two changes: First, I increased the number of restarts to 100 to increase the

chance that the best mapping would be found, while still maintaining a reasonable runtime.

Second, I seeded the random function in the Smatch script to make the results reproducible.

In table 5.2, I refer to the default Smatch as ‘Smatch4’, while the variation with a seed and

100 restarts is ‘Smatch100+seed’

More recently, Opitz et al. (2020) analyzed both Smatch and an alternative metric,

SemBleu (Song and Gildea, 2019), and proposed a new variant of Smatch, S2match,

which conforms to desirable principles better than either previous metric. In particular,

S2match introduces the concept of embedding-based semantic gradable semantic similarity

by allowing for soft matches between concepts. While the primary advantage of this variant

is for tasks with more variation in wording, such as measuring the similarity of paraphrases,

it could also be advantageous in our setting—for example, to penalize AMR generation

4I compute Smatch using the smatch.py script found at https://github.com/jflanigan/jamr/
tree/Semeval-2016/scripts/smatch_2.0.2.
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systems represent a concept with the wrong word less if it is a semantically related one, or

to mitigate the effects of certain parser errors. Thus, I also experiment with computing the

S2match similarity of parsed sentences to the original AMRs.5

5.2.2 RESULTS

The primary statistic of interest for this study is the correlation between a proposed metric

and human judgments of adequacy. We measure this with Spearman’s Rho correlation. As

shown in table 4.3, out of the 6 reference-based metrics, BLEURT performs the best by

this measure with a correlation of 0.69. BLEU, the most popular metric for this task, has a

correlation of 0.52.

Table 5.2 shows the correlation with adequacy for each variant of the parser-based

metric, combining the three AMR parsers and three similarity metrics used. As expected, the

correlation increases with parser quality, indicating that parsers that have higher accuracy

on human-authored sentences also do better with generated sentences.

For each parser, there is very little difference between the different similarity metrics.

The similarity between Smatch4 and Smatch100+seed is expected, since these are separated

only by minor implementation differences. The lack of substantial improvement when using

S2match is probably because it is rare for the generated sentences to contain concepts that

are different but semantically similar to those in the gold AMR.

Since none of the similarity metrics are clearly stronger than the others based on

correlations, I choose Smatch100+seed as the best for more conceptual reasons: it is more

reproducible, and unlike S2match, does not rely on embeddings. The use of additional

resources seems unjustified in this case if it does not improve performance, especially given

the concerns raised in §4.3.3 about using embeddings in evaluation. While Smatch100+seed

5I calculate S2match using https://github.com/Heidelberg-NLP/amr-metric-suite.
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Table 5.2: Sentence-level Spearman’s correlation6 of parsing-based metrics with
human adequacy scores, with different choices of parser and similarity metric.

Smatch4 Smatch100+seed S2match
JAMR 0.358 0.356 0.362
Lyu & Titov 0.462 0.460 0.465
Cai & Lam 0.495 0.492 0.494

does take slightly more time to compute due to the additional restarts (about 15-20 seconds

for each batch of 100 AMRs, on my laptop), I find this reasonable for current purposes.

Thus, for the following experiments, I use the Cai & Lam parser combined with

Smatch100+seed.

5.3 EXPERIMENT 2: MANUALLY-EDITED PARSES

Even a state-of-the-art AMR parser is of course not perfect, and may struggle more with

parsing automatically-generated sentences than the human-authored ones it is designed for.

The potential for parser error is a major limitation of my proposed approach; evaluating the

parse p against gold AMR a can only be a good measure of g’s relationship to a if p is a

sufficiently accurate parse of g. Thus, to get a better sense of the effect that parsing errors

can have on this metric even when using a state-of-the-art (SOTA) parser, and of a rough

upper-bound for how well the metric could work in the future as parsing improves, I also

manually edited a sample of the parses p to create alternate parses, p′, which better reflect

the meaning expressed in the generated sentences g, and use Smatch to compare p′ to a.
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Table 5.3: Number of sentences (out of 100) from each system that were not marked
as incomprehensible by either annotator, and whose AMRs were manually edited.

System Edited Parses
Guo 65
Konstas 83
Manning 25
Ribeiro 70
Zhu 73
Reference 90
Total 406

5.3.1 METHODS

Since the Cai & Lam parser is the strongest automatic parser, I used its parses as a starting

point. For a given generated sentence g or reference sentence r, I compared the sentence to

the automatic parse p(g) or p(r), and edited the parse to represent, as accurately as possible,

the meaning expressed in the sentence. This sometimes included referring to the gold AMR

g to ensure consistency between my annotations and the canonical representation of the

same meanings.

However, this approach is limited by an assumption that the generated sentences have

meanings in the same way that human-authored sentences do. In fact, many of the generated

sentences in this dataset do not clearly and unambiguously express a particular meaning.

Since it is essentially impossible to ‘accurately’ parse an incoherent sentence, I only edited

the parses of sentences which were not marked as incomprehensible by either annotator

in the human evaluation. Table 5.3 shows how many sentences from each system fit this

criterion. Overall, I edited parses for 406 sentences, or 67.7% of the total sample of 600

sentences used in the human evaluation. Excluding references, I edited parses for 316 of

6While I usually show two decimal places in correlations, I include three here to give a clearer
picture of the small effect of changing the similarity metric.
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the 500 automatically-generated sentence, or 63.2%. For the remaining sentences, I use the

unedited automatic parse.

Even after filtering out those marked incomprehensible, I encountered many sentences

that I found unclear or highly ambiguous; perhaps there were so many unclear sentences

in the data that annotators reserved the annotation only for the most egregious cases. I did

my best to interpret these sentences as well as I could, erring on the side of preserving the

automatic parse’s interpretation when it seemed as reasonable as an alternative. Nevertheless,

this required judgment calls and, had there been an opportunity to do an IAA study on the

manual editing process, I suspect that we would have found substantial variation in how

different annotators interpreted such sentences. An example of a difficult-to-annotate case is

shown in table 5.4. The generated sentence, “ukraine and ukraine in kenya stated –”, would

probably never be produced by a human author, and it is difficult to assign a precise meaning

to it. In this case, I decided to preserve the automatic parser’s interpretation that it describes

a statement being made by two entities: the country Ukraine, and a separate location, also

known as Ukraine, that is in Kenya.

5.3.2 RESULTS

As table 5.5 shows, the correlation of Smatch with adequacy improves substantially when

using the edited parses, as opposed to the purely automatic ones. With edits, the correlation

over all data increases to 0.66, better than most of the automatic metrics—the only exception

is BLEURT, with a correlation of 0.69; see table 4.3.

Table 5.6 shows an example where editing helped substantially. The generated sentence

fully expresses the information in the gold AMR, and received fluency and adequacy scores

of 100—in fact, it differs from the reference only in capitalization—but the automatic parse

differs greatly from the gold AMR, resulting in a low Smatch score of 0.222. Parser errors

in this case include a failure to recognize the two named entities in the sentence, as well as
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Table 5.4: An example of a generated sentence with unclear meaning.

Reference
r

Ukrainian diplomat in Kenya oleh belokolos stated –

Generated
g (Guo)

ukraine and ukraine in kenya stated –

Automatic
Parse p

(c0 / state-01

:ARG0 (c1 / and

:op1 (c2 / ukraine)

:op2 (c3 / ukraine

:location (c4 / country

:name (c5 / name

:op1 "Kenya")

:wiki "Kenya"))))

Edited
Parse p′

(c0 / state-01

:ARG0 (c1 / and

:op1 (c2 / country

:wiki "Ukraine"

:name (n2 / name :op1 "Ukraine"))

:op2 (c3 / location

:name (n3 / name :op1 "Ukraine")

:location (c4 / country

:name (c5 / name

:op1 "Kenya")

:wiki "Kenya"))))

Table 5.5: Sentence-level Spearman’s correlation of Smatch with human adequacy
scores, when using edited parses instead of automatic ones.

Full Sample INC0
Automatic Parses 0.49 0.35
Edited Parses 0.66 0.46
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misidentifying the root concept as be-located-at-91 rather than organization. While the

edited parse doesn’t perfectly match the gold AMR, it corrects these major errors, resulting

in a much higher Smatch of 0.875.

5.4 ANALYSIS

A common parser error was failure to recognize named entities when they were not capital-

ized; examples of this are given in table 5.6 and table 5.7. As figure 5.1 shows, three of the

systems never produce capitals in their output, while those of Konstas and Manning typically

produce about as many capitals as are present in the reference. Thus, it seems likely that the

systems that never produce capitals may be unfairly penalized by a parsing-based metric.

Table 5.8 shows that when separating the data by system, there is no clear difference in

the degree to which Smatch correlates with adequacy for systems that capitalize compared

to those that do not. However, the difference between Smatch(a, p′) and Smatch(a, p) is

greater for the systems that do not produce capitals; that is, manual editing had a greater

effect on the reliability of the parser-based metric on the systems which do not produce

capitals than those that do.

It may be possible to overcome this particular limitation of the automatic parser by

adding a preprocessing step that recognizes and capitalizes named entities, or by training

the parser on more all-lowercase examples.

5.5 RELATED WORK

The evaluation method I propose in this chapter is similar to theMFβ metric independently

suggested by Opitz and Frank (2021), which combines a measure of meaning preservation,

M, with a language-model-based measure of grammatical form, F . Their meaning preserva-

tion metric,M, is very similar to mine: assigning a score to a generated sentence by parsing
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Table 5.6: An example where parser error led to low Smatch score on a high-adequacy
sentence, which is improved substantially in edited parse.

Reference
r

The Institute for Science and International Security is a private research
organization located in Washington.

Generated
g (Ribeiro)

the institute for science and international security is a private
research organization located in washington .

Gold
AMR a

(o / organization

:mod (r / research-01)

:ARG1-of (p / private-03)

:domain (o2 / organization

:wiki "Institute_for_Science_and_International_Security"

:name (n / name

:op1 "Institute" :op2 "for" :op3 "Science"

:op4 "and" :op5 "International" :op6 "Security"))

:ARG1-of (l / locate-01

:location (c / city :wiki "Washington,_D.C."

:name (n2 / name :op1 "Washington"))))

Automatic
Parse p

(c0 / be-located-at-91

:ARG1 (c1 / institute

:mod (c3 / organization

:ARG1-of (c6 / private-03)

:mod (c5 / research-01))

:topic (c4 / and

:op1 (c7 / science)

:op2 (c8 / security

:mod (c9 / international))))

:ARG2 (c2 / washington))

Edited
Parse p′

(c0 / organization

:domain (c4 / organization

:name (c6 / name

:op1 "Institute" :op2 "for" :op3 "Science"

:op4 "and" :op5 "International" :op6 "Security")

:wiki "Institute_for_Science_and_International_Security")

:location (c3 / city

:name (c5 / name

:op1 "Washington")

:wiki "Washington,_D.C.")

:mod (c1 / private-03)

:mod (c2 / research-01))
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Table 5.7: An example of a parser error due to lack of capitalization in the generated
sentence. ‘US’, written as ‘us’ by the system, is treated as a form of the pronoun ‘we’ by
the parser.

Reference r A US-endorsed package of incentives to cease enriched uranium production
Generated g
(Zhu)

the us endorsed package of incentives to cease enriched uranium production .

Gold AMR a (p / package

:consist-of (t / thing

:ARG0-of (i / incentivize-01

:ARG2 (c2 / cease-01

:ARG1 (p2 / produce-01

:ARG1 (u / uranium

:ARG1-of (e2 / enrich-01))))))

:ARG1-of (e / endorse-01

:ARG0 (c / country :wiki "United_States"

:name (n / name :op1 "US"))))

Automatic
Parse p

(c0 / endorse-01

:ARG0 (c2 / we)

:ARG1 (c1 / package-01

:ARG1 (c3 / incentivize-01

:ARG2 (c4 / cease-01

:ARG1 (c5 / produce-01

:ARG1 (c6 / uranium)

:ARG1-of (c7 / enrich-01))))))

Edited Parse p′ (c0 / endorse-01

:ARG0 (c2 / country

:name (c5 / name

:op1 "US")

:wiki "United_States")

:ARG1 (c1 / package-01

:ARG1 (c3 / incentivize-01

:ARG2 (c4 / cease-01

:ARG1 (p1 / produce-01

:ARG1 (c6 / uranium

:ARG1-of (c7 / enrich-01)))))))
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Figure 5.1: Scatterplot of number of capitalized words in the output compared to the
reference for each system (jitter=0.5).

Table 5.8: Spearman’s correlation of adequacy scores with Smatch scores based on
unedited and edited parses.

System Unedited Correlation Edited Correlation Improvement
Guo 0.44 0.59 0.14
Konstas 0.53 0.59 0.05
Manning 0.44 0.57 0.12
Ribeiro 0.53 0.72 0.19
Zhu 0.35 0.59 0.24
Overall 0.49 0.66 0.17
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it into AMR and computing the parse’s similarity to the gold AMR. Like me, they use the

SOTA parser of Cai and Lam (2020b); unlike me, they use S2match for a similarity metric,

while I experimented with that but ultimately chose the original Smatch with additional

restarts. While they perform a number of pilot experiments to test the robustness ofMFβ ,

such as its performance with different parsers, Opitz & Frank do not test the correlation of

their metric with human judgments; thus, the work presented here adds to our understanding

of the validity of this type of metric as a proxy for human evaluation.

5.6 CONCLUSION

In this chapter, I have explored the idea of evaluating AMR generation via AMR parsing

and similarity metrics, using the human judgments of adequacy that I collected in ch. 4 to

test the validity of possible metrics. I found that parser quality is a major factor affecting the

performance of this evaluation approach: the better the AMR parser, the better the evaluation;

however, even a state-of-the-art parser with an accuracy of 80+ on standard human-authored

data has significant limitations for evaluating generated sentences, including a failure to

recognize named entities in the absence of capitalization. I showed that when automatic

AMR parses are manually edited to better reflect the meaning in generated sentences, this

referenceless metric outperforms many popular automatic reference-based metrics, including

BLEU and BERTScore, and approaches BLEURT. While the current reliance on manual

editing for more reliable results may not seem appealing, the results of this experiment

indicate that fully-automatic parser-based metrics are likely to prove more reliable in the

future as the state of the art in AMR parsing continues to improve, especially if newer AMR

generation systems also more closely replicate human-authored data, such as by producing

more human-like capitalization than the majority of systems tested here did.
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CHAPTER 6

CONCLUSION

6.1 SUMMARY OF CONTRIBUTIONS

This thesis has explored referenceless approaches to evaluating sentences generated from

Abstract Meaning Representation (AMR) graphs. The work described in ch. 4 focuses

on human evaluation, while ch. 5 explores the potential for AMR parsing to be used in

automatic referenceless evaluation. Specifically, the major contributions of the human

evaluation include:

• The results of a human evaluation study comparing 5 different AMR generation

systems according to two scalar criteria (fluency and adequacy) and 3 rough error

type annotations (added information, omitted information, and incomprehensibility),

providing a more nuanced picture of the differences between systems than single-score

metrics can show.

• An analysis of the relationship between these human scores and several popular auto-

matic metrics, on both a system level and a sentence level. This finds that automatic

metrics mostly agree with humans on system-level ranking, but with only moderate

sentence-level correlations with human judgments. Of the automatic metrics tested,

BLEURT achieves the strongest sentence-level correlations with humans for both

fluency and adequacy.
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• A qualitative analysis of errors commonly found among the sentences that achieved

the lowest scores on the human evaluation. Here, I identify hallucination, repetition,

and anonymization as common issues in neural AMR generation.

The major contributions of the metrics study include:

• The introduction of a possible methodology for evaluating AMR generation by com-

paring the original AMR to a parse of the generated sentence.

• A study of how well the proposed metric correlates with the human judgments from

ch. 4, including experiments on the effect of different parsers and similarity metrics. I

find that while using different variants of the Smatch similarity metric makes relatively

little difference, parser accuracy matters much more. In particular, I find that even

when using a state-of-the-art automatic parser, there are significant limitations to its

performance on generated sentences, and that the resulting metric has lower correlation

with human judgments than existing reference-based metrics.

• An additional experiment into the performance of this parsing-based metric when

automatic parses are manually edited for accuracy. This is intended to provide an

approximate upper-bound for the potential performance of parsing-based metrics as

automatic parsers improve, and shows that this method can work well when parses

are of high enough quality, outperforming most reference-based metrics including

BERTScore.

6.2 APPLICATIONS

While my focus in this dissertation has been on AMR, I believe a similar evaluation

process could work for generation from other meaning representations; it simply requires

a good parser into that meaning representation, and a similarity metric for comparing a

parsed representation to the original. An obvious candidate to explore here is the RDF
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representation used in the WebNLG shared tasks (Gardent et al., 2017b; Castro Ferreira

et al., 2020), particularly the 2020 bi-directional edition.

Future work could also explore the potential of parsing into AMR or similar representa-

tions as an evaluation metric for other NLG tasks, including machine translation. In this case,

it may be used as a reference-based metric by parsing a generated sentence and reference(s)

into the MR and comparing them. While this would be subject to some of the inherent flaws

of reference-based evaluation, it may be able to model the semantic structure of sentences

in a way that many existing metrics, including BLEU, BERTScore, and BLEURT miss.

In many of these extended use cases, we can expect that there may be more variation in

word choice between a generated sentence and its reference, such as different choices of

synonyms; thus, I suspect that S2match would prove more fruitful than Smatch as a similarity

metric for other tasks.

6.3 LIMITATIONS AND FUTURE DIRECTIONS

This dissertation has only used data from English. While very common in NLP research,

this is a substantial limitation of my work. I have discussed the shortcomings of current

AMR parsing and generation systems in English; these limitations are more severe for other

languages, the vast majority of which do not even have AMR data. My decision to limit this

work to English was partially a result of a personal limitation: English is, unfortunately, the

only language that I speak fluently. I hope that researchers who are proficient in a variety of

other languages can help advance this work by expanding it to be more multilingual.

Another limitation is the treatment of my human evaluation data as a ground-truth against

which to validate automatic metrics. This has been commonly accepted as standard practice

in the field, but in reading more recent work I have come to question it. My evaluation was

not terribly large—I collected judgments on 100 sentences per system, with two annotators
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per item, and moderate inter-annotator agreement scores; it is possible that this is not reliable

enough to accurately assess the validity of automatic metrics.

Furthermore, when I began this dissertation, I considered it a contribution to the work on

(untrained) referenceless metrics. While I still believe that this a fruitful direction for auto-

matic evaluation to grow in—I find it more principled than both traditional reference-based

metrics and new, machine-learning-based referenceless ones—I have grown increasingly

skeptical that continually inventing new metrics will do much to improve the state of the

field. Ultimately, I think that NLP as a field needs to move away from the expectation

that single scores are an appropriate characterization of the differences between systems,

and toward careful analysis of the data. For NLG, this means it is essential for researchers

to inspect the output of their systems, alongside those of baselines when relevant, and to

identify and report the types of errors their system makes, including discussion of their

severity and frequency (for further discussion of best practices in NLG error analysis and

why such analysis is important, see van Miltenburg et al. (2021)). Such a nuanced view of a

system’s results provides more valuable information to potential users of a system than an

opaque score, and candid discussions among researchers about the limitations of their work

will aid further development in minimizing errors.
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APPENDIX A

SURVEY INSTRUCTIONS

The instructions shown to annotators at the start of each section are given below.

Examples chosen for the instructions were items from the pilot where all annotators

agreed on a very high or very low score, or marked the applicable error type.

A.1 FLUENCY INSTRUCTIONS

In this first section you will see several sentences (or utterances) on each page. Please use

the slider to indicate how well each one represents fluent English, like you might expect a

person who is a native speaker of English to use. Some of these may be sentence fragments

rather than complete sentences, but can still be considered fluent utterances.

The left end of the slider represents the worst (least fluent) utterances; here is an example

of something that might get a very low rating:

Effective remov 300,000,000 acres land total oil explore market

The right end of the slider represents the best (most fluent) utterances; those that you

might expect a fluent English speaker to write. Here is an example of something that might

get a very high rating:
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in total, more than 300 million onshore acres of federal land have been effectively

removed from the market for oil exploration.

The slider gives you the freedom to represent many different levels of fluency between

these extremes. Try to give it a similar position for utterances that you think are at the same

level of fluency, but since it can be hard to be exact, don’t worry too much about very small

differences in slider position.

A.2 ADEQUACY INSTRUCTIONS

In this section you will again see several utterances on each page. In this case, you will

also see the AMR that each one should match in meaning. Your tasks is to determine how

accurately the sentence expresses the meaning in the AMR.

The left end of the slider represents utterances that do not match the AMR’s meaning

at all. The example below would receive a very low score, because the sentence contains

almost none of the information in the AMR:

(p / possible-01 :polarity -

:ARG1 (t / tell-01

:ARG0 (i / i)

:ARG1 (m / many

:frequency-of (f / fantasize-01

:ARG0 i

:ARG1 (o / or

:op1 (p2 / pizza

:source (c / company :wiki "Pizza_Hut"
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:name (n / name :op1 "Pizza" :op2 "Hut")))

:op2 (t2 / thing :wiki "Whopper"

:name (n2 / name :op1 "Whopper")

:ARG0-of (h / have-03

:ARG1 (c2 / cheese))))))

:ARG2 (y / you)))

My tell you

The right end represents utterances that represent the meaning in the AMR completely

and accurately, for example, for the same AMR as above:

i can’t tell you how many times i would fantasize about a pizza hut pizza or a whopper

with cheese.

In addition to rating each sentence with a slider, you will have a space to indicate

particular types of errors a sentence may have. Please choose any that you feel applies.

"Cannot understand meaning" is used when the utterance is so nonsensical that you

cannot determine its ‘meaning’ in order to compare it to the AMR in a meaningful way.

Here’s an example that would get this rating:

no one could have pizza from pizza hut has a cheese whopper or fantasize, i told you

many.
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"Information from the AMR is missing in the utterance" is used when the sentence does

not express all the information that is provided in the AMR. The "My tell you" example

above would receive this.

"Information in the utterance is not present in the AMR" is used when the sentence

expresses information that is not provided in the AMR. The following is an example that

would receive this, because the "should" modality expressed in the sentence is not in the

AMR:

(s / say-01

:ARG0 (p / person :wiki "Howard_Weitzman"

:name (n / name :op1 "Howard" :op2 "Weitzman"))

:ARG1 (c / compensate-01

:ARG2 (t / they)

:degree (f / fair)))

howard weitzman , said they should be fairly compensated

The utterances on each page all correspond to the same AMR; the AMR is repeated with

each sentence so that you can easily compare it to each one.

You may also wish to consult the AMR Guidelines (https://github.com/amrisi/

amr-guidelines/blob/master/amr.md).
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