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ABSTRACT 

 

In natural language, there are commonly used sentence constructions which express a form of 

genericity, a general property which summarizes groups of particular episodes or behavior - such 

sentences are referred to as habitual sentences. The availability of such constructions in human 

discourse serves a specific communication function which is to provide a mechanism to convey 

knowledge on common or regular behavior that defines and characterizes the environment we 

live in. This can be contrasted with episodic sentences which express some degree of detail 

surrounding irregular events in time and serve more of a reporting purpose in human 

communication. Given the different linguistic function of habitual sentences and episodic 

sentences and the different nature of information communicated by them, it can be argued that 

there is significance in a repeatable method, based on internal and possibly external sentence 

characteristics, which can make a distinction between these two sentence categories where 

applicable.  

This research is conducted with the primary goal of category disambiguation in situations 

where the verbal predicate of a sentence is known to be used in both a habitual and an episodic 

context; sentences for which the verbal predicate provides explicit categorization are not 



 iv 

considered to prevent undue skew on the results. A secondary objective of the research effort is to 

attempt to statistically study and report the individual and collective impact of lexical and 

syntactic features which are known to influence the categorization of a sentence as either habitual 

or episodic. I have focused on the influence of syntactic and lexical features such as tense, aspect, 

noun phrase features, temporal modifiers, specific adverb modifiers, and specific verb auxiliaries 

on genericity. Another secondary objective is to attempt to build and evaluate a supervised 

machine learning classifier that disambiguates between habitual and episodic sentences using 

selected syntactic and lexical features and a previously categorized set of sentences for the 

purpose of training and evaluating the classifier. Using such features I have created a machine 

classifier that provides 86.3% precision in disambiguating habitual and episodic sentences. This 

compares against a baseline of 73.1% precision where every sentence is blindly categorized as 

belonging to the more commonly occurring episodic category. In order to support these 

objectives, a representative corpus sample was hand-annotated to provide a human perspective on 

an appropriate category per sentence.  

The final results support a claim that a machine based classifier trained on the features 

discussed can out-perform the baseline model. Implications for successful markup of habitual 

sentences include application in building knowledge-bases that describe general world behavior. 

Successful markup of episodic sentences can find use in more sensitive information extraction 

systems. 
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1 INTRODUCTION  

There is a phenomenon in natural language that is termed as genericity which can be 

described as a generalization over particular objects or particular events or facts (Krifka et al. 

1995, 2). The following set of sentences (Krifka et al. 1995, 2-3) illustrates some possibilities 

concerning genericity: 

(1) a. John smokes a cigar after dinner 

b. The potato is highly digestible 

This paper is concerned with one specific aspect of genericity which defines generalizations 

over events – such representations could be used to communicate repeatable behavioral 

characteristics or stereotypes of some entity. Krifka et al. (1995, 3) defines the term 

characterizing sentences to refer to such a notion of genericity, which is a feature of a whole 

sentence (or clause). In contrast to characterizing sentences, we have particular sentences (also 

referred to as specific sentences or episodic sentences in this paper). Such sentences have a verb 

which is bound by some means to a single specific event or multiple specific events. The verb 

phrase in (2) is an example of such a particular sentence, as it describes an episode – that of a 

bombing. 

(2) A bomb was dropped on Hiroshima 

Krifka et al. (1995, 17) further refines the category of characterizing sentences into two 

classes. One such class (“habitual sentences”) is characterized by an episodic predicate which is 

bound by some linguistic property in some form such that the semantic interpretation of the 

sentence covers a generalization over situations, giving rise to a charactering property. Predicate 

phrases such as in (1a) with an episodic predicate smoke a cigar is an example of such a class. 
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For the purposes of this paper, I shall use the term habitual1 going forward. The second class 

(“ lexical characterizing sentences”) of characterizing sentences covers sentences which are 

lexical stative (examples are know French or be highly digestible), which lack a situation 

argument altogether. The example (1b) shows this behavior - the verb phrase in (1b) is taken to be 

generic because of the lexical stative predicate. 

This goal of this paper is to study a mechanism to distinguish particular sentences with 

episodic predicates (such as example (2)) with habitual characterizing sentences (such as example 

(1a)). Lexical statives, such as example (1b), are not of interest to this study. Any reference in this 

paper to the term “category of a sentence” refers to the distinction whether the sentence is a 

particular sentence or a habitual characterizing sentence. 

1.1 HABITUAL SENTENCES 

As shown by the three examples in (3a-c) below (Rimell 2004, 2), the manifestation of 

habituality can be expressed via many different natural language constructions.  

(3) a. Bears usually eat blackberries 

b. Jane wakes up at 7:00 AM 

c. Italians drink wine 

This sub-section discusses aspects of sentences that have habitual characterizing predicates 

and provides a high-level overview of features that provide licensing of habituality. These include 

cases where the habituality is licensed by a single feature or by collective presence (or perhaps 

absence) of several features. 

                                                      
1 Some authors make an explicit distinction between habitual sentences (e.g. Mary drinks beer) and generic 
sentences (e.g. Bears eat fish). This former concerns propositions over properties of a single individual and 
the later over a class of individuals. I am ignoring this distinction. 
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As shown by example (3a), English has some common linguistic features which explicitly 

license a habitual interpretation for the episodic verb in a sentence. Some of the more common 

constructions used in English as explicit markers of habituality are listed below: 

Table 1: Commonly used English habitual markers 

Linguistic Indicator Description Examples 

Frequency Adverb2 The verbal predicate of a sentence 
or the main sentence node is 
modified by a frequency adverb 
such as usually, typically, 
generally, sometimes, always etc3.  

Italians usually drink wine 

Bare Quantification 
temporal 

The verbal predicate of a sentence 
or the main sentence node is 
modifier by a bare 
quantificational temporal such as 
every night. 

John walks his dog every 
night 

Habitual Past modifier The verb predicate is modified by 
the auxiliary construction used to 
– this construction describes the 
habitual past. 

John used to smoke a pipe 

(Krifka et al. 1995, 7) 

As compared to explicit licensing of habituality by a single feature, it is of greater interest to 

this study where the interplay of different factors impacts the category of a sentence. One such 

example is shown in (4b) which is explicitly habitual – however the licensing of habituality is 

more difficult to pinpoint. At face value, contrasting the episodic reading of (4a) with (4b) would 

suggest that perhaps plurality of the object of a verb can enforce an explicit habitual reading in 

some situations.  

(4) a. John drives a truck ← ambiguous 

                                                      
2 I am including quantificational adverbs (always, usually) in the class of frequency adverbs. 
3 This scenario also creates a simple test for habitual nature of a sentence – it is a good indicator of 
genericity if the meaning of a sentence does not change significantly by inserting usually or typically 
(Krifka et al. 1995, 9). 
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b. John drives trucks ← habitual 

The fact that the plurality of the verb object does not universally license habituality can be 

seen by looking at the sentence John carries bottles, which is ambiguous in category. It can be 

argued that the unambiguous habituality of (4b) is a result out of a notion that it is impossible to 

drive more than one truck at a single instant (but a person can notionally carry more than one 

object at a time) - the temporal contradiction with the present tense prevents an episodic reading. 

It then logically can be inferred that the habituality of (4b) is the result of the collective impact of 

not just several syntactic features, but also semantic features as well.  

Another example of habitual marking influenced by more than one feature is the use of a 

conditional in the present tense as shown by the example (5a) below where the combination of a 

conditional with present tense takes a definite habitual interpretation while use in the past tense 

can be ambiguous (5b). 

(5) a. Mary drinks beer when she is at Dempsey’s Pub ← habitual 

b. Mary drank beer when4 she was at Dempsey’s Pub ← ambiguous 

1.2 EPISODIC SENTENCES 

Krifka et al. (1995, 36) defines an episodic sentence as a sentence whose main predicate has a 

situation argument bound by existential closure. This definition excludes episodic statives such as 

the progressive. This is shown in example (6a).  

(6) a. Mary ate oatmeal for breakfast this morning 

b. Mary and George ate oatmeal for breakfast 

                                                      
4 Use of whenever in place of when in (5b) would impart an explicitly habitual reading. 
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c. Each student in the class handed in a completed assignment 

The class of episodic sentences also includes situations where a plurality of events occurs. 

The examples (6b-c) (Carlson 2005) exemplify sentences which are episodic but whose truth-

values depend upon multiple occurrences of particular events. 

Most often episodic sentences are dynamic - hence a linguistic form which excludes stative 

predicates, as the progressive in English does, will typically but not absolutely exclude habitual 

interpretations (Krifka et al. 1995, 12). Given that episodic sentences are largely dynamic - a 

successful mechanism to differentiate events from states can arguably have some impact in 

differentiating between episodic and habitual - at the least to isolate dynamic episodic sentences.  

Episodicity appears to have less explicit markers as compared to habituality. One explicit 

form of licensing episodicity is by temporal modifiers. In the example (7b) below (Cowper 2003, 

3), the modifier twice this week exerts a category pull which overrides the impact of tense and 

aspect.  

(7) a. Fritz wore a school uniform as a child ← habitual 

b. Fritz wore a school uniform twice this week ← episodic 

Outside of the explicit licensing by a temporal modifier, episodicity can be licensed by 

collective presence or absence of syntactic features (this is shown by progressive aspect imparting 

an episodic interpretation in the sentence John is eating apples which can be contrasted with John 

eats apples which is habitual) and semantic features (the sentence John is eating an apple is 

episodic while John is seeing a girl from Brooklyn can be habitual).  
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Episodicity can also be licensed by the use of a dynamic verb5 as shown in example (8a). A 

specific instance of this is the situation where the dynamic verb describes an action of destruction 

which enforces an even stronger episodic reading as shown in the example (8b). 

(8) a. Susan licks a stamp ← episodic 

b. John smokes a cigarette ← episodic 

1.3 AMBIGUITY  

There are constructions where the differentiation between habitual and episodic sentences is 

not clearly delineated based on the syntactic structure of a given sentence – it might be reasonably 

concluded that if there is no explicit licensing of habituality or episodicity in the structure of a 

sentence, one would expect the reading to be largely ambiguous6. An example is provided below 

where the use of the simple present tense suggests a habitual reading but an episodic reading can 

be got if using the narrative present voice.  

(9) The sun rises in the East 

                                                      
5 A dynamic verb is one that describes activities or events that can start and end. English does have a 
limited use of the simple present tense form for dynamic verbs. – generally the progressive aspect is 
required to express such an action taking place in the present. 
6 It can be argued that the distinction between episodic and habitual is also not always a purely binary 
categorization and sentences can possibly exhibit both habitual and episodic behavior simultaneously. 
Some situations may arise out of application of lexical sequences such as as usual, as always etc. 

John is running late as usual 

Habitual sentences generally describe expected behavior rather than a universal truth. However if there is a 
scenario where regular behavior can be established as a universal truth within a bounded time frame, such a 
sentence can be argued to hold dual characteristics. This could be in the form of the nominal quantification 
(every, all) as shown by the example (from the Penn Treebank corpus) below which is arguably habitual 
and episodic simultaneously.  

After all, in all five recessions since 1960, stocks declined 

The term iteratives has been used for examples such as above. Payne (1997) describes iteratives in the 
following way: “Iterative aspect is when a punctual event takes place several times in succession”. 
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Such ambiguous sentences could be used in both a habitual context as well as an episodic 

context though one may have a more natural reading than the other. Certain stand-alone linguistic 

features may exhibit a greater propensity towards one category more than the other. Cowper 

(2003, 3) states that “In principle, any non-progressive clause can be interpreted as describing 

either an event or a state, although certain modifiers favor one or the other interpretation, as do 

certain verbs”. 

The context could possibly be deciphered by broadening the assessment beyond internal 

sentence features alone and possibly consider external characteristics such as discourse features. 

By broadening the scope of analysis to prior sentences in the discourse as shown in example (10a-

b), the category may be possibly disambiguated7.  

(10) a. John rarely ate fruit. He just ate oranges ← habitual 

b. John didn’t eat much at breakfast. He just ate oranges ← episodic 

In this paper I will be concerned with the problem of determining on the basis of sentence 

internal information whether a sentence is habitual or episodic. We expect there to be cases as 

those in (10) in which we will be unable to make this distinction. 

1.4 SCOPE AND IMPACT  

Textual categorization is a major application area within the domain of machine learning 

(Sebastiani 2002). Supervised machine learning can be defined an inductive process of discerning 

categorizes of interest by applying an automated means to develop a model of relationships 

between the categories of interest and other phenomenon that can be existentially attributed – the 

                                                      
7 Carlson and Spejewski (1997) provides some discussion of this topic in the paper “Generic Passages”. 
This paper discusses the phenomenon of ‘episodic’ sequences embedded within a generic text block.  
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relationships are surfaced by a representative sample slice of data. Such an approach is an ideal fit 

for the problem of discriminating habitual and episodic sentences.  

For the purposes of this study, I discuss the building of such a machine learning classifier 

where the categories of interest are whether a sentence is habitual or episodic. In terms of 

language phenomenon to use as discriminators in the categorization task, I have primarily focused 

on syntactic features. For the features I have selected as discriminators, I have presented 

statistical validation to show that there is some significant selection for category.  

Lexically stative characterizing sentences, while of interest from the perspective of genericity 

are avoided in the data set I have built for training a machine learning classifier. My intent is to 

focus on the interplay between syntactic features and sentence categories; data that includes 

sentences with lexically stative predicates (which provide explicit category attribution by 

themselves) would muddy the relationships between the syntactic features I have chosen and the 

categories. 

In summary I am developing a system for distinguishing episodic from habitual uses of 

dynamic verbs. My research was broken down into the following high level steps: 

Table 2: Overview of Research Steps 

Step Description 

Hand annotation of Corpus Data A selection of sentences with dynamic verb 
predicates from the Penn Treebank data (from 
the WSJ and the Brown corpus) was manually 
annotated to indicate habituality/episodicity.  

Eliminating highly biased lexical 
items 

In order to reduce the impact of possible skew 
caused by specific verbs impacting the category, 
I applied a filter to discard outliers from the 
data.  

Measure Baseline The baseline performance was measured by 
assuming a basic system which assigns the more 
frequently occurring category to all sentences 
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Step Description 

fed to the system. 

Feature Extraction The selected feature attributes were 
automatically extracted from all of the 
annotated sentences. 

Statistical Analysis of Features I applied univariate analysis with respect to 
sentence category by evaluating the deviation in 
distribution by category with the presence of a 
feature against the baseline distribution by 
category of the entire data. 

Supervised Machine Learning 
execution and evaluation 

The hand annotated data with extracted features 
was used to train and test a machine learning 
algorithm. I used two rule-based classifiers and 
a probabilistic algorithm for learning. 

Krifka et al. (1995, 3) described habitual sentences as being a means of communicating world 

knowledge. The implications for successful markup of habitual sentences include the application 

of fact-based habitual data in building knowledge-bases that describe general world behavior. 

Such databases could have several application areas such as use as a reference to fill in “common 

sense” foundation knowledge which at times provides unspoken context to some human 

discourse. A second application area could be to support encyclopedic question-answer systems 

(e.g. “what do blue whales eat?”). Carlson (2005) also suggests that in Artificial Intelligence 

systems, the habitual knowledge can be a means of default reasoning in the absence of 

information. 

By contrast, markup of episodic sentences could serve a different purpose in the domain of 

event based information extraction. A specific function area could be to improve performance of 

applications that support event based analysis (such as cause-and-effect analysis) – the use of a 

method to separate out events from non-events would be useful in filtering out “noise” in such 

applications. 
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1.5 RELATED PREVIOUS WORK  

This research work is the first study on distinguishing episodicity and habituality using a 

supervised machine classifier. A related effort in distinguishing aspectual distinctions for stativity 

and completeness was done by Siegel (1999) who evaluated fourteen linguistic indicators over 

unrestricted sets of verbs from two corpora to support event/state disambiguation. My research 

focuses on distinguishing habituality and episodicity rather than event versus state – however a 

mechanism for the latter has some overlap with a mechanism for the former - as a result, the 

features I have used as discriminators in this study have been influenced by the features used by 

Siegel, though I have applied the features differently. Siegel considers aspect, tense, specific 

prepositions, temporal adverbs, negation, past/present participle, manner/evaluation/continuous 

adverbs - it should be noted that the surfacing of features in Siegel’s work is at the level of the 

lexical verb by measuring co-occurrence frequencies with the verb. By contrast, I have attempted 

to provide some degree of separation between the lexical verb and my study and as a result, 

adopted a more discrete domain of feature values rather than the quantitative approach of Siegel. I 

have disregarded verbs that overwhelmingly select for a specific category and have only 

considered sentences with an episodic predicate (lexically stative sentences are a key aspect of 

Siegel’s work). In order to accomplish this I am applying rules for discrimination in selecting data 

from the Treebank corpus rather than the unrestrictive approach used by Siegel.  

Two other past research efforts, while not directly related to this work, are remotely similar 

related both being in the domain of categorizing generics and are due mentioning - Oosterh 

(2006) discusses both characterizing and kind-based generics and as part of his study. He applies 

corpus studies for investigating the frequencies of different noun phrases in characterizing 

sentences. Suh (2006) discusses a method to extract common knowledge information for the 
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purpose of building a semantic ontology - this research concentrates on a different aspect of 

genericity, namely kind-based noun phrases.  

1.6 STRUCTURE OF THE PAPER 

The following chapters of this paper have been structured as follows: 

� Chapter 2 (“Analysis of Features”) discusses possible markers that either provides 

explicit categorization of habituality/episodicity or markers whose presence can be 

shown to influence category attribution. In the latter case, I applied a form of 

univariate analysis to evaluate the statistical significance of the impact of the feature 

on the sentence category  

� Chapter 3 (“Feature Extraction Methodology”) provides a detailed discussion around 

the mechanisms I employed to extract features from the corpus data. The intention of 

this section is to allow for the results of the study repeatable and to provide a 

platform for extending this study in the future 

� Chapter 4 (“Results of Classifier Performance”) discusses the results of applying two 

rule-based classifiers and one probabilistic classifier to categorize habituality and 

episodicity. The results are compared against a baseline and some discussion is 

provided on the impact of varying the feature set used for training/testing of the 

classifier 

� Chapter 5 (“Conclusion”) provides some a concluding interpretation of the results 

with opportunities for further research discussed. 
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2 ANALYSIS OF FEATURES 

This section is intended to analyze syntactic/grammatical markers that provide complete or 

partial indication of habituality or episodicity – I discuss features which can be shown by 

example and by corpus statistics to have some degree of influence on sentence category. Given 

the computational nature of this study, features that are explicitly marked or can be derived from 

an annotation scheme in a sufficiently large corpus of English sentences are preferred. I have 

restricted my analysis to the features listed in Table 3 below. 

Table 3: Features evaluated for impact on Habituality/Episodicity 

Feature Sub-Feature Domain of Possible Values 

Tense - Present, Past or Infinitive 

Progressive Aspect - Presence or Absence 

Perfect Aspect - Presence or Absence 

Temporal modifier Quantificational Presence or Absence 

Specific Presence or Absence 

Subject NP Bare Plural True or False 

Definite True or False 

Object NP - Presence or Absence 

Bare Plural True or False 

Definite True or False 

Conditional - Presence or Absence 

Preposition Phrase 
(direction, location or 
temporal) 

Head ‘at’ Presence or Absence 

Head ‘in’ Presence or Absence 

Head ‘on’ Presence or Absence 

In order to evaluate the impact of the features on the sentence category in Table 3 above, I 

randomly selected sentences from the Penn Treebank corpus (selected from the Wall Street 

Journal corpus data and the Brown corpus data) with the only criteria being that the verb 

predicate was not lexically stative. Each sentence selected was reviewed and manually annotated 
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as either episodic or habitual. It should be noted that the category assigned was based on my 

personal perspective and some variation is likely should the exercise be undertaken by a different 

person. In the annotation exercise I considered the prior sentence and following sentence in the 

corpus data to better get an understanding of the context in which the sentence was used. In 

situations where sentences had multiple verb predicates, each unique verb predicate8 was 

evaluated and annotated independently. For the category annotation, the following tests were 

applied (Krifka et al. 1995): 

� Identify if the situation covers a single instance of the action described by the verb or 

a group of instances. If describing a single instance, the category would be episodic. 

A sentence which describes a group of instances would need to be analyzed further. 

� Validate if adding the token usually to modify the verb predicate would change the 

sentence meaning. If the meaning does not significantly change, the category would 

be habitual. 

The baseline distribution of the annotated data is as shown in Table 4 from a sample size of 

1,816 examples. The examples covered 72 distinct verb stems. For each of the verb stems, I 

categorized every sentence in the WSJ and Brown data for which a form of the verb was used in a 

predicate capacity in order to cover all tense and aspectual variation.  

                                                      
8 In the Penn Treebank sample below, both read and talk are verb predicates of the sentence and would be 
treated independently. 

( (S  
    (NP-SBJ (PRP They) ) 
    (VP  
      (VP (VBP read )  
        (NP (NNP Mickey) (NNP Spillane) )) 
      (CC and)  
      (VP (VBP talk )  
        (PP-CLR (IN about)  
          (NP (NNP Groucho)  
            (CC and) 
            (NNP Harpo) )))) 
    (. .) )) 
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Specific lexical verb forms may significantly influence the habituality/episodicity of the 

sentence. Examples include the use of verbs such as hoarded/frequents/tends, which by definition 

have a repetitive connotation - such verbs used in a predicate position intrinsically impart a 

habitual interpretation to a sentence. Since our aim is to focus on syntactic/grammatical features 

listed in Table 3, in order to minimize the lexical impact of the verb predicate on the category of 

sentence in the selected data sample, an analysis of the distribution of the category by the verb 

predicate was done and outlier sentences were discarded based on the following criteria: 

� The verb stems were sorted in the order of how much the verb stem selects for 

episodicity as compared to habituality. There were such 53 verb stems which showed 

a greater selection for episodicity. Out of these the top 25% (=14) stems were 

dropped 

� The verb stems were sorted in the order of how much the verb stem selects for 

habituality as compared to episodicity. There were 12 verb stems which showed a 

greater selection for habituality. Out of these the top 25% (=3) stems were dropped 

In order to accurately eliminate highly biased lexical items, the forms of the verb predicate 

for all of the annotated examples was first stemmed in order to group present tense forms with 

verbs modified by preterite (-ed) and gerundive (-ing) inflections together. The base form of the 

verb was determined by a combination of rules and dictionaries. Irregular verb forms were looked 

up using WordNet9. If a dictionary entry was not found, the form was assumed to be regular and 

                                                      
9 For looking up irregular forms in WordNet, the mySQL port of the prolog version of WordNet created by 
Android Technologies was used. I converted the mySQL port to SQL Server for my work. The query used 
against the WordNet database was: 

SELECT c.lemma FROM dbo.morphdef a INNER JOIN dbo.morphref b ON b.morphid 
= a.morphid INNER JOIN dbo.word c ON c.wordid = b.wordid WHERE b.pos = 
'v' AND a.lemma = '< enter token here>' 



 15

the inflected word was passed through the Porter stemming algorithm10 and the stemmed result 

was subsequently validated using WordNet11. The elimination step reduced the data set down to 

1,052 examples covering a total of 57 verb stems. The impact on the eliminating highly biased 

lexical verbs is shown in Table 4 below. 

Table 4: Distribution of Sentence Category in 

Penn Treebank representative sample 

Category 

Distribution (%) 

Before verb 
processing 

After verb 
processing 

Habitual 19.9  26.9  

Episodic 80.1  73.1  

The features listed in Table 3 were then analyzed by evaluating the distribution of the 

category over a particular feature value and comparing the deviation with the baseline distribution 

shown above to determine whether the feature significantly selects for a particular category or 

not. I applied a binomial distribution model. The standard deviation of a particular category in a 

multinomial distribution can be evaluated using the expression below: 

(11) ) - (1 iii PP n=σ  

where i indicates the category (i.e. habitual or episodic), Pi indicates the probability of the 

category and n is the total number of sentences. I calculated upper and lower thresholds which 

                                                      
10 I used the .NET implementation of the Porter stemming algorithm provided by AISki.net 
11 The resulting stem was checked against WordNet using the following steps: 

� Verify stem exists in WordNet with a ‘verb’ sense 

� If not found, verify stem appended with any of ‘e’, ‘d’, ‘f’, ‘t’, ‘l’, ‘er’, ‘ion’, ‘ent’, ‘ize’, ‘at e’, 
‘eer’, ‘ant’, or ‘ness’ exists in WordNet with a ‘verb’ sense. If it does, that lemma form is 
assumed to be the stem 

� If not found, assume that the token is itself the base form and disregard the stem produced by 
the algorithm 
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were three standard deviations from the baseline distribution. This is shown in Table 5. The upper 

limit was calculated using the expression below: 

(12) 
n

n i    i σ3+
 

and the lower limit was calculated using the expression below: 

(13) 
n

n i    i σ3−

 

Table 5: Distribution Outliers by Sentence Category 

Category 

Count 

(ni) 

Standard 
Deviation 

(σi) 3σi 
Lower 
Limit 

Upper 
Limit 

Habitual 284  14.4  43.2  22.9%  31.1%  

Episodic 768  14.4  43.2  68.9%  77.1%  

I used the distribution outliers from Table 5 above to determine which features can be shown 

to statistically select for a particular category using the criteria listed below: 

� In cases where a feature shows a distribution for a category which is above the ‘upper 

limit’ for the same category in Table 5 above, there is likely to be statistically 

significant positive correlation between the feature and the category. I used the 

notation � to indicate such cases 

� In cases where a feature shows a distribution for a category which is below the ‘lower 

limit’ for the same category in Table 5 above, there is likely to be a statistically 

significant negative correlation between the feature and the category. I used the 

notation � to indicate such cases 

� In cases where a feature shows a distribution for a category which falls with the 

‘upper limit’-‘lower limit’ window in Table 5 above, there is likely to be no 
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correlation between the feature and category. I used the notation � to indicate such 

cases 

I am specifically interested in the first two situations above – I am considering such cases to 

show that a feature shows ‘statistically significant’12 selection for a specific category. In the 

following sections, I shall review the specific significance of each of the features mentioned in 

Table 3. 

2.1 TENSE 

The simple present, which is aspectually imperfect, has a predominant habitual interpretation. 

The influence of the simple present tense on sentence category can be seen in the example (14a-b) 

below. 

(14) a. The sun rose in the East ← episodic 

b. The sun rises in the East ← ambiguous with inclination toward habitual 

While the semantic notion of habituality in English is arguably most commonly surfaced 

using the simple present, habitual meaning is also compatible with past and future tense as shown 

in the example (15a-b) below (Krifka et al. 1995, 6). 

(15) a. Mary played soccer ← past  + ambiguous 

b. Starting next week, this store will open at 10am ← future + habitual 

An analysis of the variation of the distribution of the category of sentence with tense is shown 

in the table below. As can be seen, the distribution of the present tense sentences is 

                                                      
12 This number of sentences that have the feature value set also does impact the significance. 
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overwhelmingly biased toward the habitual category while the past tense shows a bias towards 

the episodic category. The infinitive form is unbiased toward either category. 

Table 6: Analysis of impact of Tense on Sentence Category 

Feature 
Category 

Habitual Episodic 

PRESENT  Count  149  29 

% to Feature total 84%  16% 

% to Category total 52%  4% 

Comparison to Baseline � � 

PAST  Count 121  702  

% to Feature total 15%  85% 

% to Category total 43%  91% 

Comparison to Baseline � � 

INFINITIVE Count 14  37 

% to Feature total 27%  73% 

% to Category total 5%  5% 

Comparison to Baseline � � 

2.2 ASPECT 

Aspect denotes the form of the verb as either completed on continuing. The clear relationship 

between sentence category and aspect is shown by the example (16a-b) below (Krifka et al. 1995, 

12). According to Krifka et al. (1995, 6), progressive and perfect sentences show at least a strong 

tendency towards a particular, non-characterizing interpretation. 

(16) a. Luigi is drinking wine with his dinner ← episodic 

b. Luigi drinks wine with his dinner ← ambiguous 

Progressive aspect is a typical indicator of an episodic sentence though there are habituals in 

the progressive as well as is shown by the examples below - (17a) and (17b) are both progressives 

with bare plural subjects in the present tense and show different behavior. The difference is 
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arguably based on both semantics of the subject and the semantics of the verb phrase (both the 

verb and the object). Analysis of the impact of subjects and objects is done later in this chapter. 

(17) a. Humans are destroying the environment ← habitual 

b. Students are rioting in Port Harcourt ← episodic 

c. I was shaking the whole time ← episodic 

In the empirical analysis of the Treebank corpus, progressive aspect does significantly select 

for the episodic category. It should be noted that this analysis was done on a significantly smaller 

set of data given the rare occurrence of progressive aspect in the Treebank - out of 53,000+ 

sentences in the Treebank, only 3% exhibited progressive aspect. 

Perfect aspect indicates that an action has been completed, as shown in example (18), and as 

a result we would expect a largely episodic interpretation of such sentences. However in the 

empirical analysis of the Treebank corpus, perfect aspect goes against the expected relationship of 

significantly selecting for the episodic category. It should be noted that this analysis was done on 

a significantly smaller set of data given the rare occurrence of perfect aspect in the Treebank – in 

the data selected for analysis there were only 24 examples exhibiting perfect aspect. 

(18) During the same period, the company has sold about 1.6 billion guilders of  assets 
← episodic 

The variation of the distribution of the category of sentence with aspect is shown in the table 

below.  

Table 7: Analysis of impact of Aspect on Sentence Category 

Feature 
Category 

Habitual Episodic 

PROGRESSIVE Count  3  12 

% to Feature total 20%  80% 
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% to Category total 1%  2% 

Comparison to Baseline � � 

PERFECT Count 11  13 

% to Feature total 46%  54% 

% to Category total 5%  1% 

Comparison to Baseline � � 

2.3 TEMPORAL MODIFIERS  

Temporal modifiers may provide some degree of guidance on whether the verb defines an 

action at a single point in time (episodic) or an interval over which the action may hold (habitual). 

In this paper I treat temporal modifiers as belonging to the category of either quantificational or 

specific with the expectation that presence of a quantificational temporal modifier would be a 

good indicator for habituality and presence of a specific temporal modifier would be a good 

indicator for episodicity. 

Quantificational temporal modifiers are modifiers which introduce a notion of repeatability 

over different instances of time. One such example is the use of frequency adverbs such as 

usually, always, sometimes13 to modify a verb predicate. This largely results in an explicitly 

habitual interpretation14. A second kind of quantificational temporal modifiers is bare plural 

forms such as years, minutes which indicates an interval (e.g. (19a)) and hence would be expected 

to generally be habitual. An exception is shown in example (19b) where only a single action 

happened in the interval and is hence episodic. 

(19) a. The pasta cooks in minutes ← habitual 

                                                      
13 This includes adverbs that are associated with sentence-initial, sentence-final and verb-initial position. 
Some authors make the distinction between frequency and quantificational adverbs which is ignored here. 
14 Behavior changes based on the lexical adverb – for instance the use of the adverb currently in the 
progressive provides an episodic interpretation and when used otherwise would be habitual. For this reason 
I do no consider just only temporal adverbs but focus on specific lexical adverbs which are discussed in 
Chapter 3. 



 21

b. The pasta cooked in minutes ← episodic 

There is also semantic impact imparted by the interval duration indicated by the bare plural 

form as shown below. The duration years is notionally long drawn and imparts a habitual 

interpretation while with intervals such as seconds, minutes, hours, a habitual interpretation 

appears less likely. In this paper I consider the latter as not to be quantifying temporal modifiers 

even though they are in the bare plural form. 

(20) a. The pipe has been leaking for years ← habitual 

b. The pipe has been leaking for hours ← ? 

Quantificational temporal modifiers also include situations where a definite description is 

modified by nominal quantifiers (each, every) as shown in (21a) or by a quantifying adjective 

(such as some) as shown in (21b). We then have a habitual interpretation since the context then 

covers a multiple instances over time.  

(21) a. He and his father still spend time together each December ← habitual 

b. She was depressed some nights ← habitual  

I also include two predicate verb modifiers that are indicators of the habitual past used to and 

would15 as indicators of the presence of a quantificational temporal modifier.  

(22) a. I used to understand quantum mechanics ← habitual 

b. He’d sit there and drink a beer ← habitual 

c. Men would crawl in the sand looking for shiny stones ← habitual 

                                                      
15 All uses of would are not habitual; some exceptions are the use of conditionals such as constructions of 
the form “would .. if ..”  and “would be …” are not habitual. 
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In contrast, a specific temporal modifier describes a single interval such as a specific date or a 

relative time reference. I consider as specific modifiers the use of the tokens such as ‘today’ or 

‘yesterday’ with the assumption that such tokens would largely indicate an episodic event. 

However when used in the present tense, today can be used to describe a current habitual practice 

as shown in the example (23) below from the Penn Treebank corpus.  

(23) Today, PC shipments annually total some $38.3 billion worldwide ← habitual 

Specific temporal modifiers include cases where a descriptive proper noun such as Tuesday, 

December is present. It should be noted that these can be ambiguous – a definite description such 

as Tuesday could indicate a specific ‘Tuesday’ or ‘every Tuesday’ and the category assigned 

would vary based on that interpretation. It appears that use of a definite descriptive temporal 

modifier in the present tense, generally creates a habitual interpretation while use in the past tense 

creates an episodic interpretation. This also holds in the ambiguous example (24a) – if ‘put’ is 

interpreted in the simple present, we have a habitual interpretation and if ‘put’ is interpreted in the 

simple past, we have an episodic interpretation. When such a definite descriptions are modified 

by an adjective such as last, early, late, next, the episodic reading is reinforced. 

(24) a. I put out the trash on Tuesday ← ambiguous 

b. The mail is delivered on Tuesday ← habitual 

c. I saw him on Tuesday ← episodic 

Specific temporal modifiers include definite references in a temporal modifier. These are 

cases where the determiner of the temporal noun takes the form the, that etc as shown below. 

Again we can see that the use of the present tense forces the modifier to reference a group of 

intervals and hence imparts a habitual reading (25b). 
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(25) a. She smoked during the night ← episodic 

b. She smokes during the night ← habitual 

c. She smoked that night ← episodic 

Indefinite references in a temporal modifier (e.g. cases where the determiner takes the form 

a) can create a specific reference to an interval. Semantics can impact this interpretation - since ‘a 

minute’ is a short interval, perhaps there is a mental connection that in (26a) only one single act 

of depression (hence episodic) could have happened in that interval while in (26b) the longer 

interval suggests a state of depression (hence habitual).  

(26) a. She was depressed for a minute ← episodic 

b. She was depressed for a year ← habitual 

An analysis of the variation of the distribution of the category of sentence with different 

considerations surrounding temporal modifiers is shown in the table below. As shown by the data 

below, specific temporal modifiers are significantly aligned to the episodic category and 

quantificational temporal modifiers are significantly aligned to the habitual category. 

Table 8: Analysis of impact of Temporal Modifiers on Sentence Category 

Feature 
Category 

Habitual Episodic 

SPECIFIC TEMPORAL Count  9  90 

% to Feature total 9%  91% 

% to Category total 3%  12% 

Comparison to Baseline � � 

QUANTIFICATIONAL 
TEMPORAL 

Count 53  5 

% to Feature total 91%  9% 

% to Category total 19%  1% 

Comparison to Baseline � � 
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2.4 VERB SUBJECT 

There are situations where the nature of the subject noun phrase in a sentence can impact the 

interpretation of a sentence as episodic or habitual.  

Bare plural subjects refer to plural nouns which are preceded by no determiner. Bare plurals 

may receive both a generic reading and an existential one as well. An example of bare plurals 

used in a generic kind-referring instance is the example (27a) where bears is kind-referring and 

hence imparts a habitual interpretation for the sentence. Bare plurals can be also object-referring 

as shown in the example (27b) where the bare plural bears refer to a group of bears – this imparts 

an episodic interpretation to the sentence. In the empirical analysis of the Treebank corpus, bare 

plural subjects does significantly select for the habitual category. This is expected since use of 

bare plurals has some association with kind-referring nouns.  

(27) a. Bears hibernate ← habitual 

b. Bears were drinking from the stream ← episodic 

The role of a definite noun phrase in a sentence is to identify an entity (or a group of entities) 

about which a predication is made - an example is the bear in the example (28a) below. 

Ardissono et al. (1991) discusses the use of definite descriptions in non-specific situations such as 

(28b) where the noun phrase performs a generic assertion and applies to all members of a 

particular class. Thus definite noun phrases can be kind referring in which case a habitual 

interpretation is likely. When the noun phrase is not kind referring and is definite, the tendency is 

for a sentence to be episodic. Similarly nominal quantification each, every can be kind referring 

as shown in (29a) or definite (29b). In the empirical analysis of the Treebank corpus, definite 

subjects do show selection for the episodic category.  

(28) a. The bear ate its catch ← episodic 
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b. The bear hibernates in winter ← habitual 

(29) a. Every student cheats ← habitual 

b. Every student failed ← episodic 

Indefinite singulars are generally existential but can also be kind referring. An example of an 

indefinite noun phrase is a bear in the example (30a).  In the empirical analysis of the Treebank 

corpus, indefinite subjects does significantly select for the habitual category.  

(30) a. A bear ate its catch ← episodic 

b. A bear hibernates ← habitual 

An analysis of the variation of the distribution of the category of sentence with different 

considerations surrounding the verb subject is shown in the table below. 

Table 9: Analysis of impact of Verb Subject on Sentence Category 

Feature 
Category 

Habitual Episodic 

BARE 
PLURAL 
SUBJECT  

Count  20  9 

% to Feature total 69%  31% 

% to Category total 7%  1% 

Comparison to Baseline � � 

DEFINITE 
SUBJECT  

Count 200  692  

% to Feature total 22%  78% 

% to Category total 70%  90% 

Comparison to Baseline � � 

INDEFINITE 
SUBJECT 

Count 84  76 

% to Feature total 53%  48% 

% to Category total 30%  10% 

Comparison to Baseline � � 
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2.5 VERB OBJECT 

There are situations where the nature of the direct object noun phrase in a sentence does make 

a difference towards its interpretation as habitual or episodic. Properties of the arguments of a 

verb predicate can hint towards a category as shown by the examples below where (31a) is an 

episodic and (31b) is habitual. The properties of an argument could be the quantification scope (a, 

all, every) or whether an NP was kind-referring. 

(31) a. John smokes a cigarette ← episodic 

b. John smokes cigarettes ← habitual 

For a transitive verb, the absence of a direct object may indicate a habitual construction as 

shown by example (32a). This however is not borne out in the empirical analysis of the Treebank 

corpus - lack of a direct object does not significantly select for either category. 

(32) a. John smokes ← habitual 

b. John smokes a cigarette ← episodic 

In the object position, bare plurals can be kind referring or object referring as shown in 

example (33a-b). The category of the sentence can take both episodic and habitual readings 

largely based on tense and aspect. In the empirical analysis of the Treebank corpus, use of bare 

plural object does significantly correlate with habitual interpretation of the category. 

(33) a. John is chasing bees ← episodic 

b. John smokes cigarettes ← habitual 

Definite objects may incline towards an episodic interpretation as shown by the example 

(34a-b) below from (Rimell 2004). In the empirical analysis of the Treebank corpus, use of 

definite object does significantly correlate with episodic interpretation of the category. 
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(34) a. Mary drinks her beer ← episodic 

b. Mary drinks beer ← ambiguous 

Indefinite singulars can be used in direct object position of habitual sentences as shown by 

the example (35) below. In the empirical analysis of the Treebank corpus, use of indefinite object 

does significantly correlate to habitual interpretation of the category. 

(35) Mary drives a truck ← ambiguous with inclination towards habitual 

An analysis of the variation of the distribution of the category of sentence with different 

considerations surrounding the verb object is shown in the table below. 

Table 10: Analysis of impact of Verb Direct Object on Sentence Category 

Feature 
Category 

Habitual Episodic 

ABSENT 
OBJECT 

Count  93  232  

% to Feature total 29%  71% 

% to Category total 33%  30% 

Comparison to Baseline � � 

BARE 
PLURAL 
OBJECT 

Count 16  18 

% to Feature total 47%  53% 

% to Category total 7%  2% 

Comparison to Baseline � � 

DEFINITE 
OBJECT 

Count 57  319  

% to Feature total 15%  85% 

% to Category total 20%  42% 

Comparison to Baseline � � 

INDEFINITE 
OBJECT 

Count 227  449  

% to Feature total 34%  66% 

% to Category total 80%  58% 

Comparison to Baseline � � 
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2.6 CONDITIONALS  

A sentence with a when-clause in the present tense indicates a habitual interpretation - this 

construction is referred to as the habitual present conditional and is shown in example (36b). By 

contrast, a sentence with a when-clause in the past tense could be either habitual or episodic as 

shown by the example (36a) (Rimell 2004) shown below.  

(36) a. Mary played soccer when she was a girl ← habitual 

b. Mary drinks beer when she’s at Dempsey’s Pub ← habitual 

Likewise conditionals formed using whenever or if also exhibit habitual behavior on occasion 

when applied in the present tense as shown below: 

(37) If John works hard, he gets good results ← habitual 

An analysis of the variation of the distribution of the category of sentence with the 

conditional feature is shown in the figures below. By itself, conditionals do not significantly 

select for either category. 

Table 11: Analysis of impact of Conditionals on Sentence Category 

Feature 
Category 

Habitual Episodic 

CONDITIONAL Count  10  37 

% to Feature total 21%  79% 

% to Category total 4%  5% 

Comparison to Baseline � � 

2.7 PREPOSITIONS 

I have analyzed the impact of the preposition head token on the category of sentence for both 

preposition phrases that attach to the sentence as well as the verb predicate. I have focused only 
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on preposition tokens related to direction, location and temporal modifiers and which surface in 

more than 20 examples in the selected data. 

Table 12: Analysis of impact of Preposition Tokens on Sentence Category 

Feature 
Category 

Habitual Episodic 

PREPOSITION ‘at’ Count  4  26 

% to Feature total 13%  87% 

% to Category total 1%  3% 

Comparison to Baseline � � 

PREPOSITION ‘in’ Count  15  36 

% to Feature total 29%  71% 

% to Category total 5%  5% 

Comparison to Baseline � � 

PREPOSITION ‘on’ Count  4  22 

% to Feature total 15%  85% 

% to Category total 1%  3% 

Comparison to Baseline � � 

2.8 PRELIMINARY CONCLUSIONS 

Based on the analysis conducted earlier in this chapter, we can get some idea of how different 

features select for sentence category. In the case of habitual sentences, we would be largely 

interested in features which select for the habitual category more than 31% of the time however 

we also need to consider how prevalent the feature is within the category itself (this is shown by 

the “% to Category total” measure). In deciding to use features in a classifier, it would be sensible 

to balance between how selective a feature is for a category (precision) with how prevalent the 

feature is found in that category (recall). The distribution for habitual sentences is shown in 

Figure 1. From the figure, we can see that present tense and presence of a quantifying temporal 

modifier are the two best indicators for habituality – present tense sentences in the data are 

habitual 84% of the time and sentences with a quantifying temporal modifier are habitual 91% of 
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the time. Most habitual sentences have an indefinite object (80% of the time) – however by itself, 

the presence of an indefinite object is not sufficiently selective for habituality (34% of the time). 
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Figure 1: Features selecting for Habituality 
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Figure 2: Features selecting for Episodicity 
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From a feature analysis perspective, it is interesting to observe that while English does allow 

for single features to explicitly license habituality, such constructions, while not uncommon, are 

not as frequently used to express habituality as compared with constructions which on face value 

are ambiguous.  

In the case of episodic sentences, we would be largely interested in features which select for 

the episodic category more than 77% of the time. This is shown in Figure 2. As can be observed 

in the figure, past tense and presence of a definite subject provide a good indication on 

episodicity and are also largely prevalent as a feature among all the episodic sentences identified. 

Other features such as the presence of a specific temporal and use of the prepositional phrase 

headed by ‘at’ in a locative/temporal/directional manner provide good indication of episodicity 

but are not very prevalent among the set of episodic sentences. 

From the analysis I have done, it can be observed that tense as a single feature not only 

provides a high precision in discriminating between habitual and episodic sentences but also that 

the tense feature covers a high population of the respective categories which would generate high 

recall. 
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3 FEATURE EXTRACTION METHODOLOGY  

The section talks about the mechanism applied in this study to extract the features listed 

below: 

Table 13: Feature List 

Feature Sub-Feature Domain of Possible Values 

Tense - Present, Past or Infinitive 

Progressive Aspect - Presence or Absence 

Perfect Aspect - Presence or Absence 

Temporal modifier Quantificational Presence or Absence 

Specific Presence or Absence 

Subject NP Bare Plural True or False 

Definite True or False 

Object NP - Presence or Absence 

Bare Plural True or False 

Definite True or False 

Conditional - Presence or Absence 

Preposition Phrase 
(direction, location or 
temporal) 

Head ‘at’ Presence or Absence 

Head ‘in’ Presence or Absence 

Head ‘on’ Presence or Absence 

A set of patterns was found which identified the features in the sentences of interest based on 

the Penn Treebank annotation. These patterns are discussed in detail in the following sections.  

3.1 TENSE AND ASPECT 

For verb features it is my intent to consider tense and aspect features separately; however the 

nature of the annotation scheme used in the Penn Treebank makes extraction of both inseparable 

tasks. The discussion by Rohde (2000) on generating statistics from the Penn Treebank was 

considered to generate the rules listed in the table below. 
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Table 14: Rules for resolving Tense and Aspect 

Tense Aspect Form Patterns 

Present None Active VP → VBZ [arguments] 

VP → VBP [arguments] 

Passive VP → VBZ(is) VBN [arguments] 

VP → VBP(are/’re) VBN [arguments] 
( (S  
    (NP-SBJ (DT The) (NN total) ) 
    (VP (VBZ  marks)  
      (NP (DT the) (JJ sixth) (JJ consecutive) (JJ 
monthly) (NN decline) )))) 

 

Past None Active VP → VBD16 [arguments] 

VP → VBD(did) VBN [arguments] 

Passive VP → VBD(was) VBN [arguments] 
( (S  
    (NP-SBJ (NN Champagne) ) 
    (VP (VBD  followed) ))) 

 

Present Perfect Active 

 

Passive 

 
( (S  
    (PP-TMP (IN During) (NP (DT the) (JJ same) (NN 
period) )) (, ,)  
    (NP-SBJ (DT the) (NN company) ) 
    (VP (VBZ has )  
      (VP (VBN  sold)  

                                                      
16 There are a small number of instances in the Penn Treebank where the annotation uses VBN (past 
participle) marker instead of VBD (past tense verb). I have factored such cases in as well. 
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Tense Aspect Form Patterns 
        (NP  
          (NP  
            (QP (IN about) (CD 1.6) (CD billion) ) 
            (NNS guilders) ) 
          (PP (IN of)  
            (NP (NNS assets) ))))) )) 

 

Past Perfect Active 

 

Passive 

 
( (S  
    (NP-SBJ (DT This) (NN measure) ) 
    (VP (VBD had )  
      (VP (VBN  dropped)  
        (ADVP-MNR (RB sharply) ))))) 

 

Present Progre- 

ssive 

Active 

 

Passive 

 
( (S  
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Tense Aspect Form Patterns 
    (NP-SBJ (NNP NL) ) 
    (VP (VBZ is )  
      (ADVP-MNR (RB officially) ) 
      (VP (VBG  making)  
        (NP (DT the) (NN offer) ))))) 

 

Past Progre- 

ssive 

Active 

 

Passive 

 
( (S  
    (NP-SBJ (PRP I) ) 
    (VP (VBD was )  
      (VP (VBG  shaking)  
        (NP-TMP (DT the) (JJ whole) (NN time) )))))  

 

Present Progre-
ssive 
Perfect 

Active 

 

Passive 

 
( (S  
    (NP-SBJ  
      (NP (NNS Stockbrokers) (POS ') ) 
      (NN business) ) 
    (VP (VBZ has )  
      (VP (VBN been )  
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Tense Aspect Form Patterns 
        (VP (VBG falling) ))))) 

 

Past Progre-
ssive 
Perfect 

Active 

 

Passive 

 
( (S  
    (NP-SBJ (PRP He) ) 
    (VP (VBD had )  
      (VP (VBN been )  
        (VP (VBG dreaming) ))))) 

 

3.2 QUANTIFICATIONAL TEMPORAL MODIFIERS  

3.2.1 HABITUAL ADVERBS 

In order to identify whether habitual adverbs where applied as modifiers in a sentence, I 

checked for the presence of the following lexical tokens in Table 15 below. I searched ADVP 

nodes which were children of either the verb predicate or the main sentence node (S). A sample 

sentence taken from the Penn Treebank data showing a habitual adverb is shown in example (38). 

Table 15: Listing of Habitual Adverbs 

always 

annually 

anytime 

commonly 

constantly 

forever 

frequently 

lately 

monthly 

normally 

rarely 

regularly 

repeatedly 

routinely 

seldom 

usually 

weekly 
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continually 

customarily 

daily 

occasionally 

often 

periodically 

semiannually 

sometimes 

traditionally 

(38) The company has  usually sold only one or several at a time. 

( (S  
    (NP-SBJ (DT The) (NN company) ) 
      (VP (VBZ has)  
        (ADVP-TMP (RB usually) ) 
        (VP (VBN sold)  
          (NP  

..[ text omitted].. 

 

A sample from the Penn Treebank where the adverb phrase attaches to the S node is shown in 

example (39) below17: 

(39) The Soviet Union usually begins buying U.S. crops earlier in the fall. 

( (S  
    (NP-SBJ-1 (DT The) (NNP Soviet) (NNP Union) ) 
    (ADVP (RB usually) ) 
    (VP (VBZ begins)  
      (S  
        (NP-SBJ (-NONE- *-1) ) 

..[ text omitted].. 

 

3.2.2 HABITUAL PAST MODIFIERS 

In order to identify whether habitual past modifiers where applied to the verb predicate, I 

searched for the pattern as shown in the tree structure below18. An example from the Penn 

Treebank data is shown in example (40). 

                                                      
17 As can be seen in the two examples (39) and (40), the use of the –TMP suffix for an ADVP node is 
inconsistently applied in the Penn Treebank annotation. 
18 It should be verified that the VBD used does not have any NP arguments. In the example below, used to 
cannot be treated as a modifier.  

( (S  
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(40) Federal Reserve critics used to complain of ‘stop and go’ monetary policies. 

( (S  
    (NP-SBJ-1 (NNP Federal) (NNP Reserve) (NNS crit ics) ) 
    (VP (VBD used )  
      (S  
        (NP-SBJ (-NONE- *-1) ) 
        (VP (TO to )  
          (VP (VB complain)  
            (PP-CLR (IN of)  

..[ text omitted].. 

 

3.2.3 PREPOSITIONAL PHRASES 

If the head of a prepositional phrase modifying a sentence node or a verb predicate is the 

token until, I considered this to be an indicator of the presence of a quantificational temporal 

modifier. 

                                                                                                                                                              
    (NP-SBJ-2 (NNP Los) (NNP Angeles) (NNP Mayor) (NNP Tom) (NNP Bradley) 
) 
    (VP (VBD used )  
      (NP (DT the) (NN opportunity) ) 
      (S-CLR  
        (NP-SBJ (-NONE- *-2) ) 
        (VP (TO to )  
          (VP (VB push)  
            (NP-1 (DT the) (NNP City) (NNP Council) ) 
            (ADVP-MNR (RBR harder) ) 

..[ text omitted].. 
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3.2.4 QUANTIFIED TEMPORAL NOUN PHRASES 

If the verb phrase (VP) of the verb predicate or the root sentence node has a phrase child 

marked with -TMP, then this was extracted. If the child node was of type NP, then the child was 

considered as a temporal noun phrase. If the type of the child node is a PP, then the first 

underlying NP child under the PP node was considered as a temporal noun phrase. The rules 

listed in Table 16 below were used to resolve if the temporal noun phrase was quantified. 

Table 16: Rules for resolving Quantificational Temporal Noun Phrases 

Type Example Determiners Adjectives Nouns 

Quantificational years, Fridays None - NNPS/NNS 
→ * 

Except hours, 
minutes, 
seconds 

Quantifiers e.g. 
few days 

None JJ 
→ few/several 

NNPS/NNS 
→ *  

Quantifiers e.g. 
every Friday 

DT → each/every/ 

many/most/some/ 

all 

- NNP/NN 
→ *  

3.3 SPECIFIC TEMPORAL MODIFIERS  

3.3.1 SPECIFIC TEMPORAL NOUN PHRASES 

If the verb phrase (VP) of the verb predicate or the root sentence node has a phrase child 

marked with -TMP, then this was extracted. If the child node was of type NP, then the child was 

considered as a temporal noun phrase. If the type of the child node is a PP, then the first 

underlying NP child under the PP node was considered as a temporal noun phrase. The rules 

listed in Table 16 below were used to resolve if the temporal noun phrase was specific. 
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Table 17: Rules for resolving Specific Temporal Noun Phrases 

Type Example Determiners Number Nouns 

Specific 1945 None CD None or  
NNP → * 

Demonstratives 
e.g. that Friday 

DT → this/that - NNP/NN 
→ *  

an hour DT → the/a/an - NNP/NN 
→ *  

3.4 NOUN PHRASES 

Noun phrases are used in 2 sets of features – for subject NPs and object NPs. I am generally 

interested if the NP is a bare plural, a definite NP or an indefinite NP. In the case of object NP’s, I 

have checked for the presence or absence of such a feature as well. 

3.4.1 IDENTIFYING SUBJECT NOUN PHRASES 

Subject NPs in the Treebank annotation scheme can be identified by looking for NP nodes 

with the suffix -SBJ as a direct child underneath the root sentence node. In the case of passive 

predicates, the –SBJ suffix indicates the surface subject – in such a case I looked for an NP with 

the suffix –LGS which indicates the logical subject and considered this to be the subject NP. 

3.4.2 IDENTIFYING OBJECT NOUN PHRASES 

In the Penn Treebank annotation scheme, unlike for verb subjects, verb objects are not 

marked. In order to identify an NP which is functioning as a direct object, first the verb predicate 

should be found. This was done by identifying the VP node directly underneath the root sentence 

node (note there could be more than one VP node underneath a root S node, in which case all 

such VP’s would be treated as predicate verb). Once the VP predicate was identified the 

following rules were applied: 
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� If the predicate VP has a single NP child which is unmarked by any suffix (such as -

TMP), then it is considered to be the direct object 

� If the predicate VP has a two NP children both of which are unmarked by any suffix 

(such as -TMP), then the construction is assumed to be di-transitive and the second 

NP is considered to be the direct object 

� If the predicate VP has no NP child which is unmarked by a suffix, then the first PP 

is identified. The NP child of the PP node is considered to be the direct object 

3.4.3 IDENTIFYING PLURALITY  

Plurality of NPs can largely be determined based on the Penn Treebank tag of the underlying 

noun. Common noun tags are NNP (Singular), NNPS (Plural), NN (Singular) and NNS (Plural). 

Special cases to consider are when: 

� NP node has an NP child. In such a situation we recursively traverse down the tree 

and follow the assumption that a parent NP node inherits the features of the child NP 

node 

� An NP node can be a pronoun (PRP child). In such situations the tag does not provide 

enough information to resolve plurality. In these cases the lexical token of the 

pronoun is used to determine if plural or singular – tokens such as I, he, she, him, her, 

it are considered as singular and any other pronoun is plural 

� If the NP node has conjunction (a CC child), the node is considered as plural  

3.4.4 BARE FORM 

A bare form is when the noun in a NP is not modified by a determiner and the noun is either a 

plural or mass noun. This study looks for NP’s whose only child is a NN or NNS node. 
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3.4.5 DEFINITE/INDEFINITE 

Cardie and Wagstaff (1999) reduce the problem to tag an NP as definite if the underlying 

noun is led by the determiner the and tag an NP as indefinite if the underlying noun is led by the 

determiner a or an which is probably based on the definition of “the” in English as the definite 

article and “a/an” as the indefinite article. Ideally the process of identifying a noun phrase as 

definite or indefinite cannot be based purely on such lexical elements alone however for the 

purposes of this study we are reducing the problem to such. 

This study leveraged the discussion in Abbott (2003) in order to formulate the rules shown in 

the table below. 

Table 18: Rules for resolving Definite/Indefinite NPs 

Type Example Determiners Adjectives Nouns 

Definite the dog DT → the - NN/NNS → *  

Demonstratives e.g. 
that dog 

DT → this/that - NN → *  

Demonstratives e.g. 
those dogs 

DT → these/those - NNS → *  

Quantifiers e.g. 
every dog 

DT → each/every - NN → *  

Quantifiers e.g. all 
dogs 

DT → all - NNS → *  

Possessives e.g. 
Mary’s car 

NP → * POS - NN/NNS → *  

Possessives e.g. his 
father 

PRP$ → *  - NN/NNS → *  

Pronouns e.g. she - - PRP → *  

Proper Nouns e.g. 
Miss Langford 

- - NNP/NNPS 
→ *  

Quantified phrases 
e.g. 2 billion  

- - QP → *  

Indefinite a dog DT → a/an - NN → *  

Quantifiers e.g. few No DT tag present JJ NNS → *  
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men → few/several 

Quantifiers e.g. 
some dogs 

DT 
→ many/most/some 

- NN/NNS → *  

Quantifiers e.g. two 
dogs 

CD → ∗ - NNS → *  

There are special situations that occur in the Penn Treebank corpus that I accounted for using 

the rules below: 

� An NP node has an NP child and the NP does not contain a possessive (POS tag). If 

the parent NP node has a noun or pronoun child, then the NP child was disregarded. 

If the parent NP node does not have a noun or pronoun child, then the parent NP 

would inherit the definite/indefinite tag of the child NP 

� An NP node has more than one noun child e.g. (NP (NNP U.S.)(NNS crops)). In such 

situations, the last noun was used and the rest are disregarded 

� If the NP node has conjunction (a CC child), the parent NP inherited the 

definite/indefinite tag of the last child NP that was conjoined 

If none of the previous rules properly resolve whether definite or indefinite, then I assumed 

the noun phrase to be indefinite 

3.5 CONDITIONALS  

For extracting of conditionals, I focused on three tokens – if, when, whenever. When and 

whenever structurally are very similar while if is slightly different in the Treebank scheme. In all 

cases the conditional clause can attach either to the main S node or to the verb phrase predicate. 
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A sample sentence from the Penn Treebank showing the layout of a when conditional is 

shown below:  

(41) When changes are completed, and after they have worked up a sweat, ringers often 
skip off to the local pub, leaving worship for others below. 

( (S  
    (SBAR-TMP  
      (SBAR  
        (WHADVP-1 (WRB When) ) 
        (S  
          (NP-SBJ-137 (PRP$ their) (NNS changes) ) 
          (VP (VBP are)  
            (VP (VBN completed)  
              (NP (-NONE- *-137) ) 
              (ADVP-TMP (-NONE- *T*-1) ))))) 
      (, ,)  

..[ text omitted].. 
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4 RESULTS OF CLASSIFIER PERFORMANCE  

The problem of automated categorization of sentences as habitual or episodic can be looked 

at from two angles – one of which would be a rule-based method which would be by applying a 

disjunctive normal form formula (i.e. a disjunction of conjunctions) in order to ascertain category 

(Sebastiani 2002, 8) and the other option would be to apply a probabilistic classifier. In this paper 

I consider two rule-based classifiers namely Association Rule Mining and Decision Trees, as well 

as a probabilistic classifier, Naïve Bayes, as methods to predict a sentence category from a pool 

of sentence features.  

The features that I shall apply to train the classifier for use in the classification task are listed 

below: 

Table 19: Features used in classification task 

Feature Sub-Feature Domain of Possible Values 

Tense - Present, Past or Infinitive 

Progressive Aspect - Presence or Absence 

Perfect Aspect - Presence or Absence 

Temporal modifier Quantificational Presence or Absence 

Specific Presence or Absence 

Subject NP Bare Plural True or False 

Definite True or False 

Object NP - Presence or Absence 

Bare Plural True or False 

Definite True or False 

Conditional - Presence or Absence 

Preposition Phrase 
(direction, location or 
temporal) 

Head ‘at’ Presence or Absence 

Head ‘in’ Presence or Absence 

Head ‘on’ Presence or Absence 
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Classification effectiveness is usually measured in terms of the classic information retrieval 

notions of precision and recall (Sebastiani 2002, 33). In the context of this study, precision can be 

defined as the probability that if a random sentence is classified with a certain category, the 

decision made is correct. By contrast, recall can be defined as the probability that if a sentence 

should be classified with a particular category, the decision is taken. In this study I am using these 

measures to evaluate performance. In order to provide a comparative benchmark, I identified the 

baseline performance as a system in which all sentences are blindly classified using the more 

prevalent category which is episodicity. This is shown in the table below: 

Table 20: Baseline performance using most prevalent category 

Category Precision Recall 

Habitual 0.0%  0.0% 

Episodic 73.1%  100.0%  

4.1 ASSOCIATION RULE BASED CLASSIFIER  

Rule based classifiers have been widely applied in real world applications because of the easy 

interpretability of rules. A supervised rule-based classifier is generally created by applying the 

following steps: 

� Rule Discovery: Applying some form of multivariate analysis to correlate groups of 

attributes with sentence category. 

� Pruning: Pruning of the multivariate results for weeding out inconsequential patterns 

or patterns that would tend to over-fit the training data 

In this specific method of association rule based classification, I apply association rule 

mining for multivariate analysis between the features I have identified and the sentence category. 

I applied the Predictive Apriori algorithm (Scheffer 2004, 6) for this task. The algorithm scans the 

data and proposes a predetermined number association rules which are sorted based on a measure 
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called expected predicted accuracy which is the probability that a rule selects for a category given 

that the rule selects for a combination of features. I ran the algorithm to generate 100 association 

rules19. I then manually pruned the results using the following conditions: 

� For feature patterns selecting for the episodic category, I selected rules which were 

linked to episodic sentences more than 85% of the time 

� For feature patterns selecting for the habitual category, I selected rules which were 

linked to habitual sentences more than 80% of the time 

� I disregarded all rules which selected for less than 5 sentences in the entire dataset 

� If rule R1 ⊂ R2 and both rules met the thresholds above, I selected rule R1 and 

discarded rule R2 

� For each category, I sorted the rules in descending order of the number of sentences 

of the category that the rule correctly identified and iterated through each of the rules. 

If the rule set {R1, R2 .. Rn} and the rule set {R1, R2 .. Rn, Rn+1} cover exactly the same 

number of sentences for the category they select for, I consider there to be no 

information gain provided by rule Rn+1 and discard it 

After pruning, association rules that indicate habituality more than 80% of the time are shown 

in Table 21 below. Used in combination, these 4 patterns cover a total of 213 sentences out of 

which 173 are habitual. Out of these 4 rules, only two rules (1st and 3rd) show significant 

information gain as compared to prior rules. If we used the patterns below as rules in a classifier, 

we would have a habitual classification precision of 81.2% and a habitual recall of 60.9%. The 

low recall can be the result of either that many indicators of habituality are beyond the identified 

                                                      
19 I used the implementation of the Predictive Apriori algorithm provided by Weka. 
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feature set (e.g. discourse or semantic features) or that there are very rare syntactic patterns which 

select for habituality but which get pruned out because of the insignificant prevalence of such 

patterns in the selected data set. There are interesting patterns that get dropped out because of the 

pruning steps that I apply – for example all present tense sentences where conditionals are present 

(7 such cases) show 100% selection for habituality. 

Table 21: Feature Combinations which significantly select for  

Habitual Category using Predictive Apriori algorithm 
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PR * * * * * F * 148  176  84 148  

PR * * * * F * * 147  175  84 149  

* * * * * * * T 53  58 91 171  

* F F F T * * * 6  6 100  173  

F -  False T -  True 
PR -  Present Tense * -  Irrelevant 

After pruning, association rules that indicate episodicity more than 85% of the time are 

shown in Table 22 below. Used in combination, these 11 patterns cover a total of 882 sentences 

out of which 735 are episodic. Out of the 11 rules, only 5 show significant information gain as 

compared to prior rules. If we used the patterns below as rules in a classifier, we would have an 

episodic classification precision of 83.3% and an episodic recall of 95.7%. Some significant 

patterns are left out as a result of the pruning steps – for example the selectivity for the presence 

of a specific temporal is ignored. 
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Table 22: Feature Combinations which significantly select for  

Episodic Category using Predictive Apriori algorithm 
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* PA * * T * F * F * * * 269  299  90 269  

* PA T * T * * * * * * * 268  294  91 289  

* * T * T * F * F * * F 255  297  86 308  

F * T * T * * * * * F * 250  294  85 312  

* PA * * * T * * * F * * 211  244  86 523  

* PA * F * F * * * * * * 209  245  85 723  

* * * * * F * T * F * * 29 34 85 724  

* * * * * F * * * F * T 28 32 88 726  

* * * * * * T * * * * * 26 30 87 727  

* IN * * * F * * * F * * 23 27 85 733  

* * * * * * * * T F * * 22 24 92 735  

F -  False  PR -  Present Tense 
IN -  Infinitive T -  True 
PA -  Past Tense * -  Irrelevant 

The high degree of coverage provided by the 15 patterns identified (4 habitual patterns + 11 

episodic patterns) provides validation that the features selected are relevant for the categorization 

task I am attempting. It should be noted that the performance results listed in Table 23 were not 

evaluated using an independent validation set and hence may not be a true indicator of 

performance because of over-fitting of the rules to the data set. However the results do indicate 

that a rule-based classifier would outperform the baseline performance.  

Table 23: Results with an Association Rule based classifier 

Category Precision Recall 

Habitual 81.2%  61.9%  

Episodic 83.3%  95.7%  
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4.2 DECISION TREE CLASSIFIER  

Mitchell (1997, 54) discusses that Decision Tree learning algorithms are appropriate for 

problems that have the following characteristics:  

� Instances are represented by attribute-value pairs  

� The target class has discrete values  

� The training data may contain errors  

� The training data may contain missing attribute values.  

These characteristics largely fit the problem I am studying in this paper. Decision Tree 

algorithms also have the advantage of the ability to present the inner model in a manner which 

can be rendered visually and as a result provide insight into the inner working of a trained model.  

For smoothing of the results, I chose to apply ten-fold cross validation while evaluating 

performance. In ten-fold cross validation the annotated data is randomly broken into training and 

testing sets over ten passes. The training set in each pass is used to initialize a selected machine 

learning algorithm whose performance is then evaluated using the testing set. If the results from 

the algorithm are not a statistically significant improvement on the baseline discussed earlier, this 

indicates that a supervised approach to sentence category disambiguation based on the features 

identified in this study is not viable. 

I used all features discussed in Table 19 to train a J48 classifier20 which provided the results 

shown in Table 24 below. The results significantly outperform the baseline performance of 73.1% 

in Table 20. 

                                                      
20 J48 is an implementation of the C4.5 algorithm developed by Weka.  
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Table 24: Results using J48 algorithm with all features 

Category Precision Recall Overall 
Precision 

Habitual 84.3%  60.6%  
86.3%  

Episodic 86.8%  95.8%  

The decision tree created by Weka is visually rendered below in Figure 3. As shown by the 

branches of the tree, not all features are applied by the algorithm because of the pruning rules 

applied in the J48 algorithm. Since one feature (tense) overshadows the other features – I 

increased the confidence threshold applied by the algorithm for pruning to prevent all non-tense 

features from being discarded. It is interesting to observe that the navigation paths identified by 

the J48 algorithm are largely different from the association rules identified by the Predictive 

Apriori algorithm. 

 
quant_temporal = T: HABITUAL (58.0/5.0)  
quant_temporal = F 
|   tense = PA 
|   |   bare_plural_subject = T 
|   |   |   definite_object = T: EPISODIC (5.0/1.0)  
|   |   |   definite_object = F 
|   |   |   |   absent_object = T: EPISODIC (3.0/1. 0) 
|   |   |   |   absent_object = F: HABITUAL (6.0/1. 0) 
|   |   bare_plural_subject = F: EPISODIC (784.0/94 .0)  
|   tense = PR 
|   |   perfect = T 
|   |   |   definite_object = T: EPISODIC (4.0) 
|   |   |   definite_object = F 
|   |   |   |   absent_object = T: HABITUAL (7.0/2. 0) 
|   |   |   |   absent_object = F 
|   |   |   |   |   definite_subject = T: EPISODIC (8.0/3.0) 
|   |   |   |   |   definite_subject = F: HABITUAL (2.0) 
|   |   perfect = F: HABITUAL (126.0/18.0)  
|   tense = IN 
|   |   specific_temporal = T: HABITUAL (2.0) 
|   |   specific_temporal = F 
|   |   |   in_prep = T: HABITUAL (2.0) 
|   |   |   in_prep = F: EPISODIC (45.0/8.0)  
 

Figure 3: J48 Decision Tree using all features 
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The two most significant features applied in the decision tree are the presence of a 

quantitative temporal and the tense of the sentence which are the two highest branching nodes. 

Altogether there are 13 possible paths to navigate the decision tree. Out of the 13 paths, 4 patterns 

stand out (these have been underlined) – these paths cover a significant portion of the data and 

hence largely contribute to the performance of the classifier.  

The single largest pattern picked up the J48 classifier is for a past tense sentence without a 

bare plural subject which is not modified by a quantifying temporal. This combination covers 784 

sentences generating a precision of 88.0% in recognizing episodic sentences. This single rule is 

also responsible for lowering habitual recall by 33.1%. The second most significant pattern was 

infinitive sentences without a temporal modifier (either quantitative or specific) and not having a 

prepositional phrase with an ‘in’ head preposition. This pattern covers 45 sentences generating a 

precision of 82.2% in recognizing episodic sentences and also lowers habitual recall by 2.8%. 

For categorization of habituality, the single pattern that generated most coverage was present 

tense sentences which were not in perfect aspect covering a total of 126 sentences and generating 

a precision of 85.7%. The second most significant pattern was the presence of a quantitative 

temporal modifier which had a precision of 91.4% in identifying habitual sentences. 

4.3 NAÏVE BAYES CLASSIFIER  

Mitchell (1997, 180) states that probabilistic algorithms such as Naïve Bayes are among the 

most effective algorithms currently known for learning to classify text documents and I have 

trained such a classifier in order to compare the performance with the rule-based classifiers 

discussed earlier. As with the decision tree classifier, for smoothing of the results, I chose to 

apply ten-fold cross validation while evaluating performance. In contrast to rule-based classifiers, 
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probabilistic algorithms such as Naïve Bayes are quantitative in nature and are not easily 

interpretable by humans (Sebastiani 2002, 22). 

Using a Naïve Bayes classifier trained on all the features listed in Table 19 generated the 

performance measures below. Unlike decision trees, Naïve Bayes does not lend itself to analysis 

of the inner workings of the model. The results outperform J48 for episodic sentences but under 

perform J48 for habitual sentences. However Naïve Bayes is able to recall more habitual 

sentences than the J48 model. 

Table 25: Results using Naive Bayes algorithm with all features 

Category Precision Recall Overall 
Precision 

Habitual 81.7%  62.7%  
86.1%  

Episodic 87.3%  94.8%  

4.4 INDIVIDUAL IMPACT OF FEATURES 

Based on my analysis in Chapter 2, it is expected that the feature of tense is the single best 

discriminator amongst all the features that I have considered. This is borne out of the results 

below where a classifier is built 1) only using tense as a discriminator 2) using all features except 

tense as discriminators.  

Table 26: Impact of Tense as a discriminator 

Feature Habitual Episodic 

Precision Recall Precision Recall 

Tense 82.6%  51.9%  84.4%  96.0%  

Without Tense 73.4%  33.1%  79.4%  95.6%  

Performance of a J48 tree trained using all features is an improvement over just using tense as 

a discriminator – both the episodic and habitual precision show more than a one standard 

deviation improvement over the results of using just a single tense feature. Use of tense alone as a 
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discriminator significantly outperforms Naïve Bayes in classifying habitual sentences however 

Naïve Bayes provides the highest recall of habitual sentences. 

In order to study the impact of other features, I built classifiers excluding feature sets – I built 

one classifier excluding all subject features, one classifier excluding all temporal features etc. As 

expected, the largest number of incorrectly classified sentences (shown by white bar) is when 

tense is excluded. Exclusion of temporal features shows the next highest number of incorrectly 

classified sentences. This is in line with the decision tree in Figure 3 using the quantitative 

temporal modifier feature and tense as the two most favored category discriminators. 

Interestingly the results show that all models are able to correctly classify around the same 

number of episodic sentences (±6) but show greater variation in the ability to classify habitual 

sentences (±42). Amongst the episodic sentences, 717 sentences appear in common across all the 

different variations. 462 of these sentences are past tense with no aspect and a definite subject 

with no temporal modifier. 
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Figure 4: Impact of Feature groups 
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I have also included the performance of a J48 based classifier including the lexical verb as a 

feature over the unfiltered set of 1,816 examples. The results are shown in the table below – using 

the lexical verb as a feature generates the highest precision for the episodic category. There is a 

drop in performance of predication of habituality. While it is expected that lexical verbs show a 

strong degree of selectivity for the sentence category, the fact that we have not seen significant 

improvement in performance can be explained by the fact that there are lot of lexical verbs that 

cover a very small number of examples and hence are not statistically relevant. 

Table 27: Results using J48 algorithm with all features + Lexical Verb 

Category Precision Recall Overall 
Precision 

Habitual 77.8%  55.5%  
87.9%  

Episodic 89.6%  96.1%  
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5 CONCLUSION  

From the results of experimentation presented in Chapter 4, I conclude that a categorization 

model trained using a machine learning approach against syntactic/grammatical attributes of a 

sentence is a viable method for discriminating between habitual and episodic sentences. The 

approach performs significantly better for categorizing episodic sentences as compared with 

habitual sentences. This is expected given that episodic sentences were more prevalent than 

habitual sentences in the data I evaluated – 73% of the data fell into the episodic category versus 

27% in the habitual category.  

Figure 5 shows the impact of varying the features used and the specific categorization 

algorithm on performance. Out of the different supervised approaches I evaluated, use of a 

decision tree provided the overall best performance with an overall precision of 86.3% which was 

marginally higher than the overall precision of 86.1% provided by Naïve Bayes. Of all the 

performance measures, habitual recall was low (Naïve Bayes had the highest habitual recall of 

63%). The reasons for the low habitual recall could possible include: 

� The unidentified habitual sentences include situations where habituality is impacted 

by the nature of the discourse rather than by sentence-level indicators alone 

� The sentence includes specific lexical nouns patterns which indicate habituality  but 

are not surfaced using the feature extraction mechanism I applied 

� There are senses of verbs which indicate habituality (e.g. such as the verb “keep” in 

the past tense) which are not surfaced since the classifier is ignoring the lexical verb 

� The data covering a majority of features outside of tense tends to be sparse 
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� The criterion used to extract the different features is by itself an approximation. The 

performance of the feature identification process has not been quantifiably evaluated 

Amongst all the fourteen syntactic features which I considered, the tense of the sentence and 

the presence/absence of a temporal modifier stood out as having the largest impact from a 

supervised learning perspective. These two features (tense=present, quantified temporal 

modifier=present) were also individually the best two indicators for habituality in my analysis in 

Chapter 2. However neither of these two features covered more than 50% of the overall habitual 

set of sentences which to some degree explains the low habitual recall. The data in the Penn 

Treebank corpus does not present a large set of examples presenting progressive and perfect 

aspectual variation – and hence the impact of such features is minimized in the trained model.  

It should be noted that the overall precision may not be an adequate indicator of suitability 

within a specific text analysis application - based on the nature of the application, different 

problems may require varying demands of precision and recall by category. For example, an 

application which requires identification of specific events in text would be better served with 

higher performance on the episodicity category and applications such as building knowledge 

bases may require higher performance on identifying the habitual category. For applications 

where a supervised categorization approach is augmented by a human validator, higher recall 

numbers may be preferable for better coverage.  

The robustness of this approach, if deployed within an application, is dependent on many 

factors such as 1) The performance of a parser to annotate raw text successfully using an 

annotation scheme such as what the Penn Treebank employs 2) The performance of the individual 

feature extraction processes 3) The nature of the data that is used to train and the nature of the 

data that requires categorization. 
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Figure 5: Performance Comparison 

5.1 FURTHER RESEARCH OPPORTUNITIES  

In order to improve habitual recall performance, other features that can be tied to habituality 

can be evaluated as well. Possible feature candidates include: 

� Negative modifiers such as never 

� Evaluating possible feature candidates from nested clauses 

� Considering the distribution of definite and indefinite noun phrases across all noun 

phrases present in a sentence 

For more comprehensive insight into category ambiguity, in addition to the unilateral 

category annotation scheme used in this project, it would be of interest to independently annotate 

the category of a sentence, its predecessor and its successor in an isolated context (i.e. 

disregarding wider discourse context). A weighting factor could be assigned to indicate if the 
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annotated feels the sentence is more likely to be used in a habitual context or more likely to be 

used in an episodic context. This would allow the study of 1) the impact of discourse on 

habituality 2) the flow of habituality across sentences in discourse. 

In this paper, I have ignored the distinction of sentences which represent habitual facts versus 

those that represent generalizations. From an Information Extraction perspective, the distinction 

is important – habitual facts represent world knowledge (or “common sense”). Beyond the 

categorization which I have attempted, a mechanism which can further distinguish between facts 

and generalizations (perhaps by further attribution of the sentence subjects) would be of value and 

would be an interesting research extension to the work I have done. 
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APPENDIX A - PENN TREEBANK TAG REFERENCE 

Table 28: Penn Treebank Tag Reference 

Tag Description 

DT Indicates articles or indefinite determiner such as any/some 

IN Preposition 

NNS Common noun plural 

NN Common noun singular or mass 

NNPS Proper noun plural 

NNP Proper noun singular 

POS Genitive marker (possessive) 

PRP Personal Pronoun 

PRP$ Personal possessive Pronoun 

MD Modal 

RB Adverb 

RBR Comparative adverb 

SBAR Complementizer phrase 

TO Infinitive to 

VB Infinitive 

VBD Past tense verb 

VBG Gerund or present participle 

VBN Past participle 

VBP Present tense verb not 3rd person singular 

VBZ Present tense verb 3rd person singular 

VP Verb phrase 

WHADVP WH-phrase 

WRB WH-adverb (e.g. whenever) 

Source from Bies et al. 1995. 
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APPENDIX B - CATEGORY BY VERB STEM  

Table 29: Verb Stem Counts by Category 

Verb 
Stem 

Habitual 
Count 

Episodic 
Count 

Habitual 
% 

Episodic 
% 

 

report 1 114 0.87 99.13 

Discarded  

cite 1 53 1.85 98.15 

add 2 51 3.77 96.23 

drop 1 24 4.00 96.00 

tell 1 23 4.17 95.83 

stop 1 17 5.56 94.44 

pick 2 32 5.88 94.12 

say 2 24 7.69 92.31 

set 2 22 8.33 91.67 

ask 3 25 10.71 89.29 

give 5 40 11.11 88.89 

come 24 183 11.59 88.41 

hand 2 15 11.76 88.24 

move 8 60 11.76 88.24 

laugh 1  7 12.50  87.50   

write 9  60 13.04  86.96   

go 9  58 13.43  86.57   

get 7  43 14.00  86.00   

follow 3  18 14.29  85.71   

lay 2  12 14.29  85.71   

take 6  34 15.00  85.00   

turn 8  45 15.09  84.91   

see 7  39 15.22  84.78   

order 2  11 15.38  84.62   

note 2  9 18.18  81.82   

receive 3  13 18.75  81.25   

hear 11  43 20.37  79.63   

call 4  15 21.05  78.95   

look 3  11 21.43  78.57   

form 2  7 22.22  77.78   

point 6  20 23.08  76.92   

begin 6  19 24.00  76.00   

convince  1 3 25.00  75.00   

locate 1  3 25.00  75.00   

pay 4  12 25.00  75.00   

run 16  46 25.81  74.19   

send 6  16 27.27  72.73   

appear 7  14 33.33  66.67   

feel 3  6 33.33  66.67   

grind 1  2 33.33  66.67   
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Verb 
Stem 

Habitual 
Count 

Episodic 
Count 

Habitual 
% 

Episodic 
% 

 

purchase  1 2 33.33  66.67   

ship 1  2 33.33  66.67   

shoot 2  4 33.33  66.67   

become 9  17 34.62  65.38   

serve 5  9 35.71  64.29   

find 13  23 36.11  63.89   

change 3  5 37.50  62.50   

mark 3  5 37.50  62.50   

reveal 5  8 38.46  61.54   

show 14  22 38.89  61.11   

make 35  54 39.33  60.67   

urge 2  3 40.00  60.00   

allow 3  4 42.86  57.14   

bake 1  1 50.00  50.00   

escape 2  2 50.00  50.00   

flag 1  1 50.00  50.00   

judge 1  1 50.00  50.00   

plan 2  2 50.00  50.00   

talk 1  1 50.00  50.00   

keep 16  15 51.61  48.39   

remain 12  10 54.55  45.45   

refer 5  4 55.56  44.44   

apply 5  3 62.50  37.50   

alert 2  1 66.67  33.33   

be 2  1 66.67  33.33   

create 2  1 66.67  33.33   

deny 2  1 66.67  33.33   

persist 3  1 75.00  25.00   

maintain 5 1 83.33 16.67 
Discarded  act 6 1 85.71 14.29 

require 12 1 92.31 7.69 
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APPENDIX C – SUPPORTING TOOLS AND APPLICATIONS  

C.1 FEATURE EXTRACTION AND ANNOTATION  

In order to efficiently support the process, I developed a utility on the .NET platform which 

made the research process steps repeatable. The utility had the following functions built in: 

� Treebank Parsing – The Penn Treebank data was parsed into a database structure to 

allow for easy querying for patterns using SQL. This allowed me to profile the data 

and identify patterns easily 

� Feature Extraction - the methods described earlier for extracting features where 

coded 

� Sentence Annotation – an interface was provided to allow for fast annotation of the 

Penn Treebank data. The interface was designed to sort the sentences by verb 

predicate and to provide information in the form of un-annotated sentence data, 

previous sentence in the discourse 

C.2 DATA STRUCTURES 

I also developed a database structure on SQL Server which was intended to capture tree 

parses of the Penn Treebank data in a relational form to allow for easy analysis and to store 

feature values that were extracted from .NET. The use of a relational database allowed me great 

flexibility in order to research patterns within the data using SQL queries. The data model used 

for this study is shown in the figure below. The primary table in the schema is the NODE table 

which contains all data parsed from the Penn Treebank corpus. The feature extraction program 

populates the tables NP (for NP features), VP (for VP features) and FEATURES (for sentence 

features). The hand-annotated categories are stored in the SENTENCE table. 
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discourse *
discourse_id

filename

features *
sentence_node_id

verb_node_id

discourse_id

progressive

perfect

tense

freq_adverb

definite_subject

plural_subject

definite_object

plural_object

definite_temporal

modal

habitual_past

conditional

plural_temporal

infinitive_token

node *
node_id

discourse_id

parent_node_id

node_text

node_children

node_suffix

node_type

is_leaf

hash_code

tokennp *
node_id

is_subject

is_object

definite

plural

sentence *
hash_code

verb

episodic_confidence

category

vp *
node_id

object_node_id

perfect

progressive

tense

sentence_node_id

modal

frequency_adverb

definite_temporal

token

stem

habitual_past

conditional

plural_temporal

infinitive_token

 

Figure 6: Data Structures used for Study 
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