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Abstract

In recent years, social network analysis has gained popularity as a method for ana-

lyzing observational data. Observational scientists are using it to find important indi-

viduals, information diffusion, community structures, etc. Without an understanding

of the data quality issues present in observational datasets, the results of such analyses

can be misleading or biased. Bias occurs when the subjects and/or their interactions

are skewed by factors such as observer interest or motivation, limited observation, or

subjective interpretation. In general, bias is a lack of objectivity in data introduced

by some aspect of the data collection strategy used by observational scientists. For

our research purposes, we are interested in measurable bias which manifests itself as

artificial skew in data such as unusual values of social network metrics and missing

important edges and/or nodes. Though researchers have started examining how bias

might affect these networks, a complete methodology for quantifying bias in social

networks has not been developed.

In this thesis, we formally define the problem of quantifying and ranking bias

in social networks and present a methodology for measuring bias in social network

graphs where the underlying data is obtained through observation. We also propose

a novel bias ranking algorithm that ranks bias in observed networks when compared

to the ground truth network using an ensemble method which incorporates social

network metrics. In order to better understand bias in the context of localized com-

munity structures, we propose a method for quantifying localized bias using graph edit

distance and subgraph isomorphism with a new candidate selection scheme. Finally,
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we present the implementation of our methodology in a graph mining and visual-

ization tool and test our methodology on synthetic data and the Shark Bay dolphin

dataset.

Index words: Bias Estimation, Graph Matching, Social Network Analysis,
Ranking Bias
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Chapter 1

Introduction

Collecting and analyzing relational data has gained popularity in recent years and

with it the use of social network analysis (SNA). One of the great advantages pro-

vided by SNA is the ability to treat subjects and their interactions as interdependent

rather than as independent (the defacto traditional statistical analysis approach).

Furthermore, SNA makes it possible to understand social systems both at the micro

and macro level. At the micro level, the social context of individuals can be character-

ized and measured by metrics such as centrality, which gives an approximation of the

social power of a node as measured by how well it is connected to the overall network.

Macro level analysis attempts to understand the network structure as a whole as well

as substructures like cliques and communities.

Not only has SNA become more pervasive, but the networks that are being ana-

lyzed span a wide range of domains such as online social groups like Facebook and

Twitter, mobile networks and biological networks to name a few. In its early use, SNA

was typically applied to fully-observable networks. Now SNA is being used to under-

stand open social systems which are not fully observable. Datasets representing such

open systems are not guaranteed to be complete (i.e. some actors or interactions might

not be recorded) and what is known is obtained through human observation. One of

the potential issues in these networks is bias. While statistical techniques exist for

correction of random error, there is no systematic methodology for analyzing bias in
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social networks [37]. In this thesis, we focus on developing a systematic methodology

for quantifying and ranking bias in social networks.

1.1 Definitions

Bias

Bias has been defined in various ways, but we propose this definition which combines

the various views of bias:

Bias is a systematic variation in measurement from the true value and

includes study design flaws, deviation of inferences, interpretations, or

analyses based on flawed data or data collection methods. It is different

from random error and may be explicit or implicit.

Observed Network

In a social network, subjects and relationships are presented as graphs. A graph

consists of a set of vertices (or nodes) and edges which connect the vertices, i.e.

G = (V,E) with V = {v1, v2, ...vn} and E ⊆ V × V . While our earlier definition of

bias introduces the concept of bias, it does not help us to quantify bias in such a

network graph.

An important point to note is that bias exists in the context of a ground truth

graph, G = (V,E) and in subsets H = (VH , EH) of the graph such that VH ⊆

V,EH ⊆ VH × VH . A subset of the network provides a partial view of the networks.

In the context of bias analysis, we refer to these subsets of the graph as observed

networks ; the set of observed networks is denoted H = {H1, H2, ...Hn}. An observed

network is therefore a subset of the graph that provides an isolated view of the partial
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network. For example, in Figure 1.1, the network obtained by observation leads to a

partial view of the ground truth.

Figure 1.1: An Observed Network

In this thesis, we will refer to the networks we analyze for bias as observed net-

works, H and differentiate such networks from samples S, which are arbitrary random

samples of the network. We will also use the overall network as the ground truth net-

work, G.

Measuring Population Bias in Observed Networks

We can formally specify how bias is measured in a social network by looking at

structural and semantic elements of the network. Bias manifests itself as artificial

skew in data such as unusual values of social network metrics and missing important

edges and nodes. Often bias can also be present in an attributed network by virtue

of the attributes’ distributions being skewed. An attributed graph G has one or more

associated functions attrv : V → ξ or attre : E → ξ, where attrv is a vertex attribute

function and attre is an edge attribute function. The range ξ can be an arbitrary set

3



of nominal values if the attribute is categorical or ξ can be R or Z if the attribute is

numerical.

A reasonable criterion for measuring bias is that the more biased an observed

network is, the more it deviates from the ground truth. An observed network which

deviates from the ground truth is said to have population bias because it is not able

to capture the population or ground truth network. Let θE represent the expected

value for some social network measure θ (which does not have to be numerical) in

the ground truth graph, G and θA represent the actual observed value in H. Then,

broadly a bias function can be defined on an observed network, H, relative to the

ground truth graph, G, as follows:

bias(H,G) = |θE − θA| = |θE(G)− θA(H)| (1.1)

where G is the ground truth and H is an observed network

such that |V (G)| ≥ |V (H)|
and θ is a measure used to characterize a graph

bias : G × G → [0, 1]

where G is the set of all graphs

Properties of the Population Bias FunctionG

1. The range of the bias function is [0, 1].

2. There is no bias in the complete ground truth, therefore bias(G,G) = 0.

3. bias(H,G) approaches 1 as H is less and less able to represent G.

4. bias(H,G) 6= bias(G,H) in general, unless H = G.

Property 4 is not apparent from the general form of the bias function as considering

numeric values and taking their absolute difference does not ensure non-symmetry.
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However, this is a broad definition of bias and as we will show later, taking the

difference on non-numeric measures does not necessarily yield symmetry.

Property 3 of the bias function can be illustrated with the example in Figure 1.2.

In this figure the observed network H is very biased compared to the ground truth

graph G. Suppose that θ = density, then bias is calculated as follows:

bias(H,G) = |θE − θA| = |θE(G)− θA(H)| (1.2)

bias(H,G) = |1− 0.067| = 0.933 ≈ 1.0

Figure 1.2: Example: Bias Approaches 1.0

Measuring Bias in Local Community Structures

The above definition measures the bias in an observed network, H, relative to the

ground truth. However, some observed networks are perceived as a representative

community structure rather than as a representative overall network by observers.

There might be a bias in such an interpretation which is different from the bias which

we have previously described how to measure. For example, researchers sometimes

only observe the ego of a node with the intent of capturing local community structures

rather than representative samples of the ground truth. If the community structure of

interest gives a biased view of local structures, then such a community structure is said
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to have community bias because it is not a good representation of local community

structure within the graph.

In order to measure bias in this context, we propose structurally re-matching

the local structure, H, to the ground truth graph. This will result in one or more re-

matched subgraphs in G. We then sample the surrounding neighborhood communities

C = {C1, C2, ..Cn} of the matched graphs; each C ∈ C is a subgraph of G. Bias can be

measured for the observed community structure, H, using the collection of matched

neighborhoods, C, as ground truth. We quantify bias by measuring the information

that is missed by H relative to the collection of ground truth neighborhood matches,

C.

bias(H,G) =

∑
C∈C
|θE(C)− θA(H)|

n
(1.3)

where H is a subgraph of G =⇒ V (H) ⊆ V (G) and E(H) ⊆ E(G)

and C is the set of n neighborhoods of occurrences of H in G

such that ∀C ∈ C =⇒ |V (C)| ≥ |V (H)|
and θ is a measure used to characterize information in a graph

bias : G × G → [0, 1]

Properties of the Community Bias Function

1. The range of the bias function is [0, 1].

2. There is no bias in the complete ground truth, therefore bias(G,G) = 0.

3. bias(H,G) approaches 1 as H is less and less able to represent C.

4. bias(H,G) = bias(G,H) ⇐⇒ H = G.

5. bias(G,H) is undefined given H is a subgraph of G.
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Property 3 will be illustrated later as the measure θ cannot be trivially defined

here.

Ranking Bias

Given a set H = {H1, H2, ..., Hn} of observed networks of G, a ranking on the set can

be defined by a total ordering on the set as follows:

rank(H) = (Hi, Hi+1, Hi+2...)

such that ∀i, bias(Hi, G) ≤ bias(Hi+1, G) (1.4)

The above equation states that a ranking on a set of observed networks of a graph

produces an ordered set where the network with the least bias is ranked first when

compared to the ground truth, G, and so on. As we will show later, this ranking is

non-trivial.

1.2 Problem Statement

Population Bias

With all of the definitions so far, we define the broader problem of quantifying and

ranking population bias in a graph as follows:

Given a graph G = (V,E) which can be attributed, and a candidate

set of observed networks H = {H1, H2, ...Hn}, compute the bias scores on

H using G as ground truth, and generate rank(H) resulting in a ranked

list of the observed networks.
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Community Bias

With all of the definitions so far, we define the broader problem of quantifying com-

munity bias in a graph as follows:

Given a graph G = (V,E) which can be attributed, and a local com-

munity structure H, find structural matches for H in G extracting the

matched neighborhoods into C = {C1, C2, ...Cn} and compute the bias

score for H using the collection C as the ground truth.

1.3 Motivating Examples of Bias in Observational Data

Bias can be introduced through sampling criteria such as sampling only during a

certain time of the day or observing a specific location alone. For instance, a previous

study [40], showed that it was assumed by researchers that spotted hyenas were

scavengers stealing prey from lions. This conclusion was drawn by observing that the

hyenas were seen circling around feeding lions during the day. However, nighttime

observation revealed that the hyenas killed the prey and the lions stole the kill. In

this case, day time sampling data was sufficient to make inferences about day time

behavior but not more general conclusions. The data was biased for purposes of more

general inference [40]. This example illustrates that bias can indeed affect real-world

networks and is of practical concern.

Bias can also result from conscious or unconscious expectation of the observer

where there is a tendency to misinterpret or emphasize easily observable behavior and

overlook unexpected events. Observer bias might also spring from conscious interest

in only a subset of the population. For example, two observational scientists aiming to

obtain a fair sample may be observing a group of animals. One of them may sample

males at a higher rate than females, while another may monitor adults more closely
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than juveniles. Both of these are considered observational biases if the original intent

is to capture a representative sample. However, if this sample is intended to be a

stratified sample, for example, and any future interpretation of the sample does not

assume it to be representative of the overall population, then there is no population

bias in the observation.

1.4 Methodology

Our methodology for quantifying and ranking bias is broadly based on the following

four phases. Some of these apply to both population and community bias whereas

some are exclusive to one or the other. The detailed explanation of our methodology

is presented in Chapter 4.

1. Stochastic subgraph sampling : Given a ground truth social network, we pro-

vide sampling mechanisms to obtain different semantic subsets or parts of the

network which are suspected to have bias and perform a bias analysis. These

are the observed networks for population bias or community bias analysis. In

some cases, these networks are already provided but when they are not, we

provide this method for extracting observed networks of interest. We imple-

ment well-known algorithms like random, stratified, ego-based, random walk

and attribute-value-based sampling in order to isolate different observed net-

works for testing the presence of bias. These sampling methods can be combined

and provide flexibility in selecting subsets of the overall network for obtaining

a collection of observed networks and samples. We use a stochastic sampling

approach to allow repeated sampling which can be used for verifying statistical

significance.
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2. Network neighborhood detection: For local community structure bias, we re-

match or re-locate our observed networks in the ground truth represented by

the original network. This matching can result in multiple matches in our ground

truth if the network structure occurs commonly. With this re-match approach,

we get a sense of additional properties of the observed network such as its

structural placement and configuration against the overall network. We use our

modified subgraph isomorphism algorithms to re-locate (re-match) our network

to the original graph. We allow for multiple matches in this step as mentioned

earlier. To improve the run time for this step, we propose our own candidate

selection scheme. This phase is only used if the question of interest is local

community bias.

3. Measuring Bias : For population bias assessment, we compare our observed net-

work’s and the ground truth’s properties as our criteria for measuring bias.

We use various SNA metrics to estimate population bias in the observed net-

works compared to the ground truth. For community bias, we propose using the

normalized graph edit distance.

4. Ranking bias : Using the metrics computed in the previous step, we consolidate

the various measures of bias for our networks of interest using an ensemble

method for ranking the observed networks in terms of bias.

1.5 Contributions

The contributions of this thesis are:

• We formally define the problem of bias quantification and ranking for observa-

tional networks.
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• We propose a methodology for quantifying and ranking bias using sampling

methods, graph re-matching, bias estimation and our novel bias ranking algo-

rithm.

• Subgraph re-matching is an expensive computation. We improve the runtime

by proposing a new candidate selection function that uses a hop expansion

approach and test our results empirically.

• We propose a novel bias ranking algorithm that measures bias in observed net-

works when compared to the ground truth using an ensemble method which

incorporates statistical and social network measures.

• We also implement our methodology in a graph visualization tool to allow obser-

vational scientists to conduct bias analysis on graphs.

• We conduct a case analysis and evaluation using our proposed bias quantifi-

cation methodology on synthetic data and on the Shark Bay dolphin dataset,

which we also refer to as our primary dataset in the rest of this thesis. Our

results show that our methodology performs well on our datasets.

1.6 Organization

The remainder of this thesis is organized as follows. In the next chapter, the state of

the art in research areas related to ours is reviewed. Chapter 3 explains the different

sampling algorithms we use. Chapter 4 explains our novel bias ranking algorithm. We

present the experimental results of our implementation on the Shark Bay dataset in

the Chapter 5. Chapter 6 reviews existing graph matching algorithms and Chapter

7 describes our implementation and improvements for graph matching. Experiments
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on some representative synthetic and real datasets are also presented for our imple-

mentation of subgraph matching. Finally conclusions are presented in Chapter 8 and

some directions for future work are suggested in the final chapter.
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Chapter 2

Related Literature

While our primary research aim is understanding bias using social network techniques,

our proposed solution spans various areas of research including sampling methods,

use of social network metrics, graph matching and ranking. We discuss each related

area in its own section.

2.1 Bias in Social Networks

While bias can be defined in different ways, the concept of bias we are interested in is

closely related to sampling bias. Observational data is obtained by human observers

with limited resources and time, and different motivations and levels of adeptness. It

is very likely that collectors of the data can introduce non-random error because of

these and other reasons. Bias is different from random error which can be controlled

for and measured by existing statistical techniques.

Singh et al [37] have broadly looked at applying social network analysis (SNA)

to observational datasets and what makes this problem unique. Their work is con-

cerned with identifying the factors that might undermine inferences made by SNA on

observational data. For discussion and illustration, they use numerous examples from

the Shark Bay dolphin dataset collected by biologists. The overarching data quality

issues they mention are uncertainty, incompleteness and bias. Observational behav-

ioral scientists have a range of techniques that are used to overcome some of these
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challenges when sampling, and their work looks at how to leverage these insights for

relational data. In fact, the motivation for their work is to lay the foundation for

developing computational approaches for identifying and compensation for such data

quality issues. We therefore use their work as our motivation as well as many of their

examples on bias.

Franks et al [10] also focused on bias in social networks, but they investigated how

bias can arise due to the way that data is sampled or collected. Unlike [37], their main

aim was to answer the question: how do different sampling methods correlate with bias

on networks with different structures? Like [37] however, their work lays a foundation

for a longer term goal - which is to develop methods to collect data on populations not

fully known. The thesis of their work was that a comparison of the sampled networks

against the true network would help understand how data collection introduced bias

and aid in developing methods to collect data on populations not fully known. Such

a comparison was not covered in the paper and was left for future research - only

a genetic mutation algorithm for generating networks with known properties was

presented in detail.

Franks et al [10] noted that real world networks are never fully known and there-

fore are not as reliable for analysis as synthetic networks, where the structure and

properties can be controlled. However, the external or ecological relevance of syn-

thetic networks is questionable. Therefore we use a real world dataset - the Shark

Bay Dolphin dataset for our experiments. The dolphin dataset has been collected

over 25 years and is one of the most comprehensive biological network datasets for a

large number of individuals. We admit though that it is an approximation. Our work

thus uses real networks for both the ground truth and sample generation and is not

concerned with correlating sampling strategies with bias like [10]. Rather, we sample

an observational dataset using well known algorithms, to identify the degree of bias
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in observed networks of interest. We use sampling to isolate these networks of interest

rather than to simulate a data collection strategy.

2.2 Network Sampling

The body of literature on sampling is very large and statistical techniques on non-

relational data are too general for discussion here. The literature reviewed here is

specific to sampling methods for networks. Unlike non-relational data where sampling

is done under the assumption of independence of data, network sampling is unique in

that the interdependence of data is taken into consideration and thus the techniques

developed for network sampling are different from traditional sampling.

The state of the art on sampling from social network graphs focuses both on

understanding topological and semantic characteristics of graphs [2] and developing

algorithms for sampling graphs to preserve the characteristics. One of the primary

motivations for research in this area is the growing volume of data that is found in

social networks. Analyzing large graphs is computationally expensive and in some

cases impractical [24]. Thus, finding representative samples of the networks to serve

as substitutes is becoming necessary for practical applications.

A broad survey of sampling algorithms is done by Leskovec [24] with a comparative

empirical evaluation of the different algorithms. In the work, goodness of the sam-

ples is assessed by using Kolmogorov-Smirnov D-statistic to measure the agreement

between the distributions of social network metrics (such as clustering coefficient,

average degree and others) for the sampled and the original graph. We use this same

method in our bias analysis for measuring the degree of bias. The formal convergence

diagnostics is another evaluation technique proposed by Gjoka [15] for evaluating sam-

pling. Lee et all [22] have similarly looked at properties of sampled graphs compared
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to the original graph for a number of graph sampling algorithms. A work which is

aimed at obtaining a scaled-down graph differently is by Singh et al[38]. Their method

prunes a graph to obtain a representative smaller graph while assessing the quality

of the pruned graph in terms of predictive accuracy on a set of graph attributes.

Crawler-based techniques and random walk are known to give good approxima-

tion samples on most graphs, with the exception of highly clustered or disconnected

graphs, as a walk cannot effectively cover the full graph. More recent works on novel

algorithms for sampling social network graphs focus on highlighting and mitigating

the shortcomings with random walk-type sampling algorithms for highly clustered or

disconnected graphs [15], [21]. One such work related to multi-relational social graphs

by Gjoka et al [14] proposes the multigraph union sampling algorithm which is an

improvement over single relation graph sampling. Their argument is that sampling

each relation individual in multi-relational graphs potentially leads to disconnected

graphs; but by combining the single relations graphs into a master multigraph, con-

nectivity is improved and thus samples based on crawling get better sampling coverage

of the social network.

A work we have previously mentioned relating to bias by Franks et al [10], also

falls under the topic of network sampling. Their approach is to generate a set of

synthetic networks with well-defined properties and use different sampling strategies

to simulate how researcher would sample these networks. A hybrid genetic algorithm is

used to create such networks. Frank et al are not concerned with finding representative

samples, rather the aim is to simulate a real world data collection approach and see the

outcome via the samples generated. In another work, Franks et al [11] have looked at

observational sampling methods using a special technique called gambit of the group.

When observing a group of animals, researchers often assume a pairwise association

between members of the group as an approximation to network structure for the
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group - this is the gambit of the group assumption and often pairwise associates are

counted per pair and their frequency recorded as part of the relationship. Franks et

al’s research [11] is largely focused on questions around how raw observational data

should be filtered for further analysis as several researchers have suggested throw

away data that represent weak ties in the gambit of the group. Franks el al compare

a weighted tie approach and advocate its use when performing such filtering.

Most of the literature on sampling networks is aimed towards obtaining representa-

tive samples. While the we use sampling algorithms in our methodology, we note here

that our purpose for sampling is different. We are not so much interested in finding

samples which are representative as we are in sampling networks along dimensions

that we suspect are the sources of bias. The evaluation techniques, such as D-statistic

and many others, are nevertheless relevant to us as they provide a means to compare

samples to overall graphs and we use them in our methodology. In our collection of

sampling methods, we have included standard and hybrid methods. These sampling

methods are the foundation of stochastic sampling we use.

2.3 Graph matching

Finding a pattern graph within another is a task common to diverse research areas

such as genetics, computer aided design, social networks, and databases to name a

few. Several well-known algorithms in this area have been surveyed by Gallagher

[12] . Graph matching algorithms have many variations, one of which is structural

matching (based on topological similarity) versus semantic matching (based on type

and attributes of nodes and edges). Of special interest to us is exact graph matching

(also referred to as graph isomorphism) and subgraph isomorphism in particular.
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The graph isomorphism problem has been studied for decades for its complexity

and no known polynomial time algorithm has been found for the problem. It is thus

one of the NP-problems which has not been proved to be in P or NP-complete. It

is not likely that the problem is in P [28]. However, the problem can be solved in

polynomial time or better for certain classes of graphs such as planar graphs [6].

Subgraph isomorphism on the other hand is a harder problem and is known to be

NP-complete [13]. A comprehensive survey on graph isomorphism has been done by

Goldberg [17]. There are newer algorithms being proposed for the graph isomorphism

problem [26], but less attention is given to the subgraph isomorphism problem perhaps

due to its complexity and membership in NP-complete set of problems.

An isomorphism is a bijective function on the nodes of two graphs such that the

adjacency and non-adjacency of edges is preserved. There are two common approaches

to finding such a mapping. The first one works on a search tree of possible mappings

taking pairs of vertices and checking them in turn until the whole graph is pro-

cessed. This works by having the two graphs in memory and processing the vertices

simultaneously. The second approach is to find a canonical form (or hash or signa-

ture) which can uniquely characterize the structure of a graph. Then two isomorphic

graphs (with the same structure) will have the same hash. Detecting isomorphism

using this approach involves comparing the signatures for equality. The canonical

form is usually obtained by partitioning the nodes into non-overlapping classes and

iteratively refining the partition which is usually costly to compute. Canonical forms

have so far had application only in graph isomorphism problem but not the more

general subgraph isomorphism problem.

Some isomorphism algorithms we have investigated are Ullman [41], VF & VF2

[8] based on the pairwise search approach, Mckay’s Nauty [27], and Schmidt-Druffel

[34] based on partitioning. The performances of these algorithms are compared in [9].
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We build upon these algorithms with new candidate selection invariants. Due to the

density and other properties of our ground truth, we do not consider other algorithms

out there. BLISS [19] is an improved version of Nauty which prunes the search tree

and is suited better to large and sparse graph. Messemer and Bunke [28] proposed

an improved version of Ullman’s algorithm for large graphs. The algorithm uses a

decision tree to classify matches which makes the matching process faster. However,

since the decision tree is built offline and costly to compute their algorithm is not

well suited to online matching [28].

2.4 Ranking

The problem of ranking a set of items exists in various areas of computer science.

However, it is most researched in areas of information retrieval and machine learning.

A ranking simply induces an order on a collection of objects with respect to a score

associated with each object. Often in the ranking problem, the order induced is more

important than the raw score assigned to an object because in areas such as recom-

mendation systems, the user is only presented with the final ranked list and scores are

never revealed. As long as the scores induce a good ordering, the concern is less with

the values themselves. Maggini et al [32] refer to this problem as relevance ranking

when the exact criteria for ranking the items is known. Maggini et al also distin-

guish this problem from preference ranking where the criteria for ranking items is not

known but a training set of ranked objects is available to learn ranking from. Our

problem of bias ranking falls into the relevance ranking category. An area related to

ranking is similarity, as item scores are often based on some notion of similarity. The

literature covered in this section is by no means exhaustive but is meant to give a

brief overview of areas related to ranking.
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Information retrieval systems aim to find a ranked list of documents where the

documents are conventionally represented as vectors whose dimensions are determined

by attributes derived form the content of the documents. Given a query, a ranked

list of most relevant documents is presented. A slight variation of this problem is

collaborative filtering first introduced by Goldberg et al [16]. Collaborative filtering

is used in recommendation systems where the space is composed of users and items

and the task is to recommend a list of ‘interesting’ items to a user [33]. A survey of

recommendation systems has been done by Aomavicius [1] while a good survey on

collaborative filtering techniques is by Su et al [39]. For a better understanding of

these problems we refer the interested reader to the sources we have cited.

The problem of ranking results also exists in machine learning and data mining. In

classification tasks, assigning a class to a new item is not always a boolean problem.

Many classifiers compute a likelihood score of how to classify an item and then pick

the most likely class; for example, Bayesian classifiers compute probabilities of mem-

bership in a class. In the case of unsupervised learning tasks such as clustering,

similarity and ranking are relevant for cluster assignment. An interesting approach

termed ‘learning to rank ’ by Maggini et al [32] uses a classifier to rank items. Given

a training set of preference rankings (an ordered list of items preferred by a user),

a classifier is built to learn good relative rankings between each pair of items. This

classifier’s model is used to rank unseen items.

Various similarity metrics include Pearson correlation (linear relation of variables),

cosine similarity (vector-based), Jaccard similarity coefficient (set-based), distance-

based metrics, simple weighted average and probability-based measures [39]. Many

of these metrics are also applicable to measuring similarity when performing clus-

tering [18] in additional to the baseline Euclidean distance conventionally used in

clustering. In social network analysis, similarity between graphs is measured using a
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variety of techniques such as comparing the distributions of SNA metrics using dis-

tribution comparison metrics like KL-divergence or KolmogorovSmirnov D-statistic

or using aggregated measures such as average degree. All of the previously mentioned

similarity metrics are tied to particular knowledge representation in specific domains

but Lin [25] defines an information-theoretic means to measure similarity which is

general enough to be applicable in domains where a probabilistic model can be used.

The similarity measure is based on information theory concepts and derived from

very broad intuitions and assumptions which can be leveraged in domains such as

taxonomies, document collections, ordinal values, etc.

While there are numerous similarity metrics to choose from, not all of them are

relevant to our work. The reason is that some of these do not fit well in our context

and certain similarity metrics are not suited to graphs. The metrics we have decided

to use in our work are intuitively suited to SNA and graph comparison. As for ranking

our observed networks our motivations are different from domains such as information

retrieval and recommendation where ranking is done to prune a large collection of

returned results and pick most relevant results. These existing approaches can often

employ heuristics. Our motivation for ranking is purely to obtain an ordered list on

items, a complete list of which is presented to the user.
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Chapter 3

Graph Sampling Methods

In this chapter, we discuss sampling methods for graphs. Some of the methods are

standard and included for completeness and some have been modified to suit our

needs. They can be broadly classified into semantic (the attributes of nodes and/or

edges are used to pick what elements to include in the sample) or structural (the

placement of a node/edge in the graph is relevant to whether it is included or not). We

use these methods to obtain observed networks of our ground truth graph. Having a

collection of sampling methods available offers flexibility in conducting a bias analysis.

In addition, a combination of several methods can allow researchers to isolate subsets

in ways that might not be possible using a single sampling method.

There has been prior work done on sampling from large graphs [24] to find rep-

resentative samples which preserve various properties of the graph. While we are not

interested in finding representative samples relative to the ground truth graphs, we

want to generate our samples in an unbiased way. We therefore exclude methods that

select nodes or edges based on structural properties like degree and page rank and

aim to make selection as uniform as possible. As previously mentioned, random node

and random walk sampling methods have been shown to give very good results for

scaled-down samples [24].

We will use the running example graph G = (V,E), from Figure 3.1 for explaining

the graph sampling methods. Nodes are annotated with attributes in orange and edges
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are annotated with attributes in green. The various methods describe how a sample

graph, S = (Vs, Es) can be constructed.

Figure 3.1: Attributed Graph (sex is a node attribute and location is an edge attribute)

3.1 Random Node Sampling

This is the simplest sampling method where nodes are chosen uniformly at random

with probability
1

|V | − r
, where r is the number of nodes already sampled from V .

Nodes are sampled until a desired sample size is reached. As nodes are picked without

replacement, each time a node is sampled, the number of vertices remaining is |V |−r.

All edges between any of the selected nodes are included in the sample, i.e.

∀vi, vj ∈ Vs, (vi, vj) ∈ E ⇒ (vi, vj) ∈ Es (3.1)
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We parameterize the desired size to be a fraction of the original graph. An example

sample is shown in Figure 3.2. This sampling method can lead to a disconnected graph

since there are no connectivity constraints in the sampling procedure.

Figure 3.2: Random Node Sample (Desired Size=50%)

3.2 Stratified Random Sampling

In this method, a categorical node attribute (with associated function attr) is selected

and its distinct values are treated as different strata. For numerical attributes, the

same effect can be achieved by binning values. Stratification produces a partition

of non-overlapping graph nodes. A partition is composed of a set of cells Wi which

represent strata where n in the definition below is the size of the partition, equivalent

to the number of cells or strata:

Node stratification according to attr

{W1,W2, ...Wn| Wi ⊆ V, 1 ≤ i ≥ n and ,∀v1, v2 ∈ Wi ⇒ attr(v1) = attr(v2)}

such that W1 ∪W2... ∪Wn = V (3.2)

A desired sample size is also input to this method and determines the number of

elements selected from each stratum. A node, v is selected with probability
1

|Wj| − r
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where v ∈ Wj and r is the number of nodes in the same at the time of selection.

All edges between any of the selected nodes are included in the sample according to

Equation 3.1.

Similarly edge attribute stratified sampling can be performed by creating a non-

overlapping partition of edges:

Edge stratification according to attre

{F1, F2, ...Fn|Fi ⊆ E, 1 ≤ i ≥ n and ∀e1, e2 ∈ Fi ⇒ attre(e1) = attre(e2)}

such that F1 ∪ F2... ∪ Fn = E (3.3)

As before, an edge e is selected with probability
1

|Fj| − r
where e ∈ Fj with respect

to an edge attribute attre and r is the number of nodes already in the sample. Nodes

are included by virtue of being end points to any of the edges selected, i.e.

∀e = (vi, vj) ∈ Es ⇒ vi, vj ∈ Vs (3.4)

Suppose sex is the attribute chosen with a desired size = 40%, then the method

will compute the distribution of the sex attribute as |sex = MALE| = 7 and |sex =

FEMALE| = 5. So there will be 3 nodes with (sex=MALE) and 2 nodes with

(sex=FEMALE) included in the result at random (see Figure 3.3(a)). Note that like

random node sampling, the resulting sample can be disconnected.

3.3 (Stratified) Random Node Sampling with Replacement

A modification to the previous two sampling methods is to sample nodes with replace-

ment. We create a new instance vcopy = copy(v) of a vertex v, if it is sampled more
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(a) Attribute=sex, Desired Size=40% (b) Attribute=location, Desired Size=50%

Figure 3.3: Stratified Random Sampling - only Stratifying Attribute shown for clarity

than once, so multiple copies of a node can appear in the graph. The copy of the

vertex must maintain the structure of all connections from the original vertex, i.e.

∃v ∈ Vs,∀vi ∈ {vx|(v, vx) ∈ E} ⇒ vi ∈ {vx|(vcopy, vx) ∈ Es} (3.5)

The equation above states that for all of the nodes in Vs which also have a copy

in Vs, the neighbors of v are also neighbors of vcopy in the sample vertex set Vs. Also

note here that Vs and Es are not strict subsets of V and E since new nodes and edges

might be created. However, V ∩ Vs 6= ∅ and E ∩ Es 6= ∅.

We understand that sampling nodes with replacement in this way with potential

multiple copies can result in very different graph structures. The alternative is to

increase the weight of edges for a node that is sampled more than once. This will

result in a edge-weighted graph. However, this effect cannot be achieved in a binary

representation of a network where the edges are not weighted and instead our proposed

method of copying vertices can be used. While we allow for this, we will generally

avoid using sampling with replacement with unweighted edges.
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Sampling edges with replacement is not supported by this method. In Figure

3.4, with desired size parameter set to 70%, node 1 and node 6 are sampled twice

generating new nodes 12 and 13 which maintain the structure of the original nodes

from which they originate.

Figure 3.4: Stratified Random Node Sample with Replacement (Attribute=sex,
Desired Size=70%) - only Stratifying Attribute shown for clarity

3.4 Ego Network Sampling

Ego-based sampling starts off with a user-selected seed node, seed and a sampling

depth, D as parameters. The seed node is visited and its adjacent edges and nodes

are sampled. The sampled nodes are then iteratively visited in the same way until

the specified depth. The method effectively includes all nodes which are at most at

a distance D shortest paths away from the seed node. The shortest path P , is a

sequence of edges between two vertices vi and vj, so that
∑
e∈P

is minimized. Formally,

if we denote the shortest path between two given nodes using the function Pshortest(),

then
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|Pshortest(seed, v)| ≤ D ⇒ v ∈ Vs (3.6)

Edge selection is done according to Equation 3.1. An ego sample starting from

node 6 (highlighted in red) and with a desired depth of 2 is shown in Figure 3.5.

Notice how only nodes at shortest distance 2 or less from node 6 are included in the

sample.

Figure 3.5: Ego Network Sample (Seed Node=6, Depth=2)

Neighborhood Limiting Ego Sampling

The datasets we are analyzing have a large number of edges. To make a sample less

dense, we implement a modification to the previous method which limits the number

of neighbors sampled for a given node to a smaller number than orginial. We provide

an additional parameter, L, the fraction of the neighbors to sample uniformly at

random at each step. We call this parameter the neighborhood limit. Therefore, each
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node, v is selected with probability
1

L ∗ |{vi|(vi, v) ∈ E}| − r
where r is the number

of nodes already sampled from neighbors of node v. Edge selection is done on the fly

as neighbors are selected with the same probability as picking an adjacent vertex.

Suppose that L=75%, then the example from Figure 3.5 might lead to the graph

shown in Figure 3.6. At the seed node 6: only (75% of 4) = 3 edges are sampled

leaving out edge (6,5). At depth 2: for node 3 only 2 edges are sampled leaving out

edge(3,4) and so on.

Figure 3.6: Edge Limiting Ego Sample (Seed Node=6, Depth=2, Neighborhood
Limit=75%)

Depth-First Ego Sampling

Another modification to ego sampling is to only grow the network outwards strictly

and only add new nodes not already visited or sampled - in this case the resulting

graph is a star ego of the seed node. This method can produce less dense graphs than

the previous ego sampling methods and can be useful for comparison of ego networks

and for understanding information diffusion.
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Like the general ego sampling, vertices are selected as before using the selection

method from Equation 3.6. However, only edges along the shortest path between the

seed node and a given node in the sample are selected:

∀e ∈ Pshortest(seed, v), v ∈ Vs ⇒ e ∈ Es (3.7)

where Pshortest(seed, v) denotes the shortest path between nodes seed and v

Figure 3.7: Depth-First Ego Sample (Seed Node=6, Depth=2)

Notice that in the sample in Figure 3.7, the edge connecting node 3 and 4 is not

included in the sample. In this instance, the node 4 was already sampled at depth

2 along the path (6 → 7 → 4), so it is ignored when sampling the path (6 → 3) to

depth 2. Note that all ego-based sampling methods are guaranteed to give a connected

graph.
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3.5 Snowball Sampling

Snowball sampling is similar to ego network sampling but instead of using a single

starting node, we use a set of user-specified seed nodes {seed1, seed2, ...seedn} and

grow the ego-centric network of each node until the required depth. The method used

to grow the ego per seed node can be any of the versions of ego sampling discussed in

Section 3.4. The desired depth is used as a stopping condition for snowball sampling

like other ego sampling methods. If the seed nodes and depth is picked strategically,

the resulting graph might be connected, but there is no guarantee that the ego-

networks of the seed nodes will lead to a connected graph.

Figure 3.8: Snowball Sample (Seed Nodes=(1,3,9), Ego Sampling Method=Standard,
Depth=1)

An example of a snowball sampling start with seed nodes 1, 3 and 9 is shown in

the Figure 3.8.
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3.6 Filter-Based Sampling

It is desirable to sample nodes/edges by setting some criteria for their attributes. For

example, we might want to only sample nodes such that sex = ‘MALE ′. In other

cases, an sample meeting a generic filtering criteria such as either location = ‘RCB′

OR location = ‘NK ′ is desirable. A filter is a function that selects the nodes or edges

that meet these criteria based on an attribute-value pair.

A node filter is a propositional form, P (v) = (x1(v), x2(v), ..., xn(v)) composed of

other propositional forms xi, such that,

xi(v) = (attri(v) == vali)

The propositional forms xi(v) are composed in P (v) using boolean operators AND

or OR. Using a vertex filter for sampling, vertex and edge selection (based also on

Equation 3.1 but repeated below for clarity), are as follows:

Vertex selection: ∀v, P (v) = true⇒ v ∈ Vs

Edge selection: ∀vi, vj ∈ Vs, (vi, vj) ∈ E ⇒ (vi, vj) ∈ Es (3.8)

An edge filter P (e) is similarly defined using a propositional form where vertex

selection is based on Equation 3.4 but repeated below for clarity:

Edge selection: ∀e, P (e) = true⇒ e ∈ Es

Vertex selection: ∀e = (vi, vj) ∈ Es ⇒ vi, vj ∈ Vs (3.9)
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An example of an edge filter applied to graph G is shown in Figure 3.9. In the

figure, x1 = (location(e) == ‘RCB′) and x2 = (location(e) == ‘NK ′). The filter is

composed of (x1 OR x2).

Figure 3.9: Filter-Based Sample (Filter=(location=‘RCB’ OR location=‘NK’))

3.7 Random Walk Sampling

There are many variations of random-walk inspired sampling. The most common one

is to simulate a random walk along a path in the graph starting from a seed vertex.

A random walk is simulated by picking a vertex vi which is a neighbor to the current

vertex v; the probability of selection is
1

|{vi|(vi, v) ∈ E}|
. The random walk can be

interrupted with a jump back to the starting node with a probability = 0.15 (standard

value used in literature) or if a point is reached from which no new node or edge can

be added. We have parameterized the jump probability, so it can be changed. We

also parameterize the starting node and a desired size which we use as a stopping

condition. After the desired size is reached the process terminated.

There is the problem of getting stuck if the starting node is a sink or part of

a strongly connected clique. To overcome this, our random-walk method counts the
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number of jumps done so far and we use a fixed threshold = 20% of the graph size

as the maximum number of jumps allowed before we randomly pick another starting

node with probability
1

|V |
and continue the random walk. This way we ensure that

this sampling method will avoid getting stuck.

Figure 3.10: Random Walk Sample (Starting Node=3, Jump Probability = 0.15,
Desired Size=67%)

As with the depth-first ego sampling method, the nodes and edges which are

included in the sample are based on their membership in the random walk path(s).

However, since the walk can be randomly interrupted and restarted at a different

node, the path is not predetermined as is the case with depth-first ego sampling.

To illustrate how the method works, consider Figure 3.10. In this example, the

random proceeds along (3 → 2 → 8) at which point, a dead end is reached (no new

node or edge can be added). At this point, a jump to node 3 happens and initiates a

random walk down the path in green: (3 → 6). In our example, a jump occurs here

due to chance with probability=0.15 and the random walk begins again at node 3

down the path in pink: (3→ 4→ 5→ 6→ 7→ 9). At this point, the desired sample

size is reached and the process terminates.
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3.8 Stochastic Sampling

We pause here to recall that in our methodology, we are sampling our network for bias

detection. In measuring SNA properties on these observed networks, there needs to be

some degree of confidence in the measurement of the properties. However, using one

graph and any metrics calculated on it give us no sense of the variability or distribution

of the metrics we calculated. To mitigate this we use a stochastic sampling approach

whereby we generate a collection of samples on any given set of sampling parameters.

Stochastic sampling is important in that it allows us to validate our results by

comparing across similar samples and ensuring that the results are reproducible and

statistically significant. With the stochastic approach, a distribution can be normal

and all values converge to a clean average. On the other hand, there can be a some

variability and a few values deviate from the norm. The deviation can be reported

and samples that lie on the tail included for analysis. However we include all samples

in the stochastic sampling approach as an approximation.

Bootstrapping

The bootstrap is a variation of stochastic sampling and a standard statistical method

in resampling. Bootstrapping is used when the theoretical distribution of statistics

on data is complex or unknown. The idea is to generate a large number of subsets

of the data in order to better estimate statistics computed on the data. Subsets

are generated to be the same size as the original data and sampling is done with

replacement. Statistics are computed on the subsets and their distribution can be

analyzed. With observational datasets, the data that is collected is a sample of a

true population and properties of the overall network are unknown. The bootstrap
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is a way to estimate properties of the distribution without knowing the underlying

distribution.

For example, if we have a sample for temperature of 180 days and we compute

the mean x = 65, we get a single average. We can resample the 180 days of data to

generate a large number of samples with replacement. With this large set of sample,

we have a collection of averages and a distribution of the x statistic. Thus, variability

and distribution of the mean (and other statistics) can be estimated.

In our problem, we use the bootstrap to generate samples S = {Si = (Vi, Ei)|Si ⊆

G and |Vi| ≈ |V |, |Ei| ≈ |E|} of the same size as the original graph, G. With these

samples we can analyze the distribution of the various SNA metrics and get better

estimates on the metrics from the bootstrap of the graph of interest.
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Chapter 4

Measuring and Ranking Bias

In this chapter, we explain our proposed method for measuring and ranking bias.

Recall that in our methodology there are multiple phases where measuring and

ranking are later stages. Sampling (and re-matching in some cases) is a necessary

pre-requisites to measuring and ranking bias but in this chapter we explain our pro-

posed methodology for measuring and ranking bias in isolation from the other phases.

However, the discussion assumes these stages.

Recall that there are two different types of bias that we are interested in quanti-

fying: population bias and community bias. The problems we are trying to solve for

these two types of biases are also different. For population bias, the problem involves

a set of observed networks which are to be scored and consequently ranked in order to

measure which observed network is most biased and conversely, which is least biased.

For community bias, we are interested in computing a bias score for a local commu-

nity structure based on its occurrences in the ground truth. We will therefore present

two different methodologies for the two problems we are solving. These are discussed

in their respective sections.

4.1 Proposed Population Bias Methodology

Our proposed methodology for solving the population bias problem as defined in

Chapter 1, Section 1.2.1, is presented at a high-level in the Figure 4.1. Each of the

components are explained in detail in the remainder of this section.
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Figure 4.1: Proposed Methodology for Population Bias Problem
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Considerations

The equation below is restated from Chapter 1. This is the general population bias

function where the difference between the ground truth graph and observed network

is used to measure bias:

bias(H,G) = |θE − θA| = |θE(G)− θA(H)|
where G is the ground truth and H is an observed network

such that |V (G)| ≥ |V (H)|
and θ is a measure used to characterize a graph

bias : G × G → [0, 1]

where G is the set of all graphs

In the above definition of bias, the function bias(H,G) has two input graphs: the

observed network of interest H and the ground truth G. Suppose that H has p nodes

and G has n nodes. In the rest of the discussion we use the word divergence to broadly

refer to differences which are relevant to quantifying bias in the target graphs.

Also in the definition above, bias is solely dependent on the notion of conformity

i.e, how close the actual value of interest is to the expected one. In other words,

conformity is the degree of agreement between values being compared. The notion of

conformity (and conversely non-conformity) is non-trivial as there are numerous ways

to measure similarity and conformance between two graphs. Using a single notion of

conformity is simple yet limiting and can lead to false positives. Suppose that confor-

mity is based on using degree distribution to estimate similarity of two given graphs.

It will be easy to detect two graphs that have different degree distributions, but when

they do have very similar degree distribution, it cannot be conclusively inferred that

they are similar - there might be other dimensions along which these graphs look

very different such as distribution of betweenness and clustering coefficients. While
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this is a simplistic example, it is illustrative of the limitation present in depending on

a single measure.

There are techniques that have been used in other disciplines to aggregate more

than one score or measure into a single more meaningful measure. One way to do this

is to use an average of the scores or a weighted average of the scores if the relative

authority of individual scores is important. In machine learning, ensemble methods

in classification tasks use several predictive models to improve predictive accuracy.

Ensemble methods are built to outperform any single model contained within them

- this can be achieved via many methods such as bootstrap aggregation, averaging

or boosting to mention a few. The paper by Polikar [31] is a good reference to these

methods of aggregation for classification.

While many ensemble methods can depend on training and testing sets being

present, the principles are portable to other problems. We will use an ensemble method

to aggregate our different scores on bias. The next two sections explain the different

notions of bias we use and our ensemble method for ranking bias.

Network Comparison Models

As we pointed out in the previous section, there are numerous views of conformity

between graphs and thus a number of measures of bias. On the other hand, there are

also different ways to measure divergence between two graphs. We introduce these

four methods for comparing two graphs for divergence in the context of bias analysis:

• Direct Network Comparison Model

• Sampled Model Network Comparison Model

• Structural Goodness of Fit Network Comparison Model
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• Random Model Network Comparison Model

Direct Network (DN) Comparison Model

The simplest way to measure bias on graphs is to compute social network metrics

on two graphs and use the divergence on these metrics to arrive at a bias estimate.

To account for differences in scale these metrics can be normalized. This is the most

obvious way to do a comparison; however the results obtained are not generalizable.

To account for this, a bootstrap S(H) and S(G) of both graphs can be used to get

a sense of variability in the metrics computed (see Figure 4.2 left). We refer to this

method of bias analysis as Direct Network (DN) Comparison Model.

Sampled Model (SM) Comparison Model

One shortcoming with the previous method is that no matter how the differences in

scale are accounted for, the comparison is between two very different graphs with

different characteristics. As the number of nodes in a sample decreases it is less and

less able to capture all the detail in the ground truth. Instead of using the ground

truth graph for comparison, consider taking a random sample K of size p from the

ground truth. While the method used to obtain K is random sampling (which can

be replaced by another sampling method such as random walk), the sample K itself

is not a random graph because the underlying network from which it is obtained is

the ground truth. This distinction is important to keep in mind. By stochastically

sampling K we have a set S(K) which can be a reasonable approximation of G. In

addition, the number of nodes in K is the same as H and thus a fair comparison can

be done with the observed network. Essentially this method is similar to the direct

network comparison model except G is substituted by the model obtained from S(K).
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Figure 4.2: Network Comparison Models
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We refer to this model for comparing graphs as Sampled Model (SM) Comparison

Model. This is shown in Figure 4.2 right subfigure.

Structural Goodness of Fit (GOF) Comparison Model

The previous two views of bias are our primary ways of measuring bias. There are

however supplemental views that might be good for comparison, one of such is a

goodness of fit model. Recall that DN compares G and H directly and SN compares

H and S(K) (a model of G). In a goodness of fit analysis, the distance of the sampled

model S(K) from the ground truth is used as an expected value whereas the distance

of the observed network H from the ground truth is the actual distance. The expected

value gives a reasonable distance we can expect for an unbiased observed network.

If the structural distance of H from G does not fall in the proximity of the distance

of S(K) from G, then we say that the observed network is biased. The bias in the

observed network can be measured by the divergence of the observed network from the

proximity of expectation. We refer to this model of comparison as Structural Goodness

of Fit (GOF) Comparison Model. This is shown in Figure 4.2 top subfigure.

Random Model Comparison Model

A standard statistical technique in social network analysis is to compare a given graph

to a graph with random structure. This gives an indication of how far a graph is from

random model and is thus a metric for asserting structure in networks. The further

a network is from a random graph, the more it is said to have unique structures

that are a result of non-random behaviors, features, etc. We use a similar test for the

ground truth and observed network by comparing them to random graphs close to

their respective sizes. By doing so we obtain a structural distance from random. We

would expect an unbiased sample to be in the same proximity of structural distance
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as G. If the structural distance of H does not fall in the proximity of G, then we can

say that such an observed network is more biased (as it is more divergent) than one

which has a closer structural characterization to G with respect to random graphs.

The R ergm package is a useful library for performing similar analysis. Our analysis

is based on the a simpler approach. We refer to this model of comparing networks as

Random Model (RM) Comparison Model. This is depicted in the bottom subfigure

of Figure 4.2.

Bias Scores

Conformity and similarity are closely related; the degree of conformity is often deter-

mined by similarity. However, there are important considerations in measuring simi-

larity in our problem formulation where the inputs are two graphs, H and G. Because

the difference in size between the two graphs might be significant, we need to be aware

of difference dues to scale. In some metrics such as graph density, such difference are

inherently normalized; however, other metrics such as average degree are sensitive to

size changes. We are aware of these differences and our metrics compensate for this

sensitivity. The notions of conformity we use follow.

SNA Metrics

There are various SNA metrics that can be calculated on a graph. Examples of such

metrics include density and diameter. Other graph metrics apply to nodes or edges

and can be aggregated across all the nodes and edges in a graph. Examples of aggre-

gates are mean and median. Some examples of node-level metrics include degree and

betweenness. The following table shows the SNA metrics we use.
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Table 4.1: SNA Metrics

SNA Metric Applies To Description

Density Graph Ratio of the number of edges to the max-

imum possible number of edges.

Diameter Graph The maximum length among the shortest

paths over all pairs of vertices.

Clustering Coefficient Node The fraction of a vertex’s neighbors that

are also neighbors of each other.

Average Distance Node The average shortest path length from a

vertex to all other vertices in the graph.

Page Rank Node The importance of a node in terms of the

fraction of time spent at that node rela-

tive to all other nodes in a Markov chain

representation of the graph.

Hub Score Node The sum of the authority scores of neigh-

bors of a vertex (hub score and authority

score are mutually dependent on each

other). A hub score measures the degree

to which a node acts as a hub, i.e. a high-

degree node connected to other low-degree

nodes considered to be authorities.

Authority Score Node The sum of the hub scores of neighbors of

a vertex (hub score and authority score

are mutually dependent on each other).

An authority score measures the degree to

which a node acts as an authority, i.e. a

low-degree node connected to other high-

degree nodes considered as hubs.

Degree Centrality Node The number of neighbors of a vertex

Betweenness Centrality Node The count of occurrences of a vertex along

the shortest paths between any two given

vertices in the graph.

Closeness Centrality Node The inverse of the sum of shortest path

lengths from a node to all other nodes in

the graph.
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Table 4.1 – continued from previous page

SNA Metric Applies To Description

Eigenvector Centrality Node The degree of influence as measured

by connections to other highly-influential

nodes

Given the two graphs H and G, we can directly measure bias with respect to a

metric θ using the formula:

bias(H,G) = |θE − θA| = |θE(G)− θA(H)|

Normalization

According to the constraint that range of bias(H,G) must be [0, 1], the metric

value θ has to be normalized for metrics whose values fall outside the range [0, 1].

There are a number of ways to do this, but the ones we will consider are as follows.

Suppose θ is a node-level metric computed on the vertices of a graph. We compute

θ over all nodes in the graph and obtain a range of values. This range can be outside

[0, 1]. However, we can scale the range obtained to [0, 1] and thus normalize the

original values of θ resulting in θn.

There are a number of ways to scale a given range [A,B] to another range [X, Y ].

Suppose that a scaling function scale(v) is provided with a value v in [A,B] to be

scaled to a value in [X, Y ]. The following equation can provide such a scaling function:

scale(v) =
Y −X
B − A

× (v − A) +X (4.1)

For instance, suppose that θ(v4) = 7 and θ(V ) results in the following set of values:

{3, 8, 6, 7, 3, 5, 9} with range [3, 9]. Then if we normalize the value θ(v4) = 7 using the
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above method, the value becomes θn(v4) = 0.67. This type of scaling strictly produces

scale(A) = X and scale(B) = Y . If the desired range is [0,1], values on the extremes

can be undesirable. For example if we are scaling the range [3, 9] to [0, 1], the value 3

will be normalized to 0. This is not desirable in our case as the results on the extreme

can be exaggerated.

A simpler way to scale values over the previous ranges is to use the equation:

scale(v) = (
v

B
× (Y −X)) +X (4.2)

This eliminates the problem of extremities having exaggerated values. Using the

previous example with real values, θn(v4) = 0.778 will be the normalized score. We

use both these approaches for comparison when normalizing our scores and test which

one suits our problem better.

Certain graph-level metrics cannot be normalized over a range of node-level values.

An example of such a metric is diameter. In order to normalize such graph-level

metrics, the simplest way to normalize an aggregated value, θG, computed from an

n items (for the case of a graph n is the number of nodes) is to use the following

formula, which we we use for graph-level metrics that cannot be normalized using the

previously mentioned approaches.

scale(θG) =
θG

n(n− 1)
(4.3)
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Social Graph Distributions

Aggregated measures that apply to a graph can provide reasonable high-level informa-

tion on graph structure; however, some finer-grained information might be lost. One

way to keep node level information available is to use the distribution of local metrics

over nodes. Then for two given graphs, the degree of conformity can be measured in

terms of the agreement of these distributions. Below are some ways to compare two

distributions for agreement/disagreement.

KL-Divergence

One of the measures for comparing distributions is the Kullback-Leibler divergence

or KL-divergence. KL-divergence measures the difference between two probability dis-

tributions P and Q where Q is taken to be the true distribution and P the distribution

being tested for agreement. It is thus a non-symmetric measure. It is defined as follows

[35]:

DKL(P ||Q) =
∑
i

P (i)ln
P (i)

Q(i)
(4.4)

where P and Q are probability distributions

An intuitive explanation of the measure is pointed out by Shlens [35], that KL-

divergence measures the probability that one observes a set of data, P , given that a

particular distribution Q is assumed to be true. This aligns with our notion of using

the distribution of a sample and a ground truth for comparison. The range of KL-

Divergence does not fall within our desired [0, 1] range, so we will use the following

normalized version of KL-Divergence:
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DKL(P ||Q) =

2
∑
i

P (i)ln
P (i)

Q(i)

n(n− 1)
(4.5)

where P and Q are probability distributions

D-statistic

Another measure that has previously been used by Leskovec [24] for comparing

distributions in graphs is the Kolmogorov-Smirnov D-statistic. It is defined as follows

[24]:

DDS(P ′, Q′) = maxi{|P ′(i)−Q′(i)|} (4.6)

where P ′ and Q′ are two cummulative distributions

D-Statistic essentially selects the most divergent point in the distributions as an

indicator of divergence whereas KL-Divergence is a more uniform comparison over all

values in P and Q. This difference in their way of measuring divergence will likely lead

to D-statistic giving higher raw scores than KL-Divergence. With these two functions,

we will compare the degree of conformity between two graphs based on their node

distributions.

Ensemble Method for Ranking Bias

While we have specified the ways in which we measure the degree of bias, the numbers

thus obtained are one of the ways of communicating bias to the user. However, a

relative ranking of bias among a collection of samples will give the analyst a better

sense of how biased a sample is relative to others. It is common for analysts to question
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whether bias is higher in networks collected over certain periods of time or by certain

researchers compared to other values of the same attribute. This is where bias ranking

is useful, which is one of the other applications of our methodology.

From the previous section and discussion on ways to measure conformity, say we

have a set of observed networks to compare, H = {H1, H2, ...Hn}. By computing the

metric biasθ(Hi, G) (based on some social network metric θ), each observed network

Hi can have a score assigned to it:

score(H) = {(biasθ(H1), biasθ(H2), ...biasθ(Hn)} (4.7)

For convenience, we denote biasθ(Hi, G) as biasθ(Hi) in the above equation. The

score can then be used to order the collection:

rank(H) = (Hi, Hi+1, ...)

such that ∀i, biasθ(Hi) <= biasθ(Hi+1) (4.8)

Both the set score(H) and the set rank(H) can be presented as the outcome of

the bias analysis, giving insight into how much bias exists in the observed networks

as well as how they rank relative to one another. For the rest of the discussion, we

will refer to each of the different metrics used to compute bias as a scorer or scoring

metric. For example, a degree-based score is obtained from a different scorer than a

KL-divergence on betweenness. In the remainder of this section, we present some of

the ways that we consolidate these different scores and rankings computed by the

different scorers.
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Score Consolidation

Since our techniques for bias analysis use a number of measures for quantifying bias,

there are a few ways to meaningfully combine the result into a single view. One way to

do this is to consolidate the different bias scores themselves into a single bias measure

bias(H,G) for each graph and obtain a final score list S(H). The combination can be

a simple or weighted average µ, of all metrics. We refer to this method of combining

bias scores as score consolidation. We will use the simple average and median for score

consolidation. The final consolidated score can therefore be computed by considering

either the mean or median of a scorer’s values or a combination of both.

Rank Consolidation

Score consolidation is one way to combine our results. With a unique score assigned to

each observed network by the score consolidation we can simply order the observed

networks by their consolidated scores into a ranked list. A bias analysis will also

results in a number of ranked lists, {R1, R2, ...Rn} which is derived from the scores

themselves. It is also possible to combine these lists into a meaningful ranked list or

else pick one ranking that produces the best or most representative ranked list. We

will call this the rank consolidation method, another alternative to present a unified

view of the bias analysis. There are two ways we do this as described below.

Majority Vote Rank

In ensemble methods, the method of majority voting has been used to pick the final

metric of interest. For example, in classification, the class of an observation can be

picked by majority vote. One of the simplest ways to decide the majority vote is to

use an unweighted method. Suppose in a draw, if 5 times the result is A and three
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times it is B and only once it is C, then the final result will be A. Similarly, the final

rank of a graph can be the majority voted rank across all scorers. This can be done by

computing a frequency distribution over the ranks assigned to an observed network

across the various bias measures. Then the rank with the maximum frequency is the

highest vote and is picked as the final rank for that observed network.

Majority Ranked List

Another method to select a ranking among a collection of ranked lists is to compute

the frequency distribution over all the different ranked list obtained. For example, if

there are 2 observed networks N1 and N2, and over a total of 10 metric scorers we

obtain the ranking (N1, N2), 7 times and the ranking (N2, N1) happens 3 times,

then we can pick the ranked list (N1, N2) as the best ranking of the two observed

networks. If the number of lists is large, the possible number of permutations can also

be large. However, this way of analyzing ranks is insightful as to how many times a

specific ranking order occurs. We will use this method to arrive at a single ranked list

by picking the ranked list with the highest frequency.

Kendall Tau Distance

The majority rank method will decide a unique rank for the observed networks.

However, evaluating the relative ranking of the different metrics is valuable. For this

reason, we compute a score on each of the different scorers which measures their

level of disagreement from all other scorers. To do this we will use the Kendall Tau

normalized distance on the collection of ranked lists R(H)′. The Kendall Tau distance

is used to measure the degree of disagreement between two lists τ1 and τ2 [29]. A good

form of the Kendall Tau distance is defined on Wikipedia [42] as follows:

52



K(τ1, τ2) =

2×
∑

{i,j}∈P
K̄i,j(τ1, τ2)

n(n− 1)

where

P is a set of unordered pairs from τ1 and τ2

and K̄i,j =

 1 : if i and j are in the same order in τ1 and τ2

0 : if i and j are in the opposite order in τ1 and τ2

where range of K is [0, 1] (4.9)

We pause to note here that the Kendall Tau distance operates in a pairwise

manner. To use the Kendall Tau distance on a collection of lists, we propose our

own method to assign scores to these rank lists from their pairwise associations with

other scorers which is described as follows. We use a matrix which we will refer to as

the Kendall Tau matrix KT . This matrix’s entries are indexed by the scoring metrics.

It is an N ×N matrix where N is the total number of scorers. Each entry KTij is the

Kendall Tau distance of the ith scorer from the jth scorer. An average is computed

for the ith scorer using the values in row Ki, thereby assigning a single combined

disagreement score to a scorer. For example, if A, B, and C are three lists and their

pairwise Kendall distances are as follows:
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Example :

(A,B) = 0.2

(A,C) = 0.3

(B,C) = 0.6

A→ (0.2, 0.3), µ = 0.25, σ = 0.05

B → (0.2, 0.6), µ = 0.4, σ = 0.2

C → (0.3, 0.6), µ = 0.45, σ = 0.015

Given these scores, we can see that the list A has the lowest score and the lowest

standard deviation, implying the lowest disaggreement from all other lists and so we

could see that A is considered a better ranker than B or C. The distance provides a

means to compare rankings in our case. We will use the Kendall Tau matrix for pre-

senting the pairwise disagreement results and use the mean and median for reporting

each scorer’s overall disagreement.

4.2 Proposed Community Bias Methodology

Our proposed methodology for solving the community bias problem as defined in

Chapter 1, Section1.2.2, is presented at a high-level in the Figure 4.3. Each of the

components are discussed in detail in the remainder of this section. The connectivity

threshold is a parameter we use to control the neighborhoods we extract for analysis.
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Figure 4.3: Proposed Methodology for Community Bias Problem

55



Considerations

In our proposed methodology, detecting multiple occurrences of a local community

structure within a graph can be achieved via subgraph isomorphism which is the

algorithm used to find structural matches of a smaller graph within another. The

details of graph re-matching are discussed in Chapter 6. In this section we will focus

on the other two components of the methodology.

While social network metrics characterize the structure of graphs and their ele-

ments, the specific difference between two graphs can also be measured in terms of

structural elements such as nodes and edges. The graph edit distance is useful for

measuring these differences in structural elements between two graphs. It is defined

as the minimum number of distortions needed to transform one graph into another.

Distortions can be additions or deletions of elements.

For comparison of a very small graph to a very large graph, the graph edit distance

can be very large and perhaps not very meaningful. Also, the issue of scale becomes

apparent here, since comparing two very dissimilar graphs such as a small observed

network with a large ground truth graph, will give exaggerated values. To mitigate

this, we compare an observed network against a limited neighborhood of the ground

truth where the observed network is located. The immediate neighborhood of the

observed network gives us better insight into the immediate nodes and edges that are

missing from the observed network.

For an observed network with known location in the ground truth, the surrounding

1-hop network is the neighborhood of the observed network. However, including every

node in the neighborhood can skew the graph edit distance, we therefore use a value

κ which we call the connectivity threshold ; it specifies the minimum number of con-

nections nodes must have to the observed network in order to be considered part of
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the neighborhood. If κ = 0, then all nodes connected to the observed network in the

ground truth are considered to be in the neighborhood of the observed network. We

will show how κ affects the degree of bias and its contextual use in our experiments

later in this chapter.

In the overall bias analysis, this method of comparing an observed network to

the ground truth is most useful in determining the bias in a community structure

which is believed to commonly occur in the ground truth. Such structures are often

domain-specific but observational scientists are often interested in analyzing a given

small common pattern and finding its existence multiple times in the network. Bias

in this context can be measured using the notion defined by Equation 1.3:

bias(H,G) =

∑
C∈C
|θE(C)− θA(H)|

n

where C is the set of n neighborhoods of occurrences of H in G

such that ∀C ∈ C =⇒ |V (C)| ≥ |V (H)|
and θ is a measure used to characterize information in a graph

bias : G × G → [0, 1] (as before)

Graph Edit Distance

The previous definition of bias in community structures is broad. However, the diver-

gence between the neighborhoods and the perceived common network can be mea-

sured using the graph edit distance. The graph edit distance is measured as follows:

ged(H,G) = |V (G)− (V (H) ∩ V (G))|+ |E(G)− (E(H) ∩ E(G))|
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We can normalize the combined graph edit distance between nodes and edges as

follows:

ged(H,G) =
1

2

(
|V (G)− (V (H) ∩ V (G))|

|V (H) ∪ V (G)|
+
|E(G)− (E(H) ∩ E(G))|

|E(H) ∪ E(G)|

)
(4.10)

since we are re-matching a graph within a larger graph

⇒ V (H) ∪ V (G) = V (G) and E(H) ∪ E(G) = E(G)

ged(H,G) =
1

2

(
|V (G)− (V (H) ∩ V (G))|

|V (G)|
+
|E(G)− (E(H) ∩ E(G))|

|E(G)|

)

Consider the example in Figure 4.4. The smaller graph’s occurrence within the

bigger graph is highlighted. The normalized graph edit distance:
1

2

(
4

12
+

9

18

)
=

0.417. This value on a scale of [0, 1] indicates medium to low level of bias which can

be expected by looking at the example.

Figure 4.4: Example

4.3 Proof of Concept

While the above methods for bias analysis are formally reasonable, here we will estab-

lish a baseline for bias scoring and ranking. As a proof of concept, the minimum test

our methods must pass is to be able to measure bias reasonably well for networks

that can easily be inferred to be biased by simple eye-balling or a human analyst.
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Population Bias Analysis

Suppose we have the following ground truth graph and three different observed net-

works as shown in Figure 4.5.

Figure 4.5: Example

In this example, the ground truth network is a very dense well-connected network.

In comparison, the ego observed network is small, yet its connectivity and structure

are more similar to the ground truth than the other two networks. Furthermore, we

can see that the modified ego network is probably the most biased and structurally
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different from the ground truth, where as the random walk seems to fall between the

ego and modified ego network in terms of bias.

We ran a set of bias experiments on these networks using the three observed net-

work and the ground truth. The results showed that the various ranking methods

we propose in fact gave a good ranking on these baseline graphs. We ran our experi-

ments using all four network comparison models: DB (Direct Network), SM (Sampled

Model), GOF (Goodness of Fit) and RM (Random Model). We used all the SNA

metrics as well as D-statistic and KL Divergence with a binning size of 15 (which

we empirically verified was a good bin size given the size of these graphs). We use

the mean and median for score consolidation across both kinds of bias analysis. For

ranking the graphs, we use score consolidation, majority vote rank and majority

ranked list methods. The findings are summarized in the remainder of this section.

Raw Bias Scores

The raw scores for all the methods are presented in the Tables 4.2 to 4.5. We observe

that the scores are fairly consistent in their relative score assignment to the observed

networks. The overall score consolidation also shows a consistent ranking. The scatter

plots for all scores for the various methods are also shown in Figure 4.6. These scores

have been sorted by the most biased network’s scores, i.e. that of the ego modified

observed network. The scores appear very similar on the scatter plots for the different

comparison models. However, in the sorted scores plot, it can be seen that DN and

GOF scored the random walk and ego networks more closely than SM and RM which

are more scattered. The DN scores are closer together because in a small example like

this, the SNA metrics directly computed on the graphs show better consistency. For

instance, the degree of the ego modified network will be different from the ground

truth as will the clustering coefficients. However, for the SM and RM methods, the
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stochastic sampling done to obtain a model likely leads to more variability. This

variability, however, does follow a trend which gives consistent ranking to individual

observed networks. The GOF method’s compactness of low scores is likely accounted

for by its inherent score demotion policy. Recall that in the GOF analysis, a sample’s

score is lowered if the score falls in the expected distance proximity, thus, leading to

the more consistent lower scoring.

(a) Direct Network (b) Sampled Model

(c) Goodness of Fit (d) Random Model

Figure 4.6: Bias Score Distributions
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Table 4.2: Graph-Level Bias Scores

Metric
Ego Random Walk Ego Modified

DN SM GOF RM DN SM GOF RM DN SM GOF RM

Authority
Score

0.146 0.079 0.000 0.115 0.087 0.255 0.112 0.336 0.413 0.078 0.133 0.117

Average
Distance

0.103 0.000 0.000 0.000 0.017 0.000 0.000 0.000 0.221 0.000 0.000 0.000

Betweenness
Centrality

0.019 0.357 0.020 0.327 0.072 0.285 0.000 0.282 0.071 0.415 0.075 0.383

Closeness
Centrality

0.081 0.178 0.079 0.165 0.057 0.156 0.056 0.138 0.169 0.250 0.165 0.255

Degree 0.128 0.138 0.000 0.154 0.171 0.176 0.000 0.068 0.227 0.560 0.184 0.439

Eigenvector
Centrality

0.099 0.123 0.000 0.111 0.059 0.400 0.109 0.323 0.062 0.395 0.115 0.314

Graph
Average
Distance

0.000 0.431 0.000 0.212 0.001 0.645 0.000 0.210 0.000 0.628 0.000 0.197

Graph
Clustering
Coefficient

0.107 0.073 0.000 0.119 0.243 0.615 0.250 0.346 0.243 0.646 0.250 0.189

Graph Den-
sity

0.081 0.066 0.000 0.048 0.037 0.568 0.091 0.402 0.034 0.569 0.085 0.397

Graph
Diameter

0.001 0.507 0.000 0.414 0.003 0.556 0.000 0.467 0.001 0.580 0.000 0.446

Hub Score 0.148 0.077 0.000 0.114 0.088 0.250 0.110 0.331 0.418 0.076 0.130 0.116

Page Rank 0.117 0.143 0.000 0.161 0.183 0.119 0.000 0.083 0.246 0.411 0.202 0.454

Mean 0.098 0.223 0.011 0.231 0.089 0.413 0.072 0.337 0.177 0.446 0.136 0.366

Median 0.104 0.153 0.000 0.164 0.089 0.495 0.036 0.397 0.181 0.541 0.123 0.426

Stdev 0.080 0.182 0.030 0.162 0.089 0.235 0.098 0.171 0.169 0.237 0.106 0.164

Table 4.3: D-Statistic Bias Scores

Metric
Ego Random Walk Ego Modified

DN SM GOF RM DN SM GOF RM DN SM GOF RM

Authority
Score

0.279 0.271 0.230 0.282 0.307 0.247 0.000 0.000 0.772 0.788 0.744 0.500

Average
Distance

0.171 0.309 0.107 0.258 0.270 0.213 0.315 0.000 0.739 0.581 0.718 0.567

Betweenness
Centrality

0.120 0.159 0.019 0.258 0.273 0.190 0.222 0.086 0.493 0.385 0.416 0.270

Closeness
Centrality

0.470 0.213 0.015 0.192 0.124 0.000 0.000 0.085 0.645 0.605 0.345 0.281

Continued on next page

62



Table 4.3 – continued from previous page

Metric
Ego Random Walk Ego Modified

DN SM GOF RM DN SM GOF RM DN SM GOF RM

Clustering
Coefficient

0.172 0.137 0.047 0.589 0.605 0.520 0.000 0.006 0.589 0.554 0.572 0.000

Degree 0.201 0.442 0.000 0.388 0.472 0.314 0.385 0.000 0.737 0.726 0.636 0.504

Eigenvector
Centrality

0.279 0.268 0.230 0.282 0.304 0.247 0.000 0.000 0.697 0.689 0.665 0.326

Hub Score 0.282 0.271 0.230 0.285 0.307 0.247 0.000 0.000 0.780 0.788 0.744 0.514

Page Rank 0.171 0.309 0.107 0.258 0.270 0.213 0.311 0.000 0.739 0.581 0.718 0.561

Mean 0.257 0.297 0.111 0.338 0.365 0.246 0.138 0.024 0.729 0.709 0.635 0.435

Median 0.227 0.268 0.107 0.282 0.304 0.247 0.000 0.000 0.739 0.750 0.665 0.409

Stdev 0.064 0.082 0.072 0.086 0.134 0.100 0.169 0.041 0.045 0.103 0.094 0.205

Table 4.4: KL Divergence Bias Scores

Metric
Ego Random Walk Ego Modified

DN SM GOF RM DN SM GOF RM DN SM GOF RM

Authority
Score

0.002 0.002 0.002 0.002 0.003 0.003 0.003 0.002 0.018 0.013 0.019 0.017

Average
Distance

0.001 0.004 0.001 0.000 0.004 0.005 0.004 0.003 0.012 0.011 0.013 0.011

Betweenness
Centrality

0.001 0.001 0.001 0.001 0.001 0.002 0.001 0.001 0.004 0.003 0.004 0.004

Closeness
Centrality

0.006 0.001 0.001 0.002 0.002 0.002 0.000 0.001 0.014 0.014 0.012 0.011

Clustering
Coefficient

0.001 0.002 0.000 0.000 0.011 0.008 0.010 0.010 0.011 0.006 0.010 0.010

Degree 0.001 0.004 0.000 0.000 0.010 0.010 0.010 0.010 0.011 0.008 0.011 0.010

Eigenvector
Centrality

0.002 0.002 0.002 0.002 0.003 0.003 0.003 0.002 0.009 0.008 0.009 0.009

Hub Score 0.002 0.002 0.002 0.002 0.003 0.003 0.003 0.002 0.018 0.013 0.019 0.017

Page Rank 0.001 0.004 0.001 0.000 0.004 0.005 0.004 0.003 0.012 0.011 0.012 0.011

Mean 0.002 0.003 0.001 0.001 0.005 0.005 0.005 0.004 0.013 0.010 0.013 0.012

Median 0.001 0.002 0.001 0.001 0.003 0.003 0.003 0.002 0.012 0.011 0.012 0.011

Stdev 0.002 0.001 0.001 0.001 0.003 0.003 0.003 0.004 0.003 0.003 0.003 0.004

Table 4.5: Score Consolidation

Metric
Ego Random Walk Ego Modified

DN SM GOF RM DN SM GOF RM DN SM GOF RM

Mean 0.103 0.148 0.036 0.070 0.124 0.230 0.097 0.140 0.269 0.339 0.225 0.230

Median 0.098 0.137 0.001 0.002 0.086 0.250 0.036 0.068 0.169 0.395 0.115 0.205

Continued on next page
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Table 4.5 – continued from previous page

Metric
Ego Random Walk Ego Modified

DN SM GOF RM DN SM GOF RM DN SM GOF RM

Total 0.201 0.285 0.037 0.072 0.210 0.480 0.133 0.208 0.438 0.744 0.340 0.435

Rank 1 1 1 1 2 2 2 2 3 3 3 3

Ranking

The different ranking methods we use gave consistent ordering of graphs as the score

consolidations we described above. The majority vote is calculated off the rank dis-

tribution which is shown in Figure 4.7. This figure simply shows the frequency distri-

bution of ranks assigned to the individual samples. The rank distribution is shown in

the stacked bars where each bar is the observed network and the proportions are the

ranks. For example, the ego observed network had rank=1 close to 62% of the time

across all scorers for DN and 64% of the time across all scorers for SM. Note that

we assign lower rank values to networks with less bias. Based on the majority vote

method, all of the methods had ranking as follow: Ego = 1 (least biased), Random

Walk = 2 and Ego Modified = 3. We will use the shorthand form (Ego, Random

Walk, Ego Modified) in general to denote a ranked list.

For the majority ranked list method, the distribution of the totally ordered lists

is shown in Figure 4.8. The majority ranked list is represented in red in each of the

figures. The majority ranked list in all of the methods was the list (Ego, Random

Walk, Ego Modified) ranked from least to highest bias. This totally ordered ranked

list occurred over 50% of the time for all the bias methods we used. We have also

highlighted the second most frequent ranked list in the figure in blue. All the methods

had the same second most frequent list which was (Ego, Ego Modified, Random Walk)

except DN method which had the second most frequent ranking (Random Walk, Ego,
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(a) Direct Network (b) Sampled Model

(c) Goodness of Fit (d) Random Model

Figure 4.7: Majority Vote Ranking
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Ego Modified). Recall that the DN method compares the observed networks directly

with the ground truth. It might be the case that across many of the metrics the

random walk network in fact was more similar to the overall graph. By looking at the

metrics in the DN method we saw that the following gave a higher bias score for the ego

network compared to the random walk network: closeness centrality, average distance,

hub score and authority score calculated at the graph-level. We point out that all these

are graph level metrics which might potentially miss node-level information in their

measurement. The KL-divergence and D-statistic methods on these metrics gave the

random walk network a higher bias score than the ego network confirming that in this

case the graph-level metrics could not provide representative information about the

node-level values. This is of course dependent on the graph structure and combining

the different metrics mitigates the risk of relying on scorers that might give a less

representative score. The metrics that were considered good for this experiment are

also shown in Table 4.7. As noted before some of these gave better results on KL-

divergence and D-statistic than the graph level, but they were overall the metrics that

gave the expected ranking.

Table 4.6: Rank Consolidation

Consolidated Rank

Score Consolida-

tion

Majority Rank

Vote

Majority Ranked

List

DN SM GOF RM DN SM GOF RM DN SM GOF RM

Ego 1 1 1 1 1 1 1 1 1 1 1 1

Random

Walk

2 2 2 2 2 2 2 2 2 2 2 2

Ego Modi-

fied

3 3 3 3 3 3 3 3 3 3 3 3
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(a) Direct Network (b) Sampled Model

(c) Goodness of Fit (d) Random Model

Figure 4.8: Majority Ranked List
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(a) Direct Network (b) Sampled Model

(c) Goodness of Fit (d) Random Model

Figure 4.9: Kendall Tau Scores

Finally, to compare the rankings provided by the different scorers, we use the

Kendall Tau matrix. For a given scorer, we computed the mean and median of the

Kendall Tau distance from all other scorers. The values are shown in the scatter plots

in Figure 4.9. There were a few metrics whose disagreement from every other scorer

was high. These are the points on the scatter plot close to 1.0. Also for SM, the

mean and median of the Kendall Tau metric is more closely clustered whereas for

the DN, the rankings are less similar. The outliers on the DBNA were graph density,

graph diameter, graph average distance and graph eigenvector centrality. For SM,

graph clustering coefficient, average degree, graph average distance and graph clus-

tering coefficients were outliers. We observed that these metric roughly ranked the

ego network slightly higher than the random walk network leading to their disagree-

ment from other scorers. As we noted in our discussion of graph level and node level
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metrics, graph level metrics can sometimes lose finer-grained information and that is

likely the case here. Consider average degree for example: in the star-like ego modified

graph, the average degree is not a very good characterization of the observed network.

None of the divergence methods scored high for any of the comparison models. As

mentioned previously, these methods work with finer-grained information and thus

preserve the subtle and detailed differences in graph structures in their measurements.

These scores confirm our premise. However, in a complete bias analysis it is still useful

to keep graph level metrics for scoring since for other kinds of graphs which are bigger

in size and less unique, they can give good global characterization of the graphs.

Table 4.7: Metrics with Correct Ranking

Metric
DN SM GOF RM

GL KL DS GL KL DS GL KL DS GL KL DS

Degree Centrality X X X X X X X X
Average Distance X X X X X X X
Page Rank X X X X X X X
Betweenness X X X X X X X
Eigenvector X X X X X X X
Hub Score X X X X X X X X
Authority Score X X X X X X X X
Closeness X
Density X
Diameter X
Clustering Coefficient X X X X
Mean X X X X X X X X X X X
Median X X X X X X X X X

Community Bias Analysis

Recall that we compute graph edit distance using the equation:
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ged(H,G) =
1

2

(
|V (G)− (V (H) ∩ V (G))|

|V (G)|
+
|E(G)− (E(H) ∩ E(G))|

|E(G)|

)

To prove that the scores computed using this metric measures bias accurately, we

will use Figure 4.10. The ground truth graph is a fully connected graph of 6 nodes

where as the observed network is a node with 2 nodes and 1 edge. For this example,

we would expect to get a score very close to 1.0 indicating very high bias. The bias

score for this example is:

ged(H,G) =
1

2

(
4

14
+

6

15

)
≈ 0.9

ged(G,G) =
1

2

(
0

6
+

0

15

)
= 0

Figure 4.10: High Bias Example

The calculated values above prove Property 2 and Property 3 of our community

bias function (Section1.1.1.3). In order to evaluate the graph edit distance method

on a simple eye-balled example, the graphs in Figure 4.11 will be used. The observed

network in this case is represented as a community/local neighborhood structure of

interest. Let us suppose that the local structure of interest is a star. The question

we are answering is: how representative is the star as a local community structure in

the ground truth network? Matching the observed network back to the ground truth
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and looking at the neighborhood of any matching stars in the network will provide

information about whether the star truly exists in the network as a star structure

or whether it is a piece of a very different-looking community. We can do this by

applying our proposed methodology. Computing the average bias on all the matches,

tells us how often the observed local structure is biased across different parts of the

ground truth network.

Figure 4.11: Graph Edit Distance Bias Ranking Example

The ground truth network in this example is somewhat sparse, and it is easy to see

that there are a few structures in the network which might exhibit structures closely

related to a star. The plot of the clustering coefficients is shown in Figure 5.18. The

distribution shows that there are a lot of nodes with low clustering coefficients and

few with high clustering coefficients. However there are also nodes in the middle which

have a blurred structure between high and low scores. The degree distribution also

show that there are many nodes with low degree but at the same time the ones with

an average degree are also high in number.
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For comparison, consider the synthetic network in Figure 4.12 which has three

pure star structures in the network. We use this 3-star network for comparison to

analyze the structure of the ground truth in order to assess the evidence for star

substructures in the ground truth. The distribution of the clustering coefficients and

degree are also shown along with the network. The 3-star network exhibits a distribu-

tion where most nodes have a clustering coefficient of 1.0 and only a few nodes have a

clustering coefficient of 0.0 (the center of the stars). By comparison, the ground truth

network in our example has a very different distribution of clustering coefficients.

However, this is the whole network view which cannot be used to conclusively infer

substructures. Nevertheless, the presence of nodes with clustering coefficients of 1.0

and many nodes with clustering coefficient of 0.0 suggests that there might be star

structures present in the ground truth. This however depends on the connectivity

between these high and low clustering coefficient nodes. The degree distribution com-

bined with this information can give better clues to the substructure in the ground

truth.

The degree distribution for the 3-star network shows the center of the stars repre-

sented by the low frequency of high degree nodes. The high frequency of low degree

nodes is due to the nodes on the periphery of the stars while the connection points

between the stars are the nodes with a degree closer to the average. A similar distri-

bution is seen for high and low degree nodes in the ground truth graph. However, the

high frequency of average degree nodes might lead to a blurring of the star structure in

the network. Overall, by looking at the clustering coefficients and degree distribution,

we can expect there to be close to medium to high bias in our local neighborhood

structure.

When running subgraph rematching algorithms on these graph, we found a number

of matches on the graph. For this simple example, we will show only 3 of the matches.
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Figure 4.12: A Network With Star Substructures

(a) Clustering Coefficient Distribution (b) Degree Distribution

Figure 4.13: Graph Distributions for Ground Truth
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These matches and their extracted neighborhoods are shown in Figure 4.14. We have

included the entire network surrounding the observed network up to one hop in the

figure. However, this values can be modified, by setting κ, to sample only nodes which

have a minimum number of connections in the observed network above the configured

threshold. We will refer to the matches by their color in the graph, black, blue, red

and we will refer to the ground truth as G. The normalized graph edit distances for

the neighborhood graphs are as follows:

Example :

bias(black,G) =
1

2

(
16

24
+

23

31

)
= 0.7

bias(blue,G) =
1

2

(
11

19
+

22

30

)
= 0.66

bias(red,G) =
1

2

(
14

22
+

26

34

)
= 0.7

mean = 0.69

If we only pick the observed networks’ matching nodes in the ground truth along

with any edges included in the ground truth using κ = 0, the bias can be computed

as follows:
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Figure 4.14: Graph Edit Distance Bias Example Matches
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Example :

bias(black,G) =
1

2

(
0

3
+

8

11

)
= 0.36

bias(blue,G) =
1

2

(
0

2
+

8

10

)
= 0.40

bias(red,G) =
1

2

(
0

1
+

8

9

)
= 0.44

mean = 0.4

Finally, if we only include extra nodes from the ground truth that have a common

connection to the nodes in the observed network using κ = 2, the scores will be

computed as follows:

Example :

bias(black,G) =
1

2

(
3

9
+

11

17

)
= 0.49

bias(blue,G) =
1

2

(
3

11
+

11

19

)
= 0.43

bias(red,G) =
1

2

(
3

10
+

11

18

)
= 0.46

mean = 0.46

This examples shows that the method to choose for graph edit distance has to

be guided by some knowledge of the structure being analyzed and the context of

the analysis. For instance, in the second method of computing scores, the question

of interest is whether the sought local structure is a common ego structure in the

ground truth graph. The scores seem to suggest that this structure is medium bias
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when considering the ego of nodes. On the other hand, the other two methods do a

broader analysis where the question is whether the structure is generalized beyond

the ego of the nodes. Our first average suggests that this structure is somewhat

biased in this respect. However, a medium bias score is obtained by sampling the

partial network with common connections to the local structure. This highlights that

the method of constructing the neighborhood using common connections is different

than sampling the full network. Overall, this type of bias analysis has to be guided by

some contextual question and when applied correctly the bias scores computed will

be valuable.
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Chapter 5

Shark Bay Bias Ranking Experiments

In this chapter we present the results of our bias analysis methodology using the

Shark Bay dolphin dataset as a case study.

5.1 Shark Bay Dolphin Dataset

The dolphin dataset has been collected since 1984 using a range of methods such as

survey, point-scan, and focal follow. We are using the survey data which is collected

by opportunistic sampling by observing groups and recording their interactions. The

data represented by the network is a collection of dolphins and various interactions

are recorded to represent edges. There are also attributes associated with the dol-

phins/nodes as well as their interactions/edges. These are summarized in Table 5.1.

The distribution of these attributes are shown in Figure 5.1.

Table 5.1: Dolphin Dataset Properties

Properties Values

Properties
Node attributes: 712 dolphins, Number of edges: 47,068 interactions

Diameter of graph: 5.0, Density of graph: 0.19

Node attributes
Attribute Values

dolphin primary loca-

tion

EAST, HERALD BIGHT, PERON, RED

CLIFF, WHALE BIGHT

Continued on next page
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Table 5.1 – continued from previous page

Properties Values

dolphin sex MALE, FEMALE, UN

dolphin number of

times seen

Numerical (large number of dolphins seen a few

times and very small number seen frequently)

Edge attributes
Attribute Values

interaction location EAST, HERALD BIGHT, PERON, RED

CLIFF, WHALE BIGHT

researcher JM, RCC, OTHER

number of times

observed

Numerical (large number of interactions seen

a few times and very small number seen fre-

quently)

5.2 Bias Analysis Setup

For the dolphin dataset, we will use the Direct Network(DN) and Sampled Model(SM)

methods. The Goodness of Bit(GOF) is very similar to the SM method and the major

difference in their scores is that samples that ‘fit’ the expected value are assigned a zero

bias. We therefore used the SM method here to capture the additional information

provided by SM over GOF method. In addition the networks we are analyzing are very

large and relative size differences are small which means that using DN method will

be appropriate to compare the networks we are analyzing. Due to the large number

of nodes and edges, we will use a sample size of 35 for constructing models

Evaluation

To evaluate the performance of our bias ranking methods, we use a domain expert

who has studied the dolphin population for several years and has been one of the
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(a) Distribution: Sex (b) Distribution: Dolphin pri-
mary location

(c) Distribution: Observation
location

(d) Distribution: Researcher

(e) Distribution: Dolphin
Seen

(f) Distribution: Observation
Seen

Figure 5.1: Shark Bay Dataset Distributions
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primary observational scientists collecting data for the network. The domain expert’s

knowledge on the network and the presence of bias in the observed networks is used

to report the evaluation of our results. The domain expert could not provide us with

evaluation in all instances but for her own network, she could confidently tell us her

evaluation of bias. The expert gave us a ranked list of the various networks she had

sampled in different locations and these rankings were used to evaluate the results of

our bias analysis. For the experiments where the domain expert could not provide a

confident opinion, we report the results as new valuable findings.

Observed Networks

The dolphin dataset has been collected by observing dolphins in a number of loca-

tions. Different researchers have used different methods of sampling to collect the data

at different locations. Many of the dolphins have been observed in multiple locations

during observation by different observers. There are observed networks that can be

partitioned for analysis based on these attributes. The observed networks of interest

for our analysis are therefore based on researcher and location. These observed net-

works are also correlated with some question of interest in the domain. For example,

in analyzing the observed networks of each researcher, we are posing the question:

does one researcher have more bias in their network compared to other researchers?

This is of interest in the domain because attributing bias to variables can be useful in

future sampling. As another example, our domain expert evaluator had a good sense

of the degree of bias that was present in her network in different locations as she had

collected data differently at each of these locations and some of them are not well

sampled. The networks we will analyze for bias are presented in the Table 5.2.

For our purposes, we consider the full dolphin dataset to be the ground truth

network. The reason why the full network can be considered a good approximation
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of the ground truth is that the dolphin dataset has been collected over 25 years and

is one of the most comprehensive biological network datasets for a large number of

individuals. We admit though that it is an approximation.

Table 5.2: Networks of Interest

Ground Truth Network Observed Networks Rationale

Full dolphin net-

work

Each researcher’s complete

network {JM, RCC, OTHER}

See how much bias is

present in each researcher’s

observed network. Do cer-

tain researchers’ methods of

sampling introduce bias?

Full dolphin net-

work

Each location’s complete

network {EAST, HERALD

BIGHT, PERON, RED

CLIFF, WHALE BIGHT}

See how much bias is present

in networks constructed by

observation at different loca-

tions. Is there a biased view

of certain locations in the net-

work? Some of these might

exist due to habitat hetero-

geneity. In these cases, we

want to see if these differences

manifest as bias.

Each researcher

= {JM, RCC,

OTHER}

Researcher’s observed net-

work for each location

{EAST, HERALD BIGHT,

PERON, RED CLIFF,

WHALE BIGHT}

See how much bias is present

in a researcher’s observed net-

work in a location relative

to their overall observed net-

work. Is there a bias in the

way a researcher samples the

network of a location com-

pared to their overall sampled

network.
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5.3 Experiments on Population Bias

The first set of experiments we ran were on the network of the researcher represented

by the value JM in the dataset. This researcher is also our primary evaluator for bias

ranking. The expert was asked to provide a ranked list of networks for all the different

networks that she has sampled. The rankings noted in Table 5.3 were provided before

the experiments. The expert could not decide the higher bias between Peron and

Herald Bight, but ranking either as most biased was considered acceptable by the

expert.

Table 5.3: Expert’s Ranking for JM network

Observed Network Rank

Red Cliff 1 (Least biased)

East 2

Whale Bight 3

Herald Bight 4-5 (Most biased)

Peron 4-5 (Most biased)

In this experiment, the ground truth network is the network sampled by researcher

JM. The observed network we are analyzing for bias are as noted previously in Table

5.3. These are the networks for which the researcher JM collected data - each location

is a different observed network and we are interested in finding a ranking on the

researcher’s networks in these different locations.
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Results and Evaluation

The raw bias scores for each metric (represented by the x-axis) were distributed as

shown in Figure 5.2 where each color represents a different location. These scores are

sorted by the scores of the location Peron, which had the highest average bias score.

The scores are distributed similarly for both the DM and the SM methods; though

the scores for SM are less consistent than those of DM. This is likely due to the

random stochastic sampling done on the ground truth as the variability of the scores

in SM is somewhat expected. However, here that variability is further reinforce by the

differences in size of the observed networks. Peron and Herald Bight was smaller in

size because a lot of data has not been collected for these location. The other networks

are bigger.

In the score consolidation, the mean and median scores of the samples were as

shown in Table 5.4. These scores increase from Red Cliff with the lowest score (thus

the lowest bias) to Peron with the highest bias. These results agree with the expected

ranking. In addition, the scores for Red Cliff, Whale Bight and East are very close as

are the scores for Herald Bight and Peron in the scatter plot of scores. The latter is

expected while the former suggests that bias is not vastly different in the other three

locations; however, there is a small difference overall which was sufficient for inducing

the ranking we expected.

Table 5.4: Score Consolidation

Consolidated Bias Score

DM SM

Mean Median Total Rank Mean Median Total Rank

Red Ciff 0.0259 0.0109 0.037 1 0.1356 0.0642 0.200 1

East 0.033 0.0095 0.043 2 0.1336 0.0843 0.218 2

Continued on next page
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Table 5.4 – continued from previous page

Consolidated Bias Score

DM SM

Mean Median Total Rank Mean Median Total Rank

Whale Bight 0.0413 0.0252 0.067 3 0.1414 0.097 0.238 3

Herald Bight 0.1232 0.0232 0.146 4 0.1388 0.139 0.278 4

Peron 0.1537 0.038 0.192 5 0.1537 0.1285 0.282 5

The Kendall Tau distance of the various metrics in Figure 5.3 show that the DM

method had much lower disagreement within the scorers than the SM method. In

both scatter plots the point close to 1.0 is the graph-level average distance metric.

The other metrics for the SM model that were around the 0.6 mark were graph-level

metrics: diameter, eigenvector centrality, hub score and median. The metric close

to 1.0 distance, which is graph-level average distance metrics, was an outlier in our

earlier experiments on synthetic data and further confirm that graph-level average

distance does not do that well in bias scoring. In the case of SM, the median values

of the SM method do show lower disagreement than the mean suggesting that some

of the scorers might have had a wide range of disagreement distances. When these

are averaged, the mean increases because of the wider range. The median however

suggests that the disagreement was closer within rankers though still worse than DN.

Recall that in the SM method, a model is constructed by stochastically sampling

randomly from the ground truth. This model might capture information better if we

significantly increase the number of stochastic samples used to build the sampled

model.

The score consolidation’s ranking order on the samples was further reinforced

by the ranks we obtained from the other rank consolidation methods. The three

consolidation methods based on ranking are summarized in Table 5.5. These were
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(a) Direct Network

(b) Sampled Model

Figure 5.2: Raw Bias Scores
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(a) Direct Network

(b) Sampled Model

Figure 5.3: Kendall Tau Distances
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also consistent between DN and SM. Even though the ranking we see for SM majority

vote is consistent with what we expect, looking at the split of ranks in a sample shows

that SM in fact assigned rank 5 to Red Cliff 20% of the time. This explains the high

disagreement of the Kendall Tau matrix for SM. For the Red Cliff network, however,

Rank 1 was assigned 40% of the time which was the majority rank for the sample.

We also see that Peron and Herald Bight’s rank distributions look very similar which

is as expected. Whale Bight consistently falls in the middle in both DN and SM.

Table 5.5: Rank Consolidation

Consolidated Rank

Score Con-

solidation

Majority

Rank Vote

Majority

Rank List

DN SM DN SM DN SM

Red Cliff 1 1 1 1 1 1

East 2 2 2 2 2 2

Whale Bight 3 3 3 3 3 3

Herald Bight 4 4 4 4 4 4

Peron 5 5 5 5 5 5

Finally the frequency distribution of distinct ranked lists over all the scoring met-

rics is shown in Figure 5.5. The majority ranking for both DN and SM was the ranking

(the red slice of the pie chart) that identified Red Cliff network as least biased and

Peron as most biased. This was roughly twice as frequent as the next ranking where

Red Cliff was ranked first and Herald Bight ranked as most biased (labelled blue slice

in the pie chart).

The metrics in the majority and second most frequent ranking are shown in Table

5.6. We combine the majority and second most frequent because in this case the top 2

ranked lists are both considered acceptable. For the sampled model network, none of
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(a) Direct Network

(b) Sampled Model

Figure 5.4: Rank Distribution for Samples
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(a) Direct Network

(b) Sampled Model

Figure 5.5: Ranked List Distribution
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the graph level metrics gave good rankings. However, KL-divergence and D-Statistics

on some of the metrics that work well in this example are consistent across DN and

SM. This difference in bias scores on the graph-level metrics between DN and SM

indicates that the sampled model leads to reduction of the bias which might have

been due to size difference. This is not necessarily bad as this proves our intent for

using this model. In the case of this example, however, SM does not perform as well

as DN does.

Table 5.6: Metrics with Correct Ranking

Metric
DN SM

GL KL DS GL KL DS

Degree Centrality X
Average Distance X X X X X
Page Rank X X X X X
Eigenvector Centrality X X X X X
Hub Score X X X X X
Authority Score X X X X X
Diameter X
Mean X X X X
Median X X X X

Overall with the combination of the scores and ranks used in our ensemble method,

the performance of our methodology was good as we were able to get the correct

ranking in all cases. The SM method did not give as consistent results as DN at a

lower level but as discussed previously both have their strengths and shortcomings.

SM method’s results differ from DN in that according to the SM method, the majority

ranked list is not as frequent as with SM. This highlights the value in using the

different metrics in the ensemble and the different methods for bias analysis in order

to get a better sense of bias in such an analysis. The scores are summarized in the

tables below.
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Table 5.7: Graph-Level Bias Scores

Metric
Red Cliff East Whale Bight Herald Bight Peron

DN SM DN SM DN SM DN SM DN SM

Authority Score 0.051 0.342 0.057 0.344 0.059 0.346 0.154 0.182 0.144 0.231

Average Distance 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

Betweenness Centrality 0.016 0.376 0.001 0.308 0.007 0.334 0.010 0.265 0.009 0.220

Closeness Centrality 0.009 0.017 0.012 0.002 0.003 0.010 0.072 0.030 0.075 0.046

Degree 0.019 0.297 0.046 0.293 0.049 0.270 0.218 0.123 0.337 0.093

Eigenvector Centrality 0.049 0.326 0.055 0.327 0.058 0.330 0.149 0.173 0.140 0.220

Average Distance 0.000 0.410 0.000 0.410 0.000 0.410 0.001 0.314 0.001 0.314

Clustering Coefficient 0.021 0.219 0.001 0.216 0.064 0.173 0.354 0.043 0.366 0.063

Density 0.011 0.367 0.007 0.348 0.011 0.341 0.072 0.164 0.082 0.181

Diameter 0.000 0.378 0.000 0.395 0.000 0.346 0.003 0.338 0.003 0.361

Hub Score 0.049 0.333 0.055 0.334 0.058 0.336 0.150 0.177 0.140 0.224

Page Rank 0.003 0.287 0.042 0.254 0.063 0.227 0.319 0.074 0.334 0.027

Mean 0.020 0.279 0.023 0.269 0.032 0.259 0.129 0.156 0.140 0.162

Median 0.015 0.331 0.010 0.332 0.030 0.335 0.113 0.176 0.112 0.213

Stdev 0.020 0.135 0.025 0.134 0.029 0.131 0.124 0.109 0.139 0.114

Table 5.8: KL-Divergence Scores

Metric
Red Cliff East Whale Bight Herald Bight Peron

DN SM DN SM DN SM DN SM DN SM

Authority
Score

0.0004 0.0004 0.0007 0.0007 0.0010 0.0010 0.0087 0.0087 0.0072 0.0072

Average
Distance

0.0002 0.0002 0.0006 0.0006 0.0006 0.0006 0.0108 0.0108 0.0164 0.0164

Betweenness
Centrality

0.0003 0.0003 0.0002 0.0002 0.0002 0.0002 0.0027 0.0027 0.0023 0.0023

Closeness
Centrality

0.0007 0.0007 0.0005 0.0005 0.0008 0.0008 0.0048 0.0048 0.0034 0.0034

Clustering
Coefficient

0.0016 0.0016 0.0005 0.0005 0.0018 0.0018 0.0109 0.0109 0.0101 0.0101

Degree
Centrality

0.0002 0.0002 0.0008 0.0008 0.0004 0.0004 0.0056 0.0056 0.0123 0.0123

Eigenvector
Centrality

0.0004 0.0004 0.0007 0.0007 0.0010 0.0010 0.0087 0.0087 0.0072 0.0072

Hub Score 0.0004 0.0004 0.0007 0.0007 0.0010 0.0010 0.0087 0.0087 0.0072 0.0072

Page Rank 0.0002 0.0002 0.0006 0.0006 0.0006 0.0006 0.0108 0.0108 0.0163 0.0163

Mean 0.0005 0.0005 0.0006 0.0006 0.0008 0.0008 0.0082 0.0082 0.0094 0.0094

Median 0.0004 0.0004 0.0006 0.0006 0.0009 0.0009 0.0087 0.0087 0.0072 0.0072

Stdev 0.0004 0.0004 0.0002 0.0002 0.0004 0.0004 0.0025 0.0025 0.0045 0.0045
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Table 5.9: D-Statistic Scores

Metric
Red Cliff East Whale Bight Herald Bight Peron

DN SM DN SM DN SM DN SM DN SM

Authority Score 0.104 0.064 0.130 0.084 0.148 0.093 0.252 0.140 0.226 0.129

Average Distance 0.027 0.017 0.110 0.087 0.144 0.135 0.583 0.416 0.670 0.510

Betweenness Centrality 0.058 0.042 0.022 0.029 0.022 0.026 0.071 0.064 0.093 0.040

Closeness Centrality 0.151 0.480 0.103 0.348 0.161 0.474 0.332 0.426 0.233 0.385

Clustering Coefficient 0.116 0.080 0.080 0.059 0.161 0.141 0.462 0.337 0.470 0.394

Degree Centrality 0.031 0.025 0.116 0.082 0.093 0.077 0.314 0.282 0.508 0.403

Eigenvector Centrality 0.104 0.064 0.130 0.084 0.147 0.093 0.251 0.139 0.225 0.129

Hub Score 0.104 0.065 0.130 0.085 0.148 0.094 0.253 0.141 0.227 0.130

Page Rank 0.083 0.104 0.106 0.113 0.133 0.150 0.354 0.273 0.380 0.302

Mean 0.105 0.067 0.110 0.086 0.148 0.097 0.342 0.293 0.244 0.394

Median 0.027 0.016 0.110 0.084 0.145 0.130 0.585 0.402 0.672 0.493

Stdev 0.042 0.157 0.031 0.101 0.040 0.141 0.152 0.139 0.196 0.173

5.4 Experiments Reporting New Findings

In this section, we ran a series of experiments for which expert evaluation was not

available. The results here are thus not evaluated but only reported as new and

interesting findings. We were interested in measuring bias in each of the researchers’

and locations’ overall networks against the ground truth.

Researcher Observed Networks

There are 3 researcher groups in the dolphin dataset: {JM, RCC, Other}, associated

with observations or edges. In this experiment we measure and rank bias in these 3

networks against the ground truth. These 3 networks are very similar in size almost

matching the size of the ground truth. Thus it will valuable to know if there is one

network, that consistently ranks higher than others as size differences are particularly

not a factor in this case. We use a binning size of 30 for distributions given the size

of these networks.
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Table 5.10: Score Consolidation

Consolidated Bias Score

DM SM

Mean Median Total Rank Mean Median Total Rank

JM 0.0309 0.0069 0.0378 2 0.1579 0.0377 0.1956 2

RCC 0.0336 0.0061 0.0397 3 0.1563 0.0523 0.2086 3

Other 0.0309 0.0066 0.0375 1 0.1575 0.0241 0.1816 1

The consolidated bias scores are shown in Table 5.10. The scores were very low and

very close compared to other experiments we previously reported. There were however,

consistent ranking order between DN and SM where the least to most biased ranked

list was (Other, JM, RCC). The scores for SM method followed a similar pattern to

DN though they were on a higher scale. The scores for closeness centrality D-statistic

were much higher for DN method compared to other scores which is indicated by the

point on the scatter plot that is close to 0.4. This can be expected in some cases with

D-statistic, because the maximum pairwise divergence between two distributions can

result in high numbers. Also as with other scores, the 3 networks were ranked very

close by closeness centrality D-statistic.

The final consolidated ranking is shown in Table 5.11. Overall there is a consistent

ranking among the different rank consolidation methods, the only exception being SM

majority vote rank. Looking at Figure 5.7 (which shows the rank distributions for each

of the observed networks), the SM method distributions of ranks within samples RCC

and Other shows that both RCC and Other were assigned rank 1 majority of the

time. However, while the majority rank for RCC is one, it is also assigned rank 3

more often than either of JM or Other. This shows that the RCC could have been

labelled rank 3. Looking more closely at the raw numbers, rank=1 is assigned to RCC
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(a) Direct Network

(b) Sampled Model

Figure 5.6: Raw Bias Scores
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46% while rank 3 is assigned 43%. These difference are very small and therefore the

ranking is somewhat similar to the others obtained by rank consolidation.

Table 5.11: Rank Consolidation

Consolidated Rank

Score Con-

solidation

Majority

Rank Vote

Majority

Rank List

DN SM DN SM DN SM

JM 2 2 2 2 2 2

RCC 3 3 3 1 3 3

Other 1 1 1 1 1 1

The Kendall Tau distance for DN and SM look very similar with respect to the

mean distance in Figure 5.9. The unusually high score (closer to 1.0), is the average

distance graph-level metric . This metric has shown to be inconsistent in a number

of our experiments which further validates that it might not be a good measure to

use. The average distance calculated on nodes is however considered good, as it is

similar to other metrics in most of our analysis. The other metrics on the SM analysis

that are somewhat higher on the Kendall Tau distance scatter plot are KL-divergence

clustering coefficients and KL-divergence and D-statistic intermediate mean of scores.

This ranked the samples in the order (JM, RCC, Other) as did the others on the same

scale.

The various rankings, when combined, gave the ordered list (Other, JM, RCC)

where Other was the least biased and RCC was the most biased. These networks

were very big as mentioned previously. We did not therefore attempt to analyze the

sub-structures of these networks in further detail beyond investigating distributions.

An analyst can use this finding as a hypothesis at the minimum. The metrics that
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(a) Direct Network

(b) Sampled Model

Figure 5.7: Rank Distribution for Samples
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(a) Direct Network (b) Sampled Model

Figure 5.8: Ranked List Distribution

(a) Direct Network

(b) Sampled Model

Figure 5.9: Kendall Tau Distances
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gave the majority ranking, i.e. (Other, JM, RCC) are shown in Figure 5.12. The

complete tables of raw bias scores are also shown.

Table 5.12: Metrics with Majority Ranking

Metric
DN SM

GL KL DS GL KL DS

Degree Centrality X X X X X
Average Distance X X
Page Rank X X X
Betweenness Centrality X
Eigenvector Centrality X X X X X
Hub Score X X X X X
Authority Score X X X X X
Mean X
Median X X X X X

Table 5.13: Graph-Level Bias Scores

Metric
JM RCC Other

DN SM DN SM DN SM

Authority Score 0.005 0.532 0.005 0.547 0.006 0.531

Average Distance 0.000 0.000 0.000 0.000 0.000 0.000

Betweenness Centrality 0.009 0.392 0.002 0.380 0.008 0.391

Closeness Centrality 0.064 0.034 0.063 0.033 0.076 0.047

Degree 0.003 0.318 0.017 0.309 0.001 0.321

Eigenvector Centrality 0.005 0.512 0.004 0.526 0.006 0.510

Average Distance 0.000 0.438 0.000 0.438 0.000 0.438

Clustering Coefficient 0.021 0.320 0.003 0.302 0.003 0.301

Density 0.063 0.511 0.068 0.515 0.065 0.513

Diameter 0.000 0.368 0.000 0.368 0.000 0.368

Hub Score 0.005 0.532 0.005 0.547 0.006 0.531

Page Rank 0.004 0.306 0.033 0.287 0.001 0.310

Mean 0.020 0.273 0.021 0.272 0.020 0.274

Median 0.007 0.525 0.006 0.537 0.005 0.524

Stdev 0.025 0.197 0.025 0.199 0.029 0.195

Table 5.14: KL-Divergence Bias Scores

Metric
JM RCC Other

DN SM DN SM DN SM

Authority Score 0.0001 0.0001 0.0001 0.0001 0.0001 0.0001

Average Distance 0.0001 0.0001 0.0001 0.0001 0.0001 0.0001

Continued on next page
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Table 5.14 – continued from previous page

Metric
JM RCC Other

DN SM DN SM DN SM

Betweenness Centrality 0.0001 0.0000 0.0001 0.0001 0.0001 0.0001

Closeness Centrality 0.0026 0.0020 0.0026 0.0020 0.0037 0.0038

Clustering Coefficient 0.0002 0.0002 0.0002 0.0002 0.0006 0.0009

Degree Centrality 0.0001 0.0001 0.0001 0.0001 0.0000 0.0000

Eigenvector Centrality 0.0001 0.0001 0.0001 0.0001 0.0001 0.0001

Hub Score 0.0001 0.0001 0.0001 0.0001 0.0001 0.0001

Page Rank 0.0001 0.0001 0.0001 0.0001 0.0001 0.0001

Mean 0.0004 0.0003 0.0004 0.0003 0.0006 0.0006

Median 0.0001 0.0001 0.0001 0.0001 0.0001 0.0001

Stdev 0.0009 0.0005 0.0008 0.0005 0.0012 0.0010

Table 5.15: D-Statistic Bias Scores

Metric
JM RCC Other

DN SM DN SM DN SM

Authority Score 0.042 0.041 0.043 0.045 0.028 0.026

Average Distance 0.045 0.044 0.099 0.102 0.017 0.020

Betweenness Centrality 0.030 0.022 0.040 0.045 0.034 0.026

Closeness Centrality 0.388 0.323 0.383 0.320 0.412 0.386

Clustering Coefficient 0.061 0.053 0.047 0.040 0.156 0.142

Degree Centrality 0.034 0.037 0.079 0.082 0.025 0.026

Eigenvector Centrality 0.042 0.041 0.043 0.045 0.028 0.026

Hub Score 0.044 0.043 0.045 0.046 0.029 0.028

Page Rank 0.044 0.044 0.096 0.102 0.017 0.020

Mean 0.103 0.088 0.119 0.107 0.111 0.103

Median 0.043 0.041 0.068 0.064 0.028 0.027

Stdev 0.119 0.098 0.114 0.093 0.134 0.126

Location Observed Networks

The analysis presented in this section is similar to the first experiment on researcher

JM’s network. The problem is to rank the complete networks of the different locations

using the overall network as the ground truth. As a reminder, there are 5 locations

in the dolphin dataset: {East, Herald Bight, Peron, Red Cliff, Whale Bight}.
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Table 5.16: Score Consolidation

Consolidated Bias Score

DM SM

Mean Median Total Rank Mean Median Total Rank

East 0.0407 0.0164 0.057 1 0.1486 0.0486 0.197 2

Herald Bight 0.0623 0.041 0.103 4 0.1396 0.1173 0.257 5

Peron 0.1054 0.0517 0.157 5 0.1405 0.0976 0.238 4

Red Cliff 0.0377 0.0218 0.060 2 0.1442 0.0445 0.189 1

Whale Bight 0.0417 0.029 0.070 3 0.1438 0.0637 0.208 3

In this experiment, the mean and median score consolidation gives different rank-

ings for the two different comparison models used. However, generally the Peron and

Herald Bight networks were the networks with highest bias. Also, the Red Cliff and

East networks are low-bias networks. These scores are more distinct than the previous

experiment on researchers’ network against the ground truth. Looking more closely

into the rankings in Table 5.17, we see that the other rank consolidation methods

which give a consistent ranking of the samples with Peron being the most biased and

Red Cliff being the least biased. It is an interesting point that the ranking of observed

location networks is the same as researcher JM’s network in Section 5.3.

Table 5.17: Rank Consolidation

Consolidated Rank

Score Con-

solidation

Majority

Rank Vote

Majority

Rank List

DN SM DN SM DN SM

East 1 2 2 2 2 2

Herald Bight 4 5 4 4 4 4

Peron 5 4 5 5 5 5

Red Cliff 2 1 1 1 1 1

Whale Bight 3 3 3 3 3 3
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(a) Direct Network

(b) Sampled Model

Figure 5.10: Raw Bias Scores
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The rank distribution over the observed networks show that the network compar-

ison models give different results in terms of these distributions. In the case of SM,

there are a number of times that Red Cliff is ranked 5 and Peron is ranked 1. In

fact, Peron is ranked 1, about 40% of the time which makes the rankings look very

inconsistent. The bias scores for SM in the bias score plot also show this. Overall the

rankings are more mixed for the SM model. The DN model on the other hand, makes

more distinction between the networks in terms of bias. Again these distribution of

metrics look very similar to researcher JM’s results from Section 5.3. This suggests

that researcher JM’s network may be distributed similarly to the overall network in

terms of the location data.

From the Kendall Tau distance scores, we notice the relatively large number of

metrics above the 0.4 mark, both for the mean and median. These metrics are consid-

ered to give bad rankings; they were graph-level average distance, graph-level closeness

centrality, graph-level betweenness centrality, D-statistic on closeness centrality and

standard deviation aggregation on D-statistic. On the other hand, metrics that gave

the majority rank are listed in Table 5.18.

Table 5.18: Metrics with Majority Ranking

Metric
DN SM

GL KL DS GL KL DS

Degree Centrality X X X
Average Distance X
Clustering Coefficient X
Eigenvector Centrality X X X
Hub Score X X X
Authority Score X X X
Diameter X
Mean X
Median X X X
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(a) Direct Network

(b) Sampled Model

Figure 5.11: Rank Distribution for Samples
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(a) Direct Network (b) Sampled Model

Figure 5.12: Ranked List Distribution

Finally looking at the ranked lists distribution, we see that the majority ranked

list does not have a very high frequency compared to other ranked lists. However,

there are overall a number of permutations that are generated for this example, many

of which are not good evidenced by the small slices in the pie chart. However, overall

the bias analysis was fairly consistent and the results were ranked with Red Cliff

having the least bias and Peron the most bias. The raw bias scores are presented in

Tables 5.19 - 5.21.

Table 5.19: Graph-Level Bias Scores

Metric
East Herald Bight Peron Red Cliff Whale Bight

DN SM DN SM DN SM DN SM DN SM

Authority Score 0.033 0.318 0.042 0.360 0.054 0.365 0.026 0.264 0.046 0.354

Average Distance 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

Betweenness Centrality 0.005 0.314 0.014 0.383 0.004 0.388 0.018 0.305 0.012 0.393

Closeness Centrality 0.057 0.026 0.029 0.072 0.010 0.036 0.051 0.052 0.047 0.027

Degree 0.014 0.263 0.071 0.355 0.136 0.362 0.009 0.227 0.029 0.329

Eigenvector Centrality 0.032 0.303 0.041 0.343 0.052 0.348 0.025 0.251 0.045 0.337

Average Distance 0.000 0.461 0.000 0.462 0.001 0.462 0.000 0.338 0.000 0.462

Clustering Coefficient 0.005 0.106 0.150 0.233 0.264 0.234 0.002 0.011 0.012 0.225

Density 0.025 0.314 0.042 0.367 0.010 0.365 0.029 0.226 0.029 0.366

Continued on next page
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Table 5.19 – continued from previous page

Metric
East Herald Bight Peron Red Cliff Whale Bight

DN SM DN SM DN SM DN SM DN SM

Diameter 0.000 0.418 0.000 0.424 0.001 0.416 0.000 0.356 0.000 0.456

Hub Score 0.032 0.303 0.041 0.343 0.052 0.348 0.025 0.251 0.045 0.337

Page Rank 0.011 0.224 0.101 0.317 0.309 0.335 0.021 0.088 0.029 0.300

Mean 0.027 0.254 0.053 0.305 0.080 0.305 0.027 0.197 0.034 0.299

Median 0.011 0.306 0.039 0.346 0.035 0.351 0.022 0.239 0.027 0.340

Stdev 0.036 0.146 0.042 0.141 0.100 0.148 0.032 0.129 0.030 0.151

Table 5.20: KL-Divergence Bias Scores

Metric
East Herald Bight Peron Red Cliff Whale Bight

DN SM DN SM DN SM DN SM DN SM

Authority
Score

0.0005 0.0008 0.0010 0.0003 0.0043 0.0002 0.0003 0.0023 0.0007 0.0004

Average
Distance

0.0003 0.0016 0.0017 0.0002 0.0124 0.0002 0.0004 0.0100 0.0003 0.0003

Betweenness
Centrality

0.0001 0.0008 0.0006 0.0001 0.0007 0.0001 0.0003 0.0007 0.0002 0.0002

Closeness
Centrality

0.0169 0.0098 0.0089 0.0195 0.0182 0.0142 0.0140 0.0123 0.0126 0.0160

Clustering
Coefficient

0.0075 0.0029 0.0068 0.0061 0.0099 0.0007 0.0011 0.0050 0.0014 0.0006

Degree
Centrality

0.0004 0.0012 0.0012 0.0003 0.0027 0.0002 0.0003 0.0021 0.0003 0.0004

Eigenvector
Centrality

0.0005 0.0008 0.0010 0.0003 0.0043 0.0002 0.0003 0.0023 0.0007 0.0004

Hub Score 0.0005 0.0008 0.0010 0.0003 0.0043 0.0002 0.0003 0.0024 0.0007 0.0004

Page Rank 0.0003 0.0016 0.0017 0.0002 0.0123 0.0002 0.0003 0.0097 0.0003 0.0003

Mean 0.0032 0.0023 0.0027 0.0030 0.0074 0.0018 0.0021 0.0053 0.0020 0.0021

Median 0.0005 0.0012 0.0013 0.0003 0.0043 0.0002 0.0003 0.0023 0.0007 0.0004

Stdev 0.0050 0.0029 0.0026 0.0065 0.0049 0.0046 0.0040 0.0043 0.0036 0.0052

Table 5.21: D-Statistic Bias Scores

Metric
East Herald Bight Peron Red Cliff Whale Bight

DN SM DN SM DN SM DN SM DN SM

Authority Score 0.067 0.054 0.077 0.049 0.122 0.045 0.055 0.098 0.098 0.065

Average Distance 0.044 0.151 0.194 0.037 0.519 0.048 0.074 0.060 0.052 0.040

Betweenness Centrality 0.016 0.048 0.038 0.027 0.055 0.027 0.059 0.050 0.036 0.015

Closeness Centrality 0.293 0.419 0.232 0.505 0.210 0.473 0.285 0.348 0.273 0.483

Clustering Coefficient 0.281 0.230 0.308 0.194 0.398 0.084 0.111 0.100 0.101 0.070

Continued on next page
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Table 5.21 – continued from previous page

Metric
East Herald Bight Peron Red Cliff Whale Bight

DN SM DN SM DN SM DN SM DN SM

Degree Centrality 0.042 0.121 0.127 0.045 0.219 0.040 0.064 0.186 0.059 0.055

Eigenvector Centrality 0.067 0.054 0.076 0.048 0.121 0.044 0.055 0.096 0.097 0.064

Hub Score 0.067 0.054 0.077 0.049 0.122 0.045 0.055 0.098 0.098 0.065

Page Rank 0.044 0.147 0.193 0.036 0.515 0.046 0.074 0.200 0.052 0.039

Mean 0.149 0.146 0.186 0.113 0.293 0.098 0.138 0.223 0.140 0.102

Median 0.068 0.117 0.131 0.048 0.225 0.044 0.072 0.180 0.100 0.063

Stdev 0.130 0.124 0.096 0.160 0.117 0.146 0.119 0.141 0.113 0.148

Conclusions on Population Bias Analysis

By performing different experiments, we have reported some interesting finding which

measure bias using our methodology. Having done an evaluation of the methods on

the network of the researcher JM, we can say with some level of confidence that these

finding are valuable. As one can see across bias analysis, certain metrics consistently

gave better results than others. The ones that seemed to consistently give good results

were hub score, authority score, eigenvector centrality and a few others. In future

work, it would be interesting to weight these metrics higher and see the outcome of

our analysis.

5.5 Experiments on Community Bias

For the experiments on community bias on the dolphin dataset, we used the ego of

a dolphin sampled from the East location. The ego structure is our local community

structure and we use the Herald Bight full network as the ground truth. We were

interested in seeing how frequently this structure occurs in Herald Bight and how

biased it is as a common community structure in the Herald Bight network. The

structure and the Herald Bight network is shown in Figure 5.14. The local structure
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(a) Direct Network

(b) Sampled Model

Figure 5.13: Kendall Tau Distances
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is small and judging by the its node and edges, we are likely to find it multiple times

in the ground truth. We set the number of matches=50 for this experiment. We varied

the parameter to have 4 different values:

• κ =∞, to only consider missing edges in matches

• κ = 0, to consider the full 1-hop neighborhood

• κ = 4, to consider a subset of the 1-hop neighborhood

• κ = 8, to consider only nodes 1-hop further but which have a common connec-
tion to all nodes in the network

Figure 5.14: A Local Community Structure

In this experiment, we were able to find 50 matches. The scores for these matches

are shown in Table 5.22; these are also summarized in the Figure 5.15. Recall that

considering only missing edges quantifies how biased a local community structure is

as an ego of other dolphins. With this setup, we see that the bias is in fact very low as

shown by the green line in Figure 5.15. This tells us that this structure is a common

ego structure in the Herald Bight location and a low bias structure with score of
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0.105. Similarly by setting κ = 8, which is a high number, we see that this structure

is still considered low bias; the mean score in this case was 0.207.

However, decreasing κ results in high bias scores. In the case of the full 1-hop

neighborhood, this structure is in fact very biased. Similarly, setting κ = 4 relaxes

the criteria for including nodes from the surrounding. This also indicates a high bias

score. Overall, with these scores, one can see that this structure while it is a common

ego structure, is not generalizable to a community-type structure.

Figure 5.15: Bias Scores Across 50 Matches

Table 5.22: Community Bias Scores

Match 0-Hop K=8 K=4 1-Hop

1 0.000 0.143 0.927 0.955

2 0.077 0.111 0.927 0.953

3 0.143 0.478 0.927 0.909

4 0.200 0.273 0.793 0.952

5 0.000 0.273 0.750 0.952

6 0.000 0.273 0.774 0.913

7 0.143 0.333 0.927 0.876

8 0.200 0.385 0.929 0.916

9 0.111 0.077 0.788 0.953

10 0.111 0.538 0.692 0.950

10 0.143 0.143 0.927 0.925

11 0.143 0.143 0.811 0.938

Continued on next page
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Table 5.22 – continued from previous page

Match 0-Hop K=8 K=4 1-Hop

12 0.000 0.143 0.676 0.954

13 0.000 0.273 0.927 0.954

14 0.111 0.040 0.910 0.953

15 0.000 0.538 0.927 0.913

16 0.200 0.143 0.636 0.952

17 0.111 0.636 0.908 0.909

18 0.172 0.143 0.929 0.913

20 0.000 0.200 0.619 0.954

21 0.000 0.111 0.927 0.957

22 0.000 0.273 0.657 0.960

23 0.143 0.333 0.910 0.918

24 0.273 0.273 0.927 0.931

25 0.143 0.111 0.442 0.941

26 0.040 0.111 0.755 0.959

27 0.172 0.143 0.607 0.952

28 0.111 0.143 0.929 0.913

29 0.111 0.000 0.800 0.951

30 0.111 0.172 0.784 0.941

31 0.111 0.333 0.927 0.916

32 0.040 0.040 0.927 0.917

33 0.111 0.200 0.927 0.960

34 0.143 0.000 0.927 0.930

35 0.333 0.273 0.784 0.911

36 0.000 0.000 0.927 0.849

37 0.000 0.273 0.929 0.911

38 0.143 0.143 0.707 0.925

39 0.200 0.111 0.724 0.952

40 0.111 0.000 0.914 0.914

41 0.143 0.200 0.908 0.952

42 0.000 0.111 0.774 0.953

43 0.172 0.000 0.927 0.914

44 0.200 0.273 0.927 0.952

45 0.000 0.172 0.927 0.952

46 0.000 0.040 0.467 0.952

47 0.040 0.600 0.707 0.953

48 0.111 0.111 0.667 0.952

49 0.143 0.143 0.800 0.953

50 0.273 0.368 0.776 0.950

Average 0.105 0.207 0.820 0.936
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5.6 Implementation in Invenio

All the experiment we have reported in this chapter were run using our implementation in

Invenio - a tool for visualizing and mining social network graphs. Invenio was developed by

Singh et al [36] and allows users to color graph elements, use various layouts to visualize

graphs, run various clustering algorithms and perform a number of graph mining tasks.

We extended Invenio, adding out implementations for computing social network metrics we

have used. We also added implementations of graph and subgraph isomorphism algorithms

and our bias detection methodology - both for population and community bias analysis.

Some screenshots from Invenio are shown in the figures that follow.

Figure 5.16: Invenio - Population Bias Analysis
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Figure 5.17: Invenio - Population Bias Analysis Plots
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Figure 5.18: Invenio - Community Bias
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Chapter 6

Graph Matching

Graph matching is a general problem of finding similarity between two graphs. Our focus is

on exact graph matching or graph isomorphism. Recall that we use the graph edit distance

for quantifying bias in an observed network representing a common community structure.

To structurally match the community structure in the ground truth, we will use subgraph

isomorphism. In this chapter, we discuss the isomorphism problem and existing algorithms

that solve the problem. Determining structural correspondence between the vertices of two

graphs constitutes the isomorphism problem. There are many variations, such as graph

isomorphism, subgraph isomorphism, and monomorphism. Here, we review some of the well-

known graph-subgraph isomorphism algorithms which we have implemented. Our various

modifications to these algorithms as well as the evaluation on synthetic data and the Shark

Bay dolphin dataset are discussed in the next chapter.

6.1 Definitions

Graph Isomorphism: Two graphs Gα = (Vα, Eα) and Gβ = (Vβ, Eβ) are isomorphic if and

only if there exists a bijective function, fiso : Vα → Vβ such that

∀vi, vj ∈ Vα, vi is adjacent to vj ∈ Gα ⇐⇒ fiso(vi) is adjacent to fiso(vj) in Gβ

Or in terms of edges:

∀(vi, vj) ∈ Eα ⇐⇒ (fiso(vi), fiso(vj)) ∈ Eβ (6.1)
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This property defines the adjacency constraints that must be met for two graph to be

isomorphic, i.e that adjacency is preserved by the match. If such a function exists then Gα is

isomorphic to Gβ, denoted by Gα ∼= Gβ. Another way of defining isomorphism is in terms of

the adjacency matrices. If some reordering of vertices produces identical adjacency matrices

for two graphs, then they are isomorphic. Most algorithms use one of these definitions to

detect isomorphism.

Subgraph Isomorphism: Given two graphs Gα = (Vα, Eα) with Gβ = (Vβ, Eβ) and Gβ

being the bigger graph (i.e |Vβ| > |Vα|), the graph-subgraph isomorphism problem is to find

a subgraph Sβ ⊆ Gβ, such that that Gα ∼= Sβ.

Isomorphism Invariants: An invariant I is a necessary but not sufficient condition for

isomorphism. Invariants can apply to a graph or to nodes. For nodes, a mapping of nodes in

the isomorphism problem asserts that the node invariants are identical whereas an invariant

asserts a possibility of a mapping. Let fcandidate : Vα → {Vβ} be a one-to-many mapping

such that fiso(v)⇒ fiso(v) ∈ fcandidate(v). We call fcandidate the candidate selection function

which returns all the possibilities of mappings but does not guarantee a unique result. It is

true that:

∃vi ∈ Vα, vj ∈ Vβ, I(vi) = I(vj)⇒ vj ∈ fcandidate(vi) (6.2)

In the case of graph-level invariants:

Gα ∼= Gβ ⇒ I(Gα) = I(Gβ) (6.3)

The equality of invariants is replaced by more loose operators (such as ≤ or ≥) in the

subgraph isomorphism problem.
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6.2 General Approach

The brute force approach to detecting subgraph isomorphism is to consider all pairwise per-

mutations of the vertices of the input graphs. However, the number of possible mappings

grows exponentially with the size of the graphs being considered, so most subgraph iso-

morphism algorithms aim to reduce the number of permutations to be explored by pruning

the search space or imposing constraints that eliminate mappings that cannot lead to an

isomorphism. The general approach taken by algorithms can be decomposed into three

parts as generalized by [12]: 1) metadata construction, 2) candidate selection and 3) graph

matching.

Metadata Construction

How graphs are stored in memory is usually implementation dependent. There are however

some data structures that lend themselves to memory saving and efficient access for the

isomorphism problem. Especially when dealing with large graph, it is of utmost importance

that speed and memory savings should be gained where possible. Constructing the adjacency

matrix, indexing graph elements and computing invariants are some common metadata

construction examples.

Candidate Selection

Prior to doing the actual matching, graph or node invariants can be used to forestall exhaus-

tive search and narrow it considerably.

For example, the most common node invariant is degree. For subgraph isomorphism

detection, trivially we can see that the degree of a node in the smaller graph must be less

than or equal to degree of a candidate node in the larger graph. Using the example in

Figure 6.1, notice that degree(B2) < degree(P6) and degree(B2) = degree(P7) and all

other nodes have a degree less than degree(B2). This information immediately reduces the

possible candidates of B2 from 8 nodes to just 2 nodes: P6 and P7. Note that invariants
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Figure 6.1: Illustration: Use of Invariants

benefit some class of nodes or graphs better than others. Using invariants is a heuristic

rather than a guaranteed runtime improvement. For example, the number of candidate

mappings for B1 is not reduced by using the degree invariant and only P8 is eliminated

from consideration for B3 and B4.

A popular graph invariant is the degree sequence or degree distribution. If two graph

do not have the same degree sequence it can be concluded that they are not isomorphic

quickly. For the subgraph isomorphism problem, the degree sequence must be less than or

equal to the bigger graph.

Isomorphism Detection

The isomorphism detection phase processes the graphs using the candidate selection infor-

mation and metadata constructed in the previous two phases to see if an isomorphism

exists.

In the next sections we describe, graph and graph-subgraph isomorphism algorithms in

terms of these 3 phases. To facilitate the discussion, we use the example shown in Figure

6.2 where the problem is to find an isomorphism between Gα and a subgraph of Gβ.
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Figure 6.2: Example graphs for graph-subgraph isomorphism problem

6.3 Ullman’s Algorithm

Ullman’s algorithm is one of the earliest algorithms formulated for finding graph-subgraph

isomorphism. It is still commonly used as a baseline for performance evaluation of new

algorithms.

Problem

Ullman’s algorithm is used for solving both graph isomorphism and subgraph isomorphism

problems.

Algorithmic Principles

The principle behind the algorithm is simple - enumerate a permutation of all possible

mappings between vertices of the two input graphs. The possible mappings are represented

as a search tree where a path from root to leaf (a branch) is a complete mapping of all vertices

in Gα (the smaller graph) against a subgraph, Sβ of Gβ. With this complete enumeration,

perform a depth-first search and see if a specific permutation produces a valid mapping.

Any such mapping that preserves adjacency in Gα and Sβ represents an isomorphism. If

no such mapping preserves adjacency, then no isomorphism exists. If along a search path,
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an adjacency constraint is not met, the algorithm backtracks and continues the search for

more isomorphic subgraphs until no more combinations remain to be considered.

Data Structures

Most implementations of Ullman’s algorithm use a matrix data structure to represent the

search tree. This matrix M (dimensions |Vα| × |Vβ|) has a 1 in the cell mij if vertex vi ∈ Vα

can be mapped to vj ∈ Vβ and 0 otherwise.

Ullman’s algorithm selects a branch by setting all cells in a row to 0 except one. This

is done for each row maintaining the condition that no column can have more than one 1

in it. This setup represents a complete branch of the tree and thus a complete mapping

which is checked for isomorphism. The test for isomorphism is performed by a set of matrix

operations.

Candidate Selection

The construction of the initial matrix M0 is the candidate selection step with degree of

vertices as the invariant:

m0
ij =

 1 : degree(vi) ≤ degree(vj)

0 : otherwise
(6.4)

The candidate selection approach is a heuristic that improves the runtime for many

graphs. Ullman proposed a more efficient version of the algorithm [41] which includes a

refinement procedure which detects unsuccessful mappings without a full traversal to the

leaf nodes. This is the approach we compare against in this work.

Example

Using the running example (Figure 6.2) graphs, the search tree that is traversed by Ullman’s

algorithm along with the initial matrix M0(4× 7), is shown below.
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M0 =

1 2 3 4 5 6 7

1 1 1 1 1 1 1 1
0 1 1 0 1 1 0 2
1 1 1 1 1 1 1 3
1 1 1 1 1 1 1 4

Figure 6.3: Search tree and initial matrix for Ullman’s algorithm

An example path is also shown in the search tree. The branch highlighted in Figure 6.3,

is the mapping (1 → 1, 2 → 5, 3 → 6, 4 → 7) from nodes of Gα to nodes of Gβ. The same

path is also highlighted in the initial matrix (in bold and underlined text).

Complexity

Due to the enumeration process involved, the complexity of the algorithm grows exponen-

tially with the size of the graphs’ vertex set. Ullman’s runtime has shown to be Θ(N3) for

best case and Θ(N !N2) for worst case while the spatial complexity is Θ(N3) [8].

6.4 VF Algorithm

The VF algorithm was developed and first presented by Cordella et al [4] as an efficient

algorithm for small and medium-sized graphs. VF2, a version of the algorithm with more

efficient data structures for improved time and storage complexity, is presented in [5] and

[8]. We implement VF2 but for a high level explanation, the principles are the same and

121



INPUT: A matrix M (dimensions |Vα| × |Vβ|) representing a search tree

OUTPUT: A branch representing an isomorphic mapping between

vertices of Gα and Sβ ⊆ Gβ

UNTIL No unexplored branches remain

Construct a branch from M representing a mapping between

vertices of Gα and some Sβ ⊆ Gβ

IF branch represents an isomorphism

RETURN branch

ELSE

Backtrack to previous level

END IF

END UNTIL

Figure 6.4: Pseudocode for the Ullman algorithm

we will call the general algorithm VF in the rest of the discussion. Unlike most isomor-

phism algorithms, VF can be used for structural as well as semantic matching. It has been

compared to Ullman’s and shown to be significantly faster.

Problem

The VF algorithm is used for both graph and subgraph matching on directed graphs but

can also be optimized to work on undirected graphs.

Algorithmic Principles

In VF, the result of a graph-subgraph isomorphism for two graphs, Gα = (Vα, Eα) and

Gβ = (Vβ, Eβ) is represented by a mapping expressed as a set of ordered pairs (n,m) where

n ∈ Vα and m ∈ Vβ. More formally, the result is represented as a mapping,

M = {(n,m) ∈ Vα × Vβ| n ∈ Vα is mapped onto m ∈ Vβ} (6.5)
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The process by which this mapping M is obtained is defined iteratively using a state space

representation (SSR). A SSR generally consists of a set of states and labeled transitions

between the states. In the adopted SSR, each state s represents a partial mapping solution

M(s) and a transition between states corresponds to the addition of a pair of feasible nodes.

The start state is an empty mapping and the final state is a complete mapping between the

two input graphs representing an isomorphism.

Before adding a pair, there are a set of feasibility rules that are checked. There are 5

feasibility rules defined in [8] which are sufficient for structural matching. However, if the

input graphs have node and edge attributes, they can also be taken into account.Thus, the

most general form of the feasibility function is,

F (s, n,m) = Fsyn(s, n,m) ∧ Fsem(s, n,m) (6.6)

The feasbility function F (s, n,m) returns true if the addition of a pair (n,m) to a state

s satisfies all feasibility rules. Fsyn and Fsem depend on the syntactic similarity (structure)

and semantic similarity (attributes) respectively.

Similar to Ullman’s refine procedure, the algorithm has a look-ahead-mechanism that

allows it to detect possible incoherence some steps further down the mapping. When an

incoherence is detected, the algorithm backtracks saving time involved in traversal down an

unproductive branch.

Data Structures

The simplest way to represent the mapping end result is using an array. The algorithm uses

two such arrays for storing the mapping M . The first one stores the mapping Gα → Gβ

where the array is indexed by elements of Vα and the values are elements of Vβ. Similarly,

the second one stores the mapping Gβ → Gα. VF2 uses arrays for most of the data storage

and intermediate computation as well. Using arrays significantly reduces storage and lookup

time (since array lookup is in constant time). For more details, see [8].
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Candidate Selection

Candidate selection for potential pairs is done using the set of outgoing edges and incoming

edges relative to the set M(s) and those currently not included in it. For more details, see

[8].

Example

Using the running example (Figure 6.2) with directed graphs, consider the map-

ping (1 → 1, 2 → 5, 3 → 6, 4 → 7). The complete mapping is represented by M =

{(1, 1), (2, 5), (3, 6), (4, 7)}. Figure 6.5 shows the partial solution when only the first two

mappings are present.

Partial mapping
M(s) = {(1, 1), (2, 5), (3, 6)}
Mα(s) = (1, 2, 3)
Mβ(s) = (1, 5, 6)

Figure 6.5: Partial mapping for VF algorithm

Complexity

VF’s runtime is Θ(N2) for best case and Θ(N !N) for worst case. The improved version VF2

employs data structures that reduce the spatial complexity to Θ(N) [8].
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PROCEDURE Match(s)

INPUT: an intermediate state s; the initial state s0 has M(s0) = ∅
OUTPUT: the mappings between the two graphs

IF M(s) covers all the nodes of G1 THEN

Compute the set P (s) of the pairs candidate for inclusion in M(s)
FOREACH p in P (s)

IF the feasibility rules succeed for the inclusion

of p in M(s) THEN

Compute the state s′ obtained by adding p to M(s)
CALL Match(s′)

END IF

END FOREACH

END IF

END PROCEDURE Match

Figure 6.6: Pseudocode for the VF algorithm
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6.5 Nauty Algorithm

McKay’s Nauty algorithm is used for graph isomorphism on colored-directed graphs. Iso-

morphism on directed-colored graphs is defined a little differently.

Formally, a directed colored graph G = (V,E) is a directed graph with an associated

function c : V → C that associates a color with each vertex (where C is a set of colors).

Finding isomorphism for colored graphs entails meeting adjacency constraints as well as

preseving the color of mapped vertices. Isomorphism on colored-directed graph thus takes

into account the colors of vertices as well as structure.

Algorithmic Principles

Canonical Form: The algorithm computes a unique canonical form of a graph that is an

isomorphism invariant graph representation. The canonical form computed from the canon-

cial representation function canon() has the property that for two given graphs, G1 and

G2, canon(G1) = canon(G2) ⇐⇒ G1
∼= G2. This property states that a set of isomorphic

graphs have a unique and identical canonical form.

Permutation: The canoncial form of a graph is essentially a relabelling of its vertices.

Such a relabelling is equivalent to performing a permutation on the vertex identities. For

example, given the permutation αs:

αs =

[
1 2 ... 7
6 7 ... 3

]
we can say that αs relabels 1 with 10 (since αs(1) = 10). On a vertex set V with |V | = n ,

a permutation is a bijective function α : V → V .

α =

[
1 2 ... n
1α 2α ... nα

]
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Partition: Another important concept in Nauty is a partition. A partition π of a set

V is a set { W1,W2...Wr } whose union is V and Wi ⊆ V . An ordered partition of V is

denoted π̃. If ∀ Wi ∈ π̃, |Wi| = 1, then π̃ is said to be discrete.

Partition Permutation: Such a discrete ordered parition can be used to relabel vertices

of a graph G (according to the order in which they appear) to give a permuted graph G(π̃).

We can naturally associate a permutation, δ with such an ordered partition as shown in the

example below. Such a permutation is called a parition permutation based on its derivation.

For example,

Given π̃e = ({1}, {5}, {3}, {2}, {4}) Then , δe =

[
1 2 3 4 5
1 5 3 2 4

]
The first step in computing the canonical form is the creation of the initial partition.

Vertices with same color are put into the same cell resulting in as many cells as there are

distinct colors. The core of the algorithm is the refinement procedure which takes the initial

partition and computes at each level the coarsest stable paritition by splitting cells with

respect to a single candidate cell until discrete partitions result. We say a partition is stable

with respect to a splitting cell if all cells in the partition have the same number of outgoing

and incoming edges from the splitting cell. Essentially each cell belongs to the same class

in terms of structure. The algorithm thus generates a tree with the initial partition as the

root and a set of discrete partition on the leaf nodes. A total ordering on these leaf nodes

can be defined and a minimum parition picked. This ensures a unique canonical form.

The algorithmic details of Nauty are formally described by McKay [27]. However, a

more thorough and detailed explanation is presented in [20].

Example

In using the running example from Figure 6.2, we have so far ignored the colors of vertices.

In Figure 6.7, the color of vertices is taken into account. It should be noted that Nauty

operates on a single graph at a time to generate the canonical form. We therefore only show
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Initial Partition (Color-based)
( {1} , {2,3,4} , {5,6,7} )

Split wrt {1}
( {1} , {3,4} , {2} , {6,7} , {5} )
( {2,3,4} is split because{3,4} have no edges with {1}
while {2} has one outgoing edge; similarly for cell {5,6,7} )

Pick cell {3,4} and split
( {1} , {3} , {4} , {2} , {6,7} , {5} )
( results in a stable partition )

Split wrt {3}
({1} , {3} , {4} , {2} , {7} , {6} , {5} ) → Discrete Partition
( {6,7} is split because{7} have no edges with {3}
while {6} has one incoming edge)

...

Figure 6.7: Partition creation in Nauty
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how the canonical form is generated for the graph Gβ. Note also that Nauty is only used to

solve the graph isomorphism problem but not graph-subgraph isomorphism problem. We

present our own modified version of Nauty for detection subgraph isomorphism in the next

chapter.

Complexity

The complexity of Nauty has been shown to be in Θ(N2) for most classes of graphs [30].

Though we have talked about colors as being fixed for vertices, how vertices are colored

can affect the runtime of Nauty. For example, if vertices are colored in a way that gives a

very refined initial partition, less time is spent finding the canonical form. However, in the

general case, the runtime for the algorithm is exponential.

6.6 Schmidt-Druffel Algorithm

The Schmidt-Druffel algorithm (referred to also as SD) is similar in principle to Nauty

because it uses a partition refinement procedure but unlike Nauty it does not compute

a canonical form. SD is a backtracking algorithm, but the search space used to find an

isomorphism can be significantly smaller (depending on the properties of the graph) than

other search-and-backtrack algorithm due to the way the initial partition is constructed.

Problem

SD is used for graph matching on directed graphs but can be employed with some modifi-

cation on undirected graphs.

Algorithmic Principles

Like Nauty, SD creates an initial partition of vertices based on their class (as determined

by the algorithm). Instead of using degree information to create the initial partition, the
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PROCEDURE CANONICAL_FORM (G)

INPUT: A graph G

OUTPUT: The canonical form of the graph G

Create initial partition, π̃ of V
Add π̃ to search tree root

Assign π̃current as the current partition to refine

UNTIL No new branch can be added to search tree

WHILE π̃current is not discrete

Find a discrete cellcsplitter to refine partition

Refine π̃current with respect to csplitter
END WHILE

Add π̃current to leaf nodes, L
Update π̃current

END UNTIL

RETURN minimum element of L

END PROCEDURE

PROCEDURE NAUTY

INPUT: Two graph Gα and Gβ

OUTPUT: A relabeling of graphs that represents an isomorphism

δα = CANONICAL_FORM(Gα)

δβ = CANONICAL_FORM(Gβ)

IF δα == δβ
Relabel Gα with δα
Relabel Gβ with δβ

END IF

END PROCEDURE

Figure 6.8: Pseudocode for the Nauty algorithm
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algorithm uses more fine-grained information leading to a finer partition. This information

is obtained by using the distance matrix D and creating a characteristic matrix, X.

An initial partition is created for vertices of both graphs being matched. It is possible

to detect early on if no isomorphism exists just by counting the members in a class. Two

isomorphic graphs should have the same distribution of vertices in the respective classes.

A backtracking procedure takes these partitions if the initial check (based on counting)

passes and refines them to find an isomorphism. It does so by taking a pair of vertices

in a class from the two partitions and checks if the mapping is consistent. If consistency

is maintained, the partition is further refined and the next pair is chosen. Otherwise the

algorithm backtracks and continues.

Data Structures

The initial partition is created using the distance matrix D of a graph. A given cell, dij

contains the length of the shortest path from the vertex vi to the vertex vj . There are well

known algorithms for constructing the distance matrix (e.g. Floyd’s algorithm) which are

in Θ(N3). Next, a row characteristic matrix XR and a column characteristic matrix XC

(both of size N × (N − 1)) are constructed as follows:

xrim = | {v ∈ Vx : v is at a distance m from vi |

xcim = | {v ∈ Vx : vi is at a distance m from v | (6.7)

The characteristic matrix X is constructed from XR and XC by concatenating or

juxtaposing each cell xrij and xcij to give cell xij . From the characteristic matrix, each

vertex is assigned a class based on row values. Two rows with identical entries in all columns

belong to the same class.
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Candidate Selection

Classifying vertices based on the characteristic matrix reduces the number of possible map-

pings that need to be checked. This constitutes the candidate selection step. Depending on

the structure of the graph, the initial parition of vertices can improve computational speed

significantly.

Example

In the example 6.9, the construction of the distance matrix D, characteristic matrix X and

initial class partition Px is shown for graph Gβ. The vector Cx is the class vector and Kx,

the class count vector. There are four distinct row values in the matrix and so four classes.

For instance, vertices 2 and 5 are assigned the same class because they have identical entries

in the rows of X, thus the entries c2 = c5 = 2.

Complexity

The runtime complexity of the algorithm is dominated by the distance matrix construction

which is Θ(N3).
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D =

1 2 3 4 5 6 7

1 0 0 0 0 0 0 0
2 1 0 1 1 0 2 0
3 0 0 2 0 0 1 0
4 0 0 1 0 0 2 0
5 1 0 2 0 0 1 1
6 0 0 1 0 0 2 0
7 0 0 2 0 0 1 0

XR =

1 2 3 4 5 6

1 0 0 0 0 0 0
2 3 1 0 0 0 0
3 1 1 0 0 0 0
4 1 1 0 0 0 0
5 3 1 0 0 0 0
6 1 1 0 0 0 0
7 1 1 0 0 0 0

XC =

1 2 3 4 5 6

1 2 0 0 0 0 0
2 0 0 0 0 0 0
3 3 3 0 0 0 0
4 1 0 0 0 0 0
5 0 0 0 0 0 0
6 3 3 0 0 0 0
7 1 0 0 0 0 0

X =

1 2 3 4 5 6

1 02 00 00 00 00 00
2 30 10 00 00 00 00
3 13 13 00 00 00 00
4 11 10 00 00 00 00
5 30 10 00 00 00 00
6 13 13 00 00 00 00
7 11 10 00 00 00 00

Cx = {1, 2, 3, 4, 2, 3, 4}

Px = {(1), (2, 5), (3, 6), (4, 7)}

Kx = {1, 2, 2, 2}

Figure 6.9: Example of SD data construction
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INPUT: Two graph Gα and Gβ

OUTPUT: the mappings between the two graphs

Create class partition Pα and Pβ
and corresponding class and class count variables, Cα, Cβ, Kα, Kβ

WHILE Pα and Pβ are not discrete

IF Kα 6= Kβ

RETURN No mapping found

END IF

Find next pair of vertices from the same pair to try

IF No pair exists

RETURN No mapping found

END IF

IF mapping of pair is consistent

Refine partitions Pα and Pβ and update corresponding

class and class count variables, Cα, Cβ, Kα, Kβ

ELSE

Backtrack

END IF

END WHILE

Figure 6.10: Pseudocode for the SD algorithm
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Chapter 7

Using Graph Matching in Bias Estimation

Having given a review of existing graph and subgraph isomorphism algorithms we imple-

mented, in this chapter we discuss the modifications we introduced in the implementation

of the algorithms including our own candidate selection schemes using a new node invariant.

We also present sampling and graph matching experiments on some representative datasets

we use including publicly available datasets, synthetic graphs and the Shark Bay dolphin

dataset.

7.1 New Candidate Selection Schemes

Recall from Chapter 6, that most standard algorithms use degree for candidate selection to

reduce the search space. We extended this approach in our implementation to incorporate

information of a node’s neighbors besides the degree. We will use Figure 7.1 to facilitate

our explanation in the rest of the section.

Figure 7.1: Example for Candidate Selection
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Definitions

Recall from Definitions 6.1 on graph isomorphism, the function fcandidate : Vα → {Vβ}

which is a one-to-many mapping such that fiso(v) ⇒ fiso(v) ∈ fcandidate(v). We can define

a propositional form of fcandidate as follows:

candidate : Vα × Vβ → {true, false}

candidate(vi, vj) =

 true : vj ∈ fcandidate(vi)

false : vj 6∈ fcandidate(vi)
(7.1)

We use Ullman’s matrix for storing the results of our candidate selection scheme. This

matrix is a |Vα| × |Vβ| matrix with entries (repeated here from Section 6.3):

mij =

 1 : candidate(vi, vj)

0 : otherwise

The standard candidate selection function based on degree, candidateD, is defined as

follows:

candidateD(vi, vj) = degree(vi) ≤ degree(vj) (7.2)

We also use two measuring for evaluating the performance of a candidate selection

function, candidatex compared to another function candidatey.

gain =
number of candidates eliminated by 1− hop degree

total number of candidates
% (7.3)

improvement =
number of additional candidates eliminated by 1− hop degree

number of candidates eliminated by degree
% (7.4)
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1-Hop Neighbors Degree Sequence

Consider the function neighbor degree seq(vi) which evaluates to a list containing

the degree of the neighbors of a vertex vi sorted in ascending order. For instance,

neighbor degree seq(vα2) = (1, 2, 2). We further define a total ordering relation ≤map

on lists as follows:

L1 ≤map L2, if ∀ li ∈ L1,∃ a unique lj ∈ L2 such that li ≤ lj (7.5)

For example given the lists (1,2,2), (1,2) and (2,2), using ≤map, the lists will be ordered

as follows: (1, 2) ≤map (2, 2) ≤map (1, 2, 2). It is the case that (1,2) ≤map (2,2) because we

can find a mapping (1 ≤ 2, 2 ≤ 2) and similarly for (2,2) ≤map (1,2,2) we have a mapping

(2 ≤ 2, 2 ≤ 2).

Using the concepts defined so far, we define our candidate selection function as follows:

candidateNDS(vi, vj) = neighbor degree seq(vi) ≤map neighbor degree seq(vj) (7.6)

N-Hop Shortest/Longest Path

Using the shortest path information of neighbors up to N hops can be useful in candidate

selection. Counting the number of neighbors at a distance N shortest paths away is the

information contained in the distance matrix and has been used by Schmidt-Druffel [34] for

creating an initial partition. In the case of graph isomorphism this count has to be the same

to select candidates. Porting this idea to subgraph isomorphism requires modifications. One

of the problems with using shortest distance is that in the larger graph, Gβ, there could be

extra edges present which will contribute towards counts for paths, P which are shorter.

To correct this, counting the longest path on the larger graph is useful. Though the longest

path problem is known to be NP-complete, we are not solving the general longest path
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problem on the entire graph. Restricting the hop distance to a small N makes the problem

of finding longest path less complex.

Definition for shortest and longest paths are:

Pshortest(vi, vj) = {e1, e2, ...en} such that
∑
e∈P

is minimized

Plongest(vi, vj) = {e1, e2, ...en} such that
∑
e∈P

is maximized (7.7)

We define a functions which return a count of elements in these paths:

Xs(v,N) =
∑
vj∈V

, such that |Pshortest(v, vj)| = N

Xl(v,N) =
∑
vj∈V

, such that |Plongest(v, vj)| = N

Finally we define two sequence functions which will return a list of such counts up to

N hops:

shortest path seq(v,N) = (Xs(v, 1), Xs(v, 2)...Xs(v,N))

longest path seq(v,N) = (Xl(v, 1), Xl(v, 2)...Xl(v,N)) (7.8)

For example, the graph Gβ in Figure 7.1, shortest path seq(vα1, 3) = (1, 2, 0) while

longest path seq(vβ3, 3) = (3, 4, 3). Notice that for the longest path seq, some nodes are

double-counted since as the hop distance increases, the longest path for two given vertices

might lengthen as we go further. This does not happen for the shortest path as the number

of hops increases.
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Using a total ordering relations lists which we call ≤pairwise, we define another candidate

selection function as follows:

(L1) ≤pairwise (L2), if ∀i, j i = j ⇒ li ∈ L1 ≤ lj ∈ L2

candidateNHP (vi, vj) = shortest path seq(vi, N) ≤pairwise longest path seq(v,N)(vj)

(7.9)

Hybrid

A hybrid candidate selection function candidateH can be defined to use all candidate selec-

tion schemes. This function can start with degree information and progress to more refined

information to eliminated candidates.

candidateH(vi, vj) =


1 : candidateD(vi, vj) AND candidateNDS(vi, vj)

AND candidateNHP (vi, vj)

0 : otherwise

(7.10)

Improvement

Our candidate selection functions can give improvement over the candidateD because degree

sequence of neighbors and path information is more refined information than using degree

alone. However, as with any candidate selection, our scheme is a heuristic and more beneficial

to certain families of graphs.

For illustration here, using our example from Figure 7.1, the candidate selection matrices

obtained using degree, MD, compared to ours, MNDS and MNHP with N = 3, is shown in

Figure 7.2.

In the example, notice that four additional 0’s are set in the matrix MNDS and

two additional 0’s in the matrix MNHP . For example candidateNDS(vα1, vβ4) = false

because neighbor degree seq(vα1) = (3) 6≤c neighbor degree seq(vβ4) = (2). Similarly,
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MD =

1 2 3 4 5 6 7

1 1 1 1 1 1 1 1
0 0 0 0 1 1 0 2
1 1 1 0 1 1 1 3
1 1 1 0 1 1 1 4

MNDS =

1 2 3 4 5 6 7

1 0 1 0 1 1 1 1
0 0 0 0 1 1 0 2
1 0 1 0 1 1 1 3
1 0 1 0 1 1 1 4

MNHP =

1 2 3 4 5 6 7

1 0 1 0 1 1 1 1
0 0 0 0 1 1 0 2
1 1 1 0 1 1 1 3
1 1 1 0 1 1 1 4

Figure 7.2: Candidate selection functions example

candidateNHP (vα1, vβ4) = false because shortest path seq(vα1) = (1, 2, 0) 6≤pairwise

longest path seq(vβ4) = (1, 1, 1).

Notice that in the example we provided, gain(candidateD) = 7
28 ≈ 25% while

gain(candidateNDS) = 11
28 ≈ 39% and finally gain(candidateNHP ) = 9

28 ≈ 32%. Also

improvement(candidateNDS , candidateD) ≈ 57% and improvement(candidateNHP , candidateD) ≈

29%.

We use the resulting matrix from our candidate selection in all of the algorithms we have

implemented as follows: for an isomorphism problem, during execution of the algorithm a

copy of the matrix is built prior to execution of the algorithm and used in the execution as

a mapping is being picked. For a possible mapping (vi, vj), if mij = 0 , an algorithm can

safely discard the mapping and continue searching.

7.2 Implementations for Undirected Graphs

Our modifications to the algorithms are motivated by our problem as well as our primary

dolphin dataset. The Shark Bay dataset consists of undirected relationships/edges. Thus,

our implementations of all the mentioned algorithms have been modified to run on undi-

rected graphs (which can be thought of as bidirectional graphs). Another motivation is

that in most cases ignoring direction of edges gives some minor speed improvements. For
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example, in VF, using undirected graphs eliminates the need to store and check both in-

and out-neighbors and instead we only store the more generic neighbors.

7.3 Modifications to Graph Isomorphism Algorithms

As explained in Chapter 6, the Nauty and SD algorithms operate purely on directed graph

and solve the graph isomorphism problem but not the more generic subgraph isomorphism

problem. To compare our algorithms, we implemented a modified version of Nauty and SD

to solve the subgraph isomorphism problem.1

Nauty and SD operate on two graphs, Gα = (Vα, Eα) and Gβ = (Vβ, Eβ of equal size (i.e.

|Vα = |Vβ| to determine isomorphism between the graphs. This brings up the question of how

these algorithms can be made to solve the subgraph isomorphism problem where |Vβ| > |Vα|

and the existence of Gα ∼= Sβ ⊆ Gβ is to be determined. To port these graph isomorphism

problems to subgraph isomorphism problem, we simply find a candidate subgraph Sβ ⊆ Gβ

and use the algorithms to check if Gα ∼= Sβ is true.

We select Sβ by using Ullman’s matrix for candidate selection. After filtering out false

candidates, we select a subgraph by setting the appropriate 1’s according to Ullman’s search.

This generates a candidate subgraph Sβ which we then run the graph isomorphism algo-

rithms on.

7.4 Datasets

We use a collection of datasets that range from synthetic to publicly available real world

datasets. These datasets have very different characteristics which is desirable to evaluate

1We did not implement BLISS[19] which is an improved version of Nauty because BLISS
is optimized for and performs well on sparse and large graphs, whereas our primary dataset
is a dense graph.
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performance of our algorithms generally and across different graphs with diverse character-

istics. The synthetic datasets we use are based on two well-known models for graphs. For

sake of clarify, here is a short description of the models and their mechanism for generating

graphs:

• Erdos-Renyi(ER) Model is used to generate purely random graphs. The number of

nodes and edges can be specified in this model which generates the desired number of

vertices and randomly adds edges with probability 1
edges until the desired graph size

is reached. For more detailed explanation of the model, see Erdos et al’s publication

on the model [7].

• Barabasi-Albert(BA) Model generates scale-free networks (with power-law distribu-

tions) where edges are added by preferential treatment for high degree nodes, thus

nodes which are more connected already in the network are given preference when

adding new edges[3]. Scale-free networks frequently occur in many real-world net-

works. The networks built from this model also simulate growth overtime as the

connectivity of nodes is a function of time - it is likely to increase overtime.

We have also used real world datasets from Leskovec’s Stanford Large Network Dataset

Collection[23]. Our choice of datasets is based on what datasets are close in size to our

primary dolphin dataset - the Shark Bay dolphin dataset.
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Table 7.1: Datasets

Dataset Description Properties

ER-graphs Constructed from ER-model using

R’s igraph library implementation

of Erdos-Renyi model. We use the

erdos.renyi.game(n, m, "gnm") func-

tion so we can generate graph with known

n = |V | and m = |E|; the last parameter

defines that we are only using n and m to

generate our graph.

Graph size n varies and will be

reported in the experiments.

The collection of graphs in

this dataset are generated

using our general control

parameters from Table 7.2.

Other properties of the net-

work are as specified by ER-

model [7]

BA-graphs Constructed from BA-model using

R’s igraph library implementation of

Barabasi-Albert model. We use the

barabasi.game(n, m) function (leaving

other parameters to default values)

so we can generate graph with known

n = |V |and m = |E|
|V | ; in the Barabasi-

Albert model m is the number of edges

at each step.

Graph size n varies and will be

reported in the experiments.

The collection of graphs in

this dataset are generated

using our general control

parameters from Table 7.2.

Other properties of the net-

work are as specified by BA-

model [3]

Physics col-

laboration

network

Scientific collaborations between authors

of papers submitted under General Rela-

tivity and Quantum Cosmology category.

Authors are nodes and co-authorship on

papers represent the edges.

Number of nodes: 5,241,

Number of edges: 14,484,

Diameter: 17, Density: 0.11

Gnutella

peer-

to-peer

network

Gnutella peer-to-peer file sharing network

from August 2002. Nodes represent hosts

and edges represent connections between

hosts.

Number of nodes: 6,301,

Number of edges: 5,242,

Diameter: 17, Density: 0.05

143



Table 7.1 – continued from previous page

Dataset Description Properties

Shark Bay

dolphin

dataset

Attributed graph with node represented

by dolphins (attributes: sex, primary loca-

tion, number of times seen in location)

and edges represented by dolphin interac-

tions (attributes: location, researcher who

observed the interaction, number of times

observed)

Number of Nodes: 712,

Number of Edges: 47068,

Diameter of graph: 5.0,

Density of graph: 0.19

Some of these graph are very large and have thousands of nodes. In the experiments

that follow we will use scaled down version of some of the larger graphs and report

the properties of the graphs in the experiments. We use a predefined set of graph

sizes on which we run experiments for each dataset which are shown in table 7.2.

Note that this table has accurate edge densities for synthetic networks but these are

only rough parameters for real world datasets. Using these control parameters, we

run experiments on nine different vertex sizes with three different edge densities for

the graphs Gβ. We use each of these Gβ to run isomorphism experiments with Gα for

three different size ratios. For the graphs Gα, it is not always possible to control edge

density as we obtain these graphs from various sampling methods where properties of

the resulting graph cannot be guaranteed. Also, the size ratios are a rough estimate

of the sizes of Gα.
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Table 7.2: Graph Sizes (NOTE: max(|Eβ|) =
|Vβ |∗(|Vβ |−1)

2 is

the maximum possible number of edges for an undirected

graph)

Graph Set Gβ Graph Set Gα

|Vβ| max(|Eβ|)
Edge Density =

|Eβ |
max(|Eβ |) Size Ratio = |Vα|

|Vβ |

7% 15% 35% 25% 50% 70%

|Eβ| |Vα|
20 190 13 28 66 5 10 14

50 1,225 85 183 428 12 25 35

100 4,950 346 742 1,732 25 50 70

200 19,900 1,393 2,985 6,965 50 100 140

300 44,850 3,139 6,727 15,697 75 150 210

400 79,800 5,586 11,970 27,930 100 200 280

500 124,750 8,732 18,712 43,662 125 250 350

600 179,700 12,579 26,955 62,895 150 300 420

700 244,650 17,125 36,697 85,627 175 350 490

7.5 Experiments

We implemented the sampling methods, subgraph isomorphism algorithms and can-

didate selection functions in Invenio, a visual analytics tool for graph mining [36]

and ran experiments for testing our implementations of the subgraph isomorphism

algorithms and the different candidate selection functions. We sampled our collection

of datasets according to Table 7.2 to create samples with different sizes and char-

acteristics. Performance of the candidate selection functions was measured against

various properties for the different datasets to see how performance correlates with

these different properties and how the functions scale. We will use the best candidate

selection function to analyze the subgraph isomorphism algorithms on the Shark Bay
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dolphin dataset. Runtime is used to evaluate the subgraph isomorphism algorithms’

performance - this is the standard evaluation metric in literature.

Candidate Selection Evaluation

Our evaluation involved running a series of experiments on our datasets to evaluate the

four different candidate selection functions based on degree, 1-hop neighbors degree

sequence, N-hop shortest/longest path and the hybrid combination of all three func-

tions. We will refer to these by the shorthand D,NDS,NHP, and HY B respectively.

In the case of N-hop shortest/longest path, the operation used to compute the longest

path is expensive and memory intensive. We ran a series of experiments on graphs

of different size and found that beyond N = 4, the performance degraded without

significant improvement especially with dense graphs. For smaller graphs when total

number of nodes is less than 100, values of N < 4 gave comparable results to N = 4 in

terms of gain (denoted Gn) and improvement (denoted Imp) (see Definitions 7.3 and

7.4). This is because going an extra hop in small graphs likely does not give additional

information. Based on these results, for the rest of the experiments reported here, we

set N = 4 for NHP.

Given the evaluation of the different candidate selection functions is being done

in the context of a subgraph isomorphism problem involving graphs Gα and Gβ, we

can analyze performance against some variables of interest. Some of these are:

• Search Space Size: For a brute force isomorphism algorithm, the search space

is a permutation of the vertices of the input graph Gα and Gβ. The actual

search space for a subgraph isomorphism problem is
|Vβ |!
|Vβ−Vα|

. However, candidate

selection operates on the search space |Vα × Vβ|, we will refer to this as the

candidate selection search space.
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• Size Ratio: Measured by |Vα||Vβ | computes the relative size of the two input graphs.

• Runtime: While runtime is a good performance measure for a candidate selec-

tion scheme, candidate selection improvement and runtime are known to be

positively related, i.e. the more candidates are eliminated, the less the running

time for an algorithm. We will analyze the runtime of our algorithms in the

next section on subgraph isomorphism results but will not report runtime for

candidate selection experiments.

• Graph Metrics : We also analyze how properties of both Gβ and Gα correlate

with candidate selection performance. Such properties include metrics such as

number of vertices, number of edges, density, average degree and so on.

While running our experiments, we output these and other metrics for analysis.

In the next section, we report the results based on some of these metrics. The iso-

morphism algorithm we use to evaluate candidate selection is irrelevant for these

experiments as candidate selection is a pre-processing step and hence we do not ref-

erence any particular subgraph isomorphism algorithm in our findings.

Results: Experiments on Candidate Selection

In this section, we report our results and summarize our finding and any other inter-

esting points to highlight. The general performance of the candidate selection func-

tions is summarized in Table 7.3.
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Table 7.3: Candidate Selection Functions Performances (aver-

ages across graph collections)

Dataset
D NDS 4-NHP HYB

Gn Gn Imp Gn Imp Gn Imp

Erdos-Renyi Random Graphs 18% 24% 39% 19% 8% 25% 43%

Barabasi-Albert Scale-Free Graphs 25% 42% 68% 31% 29% 42% 74%

Physics Co-Authorship Network 23% 35% 53% 27% 23% 35% 56%

Peer-to-Peer Network 28% 43% 50% 33% 16% 45% 60%

Shark Bay Dolphin Network 37% 50% 38% 42% 15% 51% 40%

Erdos-Renyi Random Graphs

Our results on random graph generated from Erdos-Renyi models are summarized

in the graphs that follow and in the Table 7.4. Referring back to Table 7.2, we found

that varying the density of the graph Gβ does not affect the performance of the

candidate selection functions significantly. However, the size ratio and density ratio

were positively correlated with the performance of the functions. The explanation for

this could be that as relative sizes of Gβ and Gα get closer, the information used by

our candidate selection functions becomes more useful as bigger graph Gα have more

node level information available for candidate selection. We also noticed that the

search space size did not affect the performance of the candidate selection function

where the trend line remained mostly flat. The NDS and HY B functions performed

best, with HY B being on par with NDS and only outperforming in few cases; their

average improvement of 39% and 42% was much higher than the average improvement

for NHP which was about 15% (Table 7.3).
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(a) Size Ratio and Gain (b) Size Ratio and Improvement

(c) Density Ratio and Gain (d) Density Ratio and Improvement

Figure 7.3: Performance of candidate selection functions for Erdos-Renyi random
graphs
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Table 7.4: Candidate Selection Functions Performances for
Erdos-Renyi Graph

Graph Size
D NDS 4-NHP HYB
Gn Gn Imp Gn Imp Gn Imp

20 28% 29% 4% 28% 0% 29% 4%

50 22% 26% 18% 22% 0% 26% 18%

100 19% 30% 58% 20% 5% 34% 79%

200 18% 31% 72% 20% 11% 31% 72%

300 20% 20% 0% 20% 0% 23% 15%

400 18% 25% 39% 22% 22% 25% 39%

500 13% 27% 108% 15% 15% 27% 108%

600 12% 18% 50% 13% 8% 18% 50%

700 12% 12% 0% 13% 8% 12% 0%

Average 18% 24% 39% 19% 8% 25% 43%

Barabasi-Albert Graphs

Similar to the performance on random graphs, NDS and HY B outperformed

NHP and D. However, the gain and improvement were more consistent. Whereas

with random graphs, with increasing density ratio, there was a slight increase in gain,

with power-law distribution the gain was more even across different density ratios.

This is likely due to scale-free networks having more high degree nodes(star structures

or hubs) and low degree nodes. Such disjoint hubs and low degree nodes likely give

more unique structures than random graphs. Also the performance overall on scale-

free networks was better than on random graphs: NDS had an average improvement

of 70% and average gain of 42% while HY B performed comparably.

Notice that NDS and H lines on Barabasi-Albert graphs overlap very closely

but not so much on Erdos-Renyi graphs. This suggests that the H does not give

additional improvement over NDS for scale-free networks. Recall that HY B is the

hybrid of NDS and NHP . Any improvement of HY B over NDS would suggest that

HY B is able to eliminate candidates not common to NDS and NHP . Our results

suggest that this was more likely the case with random graphs. However, with scale
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(a) Size Ratio and Gain (b) Size Ratio and Improvement

(c) Density Ratio and Gain (d) Density Ratio and Improvement

Figure 7.4: Performance of candidate selection functions for Barabasi-Albert graphs
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free networks the lack of additional improvement of HY B over NDS implies that the

information contained in NDS and NHP is fairly similar.

Table 7.5: Candidate Selection Functions Performances for
Albert-Barabasi Graph

Graph Size
D NDS 4-NHP HYB
Gn Gn Imp Gn Imp Gn Imp

20 32% 45% 41% 32% 0% 45% 41%

50 31% 47% 52% 31% 0% 47% 52%

100 29% 48% 66% 30% 3% 48% 66%

200 28% 45% 61% 32% 14% 47% 68%

300 25% 40% 60% 28% 12% 40% 60%

400 21% 40% 90% 30% 43% 40% 90%

500 22% 38% 73% 32% 45% 38% 73%

600 19% 39% 105% 33% 74% 42% 121%

700 20% 39% 95% 34% 70% 40% 100%

Average 25% 42% 68% 31% 29% 43% 74%

Real World Networks

The performance of the candidate selection functions on the two Stanford networks

was somewhat similar to Barabasi-Albert graphs. However, the performance for the

physics co-authorship network was not as good as either Barabasi-Albert or the Peer-

to-Peer network. Both these networks have similar degree distribution. We also noted

that the candidate selection functions performed well on the dolphin dataset. The

performance correlated to size and density ratio as for the Barbasi-Albert model (see

Figure 7.4), i.e, the performance was consistent and not affected much by these two

factors. To further understand this difference in performance, we looked at properties

of the these three networks in isolation from the problem at hand.

The Figures 7.6 and 7.5 show two simple metrics we looked at, the degree dis-

tribution and distribution of clustering coefficients. The clustering coefficient is the

measure of the extent to which nodes tend to cluster together in a network while the
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(a) Physics (b) P-2-P (c) Dolphin

Figure 7.5: Clustering Coefficients

(a) Physics (b) P-2-P (c) Dolphin

Figure 7.6: Degree Distribution

degree is the measure of connectivity of nodes. The difference in performance might

be explained by the difference in these properties. The dolphin network has a less

heavy-tailed distribution compared to the other two networks.

For the physics network this power law degree distribution is combined with a col-

lection of clustering coefficients where most of the nodes have an average of 1.0 (very

high) clustering coefficients. While the degree distribution suggests the presence of

hubs which can provide uniqueness to graph structure the high clustering coefficient

suggests that most nodes are very closely clustered and thus not easily distinguish-

able. The peer-to-peer network on the other hand has a very different distribution

of clustering coefficients even though the degree distribution is similar to the physics

network. Most of the nodes have either very high or very low clustering coefficients

which makes them more distinguishable then the physics network. Similarly, it is likely

that the degree of distinctiveness is even greater for the dolphin network, judging by

the distribution of clustering coefficients.
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Table 7.6: Candidate Selection Functions Performances for
Physics Network

Graph Size
D NDS 4-NHP HYB
Gn Gn Imp Gn Imp Gn Imp

20 25% 32% 28% 30% 20% 34% 36%

50 34% 47% 38% 34% 0% 47% 38%

100 26% 37% 42% 28% 8% 37% 42%

200 22% 37% 68% 25% 14% 38% 73%

300 20% 37% 85% 24% 20% 37% 85%

400 19% 29% 53% 25% 32% 30% 58%

500 18% 27% 50% 26% 44% 28% 56%

600 20% 32% 60% 28% 40% 32% 60%

700 21% 33% 57% 27% 29% 33% 57%

Average 23% 35% 53% 27% 23% 35% 56%

Table 7.7: Candidate Selection Functions Performances for
Peer-To-Peer Network

Graph Size
D NDS 4-NHP HYB
Gn Gn Imp Gn Imp Gn Imp

20 35% 48% 37% 36% 3% 50% 43%

50 33% 49% 48% 34% 3% 50% 52%

100 28% 45% 61% 34% 21% 53% 89%

200 32% 43% 34% 33% 3% 43% 34%

300 25% 40% 60% 36% 44% 40% 60%

400 20% 30% 50% 25% 25% 35% 75%

500 29% 43% 48% 35% 21% 47% 62%

600 26% 37% 42% 29% 12% 37% 42%

700 28% 48% 71% 32% 14% 52% 86%

Average 28% 43% 50% 33% 16% 45% 60%

Table 7.8: Candidate Selection Functions Performances for
Shark Bay Dolphin Network

Graph Size
D NDS 4-NHP HYB
Gn Gn Imp Gn Imp Gn Imp

20 39% 52% 33% 40% 3% 52% 33%

50 41% 56% 37% 42% 2% 56% 37%

Continued on next page
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Table 7.8 – continued from previous page

Graph Size
D NDS 4-NHP HYB
Gn Gn Imp Gn Imp Gn Imp

100 40% 50% 25% 40% 0% 51% 28%

200 39% 53% 36% 43% 10% 53% 36%

300 38% 48% 26% 45% 18% 48% 26%

400 35% 53% 51% 40% 14% 56% 60%

500 31% 43% 39% 39% 26% 46% 48%

600 32% 48% 50% 45% 41% 48% 50%

700 35% 50% 43% 43% 23% 50% 43%

Average 37% 50% 38% 42% 15% 51% 40%

Results: Experiments on Graph Matching

Based on our results of our experiments comparing the candidate selection functions,

we will use the hybrid candidate selection function HY B for all of the graph iso-

morphism algorithms. The results here are thus reported using the hybrid candidate

selection function. The algorithms we compare here are Ullman, VF (based on the

implementation VF2), and subgraph-isomorphism implementations of Nauty and SD.

These algorithms were run on our primary Shark Bay dolphin data set.

Our results for the experiments are presented in Figure 7.7 where the runtime is

shown against size of Gβ. From the results, we saw that Nauty and SD performed

poorly in comparison to Ullman and VF. Nauty has been shown to perform better

than Ullman and comparably to VF for many families of graphs in literature, but here

the performance loss of Nauty is likely accounted for by the translation of the problem

that Nauty solves in our implementation, i.e from graph isomorphism to to subgraph

isomorphism. Similarly, we see that SD’s performance is the worst. Both Nauty and

SD were either not able to find an isomorphism or exceeded our reporting time (4

hours) for graph over 80 nodes. Ullman’s performance was relatively better but no
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Figure 7.7: Comparison of Subgraph Isomorphism Algorithms

results could be reported beyond about 200 nodes. The best performing algorithm

was VF for which results could be reported for close to 500 nodes though the average

running time was large is some cases.

(a) Hard Example (b) Easy Example

Figure 7.8: Examples of hard and easy graphs for graph re-matching

There were cases when the general results did not hold. We found that certain

relatively small graph are hard to re-match. Figure 7.8(a) shows an example of a graph

that was hard to find as the running time for the graph went over our reporting period.
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We note here that this graph is highly symmetrical and sparse. This symmetry does

not ensure unique matches for components of the graph thus increasing the depth of

a search and the time taken to determine a false route for matching. The graph in

Figure 7.8(b) on the other hand is dense and it is likely that the a group of closely

connected vertices offer a lot more distinction across substructures and thus lends

itself to faster search and matching.

In general, our proposed candidate selection scheme(s) gave improvements in run-

ning time compared to degree. However, since we are proposing a heuristic, the relative

performance of Ullman, VF, SD and Nauty reflected the standard value in literature.

Given we modified SD and Nauty to solve the subgraph isomorphism, their poor per-

formance is expected, as these algorithms use canonical forms and partitioning which

are expensive operations.
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Chapter 8

Conclusion and Future Work

8.1 Conclusion

In this thesis we formally defined the problem of quantifying and ranking bias in

social networks. We also proposed a novel bias ranking algorithm that ranks bias in

observed networks when compared to the ground truth network using an ensemble

method which incorporates social network metrics. In order to better understand

bias in the context of localized community structures, we also proposed a method for

quantifying localized bias using graph edit distance and subgraph isomorphism with a

new candidate selection scheme. We empirically tested our methodology on synthetic

and real world datasets and our evaluation shows that our methodology performs well

for measuring and ranking bias.

8.2 Future Work

In this thesis, we proposed our novel methodology for measuring and ranking bias in

a social network by decomposing the problem into various components that solve the

overall problem. To the best of our knowledge, there is no complete methodology for

ranking bias in a social network, and we hope to have contributed to initial research

in the area. While we have developed our methodology for observational networks,

future work can focus on leveraging our network-based approach for bias ranking to

158



non-observational networks. Various improvements to our approach can also be done

such as reducing runtime of the overall process or optimizing any of the subtasks.

Also in this work, we have focused on computing a relative bias ranking on a

collection of networks. Our analysis makes no explicit claim about whether a sample

is biased or not; rather our methodology can compute scores on a scale of [0,1] and

compare two given networks and rank them according to the degree of bias in them.

There can be extensions to our approach which use a threshold or similar methods

for identifying explicit bias in a network. Accordingly a baseline for such a method

will also have to be developed.

One of the core pieces of our methodology is ranking bias on a number of observed

networks. We have used the majority rank and similar statistical measures to rank

our sample. One of the extensions to this work would be to use different ranking

methods that are found in information retrieval and other fields. m

Our work is a necessary predecessor for several bias questions and problems that

can be studied. One further step is understanding the sources of bias once bias has

been identified. We have not covered this area and any research in that direction is

much needed. While previous work on analyzing bias in social networks have high-

lighted the effects and possible ways to compensate for bias in networks [37], a sys-

tematic methodology for compensating for bias in social networks is also lacking. If

bias can be compensated for, observation scientists will have ways to conduct more

accurate social network analysis and mitigate the problem of bias.

There are various areas of computer science where models have proved to be

invaluable in simplifying and abstracting important concepts. For example, in machine

learning predictive models (classifiers) and descriptive model (clusters) of data exists.

Development of such descriptive models for bias is thus one of the researcher areas

that can be pursued. Similar to Erdos-Renyi and other descriptive models in social
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networks, which are used to model known properties of graph, models for biased

graphs can be used to prove the existence of bias in different graphs and to model

commonalities which characterize those graphs. In order to formulate such models,

the gap about concrete understanding of bias concepts in social networks needs to be

filled as well.
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