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ABSTRACT 

 

 In recent years, the field of metabolomics has quickly risen to become a crucial 

platform for conducting biological research. Its unique capabilities, which provides 

unparalleled comprehensive quantitative insight into the constituents of metabolic 

processes, makes the platform a potentially transformative technology. However, it is 

these novel aspects, coupled with the immaturity of the techniques utilized, which has 

contributed to the many difficulties faced by pioneers in the field. Nonetheless, its 

potential for becoming the bedrock technology for gaining a deeper understanding into 

the metabolic processes behind many biological diseases underscores the importance of 

advancing the metabolomics platform. A key aspect in advancing the platform is the 

development of specialized tools for processing the substantial and often cryptic 

quantitative data that is generated. The sheer volume of data produced, coupled with the 

specialized knowledge and expertise necessary to understand it, emphasizes the 

importance in creating automated high throughput tools that enable streamlined analysis 

and produces meaningful results. 

 Development of tools for post-processing, which is comprised of the 

computational methodologies for extracting statistically and biologically relevant 

conclusions from post-processed metabolomics data, is crucial in cultivating 
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metabolomics into a more complete and mature platform. In pursuit of these objectives, 

we have developed three computational methodologies that attempt to take advantage of 

the strengths of metabolomics data sets while at the same time accounting for its 

shortcomings. Initial efforts resulted in the creation of the Visual Analysis of 

Metabolomics Package (VAMP), a tool that allows for all small molecule components in 

the metabolome to be holistically visualized and qualitatively evaluated. The necessity 

for a more quantitative approach led to the development of MetaboLyzer, an analysis 

workflow that incorporates many classical univariate and multivariate biostatistical 

approaches. Finally, an attempt to make a truly novel algorithm for the express purpose 

of analyzing metabolomics data resulted in Selective Paired Ion contrast Analysis 

(SPICA), a methodology that relies on analyzing ion-pairs rather than single-ions, which 

affords numerous advantages in minimizing normalization issues and noise reduction. 

Taken together, these efforts represent what is hopefully a step forward in evolving the 

field of metabolomics.  

  



	   iv	  

ACKNOWLEDGEMENTS 

 

The English poet John Donne once said, “No man is an island,” and indeed truer words 

have never been spoken in regards to my tenure as a graduate student. I owe all my 

successes and growth as a scientist, and as a person, to the steadfast support, guidance, 

and encouragement given to me by my mentors, friends, and family. First and foremost, I 

would like to thank Albert Fornace, Jr., who has afforded me every opportunity to pursue 

my ideas, and whose mentorship has been quintessential to shaping my development as a 

competent scientist. I must also thank Evagelia Laiakis, Maryam Goudarzi, and John 

Tyburski, whose guidance and friendship over the years were absolutely critical in 

bringing my ideas into fruition, and making the workplace just a little more fun and 

interesting. I would also like to thank the entire Fornace lab for giving me the best 

graduate school experience I could hope for. I would like to thank my committee 

members George Luta, Subha Madhavan, John Moult, and Anton Wellstein for giving me 

much needed advice and direction for my thesis project. John Moult, who has mentored 

me since I was a high school summer intern, deserves special mention for agreeing to yet 

again guide me in my scientific endeavors by joining my committee. Special thanks also 

goes to George Luta for agreeing to chair my committee, and for teaching me the 

foundations of biostatistics. I must also thank my friends and family for their 

wholehearted and unwavering support. My three best friends Tim Kang, Arvind 

Subramanian, and Aaron Paul played quintessential roles in (mostly) maintaining my 

sanity throughout my grad school years. Finally, I wish to dedicate this work to my mom, 

dad, and grandparents, whose love and encouragement made everything possible.  



	   v	  

TABLE OF CONTENTS 

 

I. Introduction ......................................................................................................................1 

A. The “Omics” Revolution in Biological Research .......................................................2 

B. The Rise of Metabolomics ..........................................................................................5 

C. Untargeted LC-MS Metabolomics Overview .............................................................8 

D. Pre- and Post-Processing in Untargeted LC-MS Metabolomics ..............................11 

E. Obstacles in Untargeted LC-MS Metabolomics .......................................................15 

F. The Software Landscape of Metabolomics ...............................................................20 

G. Developing More Specialized Methods and Techniques for Post-Processed 

     Metabolomics Data ...................................................................................................23 

H. References ................................................................................................................26 

II. Development of a Novel Qualitative Methodology for Holistic Metabolomics Data 

     Visualization .................................................................................................................29 

A. Overview ..................................................................................................................30 

B. Exposure to ionizing radiation reveals global dose- and time-dependent changes in 

     the urinary metabolome of the rat ............................................................................32 

1. Abstract .................................................................................................................33 

2. Introduction ...........................................................................................................35 

3. Materials and Methods ..........................................................................................38 

a. Compounds and Materials ................................................................................38 

b. Animals ............................................................................................................38 

c. Radiation Exposure ...........................................................................................39 



	   vi	  

d. Urine Collection ...............................................................................................39 

e. UPLC-TOFMS Analyses ..................................................................................41 

f. Pre-Processing and Multivariate Data Analysis ................................................41 

g. Selection of Candidate Markers .......................................................................42 

h. Biomarker Identification and Quantification ...................................................42 

i. Statistical Analysis ............................................................................................44 

4. Visual Analysis of Metabolomics Package ...........................................................45 

5. Results ...................................................................................................................49 

a. Principal Component Analysis .........................................................................50 

b. Evaluating Global Urine Metabolome Trends .................................................52 

c. Targeted Candidate Biomarker Selection .........................................................56 

6. Discussion .............................................................................................................61 

7. Supplemental Information ....................................................................................64 

C. References .................................................................................................................69 

III. Adapting Classical Biostatistical Approaches For Analyzing Post-Processed LC-MS 

      Metabolomics Data ......................................................................................................72 

A. Overview .......................................................................................................................73 

B. MetaboLyzer: A Novel Statistical Workflow for Analyzing Post-Processed LC- 

     MS Metabolomics Data ............................................................................................75 

1. Abstract .................................................................................................................76 

2. Introduction ...........................................................................................................78 

3. Methods and Tools ................................................................................................82 

4. General Workflow Overview ................................................................................83 



	   vii	  

5. Transformation and Normalization Procedures ....................................................86 

6. Small Molecule Database Integration and Putative Identification .......................89 

7. Correlation Analysis Workflow ............................................................................91 

8. Analysis of Experimental Data .............................................................................94 

9. Discussion ...........................................................................................................101 

10. Supplemental Information ................................................................................105 

C. References ...............................................................................................................106 

IV. Development of Specialized Methodologies and Dedicated Algorithms for Post- 

      Processed LC-MS Metabolomics Data ......................................................................108 

A. Overview ................................................................................................................109 

B. Selective Paired Ion Contrast Analysis: A Novel Algorithm for Analyzing Post- 

     Processed LC-MS Metabolomics Data Possessing High Experimental Noise ......111 

1. Abstract ...............................................................................................................112 

2. Introduction .........................................................................................................114 

3. Methods and Tools ..............................................................................................118 

4. Initial Data Reprocessing ....................................................................................120 

5. Ion-Pair Reinterpretation ....................................................................................123 

6. Data Comparison ................................................................................................127 

7. Putative Metabolic Pathway Analysis ................................................................131 

8. Classification via SPICA and a Baseline Model for Comparison ......................135 

9. Analysis of Total Body Irradiation Data .............................................................138 

10. Analysis of Colorectal Cancer Relapse Data ....................................................143 

11. Discussion .........................................................................................................146 



	   viii	  

12. Supplemental Information ................................................................................150 

C. References ...............................................................................................................151 

V. Summary and Future Directions .................................................................................155 

A. Summary .................................................................................................................156 

B. Future Directions ....................................................................................................158  



	   ix	  

LIST OF FIGURES 

 

I. Introduction 

Figure 1. “Omics” platforms and the central dogma .......................................................4 

Figure 2. The rise of metabolomics publications ............................................................7 

Figure 3. A general untargeted LC-MS metabolomics workflow .................................10 

Figure 4. A generic procedure for the pre-processing stage in LC-MS metabolomics .12 

Figure 5. A basic framework for analyzing post-processed high dimensional 

metabolomics data .........................................................................................................14 

Figure 6. The missing data problem ..............................................................................18 

Figure 7. Scope of the Metabolome ..............................................................................19 

 

II. Development of a Novel Qualitative Methodology for Holistic Metabolomics Data 

     Visualization 

Figure 1. Experimental Design ......................................................................................40 

Figure 2. Principal component analysis of cross-dose data at 24 h. ..............................51 

Figure 3. Evaluating early time point response via VAMP ..........................................54 

Figure 4. Cross-dose and cross-time point analysis via VAMP ....................................55 

Table 1. Up-regulated excretion of rat urine metabolites after gamma-radiation 

exposures ranging from 0.5 Gy to 10 Gy ......................................................................58 

Table 2. Down-regulated excretion of rat urine metabolites after gamma-radiation 

exposures ranging from 0.5 Gy to 10 Gy ......................................................................59 

Figure 5.  Comprehensive examination of thymidine and creatine ...............................60 



	   x	  

Supplemental Figure 1. Targeted biomarker selection via S-plots ...............................66 

Table S1. Animal performance measures by dose group over time ..............................67 

Table S2. Up-regulated excretion of rat urine metabolites at 6, 24, 48, and 72 h after 

exposure to 2.5 Gy gamma radiation .............................................................................67 

Table S3. Down-regulated excretion of rat urine metabolites at 6, 24, 48, and 72 h 

after exposure to 2.5 Gy gamma radiation ....................................................................68 

 

III. Adapting Classical Biostatistical Approaches For Analyzing Post-Processed LC- 

      MS Metabolomics Data 

Figure 1. A general overview of the MetaboLyzer statistical workflow .......................85 

Figure 2. MetaboLyzer’s transformation and normalization workflow ........................88 

Figure 3. A diagram of MetaboLyzer’s small molecule putative identification 

process ...........................................................................................................................90 

Figure 4. A diagram of Metabolyzer’s correlation analysis workflow .........................93 

Figure 5. Visualization of metabolomic data analysis ..................................................98 

Figure 6. Metabolic pathway histogram ........................................................................99 

Figure 7. Multivariate analysis results ..........................................................................99 

Figure 8. Correlation analysis results ..........................................................................100 

 

IV. Development of Specialized Methodologies and Dedicated Algorithms for Post- 

      Processed LC-MS Metabolomics Data 

Figure 1. The workflow of SPICA’s initial data reprocessing stage ...........................122 

Figure 2. The workflow for the ion-pair reinterpretation stage of SPICA ..................126 



	   xi	  

Figure 3. The workflow for the data comparison stage ...............................................130 

Figure 4. The putative metabolic pathway analysis workflow ....................................134 

Figure 5. The workflow for classification via SPICA .................................................137 

Figure 6. Analysis of urine samples collected from 36 patients before and 6 hours 

after exposure to 125 cGy of total body gamma radiation ..........................................142 

Figure 7. Analysis of urine samples collected at the time of surgery from 20  

colorectal cancer patients with no recurrence, and 20 that eventually relapsed ..........146 

 
  



	   1	  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

I. INTRODUCTION   



	   2	  

A. The “Omics” Revolution in Biological Research 

 

 The rise of metabolomics in biological research is best understood when framed 

within the so-called “omics” revolution that began with the completion of the Human 

Genome Project in the early 2000s. Advancements in genomics, the first of the “omics” 

platforms to gain wide recognition and use, were the cornerstone by which this project 

came to fruition. Genomics is a subfield of genetics which utilizes high-throughput 

methods of DNA sequencing in order to study the genomes of organisms in their entirety	  

(1). The rise in genomics brought new paradigms that defined the cutting edge of 

biological sciences. At the forefront was the concept of utilizing methods from computer 

science and engineering, as well as machine learning and statistics in order to efficiently 

analyze the overwhelming amounts of quantitative information derived from high-

throughput sequencing. These new concepts form an interdisciplinary field known as 

bioinformatics, which was first coined by Paulien Hogeweg in 1970(2). Bioinformatics 

plays a quintessential role in all “omics” platforms, which includes genomics, 

transcriptomics, proteomics, and finally metabolomics. 

 Each “omics” platform fits closely into the central dogma framework of 

molecular biology as first described by Francis Crick(3). The central dogma outlines the 

flow of biological information, wherein DNA is transcribed to RNA, which is eventually 

translated into proteins. This basic framework is an ideal construct for understanding the 

utility of each “omics” platform, as shown in Figure 1. The fundamental concept behind 

“omics” is studying the totality of the features for a given level of biological information. 

For instance, as previously described, genomics is the study of the genome, i.e. the 
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totality of all information at the DNA level of an organism. Analogously, transcriptomics 

is the study of the transcriptome, the totality of information at the RNA level. Once this 

RNA information has been translated into proteins, the study of all proteins in a system, 

i.e. the proteome, is the purview of proteomics.  While not encompassed in the original 

concept, considering the role of metabolism from a systems biology perspective is a 

logical extension of the central dogma(4). Metabolism, which can be broadly defined as 

the set of chemical reactions that occur in an organism in order to sustain life, can be 

quantified by the small molecules that are involved in these reactions. Taken as a whole, 

these small molecules, known as metabolites, form the metabolome, which is analogous 

to the aforementioned genome, transcriptome, and proteome. Thus, the study of the 

metabolome is known as metabolomics. Taken together, genomics, transcriptomics, 

proteomics, and metabolomics are the foundation for redefining the scope and depth of 

biological research for the foreseeable future. 

 The shift in focus from classical qualitative approaches to quantitative driven 

methodologies brought on by the “omics” revolution is the instigator in altering the 

landscape of biological sciences. Classical approaches, which aim to answer specific 

questions prompted by hypothesis-driven experiments, are in distinct contrast to data-

driven approaches (i.e. “omics”) that are often non-hypothesis driven. Though initially 

derided as being “fishing expeditions,” the concept of non-hypothesis driven research has 

become a crucial pillar in research(5). This shift has not been without its difficulties, as 

the often-overwhelming amounts of quantitative information provided by these high-

throughput “omics” platforms have exceeded the bounds of traditional methods of 

analysis, such as the Student’s t-test and ANOVA. As a result, this has created a need for 
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skills and expertise from fields, such as computer science and information theory, that 

until recently have not been the purview of researchers in the biological sciences. The 

multidisciplinary aspect of this new era of high-throughput, non-hypothesis driven, 

quantitative biology, and the importance of bioinformatics is quintessential. In short, the 

vast majority of the results produced by “omics” platforms are essentially 

incomprehensible without bioinformatics approaches that can parse and filter the data 

into easier to understand formats. This is especially true for metabolomics, the newest of 

the “omics” platforms, which has characteristics that make it both highly promising as 

well as exceptionally challenging. 

 

 
 
 
Figure 1. “Omics” platforms and the central dogma. An illustration of the “omics” 
platforms as it relates to the classical central dogma of molecular biology. The central 
principle behind “omics” platforms involves studying the totality of features for a given 
level of biological information. For instance, at the DNA level, genomics studies the 
totality of genetic information, i.e. the genome. At the RNA level, transcriptomics aims to 
study the transcriptome. At the protein level, proteomics studies the proteome. While not 
included in the original concept, metabolism is a logical extension of the central dogma. 
When taken in their entirety, metabolites, the quintessential components of metabolism, 
form the metabolome. Thus, metabolomics is the study of the metabolome. 
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B. The Rise of Metabolomics 

 

 When considering metabolomics within the framework of the new “omics” era of 

biological research, its rise can be seen as a natural progression in the pursuit of an 

integrative systems biology paradigm. Ironically, despite being considered the newest of 

the “omics” platforms, the fundamental ideas behind it are perhaps the oldest. The basic 

concept of surveying the concentration of certain metabolites in biofluids to detect certain 

biological states such as disease may be traced back as far as antiquity, where ancient 

Greek, Chinese, and Persian doctors noted the sweet taste of urine from diabetic patients	  

(6, 7). In the 1940s, Roger Williams described what might be considered a precursor to 

the modern foundations of metabolomics, wherein paper chromatography was utilized in 

an attempt to qualitatively characterize unique metabolic patterns from urine and saliva as 

a result of disease states	  (8). True quantitative approaches did not emerge until 

technological improvements in gas chromatography coupled with mass spectrometry 

(GC-MS) as well as nuclear magnetic resonance (NMR) spectroscopy in the 1970s 

allowed for a true “metabolic profile” (a term coined by Horning et al.) to be measured	  

(7, 9). In particular, the laboratory of Jeremy Nicholson at University of London has 

pioneered NMR based metabolomics and demonstrated its utility in potentially 

diagnosing diabetes from serum, plasma, and urine in 1984(10). Rapid advancements in 

liquid chromatography coupled with mass spectrometry (LC-MS), which was first 

pioneered by Victor Tal’rose in the late 1960s(11), have also been strong drivers in 

bringing metabolomics to the forefront. 
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 The unique capability afforded by metabolomics in giving unprecedented 

quantitative insight into a biofluid metabolome is a primary factor in the growing interest 

in the field. For at least the past seven years, the number of publications relating to 

metabolomics has increased from year to year (Figure 2), with nearly 10,000 publications 

containing the keyword “metabolomics” in 2013 alone according to Google Scholar. 

However, it is still considered a nascent field(12), especially when compared to the over 

110,000 publications containing the keyword “genomics” in the same year. The 

platform’s unique capabilities distinguish it from every other “omics” platform in that the 

data analyzed (i.e. metabolites) does not have a direct link to the information at the DNA 

level. Whereas RNA and protein sequences can be directly traced back to the DNA 

sequence data, metabolites may be linked to several enzymes, which can depend on 

temporal as well as spatial factors of metabolism (e.g. different regions of the organism, 

circadian rhythm), or may even be xenobiotic in origin. This aspect of metabolomics can 

be crucial for studying aspects of biology that may be difficult, if not impossible to 

discern from the genetic or even the protein level, such as metabolic diseases. Indeed, the 

classical problem of a genotype versus phenotype mismatch may be solvable through 

metabolomics, as it has been characterized as being the most “functional” of the “omics” 

platforms	  (13). In effect, metabolomics provides global insight into a region of biology 

(i.e. the metabolome) that until now has only been narrowly explored in small and 

disjoint chunks via classical biochemistry. Indeed, one of the defining hallmarks of 

metabolomics data is the staggering number of unknown metabolites that have no identity 

nor belong to any known metabolic pathways	  (14). Thus, the platform is a potentially 
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transformative technology that may form the bedrock for innumerable breakthroughs in 

biological research. 

 

  

Figure 2. The rise of metabolomics publications. A bar graph showing of the number 
of publications found by Google Scholar containing the keyword “metabolomics” for 
each year from 2007 to 2013. This steady rise in publications relating to metabolomics is 
clear evidence that the platform is a rapidly emerging field, with no sign of slowing down 
in the near future. 
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C. Untargeted LC-MS Metabolomics Overview 

 

Perhaps more so than any other “omics” platform, metabolomics data remains 

inextricably linked to the technology platform utilized for its acquisition. Despite having 

a fairly long history, metabolomics is still considered an “emerging field”(12). This is in 

large part due to the rapid advancements in technology that improve metabolic profiling 

capability, but at the same time introduces a myriad of technical challenges at every 

iteration. Thus, developing and disseminating reliable analytical methodologies is 

particularly challenging for the field of metabolomics. The three primary technology 

platforms for which metabolomics has been developed are NMR spectroscopy, GC-MS, 

and LC-MS, however the most recent advancements have primarily focused on LC-MS. 

This focus on LC-MS is due in large part to the technology’s ability to detect a far 

wider gamut of compounds than either NMR or GC-MS based metabolomics. Whereas 

GC-MS is primarily restricted to volatile compounds that often require chemical 

derivatisation, LC-MS is able to analyze compounds with higher polarity and with lower 

volatility(15). The sheer breadth of small molecules that are detectable via LC-MS, the 

majority of which are essentially unknown compounds, brings to the forefront the 

concept of targeted versus untargeted metabolomics(16). As its name implies, a targeted 

approach focuses on attempting to survey and quantify only known metabolites, which 

rely on methods developed specifically for identifying each targeted metabolite. This is in 

contrast to the untargeted approach, which will survey the global metabolic profile, and 

attempt to quantify any and all spectral features as potential metabolites of biological 

significance. However, this approach requires additional validation steps for definitively 
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identifying each putative metabolite, which is often not feasible. Despite the challenges 

and pitfalls associated with untargeted LC-MS metabolomics, it is clear that this 

approach has the greatest potential for conducting breakthrough science. 

LC-MS is an analytical chemistry technique that is not restricted to metabolomics, 

and is utilized in pharmacokinetics, proteomics, as well as drug development	  (17). As its 

name implies, LC-MS consists of two stages: a separation stage via liquid 

chromatography, and a detection stage via mass spectrometry. Modern liquid 

chromatography, referred to as high performance liquid chromatography (HPLC), utilizes 

high pressure to push a mobile phase (containing the biological sample and the solvent) 

through the stationary phase, which consists of solid particles that are fixed in place. Both 

the mobile and stationary phases are selected based on the type of separation desired. 

Preparation procedures for metabolomics samples are typically very simple, and often 

referred to as “dilute and shoot.” Mass spectrometry is used for detecting and quantifying 

the abundance of metabolites after the separation stage. For untargeted workflows, time-

of-flight mass spectrometers (TOFMS) are utilized, in which an ion’s mass-to-charge 

(m/z) ratio is determined by calculating the time it takes to travel a known distance given 

specific electric field strength. Chromatographic data is then gathered and undergoes an 

extensive pre-processing stage in which the raw data is converted into a post-processed 

high dimensional matrix format that is the hallmark of many “omics” platforms. Once 

statistical analysis has been conducted on the post-processed data, definitive 

identification and quantification of the significant (either biological and/or statistical) 

metabolites is conducted via tandem mass spectrometry (MS/MS)(16). This workflow is 

illustrated in Figure 3. 
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Figure 3. A general untargeted LC-MS metabolomics workflow. Data from biological 
samples are acquired through LC-MS instrumentation, which produces raw 
chromatographic data. This raw data undergoes pre-processing to produce a high 
dimensional matrix that is similar to high-throughput data produced in other “omics” 
platforms. This post-processed data is then analyzed for biologically/statistically 
significant features (i.e. metabolites), whose identities are confirmed via tandem mass 
spectrometry. 
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D. Pre- and Post-Processing in Untargeted LC-MS Metabolomics 

 

The pre-processing step in LC-MS metabolomics is a crucial aspect of the 

workflow that bears significant computational and statistical challenges. Raw 

chromatographic data that is acquired from the LC-MS instrumentation must undergo a 

process that identifies features (i.e. metabolites) and aims to correct and/or mitigate many 

confounding factors in order to produce a clean post-processed data set that is suitable for 

statistical analysis and biological interpretation. The first step in this workflow is feature 

selection, which is commonly called peak picking. Peak picking involves identifying and 

quantifying significant spectral features in each chromatogram (one chromatogram per 

biological sample), which is dependent on numerous factors such as the sensitivity and 

mass accuracy of the mass spectrometer, and the type of LC column(15). After peak 

picking, peaks that represent the same metabolite across all chromatograms are grouped. 

Due to the numerous factors that can influence the performance and function at the LC 

stage of analysis, retention time correction is conducted after peak grouping. Retention 

time correction may be crucial in poor operating environment conditions (e.g. 

inconsistent room temperature), and it is possible that the retention time for the same 

metabolite across different samples are so inconsistent that pre-processing software 

cannot group its peaks across chromatograms. Retention time correction procedures can 

range from simple linear regression or loess smoothing based methods to sophisticated 

pattern recognition based algorithms(18). As some retention times may have been 

significantly altered, peak regrouping may be conducted following correction. Finally, 

the post-processed data is written out as a high dimensional matrix, traditionally with 
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each column representing a biological sample, and each row representing a metabolite. 

Though there are variations on this basic pre-processing workflow (Figure 4), the general 

concepts of peak picking, peak grouping, and retention time correction are 

unchanged(19). 

 

 
 
Figure 4. A generic procedure for the pre-processing stage in LC-MS metabolomics. 
In the initial step, features (i.e. metabolites) are detected and quantified for each 
chromatogram, a process known as peak picking. These peaks are then grouped across all 
chromatograms. Retention times are then corrected before the peaks are re-grouped, and 
the final high dimensional post-processed data set is created for further analysis and 
interpretation. 
 

 Analysis of post-processed metabolomics data is ostensibly similar to interpreting 

high-dimensional data sets derived from other “omics” platforms. However, its 

superficial similarities to other biological data sets (such as gene expression data) mask 

numerous idiosyncrasies and subtle complexities that make analysis a considerably 

different undertaking. Despite these factors, the data is nonetheless treated in a generic 

fashion in most metabolomics studies, utilizing common statistical tools and techniques 

Peak%
Picking%%

Peak%
Grouping/
Alignment%

Reten5on%
Time%

Correc5on%

Re8
Grouping/
Alignment%

%
%
%

%
%
%

%
%
%

Chromatographic%
Data%

%%ç%

Post8processed%high%
dimensional%

metabolomics%data%



	   13	  

that in many cases are unsuited to the task at hand. Some of the most commonly used 

techniques in metabolomics publications include principal component analysis (PCA), 

partial least squares discriminant analysis (PLS-DA), orthogonal partial least squares 

discriminant analysis (OPLS-DA), analysis of variance (ANOVA), random forests, 

support vector machines (SVM), as well as the standard gamut of traditional hypothesis 

testing procedures such as the Student’s t-test. Unlike the pre-processing stage, it can be 

said that methodology development in the post-processing stage in metabolomics has not 

been as rigorous. Thus, there are generally no definitive workflows for post-processed 

analysis, but there are nonetheless some common practice procedures. Initial steps for 

analysis typically involve attempts to resolve the “missing” data issue that is endemic to 

all metabolomics data sets	  (20). This step may be followed by standard data 

transformation procedures (such as the log transform), and normalization, before 

statistical analysis is conducted. During statistical analysis, statistically significant 

metabolites are identified, and common visualizations such as heatmaps or PCA scores 

plots may be produced. Classification algorithms such as SVM and random forests may 

be utilized to evaluate the separability of the sub groups within the data, or to evaluate the 

efficacy of potential biomarkers. Once the statistically significant subset of metabolites 

has been identified, they must be putatively identified via small molecule databases. 

Biological interpretation of the results can be conducted via metabolic pathway mapping 

and classical pathway analysis. Putative identities must be confirmed via tandem mass 

spectrometry, and depending on the results, biological interpretation may undergo 

revision. Figure 5 outlines these procedures, which form a very basic framework that has 

begun to materialize in this emerging field.  
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Figure 5. A basic framework for analyzing post-processed high dimensional 
metabolomics data. Initially, steps are taken to resolve the “missing” data issue endemic 
to all metabolomics data sets. The data then undergoes transformation and normalization 
before statistical analysis takes place. Once statistically significant metabolites have been 
identified (from which many common data visualizations can be created, such as 
heatmaps), they must be putatively identified via small molecule databases. These results 
can then be biologically interpreted, which can include mapping metabolites to metabolic 
pathways, and traditional pathways analysis procedures. These putative identities must 
me confirmed via MS/MS, which may subsequently require that the biological 
interpretation be revised based on the definitive identities.  
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E. Obstacles in Untargeted LC-MS Metabolomics 

 

 As can be expected from an emerging field, there are a number of shortcomings in 

untargeted LC-MS metabolomics that pose considerable challenges in advancing the 

platform	  (21). Many of these issues stem from the novel nature of the information 

extracted by the platform in comparison to other “omics” data types, and perhaps in part 

due to poor assumptions made by individuals who did not properly take these 

characteristics into account during analysis. For instance, generic mathematical 

techniques used to analyze post-processed metabolomics data continue to be widely 

employed in many studies, despite the fact that the data does not conform to many of the 

assumptions that these procedures make during analysis. Furthermore, the apparent ease 

of sample preparation and data acquisition, especially for laboratories that are already 

equipped with the instrumentation (such as proteomics groups), can mask the subtle 

difficulties and nuanced differences of metabolomics. These factors make the platform 

difficult for novices to high-throughput “omics” platforms, and potentially hazardous for 

those who are familiar.   

 In many ways, several core strengths of the metabolomics platform can also be a 

double-edged sword. The ease of “dilute and shoot” sample preparation procedures 

allows for a far broader range of sample types to be analyzed, such as urine, saliva, feces, 

or even tear samples. Urine is an especially attractive sample type, as it can be taken from 

small animal models such as mice at multiple time points, unlike blood draws, without 

compromising survivability. However, increasing the gamut of viable sample types also 

implies that the samples may be inherently noisier than for platforms having more 
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restrictive requirements. Urine is a primary example of this, as it is easy to collect and 

analyze, but produces data that contains numerous confounding factors that make it very 

difficult to analyze (22). The very concept of studying metabolism and the global 

metabolome is fraught with difficulties, due to the basic fact that metabolism is in 

constant flux, changing with every external stimulus and event. The word ‘metabolism’ is 

in itself derived from the Greek word Μεταβολισµός, or “Metabolismos”, which means 

“change” or “overthrow”	  (23). A surprising amount of variation in the data can be seen 

even when conducting a metabolomics experiment on well-understood animal models 

such as mice, with matched age, sex, and genotype, in a light cycle controlled 

environment, and carefully monitored dietary intake. The high sensitivity of 

metabolomics means that even seemingly minor variations in any of these factors can 

significantly alter the resulting data. These factors are considerably magnified when the 

samples being analyzed are human in origin, as almost none of these factors can be 

controlled for to the degree afforded by an animal study. 

 Unforeseen idiosyncrasies in metabolomics data, coupled with our own 

incomplete knowledge of the metabolome, are potentially major obstacles in the wide 

adoption of the platform as well. One of the defining characteristics of metabolomics data 

is the fact that a very large portion of the data set is “missing”	  (20). “Missingness”, which 

implies that the abundance value for a particular metabolite is zero, is certainly not a new 

phenomenon in “omics” platforms, however the pervasiveness and magnitude of this 

“missingness” makes even basic analysis, such simple statistical hypothesis testing, very 

difficult to accomplish (Figure 6). Standard solutions are based on value imputation, 

which essentially “fills in” the missing data by extrapolating from the non-missing 
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information through various techniques. However, the viability of these imputation 

solutions becomes questionable when the extent of “missingness” is so high that the 

imputed values comprise such a large fraction of the total data set. Perhaps an even more 

crucial characteristic, which is specific to untargeted metabolomics data, is the large 

portion of metabolites that are simply unknown, either due to the fact that it is 

economically infeasible to definitively identify its identity, or because there are simply no 

known metabolites in any available database that matches any putative neutral mass 

derived from the ion’s m/z value(14). This characteristic uniquely sets metabolomics 

apart from all other “omics” platforms in that the very identity of the features being 

analyzed is itself potentially an unknown entity. When the fundamental task of positively 

characterizing the features that are being quantified is considered a “grand challenge”, the 

complexity of metabolomics becomes considerably more daunting(24). This difficulty is 

due in no small part to the fact that unlike the genomes of many organisms, much of the 

metabolome is simply uncharacterized, with an indefinite number of metabolic pathways 

and interconnections that are equally unknown. Indeed, the classical metabolic pathway 

super-network taught in every biochemistry class, which to anyone would already seem 

exceedingly complex, is but an unknown, and likely small fraction of the totality of 

metabolic pathways interwoven through the metabolome (Figure 7). 

 



	   18	  

 
 
Figure 6. The missing data problem. An illustration of the “missingness” issue endemic 
to metabolomics data sets. In this example, there are 10 samples in the control and 
treatment groups for a given metabolite. White squares indicate that the data is missing, 
while blue squares indicate that the data is non-missing. While traditional statistical 
hypothesis testing can be conducted when only a small portion of the data is missing for a 
metabolite (A), this becomes infeasible when a larger portion of the data is missing, even 
if it is only in one group (B). This depends on the original total sample size, and whether 
the missingness will make the sample counts too imbalanced for reliable results. Even if 
it is statistically feasible to conduct hypothesis testing, it may still be wise to discard the 
results if too much of the data is missing. 
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Figure 7. Scope of the metabolome. A representation of the full scope of the 
metabolome in comparison to its characterized portion, which is represented by the 
canonical metabolic super-network that is taught in every biochemistry class. The vast 
majority of metabolites detected in untargeted metabolomics are unknown metabolites 
that do not have a match in any small molecule database. This suggests that much of the 
metabolome, and thus a significant portion of metabolic pathways, remains 
uncharacterized.  
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F. The Software Landscape of Metabolomics 

 

 The aforementioned obstacles and complexities in metabolomics makes the task 

of creating reliable software that streamlines and automates the human expertise 

necessary to conduct a study all the more crucial. Metabolomics software can be roughly 

dichotomized into two distinct groups that focus either on the pre-processing, or the post-

processing stage of analysis. In general, software development has geared primarily 

towards pre-processing, with several well-established software platforms available and in 

wide use. Post-processing analysis, on the other hand, seems to almost be considered an 

afterthought for some in the field. And indeed, in many studies, the results are so 

apparent that there is little need for anything sophisticated to extract biologically relevant 

conclusions. However, as the field expands, so too will the complexity of the studies 

conducted, necessitating the development of sophisticated post-processing software. 

 The methods and procedures for pre-processing raw chromatographic 

metabolomics data are generally well automated and accessible via software. Indeed, 

metabolomics would not be considered the emerging high-throughout “omics” platform 

that it is today without the development of robust software that rapidly pre-processes 

cryptic chromatographic data into far more palatable high dimensional matrices. By far 

the most widely utilized pre-processing software platform is XCMS, developed at The 

Scripps Research Institute(18). XCMS contains a wide array of peak picking, retention 

time alignment, and grouping algorithms, as well as many other tools to facilitate not 

only quantitative data extraction, but also peak annotation and basic post-processing 

capabilities. Another platform with a significant user base is MZmine(25), a highly 
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modular software that allows the user to customize analysis to their needs. MZmine 

couples robust visualization capabilities as well as its own peak picking, filtering, 

deisotopiing, alignment, and grouping algorithms. XCMS and MZmine represent the two 

most significant open source platforms that are primarily geared towards pre-processing, 

however there are also several proprietary platforms created by the instrumentation 

vendors themselves, which have been geared primarily for use with their own 

instruments. Waters Corporation’s MarkerLynx and Progenesis QI, Thermo Scientific’s 

Sieve, and Agilent Technologies’ Mass Profiler Professional all utilize proprietary pre-

processing algorithms for data extraction, and are either available for use with their 

instruments, or require a commercial license to be purchased. 

 In contrast to the robust selection of both open source and commercial platforms 

for pre-processing available, there are only a handful of dedicated post-processing 

software packages. The most prominent, but by no means ubiquitous post-processing 

software is MetaboAnalyst(26), an online platform developed at the University Alberta. 

MetaboAnalyst incorporates an impressive array of statistical methods including the 

standard gamut of classical statistical procedures such as univariate testing and ANOVA, 

multivariate methods such as PCA and PLS-DA, classification techniques such as SVM 

and random forests. The platform also provides methods for metabolic pathway analysis 

and small molecule database integration, including the Human Metabolome Database 

(HMDB), DrugBank, Toxin and Toxin-Target Database, and The Small Molecule 

Pathway Database. FIEmspro(27), a software developed at Aberystwyth University in the 

UK, is an earlier software platform that incorporates many of the same statistical 

procedures as MetaboAnalyst, but lacks any small molecule database integration and 
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pathway analysis capabilities. Besides function, a primary differentiator between the 

software developed for pre-processing, versus that developed for post-processing has to 

do with specialization. While novel algorithms and techniques were developed 

specifically for the tasks necessary during pre-processing, the same cannot be said for the 

software designed for post-processing. The techniques and methods utilized for post-

processed data analysis are essentially generic mathematical and statistical procedures 

that have seen wide use in many other fields, not just the biological sciences. While in no 

way does this invalidate the significance of the results produced by these methods, it does 

highlight the fact that there is a dearth in the development of specialized algorithms and 

workflows for analyzing post-processed metabolomics data.  
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G. Developing More Specialized Methods and Techniques for Post-

Processed Metabolomics Data 

 

The burgeoning field of metabolomics necessitates that specialized and dedicated 

methodologies be developed for every facet of the platform. Though a concerted effort 

has been made for the pre-processing stage of analysis (and arguably with great success), 

an endeavor with equal intensity must be made for developing post-processed algorithms 

and techniques that conform to the unique characteristics and idiosyncrasies of 

metabolomics data. Efforts thus far have only adapted existing methods to the problem, 

which is wholly inadequate for a platform with such transformative potential. It may even 

be argued that these attempts are adapting the data to existing methods, such as in the 

case of relying on value imputation for resolving the missing data issue, which will result 

in masking or ignoring the inherent characteristics of the data. This may restrict the true 

potential of the platform, and prevent the data from being fully exploited. Thus, the 

development of original methodologies that are explicitly designed for untargeted post-

processed metabolomics is absolutely imperative for the advancement of the field. 

Initial attempts to create novel methodologies for analyzing post-processed data 

resulted in the development of the Visual Analysis of Metabolomics Package (VAMP), 

detailed in Chapter II. In contrast to traditional methods such as PCA, which “over 

process” the data and thus obfuscates many of its fundamental features, VAMP utilizes 

minimal data manipulation to create a qualitative, holistic visual representation that 

comprehensively captures the metabolome response.   
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While VAMP was useful for qualitative data visualization, more quantitative 

approaches that employed traditional biostatistical techniques while still taking into 

account the characteristics of metabolomics data were needed. Thus, a comprehensive 

statistical software workflow, called MetaboLyzer(28), was developed, and detailed in 

Chapter III. MetaboLyzer adapts many classical biostatistical procedures and practices 

specifically for post-processed metabolomics data. This is primarily accomplished by 

eschewing traditional imputation procedures when dealing with the “missingness” issue 

in the data, instead utilizing an alternative approach that does not necessitate data 

modification. The software also incorporates a wider range of small molecule databases 

such as Lipid Maps, the Kyoto Encyclopedia of Genes and Genomes, HMDB, as well as 

BioCyc. 

Finally, more radical approaches were explored in the development of Selective 

Paired Ion Contrast Analysis (SPICA), detailed in Chapter IV. Taking into account the 

idiosyncrasies and advantages afforded by the metabolomics platform, SPICA is a novel 

algorithm developed from the ground up specifically for analyzing post-processed data. 

By conducting analysis on data derived from ion-pairs, rather than single ions, latent 

structures in the data may potentially be revealed and numerous normalization issues in 

the data can be sidestepped. SPICA is a comprehensive workflow that incorporates 

classical non-hypothesis driven paradigms that allow the data to be fully explored via 

small molecule database integration and pathway analysis algorithms. Via SVMs, SPICA 

has also been adapted for binary classification capability as well, and outperforms 

traditional single ion based classifiers by a considerable margin. 
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Taken together, these newly developed workflows and methodologies hopefully 

represent the beginnings of a new wave of specialized tools and techniques for analyzing 

post-processed untargeted metabolomics data. In doing so, the metabolomics platform 

may evolve beyond merely an emerging technology into a quintessential cornerstone of 

biological research. 
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II. Development of a Novel Qualitative Methodology for Holistic 
Metabolomics Data Visualization 
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A. Overview 

 

 From a preliminary survey of the most widely used tools for analysis of post-

processed metabolomics data, it was immediately apparent that none of these techniques 

were purpose-built to undertake such a specialized task. These techniques comprise of 

standard multivariate techniques such as PCA and OPLS-DA, as well as classical 

biostatistical hypothesis testing procedures such as the Student’s t-test. While these 

techniques are very well understood and widely utilized in many disciplines, their blunt 

application to metabolomics data sets without consideration of their base assumptions can 

result in loss of statistical power and even invalid conclusions. Furthermore, these 

standard techniques do not take the basic characteristics of the data into account, and may 

result in the loss or obfuscation of critical aspects of the data. For instance, PCA is 

generally used as a means of dimensionality-reduction for processing a metabolomics 

data set in its entirety, which may result in what can be seen as over-interpreting the data 

to the point where the results are of little use and bear little resemblance metabolomics at 

all. At the other end of the spectrum is utilizing classical hypothesis testing to 

individually analyze metabolites one at a time, which may be too myopic in analyzing the 

data, and thus “missing the forest for the trees”. These potential deficiencies implies the 

need for a more specialized methodology that allows for a metabolomics data set to be 

interpreted in a holistic fashion that does not obscure its fundamental characteristics, 

while at the same time allowing individual metabolites to be identified for further 

investigation. 
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 It is with these goals in mind that the Visual Analysis of Metabolomics Package 

(VAMP) was developed. VAMP is primarily a qualitative approach, and employs very 

simple procedures in order to create holistic visualizations of metabolomics data. This is 

accomplished by calculating the percentage change in abundance values for all 

metabolites when comparing metabolomics data from two sample sets (i.e. control vs. 

treatment), and then graphing the percentage values for each metabolite (along with their 

m/z values and retention times) in a three-dimensional plot. These VAMP plots allow the 

metabolome to be assessed in a global approach, but at the same time allow the 

contribution of individual metabolites to be apparent. Furthermore, the minimal 

processing that VAMP conducts on the data does not obscure the fundamental features of 

metabolomics data (i.e. the m/z and retention time), which in the case of lipidomics (a 

growing subfield of metabolomics) is crucial, as the retention time plays a very big role 

in initially identifying classes of lipids. These factors allow VAMP to fulfill a niche that 

is not addressed by the standard gamut of tools currently in use in metabolomics. In our 

manuscript, titled, “Exposure to ionizing radiation reveals global dose- and time-

dependent changes in the urinary metabolome of the rat,” both the classical approaches of 

PCA and statistical hypothesis testing, as well as our novel VAMP technique, are utilized 

in analyzing a rich urine metabolomics data set generated from a radiobiology study 

which involved the irradiation of wild type rats at multiple doses. The manuscript 

provides a contrast between the results generated via old and new techniques, and is a 

steppingstone for the further development of specialized approaches for analyzing post-

processed metabolomics data, detailed in Chapters III and IV.   
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1. Abstract 

 

The	  potential	  for	  accidental	  or	  malevolent	  human	  exposures	  to	  ionizing	  radiation	  

has	  increased	  in	  recent	  years	  as	  evidenced	  by	  both	  acts	  of	  terrorism	  and	  the	  

aftermath	  of	  earthquakes	  and	  other	  natural	  phenomena.	  Though	  recent	  efforts	  have	  

greatly	  contributed	  to	  addressing	  our	  gaps	  in	  ionizing	  radiation	  exposure	  

assessment	  via	  specific	  biomarker	  identification,	  our	  understanding	  of	  the	  global	  

metabolic	  response	  as	  a	  function	  of	  both	  dose	  and	  exposure	  time	  is	  challenging	  

considering	  the	  complexity	  of	  the	  responses.	  Herein	  we	  report	  our	  findings	  on	  a	  

study	  of	  the	  dose-‐	  and	  time-‐dependency	  of	  the	  urinary	  response	  to	  ionizing	  

radiation	  in	  the	  male	  rat	  using	  radiation	  metabolomics.	  We	  collected	  24-‐h	  urine	  

samples	  from	  120	  adult	  male	  rats	  exposed	  in	  groups	  of	  20	  to	  0.5,	  1.0,	  2.5,	  5.0,	  7.5,	  

and	  10	  Gy	  gamma	  radiation	  both	  before	  and	  at	  6,	  24,	  48,	  and	  72	  h	  following	  

exposures.	  Urine	  samples	  were	  analyzed	  by	  UPLC-‐TOFMS,	  and	  deconvoluted	  mass	  

chromatographic	  data	  were	  initially	  analysed	  by	  principal	  component	  analysis	  

(PCA).	  However,	  the	  breadth	  and	  complexity	  of	  the	  data	  necessitated	  the	  

development	  of	  a	  novel	  approach	  to	  summarizing	  biofluid	  constituents	  after	  

exposure,	  called	  Visual	  Analysis	  of	  Metabolomics	  Package	  (VAMP).	  PCA	  and	  VAMP	  

revealed	  clear	  urine	  metabolite	  profile	  differences	  after	  6	  h	  exposure	  to	  as	  little	  as	  

0.5	  Gy.	  Via	  VAMP,	  it	  was	  found	  that	  the	  rat	  urine	  response	  to	  radiation	  exposure	  is	  

characterized	  by	  an	  overall	  net	  down-‐regulation	  of	  ion	  excretion	  with	  only	  a	  modest	  

number	  of	  ions	  excreted	  in	  excess	  over	  pre-‐exposure	  levels.	  Thymidine	  excretion	  in	  

the	  rat	  after	  radiation	  exposure	  is	  dose-‐dependent	  and	  transient	  through	  24	  h.	  We	  
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also	  list	  a	  number	  of	  candidate	  biomarkers	  for	  radiation	  exposure	  as	  well	  as	  the	  

dose-‐	  and	  time-‐dependent	  increases	  in	  urine	  excretion	  of	  creatine.	  Together,	  our	  

results	  show	  both	  similarities	  and	  differences	  with	  the	  published	  mouse	  urine	  

response	  and	  a	  dose-‐	  and	  time-‐dependent	  net	  decrease	  in	  urine	  ion	  excretion	  

associated	  with	  radiation	  exposure.	  These	  findings	  mark	  an	  important	  step	  in	  the	  

urgent	  pursuit	  of	  minimally	  invasive	  radiation	  biodosimetry.	  
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2. Introduction 

 

Nuclear reactor complications in Fukushima resulting from the massive 

earthquake that occurred off the Pacific Coast of Japan in March of 2011 have served to 

remind us of how crucial it is that we expand and improve our ability to deal with 

exposures of large numbers of humans to ionizing radiation(1). The explosions that 

occurred at the Chernobyl reactor in Ukraine in 1986 released radioactive materials into 

the environment, resulted in 28 radiation-related deaths, and will likely be associated with 

long-term health effects that will only be known in time with diligent follow-up(1). What 

is more, our concern over the potential for hostile interests to deploy radiological 

weapons or improvised nuclear devices targeting civilian populations has increased 

dramatically in the past decade and has prompted the U.S. government to increase 

support for countermeasures research(2). Among the most important needs in 

countermeasures is rapid, high-throughput biodosimetry for accurately assessing doses of 

potentially large numbers of exposed individuals to inform medical care (2, 3). The 

results presented here are from a study designed to extend the findings of earlier reports 

on radiation metabolomics using animal models (4-7)  and to further address the 

shortcomings of current radiation biodosimetry capabilities. 

We have recently demonstrated that radiation metabolomics serves as a viable 

biomarker discovery platform for developing field-deployable biodosimetry through 

reports on (a) minimally invasive biomarkers, including several purine and pyrimidine 

metabolites, in the urine of mice(6, 7) and (b) the power of differential mobility 

spectrometry coupled with mass spectrometry (DMS-MS) for detecting specific target 
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molecules in urine without the encumbrance of chromatographic separation(8). These 

accomplishments serve as proof of principle for measuring and defining urinary 

responses to radiation exposure in particular and exposure assessment in general(9). With 

a panel of five or more urine ions that are known to comprise a radiation exposure 

response in both a dose- and time-depend fashion, emergency response agencies may one 

day use portable DMS-MS in the field for rapid radiation exposure assessment of that 

informs medical triage decisions much sooner than current technology allows. A 

proposed strategy based on these experimental results for using urine biomarkers of 

radiation exposure with DMS-MS in field biodosimetry is reviewed by Coy and 

colleagues (10). 

In this study, we expand upon our earlier findings in mice(6, 7) and the published 

observations of several other investigators who have reported on the urinary response of 

the mouse(11-15) and rat(4, 5, 16, 17) to gamma radiation exposures. Using Ultra-

Performance® liquid chromatography (UPLC) in conjunction with time-of-flight mass 

spectrometry (TOFMS), we analyzed urine collected from rats prior to and at four time 

points after exposure to six different doses of gamma radiation ranging from 0.5 to 10 Gy 

at high dose rate. The goals of this study were to explore and define the time- and dose-

dependency of both (1) specific urinary radiation biomarkers as well as (2) the global 

urine metabolome response to ionizing radiation exposure.  

Through the development of a novel visualization procedure, called Visual 

Analysis of Metabolomics Package (VAMP), we attempted to characterize the global 

urine metabolome response to radiation. Rather than analyzing specific biomarkers, 

VAMP allows for a holistic qualitative evaluation of the entire metabolome detected in a 
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biofluid, which may potentially reveal global trends that traditional approaches may 

overlook. This novel methodology has revealed an overall increasing down-excretion of 

urine metabolites with increasing radiation dose. 
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3. Materials and Methods 

 

a. Compounds and Materials 

All compounds used in this study for mass spectrometry were obtained from 

Sigma-Aldrich Co., St. Louis, Missouri. Reagents for liquid chromatography were of the 

highest grade available from Thermo Fisher Scientific, Pittsburgh, Pennsylvania. Plastic 

ware and other disposables were also obtained from Thermo Fisher Scientific. 

 

b. Animals 

Experiments in this study were conducted at the Armed Forces Radiobiology 

Research Institute (AFRRI). Male and female Sprague Dawley (Hsd:SD) rats 

approximately 30 days old were purchased from Harlan Laboratories (Indianapolis, 

Indiana). Rats were allowed to acclimate in the vivarium for a minimum of one to two 

weeks prior to the start of experiments and were screened for common rodent pathogens 

during this period. Housing conditions were alternating 12-hour light and dark cycles 

with access to Teklad Global Rodent Diet 8604 (Harlan) and acidified water ad libitum. 

The rats were pair-housed in plastic microisolator cages on Teklad Sani-Chips bedding 

(Harlan) and individually in Nalgene metabolic cages (Thermo Fisher) during urine 

collection. The rats were randomly assigned to experimental groups and monitored for 

body weight and outward signs of distress. Any rats that appeared to develop adverse 

health effects were removed from the study. All procedures involving animals were (a) 

conducted with maximum possible well-being of the rats, (b) approved by the AFRRI 

Institutional Animal Care and Use Committee prior to the start of the study, and (c) 
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performed in compliance with the guidelines set forth in the Guide for the Care and Use 

of Laboratory Animals in a facility accredited by the Association for Assessment and 

Accreditation of Laboratory Animal Care International (AAALAC). 

 

c. Radiation Exposure 

This study used a pre-post experimental design. After pre-exposure urine samples 

were collected, body weights were recorded and groups of rats were bilaterally exposed 

to 0.5, 1.0, 2.5, 5.0, 7.5, or 10 Gy gamma radiation (n = 20 per dose) at a rate of 0.6 

Gy/min with the AFRRI 60Co gamma source. For exposures, rats were placed into 

ventilated Plexiglass exposure boxes with total time in the boxes less than 30 min. 

Dosimetry rates were ascertained using an alanine/electron paramagnetic resonance 

system and acrylic rat phantoms with calibration factors traceable to the National Institute 

of Standards and Technology (NIST, Gaithersburg, Maryland). Each experimental group 

of 20 rats received a single, whole dose; dose-experiments were conducted in different 

calendar months. At the conclusion of exposure, rats were then immediately housed 

individually in metabolic cages for 6-h and 24-h urine collections. 

 

d. Urine Collection 

One pre-exposure 24-h urine sample was collected from each rat using individual 

housing in metabolic cages. Then groups of up to 20 rats were exposed to the one of the 

six doses listed above within one to two weeks later. After exposure, 10 of the 20 rats 

were housed individually for a 6-h post exposure urine, and the other 10 rats were housed 

for the first 24-h post exposure urine. The first 10 were then placed at 24 h post exposure 
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for the 48 h post urine sample. Then the second set of 10 rats for the final urine 

collection, the 72 h post exposure sample, were placed in metabolic cages at 48 h post. 

The experimental design and urine sample collection schedule is illustrated in Figure 1. 

The volume of each urine sample was determined and the sample centrifuged (250 x g, 

10 min, 4ºC) to remove any debris before being aliquotted and stored at -80°C until use.  

 

 

Figure 1. Experimental design. Experimental protocol for assessing the rat urine 
response to ionizing radiation up to 72h post-exposure. Six experiments were conducted 
with a total of 120 rats; each experiment was conducted independently in separate 
calendar months to test each dose, one dose and 20 rats per experiment. Doses tested 
were 0.5, 1.0, 2.5, 5.0, 7.5, and 10 Gy with n = 20 age-matched male rats per dose. 
Twenty-four hour urine samples were collected in metabolic cages from each group of 20 
rats one or more days preceding exposure and then from up to 10 rats per time point post-
exposure. The 6h post-exposure time point consisted of urine collection over 6 h in 
metabolic cages beginning immediately post-exposure. All subsequent collections at 24 
h, 48 h, and 72 h post-exposure were full 24-h collections with rats housed individually in 
metabolic cages. 
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e. UPLC-TOFMS Analyses 

Urine samples were analyzed by UPLC-TOFMS with an injection each in ESI+ 

and ESI- modes according to previously described methods(6, 7, 18). Briefly, urine 

aliquots were diluted 1:5 in 50% acetonitrile containing 4-nitrobenzoic acid at a final 

concentration of 40 µM and debrisoquine hemisulfate at a final concentration of 1 µM, 

vortex-mixed briefly at top speed, and centrifuged for 20 min at 13,000 × g at 4 °C. Five 

microliter-injections of the supernatants in auto-sampler vials were resolved for 10 min 

on a reversed-phase 2.1 × 50 mm ACQUITY UPLC® BEH C18 1.7-µm column (Waters 

Corp., Milford, Massachusetts) using an ACQUITY UPLC® system (Waters) operating 

with the parameters described elsewhere(7), interfaced using MassLynx® MS software 

(Waters)(18). 

 The UPLC column eluent was introduced directly to TOFMS using a Q-TOF 

Premier® (Waters) operating in either positive or negative ESI mode with acquisition 

made in V mode under extended dynamic range. Details of the TOFMS operating 

parameters used in these analyses were previously reported by Tyburski and 

colleagues(7). Accurate mass was maintained via LockSpray® interface (Waters) using 

sulfadimethoxine (310.0736 Da) in 50% aqueous acetonitrile. Data were acquired in MS 

scanning centroid mode from 50 to 850 Da. 

 

f. Univariate and Multivariate Data Analyses 

Details of our approach to deconvolution of mass chromatograms, post-

processing, and multivariate data analyses may be found in previous reports(6, 7). 
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Briefly, MarkerLynx® software (Waters) was used to generate a multivariate data matrix 

from centroided and integrated mass chromatograms(18, 19). Relative abundance data for 

both ESI+ and ESI- modes were normalized by urine creatinine relative abundances 

acquired in ESI+ mode as described previously to compensate for potential confounding 

by variability in glomerular filtration(7, 20, 21). These creatinine-normalized data were 

then Pareto-scaled and analyzed by principal component (PC) analysis (PCA) using 

SIMCA-P+ software (Umetrics, Inc., San Jose, California)(22, 23). 

 

g. Selection of Candidate Markers 

In addition to the mouse biomarkers that we have previously reported and targeted 

in these experiments, we endeavored to identify novel, candidate biomarkers specific to 

the rat for urine radiation biodosimetry. The approach used in this study was very similar 

to what Tyburski and coworkers described previously(7). In short, in SIMCA-P+, 

correlation [p(corr), p scaled as correlation coefficient between ion abundances and 

component 1 scores] was calculated and plotted against importance (p, the loadings or 

coefficients with which the ion abundances are combined to form the component 1 

scores) for the PC model built on the urine samples from rats prior to and after exposure 

to 2.5 Gy gamma radiation. Ions with p(corr) closest to 1.0 or -1.0 were individually 

inspected using traditional tests for significant differences relating to exposure status 

(described in more detail below).  

 

h. Biomarker Identification and Quantification 
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In order to control for potential confounding by differential glomerular filtration, 

we normalized biomarker quantities by respective creatinine quantities as described(7, 

20, 21). To summarize, urine samples were diluted 1:1000 in 10 mM ammonium formate 

buffer (pH 3.5) and analyzed by high-performance LC (PerkinElmer Life and Analytical 

Sciences, Boston, Massachusetts) coupled to a API2000 SCIEX triple-quadrupole tandem 

mass spectrometer (Applied Biosystems/MDS Sciex, Foster City, California). Multiple 

reaction transitions were monitored in ESI+ mode for the target, creatinine (114.0à86.1 

m/z), and the IS, debrisoquine hemisulfate (176.1à134.2 m/z). Final creatinine 

concentrations (mM) were adjusted for the initial dilution made prior to LC-MS/MS 

analysis. 

 The identities and quantities of urinary radiation biomarkers were confirmed and 

measured, respectively, by UPLC-TOFMS/MS as previously described by Tyburski et 

al(6, 7). Briefly, exact masses of target biomarkers (creatine, thymidine, xanthine, 

xanthosine, 2’-deoxyuridine, 2’-deoxyxanthosine, taurine, and N-hexanoylglycine) were 

verified to be measured within ±10 parts per million (ppm) of calculated. A second 

criterion was a match within 0.1 min UPLC column retention time (Tret) for each 

biomarker. Exact masses and Tret were confirmed using pure commercial standards in 

solution when available (all but 2’deoxyxanthosine which was not commercially 

available at the time of this study), analyzed by UPLC-TOFMS. Tandem MS spectral 

matching was used as a final criterion for identifying targeted biomarkers. These 

confirmations were conducted by UPLC-TOFMSMS with collision energy ramped from 

5 to 35V. 
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i. Statistical Analysis 

Relative abundances of candidate radiation biomarkers, validated radiation 

biomarker quantities, urine volume information, and animal weight data were first tested 

for normal distribution using the Skewness and Kurtosis test. Candidate biomarkers 

whose relative abundances and validated biomarkers whose quantities were found to be 

normally distributed were then compared using calculated means according to exposure 

status with paired t tests where the comparisons were made pre-post in the same animals 

and unpaired t tests for different animals. Ions for which data were found to not follow a 

normal distribution were processed using nonparametric equivalents to paired and 

unpaired t-tests, namely the Mann-Whitney U test for comparing two groups and the 

Wilcoxon signed-rank test for more than two groups. Statistical analyses were performed 

with STATA software (Stata Corp LP, College Station, Texas). Graphical presentations 

were created in Prism software. 
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4. Visual Analysis of Metabolomics Package 

 

The complexity and breadth of this data set necessitated the development of novel 

tools that permitted more effective and thorough analysis, leading to the development of 

the Visual Analysis of Metabolomics Package (VAMP). VAMP is a visualization tool 

that allows for metabolomics data to be qualitatively evaluated in a more holistic manner, 

and focuses on the entirety of the metabolome rather than specific metabolites. It consists 

of core components for making the basic three dimensional visualization graphs, as well 

as a series of simple statistically derived methods used for reducing spurious information 

from showing up on the plots. The 3D graphs produced represent global metabolome 

response in the form of ions detected by ESI-UPLC-TOFMS for a given post-exposure 

time point when compared to the pre-exposure time point for a given comparison. Each 

graph plots ions by their m/z (X-axis), retention time (Y-axis), and abundance percentage 

change (Z-axis) with respect to abundance levels measured during the pre-exposure time 

point urine samples. In addition, each point on the plot representing an ion is also 

colorized according to the magnitude of its abundance percentage change, with greater 

up-regulation represented by the red end of the spectrum, and greater down regulation by 

the blue end. The result is a holistic graphical representation of metabolome response that 

can be very easily interpreted by visual inspection. All programs, calculations, and graphs 

were produced using the MathWorks MATLAB numerical computing environment 

(MATLAB and Statistics Toolbox Release 2011a, The MathWorks, Inc., Natick, 

Massachusetts, United States). The	  code	  is	  available	  online	  at	  

https://sites.google.com/a/georgetown.edu/fornace-‐lab-‐informatics/home/vamp.	  	  
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For a given ion (ionX), its change in concentration between pre- and post-

exposure (referred to herein as Control and Experimental, respectively) metabolomic 

datasets is quantified by subtracting the mean Control abundance (µctrl, ionX) calculated 

by averaging across all samples within a time point, from the mean Experimental 

abundance (µexp, ionX). This value is then normalized by the mean Control abundance, 

yielding the value SionX:  

𝑆!"#$ =
𝜇!"#,!"#$ − 𝜇!"#$,!"#$

𝜇!"#$,!"#$
 

This new value SionX quantifies any change in ion abundance in terms of a percentage 

change with respect to the mean Control. If the mean Experimental value exceeds the 

mean Control, the range of SionX lacks an upper bound.  However, if the mean Control 

exceeds the mean Experimental, then the SionX  value will be negative, with a range from 

0 (non-inclusive) to -1 (i.e. the mean Experimental value is 0). Thus, the SionX  value will 

not scale in the same manner as in the former case, making any meaningful qualitative 

and quantitative comparison between the two cases difficult.  A separate equation is 

utilized for ions in the latter situation: 

𝑆′!"#$ =
𝜇!"#$,!"#$ − 𝜇!"#,!"#$

𝜇!"#,!"#$
 

This complementary equation instead utilizes the (smaller) mean Experimental value as 

the normalizing factor, and the subsequent values of S’ionX  will be in terms of percentage 

change with respect to the mean Experimental abundance, allowing for equivalent scaling 

to SionX . Though logarithms can also be used to achieve a similar result, doing so will 
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eliminate the intuitive nature of interpreting simple percentages represented by the SionX  

and S’ionX values. 

Utilizing these normalization methods, two separate 3D plots are constructed for 

up and down regulated ions. Ions are plotted according to their m/z (X axis), retention 

time (Y axis), and SionX  or S’ionX  values (Z axis).  These two plots are combined into a 

single composite percentage change analysis (CPCA) graph by artificially treating the 

S’ionX values as negative (via multiplication by a -1 factor), creating a holistic visual 

representation of all ion concentration changes for a particular post-exposure time point 

when compared to the pre-exposure data. 

Simple quantitative techniques were utilized for removing spurious information 

such as confounding factors and noise in the dataset. These techniques were applied to 

both the Control as well as the Experimental data sets. The standard deviation (σ) of an 

ion’s abundance values was utilized for filtering ion features from the graph. Any ion in 

which a predefined fraction of its constituent sample ion abundances within a time point 

deviated from the mean by a predetermined threshold (i.e. 2σ) was excluded. A threshold 

was calculated based on the standard deviation of the ion’s abundance value for a given 

group (i.e. pre- or post-exposure). For instance, if 40% of the data for an ion exceeded the 

threshold, then the ion was excluded from analysis. Furthermore, constituent sample ion 

abundances that exceeded the aforementioned threshold in the remaining ions were 

excluded, and the mean abundance recalculated to achieve a more representative mean 

abundance value. Finally, ions were excluded when a predefined fraction of its 

constituent sample ion abundances was zero (i.e. missing), described at length by Mak et 

al.(24) For instance, if an ion in the pre-exposure dataset only contained 2 non-zero data 
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points out of the total sample size of 20, then its fraction of missing data would be 80%. 

If the maximum missing data threshold was for instance, 60%, then this ion would be 

excluded. 
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5. Results 

 

To expand our understanding of the mammalian response to ionizing radiation 

exposure and to further our efforts toward minimally invasive radiation biodosimetry in 

humans, we analyzed urine samples collected from a total of 120 adult male rats before 

and at several time points after single exposures to doses of gamma radiation ranging 

from 0.5 to 10 Gy using LC-MS-based metabolomics. Relative ion abundances from 

deconvoluted mass chromatograms were normalized by corresponding urine creatinine 

concentrations to minimize potential confounding by individual variations in glomerular 

filtration. Principal component analyses were used to summarize the MS results and for 

candidate biomarker discovery. We also utilized VAMP for holistically exploring global 

perturbations in the urine metabolome. Our results expand current knowledge about the 

urinary response to ionizing radiation by characterizing dose- and time-dependency of 

published and novel candidate radiation biomarkers. 

 The study population consisted of 120 adult male rats, split into groups of 20. 

Each group of 20 rats were exposed to a single dose of gamma radiation from a cobalt 

source at a rate of 1 Gy per minute, and the doses were 0.5, 1.0, 2.5, 5.0, 7.5, and 10 Gy. 

Each urine collection series and exposure occurred sequentially over four calendar 

months, and the rats always began at the same age for each exposure. During the course 

of each experiment, the rats exhibited increases in body weight commensurate with the 

feeding ad libitum of standard chow. Body weights, urine volumes, and urine creatinine 

concentrations for all dose-groups by time point are summarized in Supplemental Table 

1. 
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a. Principal Component Analysis 

Creatinine-normalized relative abundances for urine ions measured in ESI- and 

ESI+ modes were pareto-scaled and modeled using PCA. Figure 2 shows the component 

2 versus component 1 PCA scores for the two ionization modes by dose. The ellipse 

drawn in each panel indicates the boundary of Hotelling’s T2 95% confidence interval. 

However, we chose to refrain from excluding outliers (scores that fell outside of the T2 

ellipses). Open squares represent the pre-exposure urine samples, and shaded symbols 

represent the post-exposure samples at all time points. 

Spatial separation of scores in the component 1 plane associates with radiation 

exposure at all doses when considering the pre- versus 6h post-exposure samples. The 6h 

scores clearly and distinctly separate from pre-exposure scores at as low as a 0.5 Gy dose 

(Figure 2A, B). The 24h sample scores diverge from the pre-exposure sample scores at 

doses of 2.5 Gy and higher. Doses up to 2.5 Gy appear to affect PCA scores up to 24 h 

with a subsequent return to superimposition with pre-exposure scores. Figure 2D shows 

an exception to this general pattern for ESI+ data acquired from the 1.0 Gy dose group. 

At doses of 5 Gy and higher, the scores for all post-exposure time points diverge from 

pre-exposure scores, yielding stark spatial separation in the component 1 plane at 7.5  and 

10 Gy doses. The results are similar when comparing data acquired in ESI- (Figure 2A, 

C, E, G, I, K) versus ESI+ (Figure 2B, D, F, H, J, L) TOFMS modes. Spatial separation 

in PCA scores is indicative of altered biofluid composition. 
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Figure 2. Principal component analysis of cross-dose data at 24 h. Principal 
component analysis shows dose- and time-dependent changes in urine metabolome after 
exposure to total body irradiation. Urine samples collected from rats before and after 
exposure to doses of total body gamma radiation ranging from 0.5 to 10 Gy were 
analyzed by UPLC-TOFMS. Shown are the principal component 2 (t[2]) versus principal 
component 1 (t[1]) scores for data acquired in both ESI- and ESI+ modes. Six- (●) urine 
samples collected after exposure separated in the t[1] axis from pre exposure urine 
samples (□) at as little as 0.5 Gy (panels A and B). At dose of 1 Gy and above, the first 
24-hour (♦) samples separate in the t[1] axis and at doses of 2.5 Gy and higher, the 48-h 
(▼) and 72-h (▲) urine samples separate in the t[1] axis from pre exposure as well. 
Ellipses are the boundaries of Hotelling’s T2 95% confidence interval. 
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b. Evaluating Global Urine Metabolome Trends 

Via VAMP, we were able to discern a radiation response as early as 6 hours post-

exposure at the lowest dose of 0.5 Gy, as well as observe both time- and dose-dependent 

global urine metabolome responses. For both the pre- and post-exposure groups, 

abundance values of ions from specific samples were excluded if they exceeded the 

standard deviation of the ion data by a factor of 2. Ion abundance averages were 

subsequently recalculated with this filtered subset. Furthermore, all data from an ion 

feature would be excluded entirely if 80% or more of the total data set for a given group 

exceeded the aforementioned threshold. Finally, ion features were excluded if 80% or 

more of the data had abundance values of zero. Though computationally simplistic, these 

basic filters were nonetheless sufficient for revealing clearly discernable trends in the 

data. All post-exposure ion abundance percentage changes were calculated with their 

respective pre-exposure data for each dose as the baseline. Furthermore, analysis via 

VAMP focused primarily on the ESI+ data set due to the intrinsic presence of creatinine 

in this ionization mode. 

A transient response at the 6-hour post-exposure time point was apparent even at 

the lowest radiation dose of 0.5 Gy. This is clearly exhibited in Figure 3A, wherein a 

global down-regulation (blue-spectrum) of the metabolome is observed at 6h, but is far 

more subdued in the 24h-post exposure time-point.  While the percentage of down-

regulated ions has not significantly changed from the 6h (61.41% of the 1827 plotted 

ions) to the 24h (69.22% of the 1855 plotted ions) time points, the mean percentage of 

change of the 6h data is far higher in magnitude (-189.35%) than the 24h data (-69.22%). 

This transience disappears with an increase in radiation dose. In Figure 6B, the global 
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metabolome response is represented for a 5 Gy dose at both 6h and 24h post-exposure, 

which bears far more similarity than the differential response seen at 0.5 Gy. Indeed, the 

number and magnitude of down-regulated ions at the 6h (76.90% of 1385 plotted ions, -

422.19% down-regulation) and 24h (67.38% out of 1119 plotted ions, -392.89% down-

regulation) is comparable, though there still is a small degree of attenuation in the latter 

time point. Notably, the overall magnitude of down-regulation is far greater in either 

time-point than the 0.5 Gy dose. At the highest radiation dose of 10 Gy (Figure 3C), 

down-regulation at both the 6h (76.96% of 1636 plotted ions, -330.67% down-regulation) 

and 24h (79.03% of 1798 plotted ions, -350.24%) time-points is not remarkably different 

than in the 5 Gy dose, though there is no attenuation at the 24h time point, and even an 

increase in the number of down-regulated ions.  

 A clear time- and dose-dependent response can be observed when comparing 

global metabolome data from multiple time-points (24h, 48h, 72h) and doses (0.5, 2.5, 

5.0 Gy) via VAMP (Figure 4). It can be broadly observed that there is an overall global 

down-regulation of the urine metabolome, irrespective of both dose and time-point. Both 

the fraction of the metabolome as well as the magnitude of this down-regulation increases 

with increasing dose as well as post-exposure time duration. Though there is indeed a 

minority of up-regulated ions as well, the time and dose relationships are not immediately 

obvious from the graphs produced by VAMP. Furthermore, while it seems that at the 

global metabolome perturbation peaks at the 48h time point for the 0.5 Gy dose before 

beginning to return to baseline, these effects do not exhibit signs of attenuation in the 2.5 

Gy and 5 Gy doses at the measured time points.   
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Figure 3. Evaluating early time point response via VAMP. Comparing the 6 h and the 
24 h post-exposure data for the (A) 0.5 Gy, (B) 5.0 Gy, and (C) 10 Gy doses via VAMP 
reveals a strong global down-regulation response at the 6 h time point that seems 
transient at 0.5 Gy, but generally maintained at the 5.0 and 10 Gy doses. Each plotted 
point in a graph represents an ion, which is defined by its m/z (X-axis), retention time (Y-
axis), and the abundance percentage change after irradiation (Z-axis). Each ion is 
colorized according to the abundance percentage change, with up regulation represented 
by the red end of the spectrum, and the down regulation by the blue end. While this 
transience is clear at 0.5 Gy, even at the 5.0 Gy dose, the percentage (67.38% out of 1119 
plotted ions) and magnitude (-392.89%) of down regulation at 24 h seems slightly 
attenuated when compared to the 6 h time point (76.90% of 1385 plotted ions, -422.19% 
down-regulation).   
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Figure 4. Cross-dose and cross-time point analysis via VAMP. Analysis of the 24 h, 
48 h, and 72 h post-exposure data for the 0.5 Gy, 2.5 Gy, and 5.0 Gy doses via VAMP 
reveals a clear time- and dose-dependent radiation response. As in Figure 3, there is a 
predominant down-regulation in the global metabolome response to radiation, regardless 
of time and dose. This response is exacerbated by both the dose and time post-exposure, 
and it is not very apparent from the graphs that there is any clear attenuation of this 
response by the 72 h time point.  
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c. Targeted Candidate Biomarker Selection 

Although a clear urinary response to radiation exposure is apparent at 6 h after 0.5 

Gy exposure (Figures 2 and 3), we chose to further characterize the response to 2.5 Gy 

urine samples for candidate biomarker selection as we reasoned that the response is 

stronger and more long-lasting which relates positively to practical and functional 

biodosimetry requirements. Using the PCA model constructed from the ESI- and ESI+ 

datasets acquired from all samples prior to (n = 20) and 6 (n = 9), 24 (n = 10), 48 (n = 

10), and 72 (n = 10) h post-2.5 Gy exposure, we examined loadings S-plots of component 

1 p(corr) (correlation, y-axis) values versus component 1 p (contribution, x-axis) values 

(Supplemental Figure 1). These are the plots we subsequently interrogated (detailed in 

Supplementary Information) for selecting candidate biomarkers, whose abundance across 

different time points (Tables 1 and 2) as well as across different doses when only 

considering the 24h post-exposure data (Supplemental Tables 2 and 3) were explored. 

Statistical analysis was also conducted on the across-dose abundance data (Supplemental 

Tables 4-7). A subset of the most significant biomarkers was validated and includes 

carnitine, uric acid, cytosine, isocitrate, thymidine, and creatine. Thymidine and creatine 

levels were further examined across all dose- and time-points to provide a fuller picture 

of radiation response (Figure 5). 

 We have previously reported that thymidine is a sensitive urinary radiation 

biomarker in the male mouse (Tyburski et al 2008, 2009), and others have recently 

reported an increased urinary excretion of thymidine in male rats sampled before and at 

one time point after a 3-Gy x-irradiation. Figure 5A shows mean thymidine ± 95% 

confidence intervals, expressed as uM per mmol creatinine for all doses and time points. 
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These estimates demonstrate that the male rat urine radiation response as a function of 

thymidine excretion is dose-dependent at doses ≤ 2.5 Gy up to 6 h post-exposure and ≤ 

10 Gy at 24 h post-exposure. Moreover, the dose dependency of the exposure-associated 

thymidine excretion is also time-dependent. The time-dependency is apparent in the 

comparison of mean normalized concentrations for all doses at 24 h versus 6 h post-

exposure. Consistent with published reports that include time course measurements in the 

urine of mice (Tyburski et al 2008, 2009), the increased excretion of thymidine in urine 

of irradiated rats is transient and undetectable by 48 h post-exposure. 

 We also observed among the ions detected in the ESI+ dataset that creatine 

excretion became detectable as early as 6 h post-exposure to as little as 0.5 Gy (Figure 

5B). The excretion of creatine was also dose-dependent as illustrated by mean normalized 

concentrations at 24, 48, and 72 h post-exposure to all doses. Noteworthy is that even as 

late as 48 h, comparing the means across the doses reveals a significant trend, and the 

dose-dependency is near exponential. At doses below 7.5 Gy, there does seem to be a 

trend toward recover to baseline excretion, whereas excretion post-7.5 Gy exposure is 

persistent. Creatine excretion after a 10-Gy exposure appears to still be increasing as late 

as 72 h.  
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Table&1.!U
p$regulated!excretion!of!rat!urine!m

etabolites!after!gam
m
a!radiation!exposures!ranging!from

!0.5!to!10!Gy.

m
/z

T
ret

Adduct
p(corr)[1]

RF!Rank
Putative!Identity

0.5!Gy
1!Gy

2.5!Gy
5!Gy

7.5!Gy
10!Gy

a
135.0289

0.34
[M

$H]$
$0.776087

317
Threonate

N
S

N
S

17.3!(9.13,!32.1)
19.9!(10.2,!95.8)

2.25!(1.49,!3.87)
3.49!(2.24,!6.57)

b
165.0396

0.32
[M

$H]$
$0.731736

451
Arabinonate

N
S

$2.01!($1.21,!$3.59)
4.55!(1.88,!10.3)

11.6!(5.59,!96.0)
3.86!(2.47,!7.55)

5.36!(3.08,!11.4)
c

128.9596
0.29

[M
$H]$

$0.723760
#######

N
D

N
D

>!10
>!10

>!10
>!10

d
355.0165

4.29
[M

$H]$
$0.712256

467
N
S

N
S

>!10
>!10

2.56!(1.82,!3.37)
2.10!(1.38,!2.86)

e
241.0816

1.89
[M

$H]$
$0.690459

107
Thym

idine*
N
D

N
D

>!10
>!10

>!10
>!10

f
112.9857

0.29
[M

$H]$
$0.680258

500
Fragm

ent*of*d
N
D

N
D

>!10
>!10

2.43!(1.49,!3.79)
2.38!(1.16,!4.08)

g
209.0303

0.33
[M

$H]$
$0.663502

848
Glucarate

N
D

N
D

>!10
12.5!(5.94,!32.6)

24.4!(11.2,!398)
>!10

h
195.0490

0.32
[M

$H]$
$0.641262

566
N
S

N
S

N
S

3.02!(2.07,!4.29)
3.32!(2.43,!4.30)

4.60!(2.81,!6.51)
i

251.0516
0.32

[M
$H]$

$0.629689
147

N
D

N
D

>!10
>!10

>!10
>!10

j
176.9351

0.34
[M

$H]$
$0.533538

532
N
D

N
D

>!10
>!10

45.5!(17.3,!297)
>!10

k
167.0195

0.36
[M

$H]$
0.154537

#######
U
ric!Acid*

N
S

N
S

N
S

2.22!(1.18,!3.58)
>!10

15.4!(4.13,!49.9)

l
201.9351

0.29
[M

+H]+
$0.581992

12
N
S

N
S

11.6!(5.23,!113)
>!10

>!10
6.60!(3.17,!415)

m
228.1009

0.36
[M

+H]+
$0.527531

2
N
S

N
S

>!10
>!10

1.84!(1.42,!2.38)
3.12!(1.87,!7.47)

n
207.1114

2.21
[M

+H]+
$0.488026

9
N
D

N
S

>!10
>!10

>!10
>!10

o
112.0502

0.35
[M

+H]+
$0.487919

3
Cytosine*

N
S

N
S

5.49!(3.41,!12.2)
5.18!(3.25,!10.8)

2.56!(2.00,!3.29)
3.43!(2.55,!4.76)

p
455.1881

0.35
[M

+H]+
$0.418781

1
N
D

N
D

>!10
>!10

>!10
>!10

q
132.0769

0.35
[M

+H]+
$0.389817

19
Creatine*

>!10
N
D

>!10
>!10

>!10
3.43!(2.55,!4.76)

r
162.1126

0.32
[M

+H]+
$0.306065

217
Carnitine*

N
S

N
S

3.20!(1.41,!28.6)
5.80!(3.01,!24.5)

5.95!(2.72,!39.8)
4.18!(1.78,!11.1)

s
90.0543

0.34
[M

+H]+
$0.292752

111
Alanine!or!Sarcosine

N
S

N
D

>!10
>!10

>!10
>!10

t
143.1176

0.36
[M

+H]+
$0.199188

#######
N
S

N
S

3.26!(1.40,!17.6)
2.81!(1.35,!8.0)

2.16!(1.33,!3.29)
3.37!(2.31,!4.88)

u
141.0665

0.35
[M

+H]+
$0.185771

#######
M
ethylim

idazoleacetic!acid!
N
S

N
S

1.67!(1.29,!2.16)
1.52!(1.11,!2.21)

1.55!(1.18,!2.02)
1.70!(1.43,!2.00)

*Confirm
ed!Identity;!m

/z,!m
ass/charge;!T

ret ,!Retention!Tim
e;!RF,!Random

!Forests;!N
S,!N

on$Significant;!N
D,!N

ot!Detected.

Fold$Change!(Pre$!vs.!24!h!Post$Exposure)
Pre$!vs.!24!h!Post$2.5!Gy
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	   	   Table&2.!D

ow
n&regulated!excretion!of!rat!urine!m

etabolites!after!gam
m
a!radiation!exposures!ranging!from

!0.5!to!10!G
y.

m
/z

T
ret

A
dduct

p(corr)[1]
RF!Rank

Putative!Identity
0.5!G

y
1!G

y
2.5!G

y
5!G

y
7.5!G

y
10!G

y

v
295.1290

4.38
[M

&H
]&

0.953121
27

N
S

1.48!(1.06,!2.00)
4.09!(2.65,!7.22)

>!10
5.28!(3.85,!7.93)

5.01!(3.41,!9.22)
w

279.1338
4.60

[M
&H
]&

0.947774
6

N
S

1.54!(1.2,!1.93)
3.83!(2.55,!6.40)

>!10
4.86!(3.24,!9.01)

5.87!(3.53,!17.0)
x

263.1285
4.66

[M
&H
]&

0.940326
16

N
S

1.56!(1.25,!1.91)
4.2!(2.79,!7.22)

>!10
4.57!(3.21,!7.44)

4.81!(3.13,!10.2)
y

155.1068
4.83

[M
&H
]&

0.937651
30

1.36!(1.06,!1.77)
1.41!(1.12,!1.77)

3.06!(2.22,!4.44)
5.69!(3.84,!8.75)

2.9!(2.16,!4.27)
3.2!(2.23,!5.14)

z
237.1229

4.31
[M

&H
]&

0.935047
24

N
S

N
S

5.89!(3.48,!14.6)
>!10

17.4!(9.17,!121)
11.1!(6.55,!34)

aa
373.1843

4.72
[M

&H
]&

0.926735
53

N
S

1.47!(1.13,!1.9)
3.32!(2.31,!5.21)

6.59!(4.12,!13)
3.65!(2.84,!4.92)

4.64!(3.29,!7.64)
bb

185.1175
4.37

[M
&H
]&

0.910208
18

oxo&capric!acid
N
S

N
S

4.76!(2.66,!16.4)
>!10

3.93!(1.64,!64)
5.67!(2.54,!56.5)

cc
163.1123

5.03
[M

&H
]&

0.904029
26

1.32!(1.07,!1.65)
1.47!(1.15,!1.87)

3.08!(2.17,!4.54)
6.75!(4.07,!14.1)

3.18!(2.28,!4.77)
2.81!(1.03,!7.88)

dd
265.1170

4.03
[M

&H
]&

0.900677
54

1.39!(1.03,!1.92)
1.7!(1.15,!2.35)

3.35!(2.25,!5.34)
9.57!(5.22,!29.8)

6.81!(4.3,!14.7)
6.67!(4.50,!12.2)

ee
111.0086

0.59
[M

&H
]&

0.895057
20

Fragm
ent*of*ff

N
S

1.47!(1.12,!1.86)
3.38!(2.45,!5.17)

4.61!(2.92,!7.97)
4.20!(2.87,!7.36)

6.73!(4.39,!13.2)
ff

191.0187
0.59

[M
&H
]&

0.874825
23

Isocitrate*
1.31!(1.02,!1.74)

1.49!(1.12,!1.91)
3.02!(2.28,!4.20)

3.95!(2.55,!6.53)
3.97!(2.88,!6.12)

6.15!(3.95,!13)

gg
303.0724

1.93
[M

+H
]+

0.978217
225

1.49!(1.03,!2.14)
1.67!(1.03,!2.36)

2.34!(1.73,!3.07)
8.72!(4.68,!19.7)

2.17!(1.65,!3.09)
1.82!(1.11,!3.20)

hh
261.1450

2.01
[M

+H
]+

0.976786
45

L&gam
m
a&glutam

yl&L&isoleucine
N
S

1.70!(1.01,!2.43)
2.63!(1.94,!3.38)

7.16!(4.16,!14.9)
2.10!(1.33,!4.66)

N
S

ii
134.0971

4.09
[M

+H
]+

0.976240
88

Fragm
ent*of*m

m
1.54!(1.06,!2.18)

N
S

2.59!(1.84,!3.41)
4.24!(2.85,!5.75)

2.18!(1.68,!3.0)
2.66!(1.98,!4.0)

jj
154.1225

2.76
[M

+H
]+

0.974614
106

1.42!(1.01,!1.94)
N
S

2.66!(1.94,!3.63)
9.21!(5.77,!16.7)

2.32!(1.7,!3.56)
2.25!(1.47,!4.54)

kk
259.1663

2.76
[M

+H
]+

0.973065
75

1.48!(1.05,!2.03)
N
S

2.82!(2.04,!3.91)
9.3!(5.79,!16.7)

2.59!(2.02,!3.53)
2.37!(1.60,!4.42)

ll
254.1494

1.85
[M

+N
a]+

0.972362
59

gam
m
a&am

inobutyryl&lysine
N
S

2.58!(1.43,!5.34)
2.99!(2.13,!3.96)

5.67!(3.65,!8.03)
1.54!(1.17,!2.03)

1.64!(1.11,!2.81)
m
m

221.1282
4.10

[M
+H

]+
0.970802

101
1.62!(1.09,!2.32)

N
S

2.42!(1.71,!3.19)
4.54!(2.67,!8.23)

2.12!(1.32,!5.01)
2.60!(1.33,!10.5)

nn
202.1080

2.05
[M

+H
]+

0.969747
121

1.58!(1.01,!2.53)
N
S

2.49!(1.79,!3.29)
3.88!(2.61,!5.26)

1.64!(1.35,!2.04)
1.72!(1.31,!2.49)

oo
181.0969

2.97
[M

+H
]+

0.968225
21

H
ydroxykynurenam

ine
1.65!(1.06,!2.39)

N
S

3.22!(2.35,!4.33)
8.83!(4.98,!17.0)

4.63!(2.51,!12.0)
3.06!(1.65,!8.02)

pp
90.0545

2.05
[M

+H
]+

0.967687
260

Fragm
ent*of*nn

1.57!(1.00,!2.50)
N
S

2.38!(1.72,!3.16)
4.10!(2.67,!5.64)

1.53!(1.27,!1.89)
1.75!(1.31,!2.56)
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1.88
[M

+H
]+
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1.63!(1.13,!2.21)
N
S

2.98!(2.13,!4.06)
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3.56!(2.69,!5.0)
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S
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S

2.78!(2.05,!3.63)
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ss
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S
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S
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1.59!(1.33,!1.95)
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tt
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]+

0.823240
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N
S

N
S

1.77!(1.33,!2.42)
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4.04!(2.97,!6.19)
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Figure 5. Comprehensive examination of thymidine and creatine. Exposure to total 
body gamma radiation results in dose- and time-dependent increases in urinary thymidine 
and creatine and decrease in urinary citrate. Urine was collected from male rats before 
(Pre) and at 6, 24, 48, and 72 h after exposure to 0.5, 1.0, 2.5, 5.0, 7.5, or 10 Gy. Samples 
were analyzed by UPLC-TOFMS in ESI- and ESI+ modes. Shown are means ± 
corresponding 95% confidence intervals (error bars; n = 20 per dose pre and 10 per dose-
time post-exposure; alpha = 0.05). Panels A and B show mean (± 95% CIs) for thymidine 
and creatine using creatinine-normalized abundances. Asterisks indicate statistically 
significant difference in mean after exposure using paired t-tests assuming unequal 
variances. 
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6. Discussion 

 

By utilizing both traditional modes of targeted analysis as well as novel methods 

that take a holistic approach to evaluating the metabolome, far more comprehensive 

conclusions can be drawn from the rich multi-dose and multi-time point radiation 

metabolomics data set generated in this study. As such, we have utilized tried and true 

techniques based on PCA as well as individually examining specific small molecules 

during targeted analysis. A more global approach to analyzing the data necessitated the 

development of VAMP, which allows for fluctuations in the entire metabolome to be 

visually evaluated in an easy to understand manner. 

Targeted analysis yielded thymidine, creatine, isocitrate, cytosine, carnitine, and 

uric acid as potential biomarkers for radiation exposure. Thymidine has long been 

associated with ionizing radiation exposure(25). More recently, thymidine uptake has 

been shown to be inhibited with increasing ionizing radiation in in vitro studies with 

human endothelial cells.(26) Creatine has also been similarly linked to radiation for many 

decades.(27) Recently, creatine has been detected via metabolomics in non-human 

primate urine samples as a result of ionizing radiation exposure, and is believed to be 

linked to the inability of muscle to utilize creatine, thus causing a buildup.(28) Uric acid 

was also found to have increased in the same study. Isocitrate levels may offer clues to 

key events in radiation response, as mitochondrial NADP+ dependent isocitrate 

dehydrogenase has been found to play an important role in radiation induced 

apoptosis.(29) Along the lines of classical models for DNA damage via ionizing 

radiation, cytosine crosslinking is a known to occur with gamma radiation exposure.(30) 
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Finally, carnitine has been linked to radioprotective roles in the literature, which suggests 

that its acetylated form, acetyl-l-carnitine may protect against radiation induced oxidative 

stress,(31) as well as radiation induced damage in the brain and retina in rats.(32) 

Thymidine and creatine are especially strong candidates for biomarkers. As 

shown in figure 5A, thymidine’s transient, but strong response that is closely correlated 

to dose indicates that is may be an excellent biomarker for early detection of radiation 

exposure. While its levels return to baseline at the 48 and 72 h time points, the 6 and 24 h 

time point abundance levels are fairly robust. Creatine possesses a similar positive (and 

very consistent) correlation to radiation dose, but is more prevalent at the 24, 48, and 72 h 

time points. When considered together, thymidine and creatine serve to complement one 

another, and are both worth further investigation as potential biomarkers for biodosimetry 

during potential radiological emergencies. 

 Analysis of the data via VAMP revealed novel characteristics pertaining to the 

global metabolome response which would not have been apparent with more established 

approaches. While PCA and similar multivariate approaches incorporate the entire data 

set during analysis, its approach to analysis treats metabolomics data like any other high-

dimensionality data set, and as a result may obfuscate many of its defining qualities. In a 

sense, PCA potentially “over-processes” the data to the point where valuable information 

may be lost. At the opposite end of the spectrum is the traditional targeted approach to 

biomarker discovery, wherein ions are analyzed one at a time. In this scenario, the idiom 

of “missing the forest for the trees” is apt in that global trends in the metabolome can 

easily be missed when only focusing on individual metabolites. VAMP serves as a 

valuable methodology that offers a means of holistically visualizing the metabolome 
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response for a given time point in its entirety, utilizing minimal and uncomplicated 

methods of data processing.  

Utilizing VAMP during this study also revealed the general utility of our new 

approach for other metabolomics studies. VAMP utilizes a qualitative approach to 

analysis, eschewing classical statistical analysis techniques, in order to visualize 

metabolomics data in a manner that is easy to interpret, but at the same time is capable of 

illustrating the aggregate response of the entire metabolome. This simplistic approach to 

data processing allows the intrinsic features of metabolomics data (such as the m/z and 

retention time of ions) to play a role. This may be especially valuable in lipidomics, 

where the retention time plays a crucial role in initially identifying classes of lipids. 

While in no way is VAMP a comprehensive approach to conducting analysis for 

metabolomics data, it may nonetheless be a valuable tool that serves to complement more 

traditional methods of analysis.  
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7. Supplemental Information 

 

The loadings S-plots are presented in Supplemental Figure 1A (ESI-) and B 

(ESI+) and show contributions in the x-plane, which is as absolute values, calculated 

indicators of overall relative normalized abundance magnitude across the sample set. 

Sign in the contributions plane corresponds to the arrangement of scores in the 

component 1 space in Figure 2E and F for ESI- and ESI+, respectively. A duotone arrow 

indicates which direction along the p(corr) plane (y-axis) corresponds to increased 

excretion post-exposure (red arrowhead) versus decreased excretion post-exposure (black 

arrowhead). The higher the absolute value of p(corr), the higher the correlation a given 

ion has with the spatial separation in the component 1 scores plane. To summarize, the 

more distant an ion plots in the x-plane from the origin in either direction, the more 

abundant it was across the sample set; the more distant an ion plots in the y-plane from 

the origin, the higher it correlated with the component 1 scores separation which in 

Figure 2E & F was directly associated with exposure status. The ions colored red 

correspond to  the lowercase letter-labeled points in Supplemental Figure 1C-F, which 

are zoomed views of the boxed regions in panels A and B (red boxes in panels A and B 

are panels C and D, respectively; black boxes in panels A and B are panels E and F, 

respectively. 

 Using the loadings S-plots, we first looked at some historical radiation biomarkers 

as well as candidate biomarkers found and easily matched with a putative identity. The 

ions labeled a, b, and c in red in Supplemental Figure 1C correspond to isocitrate 

(191.0185 [M-H]-, Tret 0.35 min), allantoin (157.0353 [M-H]-, Tret 0.31 min), and 
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thymidine (241.0816 [M-H]-, Tret 1.89 min). The ions labeled e and f in red in 

Supplemental Figure 1D are creatine (132.0769 [M+H]+, Tret 0.35 min) and sodiated 

thymidine (265.0802 [M+H]+, Tret 1.93 min), respectively. The ion labeled d in red in 

Figure 4E is citrate (191.0187 [M-H]-, Tret 0.59 min). In addition, the 20 ions with the 

largest absolute p(corr) values in each boxed region of the S-plots in Supplemental Figure 

1A and B are weighted with heavier points and presented and evaluated as candidate 

biomarkers in Tables 1 and 2. The arrows shown in panels C and E are shown to indicate 

up- or down-regulation after exposure, respectively, and correspond to the arrows shown 

in panel A explained above. 
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Supplemental Figure 1. Targeted biomarker selection via S-plots. Loadings S-plots of 
rat urine ions before and 6 h, 24 h, 48 h, and 72 h post exposure to 2.5 Gy gamma 
radiation. Urine ions measured by UPLC-TOFMS in ESI- or ESI+ modes are represented 
by PCA results for component 1 correlation (p(corr)[1]) versus component 1 weight 
(p[1]). These loadings, each represented by a circle (○), correspond to the ESI- (A) and 
ESI+ (B) PCA models for 2.5 Gy before and after exposure. The PCA model assembled 
in such a way that ions that were up regulated after exposure received negative 
correlation quantities (red arrow), whereas down regulated ions received positive 
quantities (black arrow). The red boxes in A and B indicate the zoomed views presented 
in panels C and D, respectively, of the urine ions positively correlating most with 
radiation exposure. The black boxes in A and B indicate the zoomed views presented in 
panels E and F, respectively, showing the ions negatively correlating with radiation 
exposure. Ions of confirmed identities are marked by red dots (●) and labeled: a, citrate; 
b, allantoin; c, thymidine; d, isocitrate; e, creatine; f, sodium-thymidine adduct. Marked 
by red dots only (panel A, no labels) are taurine, acetyl taurine, N-hexanoylglycine, 
xanthosine, and 2’-deoxyxanthosine. Indicated by dots (●) in panels C-F are the top 22-
24 ions based on p(corr)[1] values. Details of these ions are given in Table 1. The 
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variable p[1] is a calculated measure of relative abundance whereby ions of higher 
abundance in urine receive a higher p[1] quantity. 

	  
	  

	  
	  

!Table!S1.!Animal'performance'measures'by'dose'group'over'time.

Body!Weight!(g) n Mean SEM Lower Upper n Mean SEM Lower Upper P1 n Mean SEM Lower Upper P2

0.5'Gy 20 309 3.4 302 316 10 338 6.3 323 352 <0.001 10 328 4.7 317 338 <0.001

1.0'Gy 20 313 4.4 304 322 10 347 6.9 331 363 <0.001 10 347 6.3 333 361 <0.001

2.5'Gy 20 299 3.6 291 306 10 331 5.9 318 345 0.003 10 335 5.9 322 349 <0.001

5.0'Gy 18 300 3.8 292 308 9 342 9.4 321 364 <0.001 9 332 5.6 319 345 <0.001

7.5'Gy 20 300 3.6 292 308 10 338 6.2 324 352 <0.001 10 337 5.2 325 348 <0.001

10'Gy 20 323 4.5 314 333 9 363 11.4 337 389 <0.001 10 360 6.7 345 375 <0.001

Urine!Volume!(ml)
0.5'Gy 20 12.0 0.52 10.9 13.1 10 3.2 0.36 2.4 4.1 <0.001 10 13.4 0.84 11.4 15.3 .008*

1.0'Gy 20 12.0 0.50 10.9 13.0 10 4.2 0.47 3.2 5.3 <0.001 10 17.5 1.86 13.3 21.7 0.025

2.5'Gy 20 15.0 0.83 13.3 16.7 10 6.1 0.86 4.2 8.0 <0.001 10 20.1 2.66 14.0 26.1 0.085

5.0'Gy 18 14.2 0.58 13.0 15.4 9 7.1 0.60 5.7 8.5 <0.001 9 26.9 2.52 21.1 32.7 0.008*

7.5'Gy 20 13.4 0.50 12.4 14.4 10 10.2 2.06 5.5 14.9 .092* 10 27.6 4.26 17.9 37.2 0.009

10'Gy 20 13.5 0.43 12.6 14.4 9 13.6 2.68 7.4 19.7 0.79 10 27.1 3.61 18.9 35.3 0.007

Urine!Creatinine!(mM)
0.5'Gy 20 7.8 0.42 6.9 8.7 9 6.9 0.90 4.8 9.0 0.27 9 6.9 1.37 3.8 10.1 0.74

1.0'Gy 20 8.3 0.38 7.5 9.1 10 9.9 0.76 8.2 11.6 0.19 10 10.6 0.32 9.9 11.3 0.003

2.5'Gy 20 6.5 0.78 4.9 8.2 10 3.8 0.95 1.7 6.0 0.24 10 7.1 1.06 4.7 9.5 0.9

5.0'Gy 18 7.1 2.00 2.9 6.8 9 3.6 0.47 2.5 4.7 0.009 9 9.4 2.16 4.4 14.4 0.26*

7.5'Gy 19 5.5 0.64 4.1 6.8 10 1.8 0.50 0.7 2.9 0.1 9 7.2 0.36 6.4 8.1 0.9

10'Gy 20 10.8 2.00 6.7 14.8 9 5.3 1.34 2.2 8.4 0.051* 10 9.2 1.73 5.3 13.1 0.75

*Wilcoxon'signedMrank'test;'P1,'paired't'test'to'preMexposure,'n'='1M10;'P2,'paired't'test'to'preMexposure,'n'='11M20;'P3,'paired't'test'to'6'h'post,'n'='1M10;'P4,'paired't'test'to'24'h'post,'n'='11M20.

Body!Weight!(g) n Mean SEM Lower Upper P1 P3 n Mean SEM Lower Upper P2 P4

0.5'Gy 10 329 6.6 314 344 <0.001 0.02 10 329 319 ## <0.001 0.28

1.0'Gy 10 336 6.4 321 350 0 0.04 10 344 331 ## <0.001 0.019

2.5'Gy 10 320 5.1 309 332 0 <0.001 10 329 318 ## <0.001 <0.001

5.0'Gy 9 332 8.8 312 352 <0.001<0.001 9 316 303 ## <0.001 <0.001

7.5'Gy 10 326 5.9 313 339 <0.001<0.001 10 319 309 ## <0.001 <0.001

10'Gy 9 347 10.5 323 372 <0.001<0.001 10 343 330 ## <0.001 <0.001

Urine!Volume!(ml)
0.5'Gy 10 13.8 1.01 11.5 16.1 0 <0.001 10 14.2 13.5 ## <0.001 0.15*

1.0'Gy 10 13.3 0.60 11.9 14.7 0 <0.001 10 15.4 14.2 ## 0.01 0.26

2.5'Gy 10 13.8 0.58 12.4 15.1 0 <0.001 10 12.5 10.7 ## 0.08 0.011

5.0'Gy 9 22.1 2.95 15.3 28.9 0 <0.001 9 18.1 14.6 ## 0.024* 0.006

7.5'Gy 10 22.1 1.34 19.1 25.1 <0.001.007* 10 22.9 16.6 ## 0.01 0.26

10'Gy 9 24.3 3.42 16.4 32.2 .011* .011* 10 22.7 15.4 ## 0.03 0.035

Urine!Creatinine!(mM)
0.5'Gy 10 4.9 0.52 3.7 6.1 <0.001 0.05 10 6.0 4.2 ## 0.21 0.57

1.0'Gy 9 10.4 0.79 8.6 12.3 0 0.92 10 10.3 8.7 ## 0.05 0.7

2.5'Gy 10 3.5 0.67 2.0 5.1 0 0.81 10 4.6 2.4 ## 0.12 0.19

5.0'Gy 9 6.4 1.14 3.8 9.1 1 0.08 9 1.9 1.1 ## 0.173* 0.008*

7.5'Gy 10 4.0 0.76 2.3 5.8 1 0.05 10 3.8 2.6 ## <0.001 <0.001

10'Gy 9 9.3 2.18 4.3 14.3 0 0.21* 10 6.5 3.6 ## 0.6 0.32

Pre 6!h!Post 24!h!Post

48!h!Post 72!h!Post

95%'CI 95%'CI 95%'CI

95%'CI 95%'CI

Table&S2.!Up$regulated!excretion!of!rat!urine!metabolites!at!6,!24,!48,!and!72!h!after!exposure!to!2.5!Gy!gamma!radiation.

m/z Tret Adduct Putative!Identity Baseline!(x1000) 6!h 24!h 48!h 72!h

a 135.0289 0.34 [M$H]$ Threonate 3.89!(1.86,!5.92) 20.4!(11.2,!46.5) NS 3.73!(0.93,!9.60) NS
b 165.0396 0.32 [M$H]$ Arabinonate 4.25!(2.95,!6.54) 7.70!(4.30,!13.8) 4.55!(1.88,!10.3) 1.68!(0.74,!1.73) NS
c 128.9596 0.29 [M$H]$ 0.52!(0.00,!1.26) NS NS NS NS
d 355.0165 4.29 [M$H]$ 3.65!(1.46,!5.85) 24.9!(10.8,!88.6) NS NS NS
e 241.0816 1.89 [M$H]$ Thymidine* (not!detected) >10 >10 ND ND
f 112.9857 0.29 [M$H]$ Fragment*of*d 1.57!(0.00,!3.95) >10 >10 >10 NS
g 209.0303 0.33 [M$H]$ Glucarate 1.86!(0.44,!3.27) 16.1!(5.90,!190) >10 NS NS
h 195.0490 0.32 [M$H]$ 60.9!(54.1,!67.7) 4.04!(2.42,!5.9) 1.73!(0.82,!2.72) NS NS
i 251.0516 0.32 [M$H]$ 0.36!(0.00,!0.88) >10 >10 ND ND
j 176.9351 0.34 [M$H]$ (not!detected) >10 >10 ND ND
k 167.0195 0.36 [M$H]$ Uric!Acid* 57.9!(44.0,!71.8) NS NS NS NS

l 201.9351 0.29 [M+H]+ 2.54!(0.46,!4.62) >10 11.6!(5.23,!112) >10 6.44!(3.13,!62.4)
m 228.1009 0.36 [M+H]+ 0.82!(0.00,!2.54) >10 >10 >10 >10
n 207.1114 2.21 [M+H]+ 2.40!(0.07,!4.72) 3.64!(1.76,!27.9) >10 ND ND
o 112.0502 0.35 [M+H]+ Cytosine* 41.2!(28.1,!54.2) 5.97!(3.91,!9.82) 5.49!(3.41,!12.2) 1.92!(1.32,!3.10) NS
p 455.1881 0.35 [M+H]+ (not!detected) >10 >10 ND ND
q 132.0769 0.35 [M+H]+ Creatine* 6.55!(0.00,!20.2) >10 >10 >10 >10
r 162.1126 0.32 [M+H]+ Carnitine* 11.4!(3.31,!19.4) >10 3.20!(1.41,!28.6) 3.01!(1.32,!25.2) 2.74!(1.28,!24.4)
s 90.0543 0.34 [M+H]+ Alanine!or!Sarcosine !(not!detected) ND >10 >10 ND
t 143.1176 0.36 [M+H]+ 43.5!(22.8,!64.1) NS 3.26!(1.40,!17.6) NS NS
u 141.0665 0.35 [M+H]+ Methylimidazoleacetic!acid! 77.5!(68.8,!86.2) 1.24!(1.00,!1.54) 1.67!(1.29,!2.16) 1.38!(1.23,!1.69) 1.14!(0.94,!1.42)

*Confirmed!Identity;!m/z ,!mass/charge;!Tret,!Retention!Time;!NS,!Non$Significant;!ND,!Not!Detected.

Fold$Change!(Pre$!vs.!24!h!Post$Exposure)
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Table&S3.!Down&regulated!excretion!of!rat!urine!metabolites!at!6,!24,!48,!and!72!h!after!exposure!to!2.5!Gy!gamma!radiation.

m/z Tret Adduct Putative!Identity Baseline!(x1000) 6!h 24!h 48!h 72!h

v 295.1290 4.38 [M&H]& 59.7!(50.9,!68.6) 5.42!(3.74,!8.57) 4.09!(2.65,!7.22) 1.71!(1.32,!2.06) 1.31!(0.98,!1.67)
w 279.1338 4.60 [M&H]& 78.4!(67.5,!89.3) 5.21!(3.68,!7.96) 3.83!(2.55,!6.40) 1.63!(1.28,!2.06) 1.37!(1.04,!1.73)
x 263.1285 4.66 [M&H]& 46.2!(40.2,!52.1) 4.30!(3.06,!6.60) 4.20!(2.79,!7.22) 1.65!(1.32,!2.03) 1.42!(1.10,!1.79)
y 155.1068 4.83 [M&H]& 84.3!(74.1,!94.5) 6.35!(4.19,!11.5) 3.06!(2.22,!4.44) 1.58!(1.17,!2.20) 1.20!(0.95,!1.48)
z 237.1229 4.31 [M&H]& 82.4!(70.9,!93.9) 5.62!(3.78,!9.78) 5.89!(3.19,!14.6) 1.82!(1.39,!2.44) 1.53!(1.17,!1.96)
aa 373.1843 4.72 [M&H]& 134!(118,!150) 6.04!(4.19,!9.83) 3.32!(2.31,!5.21) 1.34!(1.06,!1.67) NS
bb 185.1175 4.37 [M&H]& oxo&capric!acid 10.2!(8.80,!11.7) >10 4.76!(2.66,!16.4) 2.01!(1.34,!3.41) 1.22!(0.94,!1.55)
cc 163.1123 5.03 [M&H]& 58.4!(50.5,!66.3) 3.90!(2.74,!6.08) 3.08!(2.17,!4.54) 1.76!(1.32,!2.38) 1.41!(1.02,!1.98)
dd 265.1170 4.03 [M&H]& 129!(109,!150) 4.40!(2.98,!6.96) 3.35!(2.25,!5.34) 1.84!(1.37,!2.39) 1.34!(0.99,!1.75)
ee 111.0086 0.59 [M&H]& Fragment*of*ff 643!(583,!702) 5.40!(3.62,!9.83) 3.38!(2.45,!5.17) 1.87!(1.45,!2.49) 1.22!(1.00,!1.51)
ff 191.0187 0.59 [M&H]& Isocitrate 1623!(1460,!1786) 4.04!(2.70,!7.35) 3.02!(2.28,!4.20) 1.80!(1.39,!2.40) 1.24!(1.00,!1.53)

gg 303.0724 1.93 [M+H]+ 50.7!(41.7,!59.8) 3.63!(2.35,!5.74) 2.34!(1.73,!3.07) 1.92!(1.29,!2.80) 2.05!(0.94,!1.42)
hh 261.1450 2.01 [M+H]+ L&gamma&glutamyl&L&isoleucine 51.0!(41.1,!60.8) 4.10!(2.41,!8.36) 2.63!(1.94,!3.38) 1.82!(1.22,!2.62) 2.54!(1.54,!5.26)
ii 134.0971 4.09 [M+H]+ Fragment*of*mm 47.7!(37.8,!57.6) 4.67!(2.79,!8.16) 2.59!(1.84,!3.41) 2.45!(1.52,!3.86) 2.36!(1.31,!6.47)
jj 154.1225 2.76 [M+H]+ 19.0!(15.7,!22.3) 3.56!(2.34,!5.61) 2.66!(1.94,!3.63) 1.64!(1.16,!2.20) 2.11!(1.35,!3.88)
kk 259.1663 2.76 [M+H]+ 50.0!(41.2,!58.9) 3.53!(2.30,!5.65) 2.82!(2.04,!3.91) 1.59!(1.12,!2.14) 2.14!(1.34,!4.23)
ll 254.1494 1.85 [M+Na]+ gamma&aminobutyryl&lysine 22.9!(17.9,!27.9) 4.46!(2.64,!7.32) 2.99!(2.13,!3.96) 2.24!(1.37,!3.33) 2.58!(1.56,!5.14)

mm 221.1282 4.10 [M+H]+ 21.5!(17.1,!25.9) 4.70!(2.74,!9.34) 2.42!(1.71,!3.19) 2.12!(1.35,!3.24) 2.33!(1.24,!7.68)
nn 202.1080 2.05 [M+H]+ 65.1!(52.4,!77.8) 2.61!(1.64,!4.25) 2.49!(1.79,!3.29) 1.76!(1.17,!2.52) 2.16!(1.33,!4.18)
oo 181.0969 2.97 [M+H]+ Hydroxykynurenamine 20.5!(16.7,!24.3) 4.49!(2.78,!7.62) 3.22!(2.35,!4.33) 2.36!(1.57,!2.55) 2.39!(1.31,!8.33)
pp 90.0545 2.05 [M+H]+ Fragment*of*nn 39.3!(31.4,!47.1) 2.40!(1.50,!3.94) 2.38!(1.72,!3.16) 1.74!(1.14,!2.55) 2.11!(1.27,!4.34)
qq 199.1083 1.88 [M+H]+ 27.5!(21.7,!33.2) 4.48!(2.69,!7.24) 2.98!(2.13,!4.06) 1.84!(1.13,!2.78) 2.19!(1.42,!3.67)
rr 156.1031 2.01 [M+H]+ 22.5!(18.2,!26.8) 5.22!(2.85,!13.2) 2.78!(2.13,!4.06) 1.71!(1.13,!2.43) 2.15!(1.33,!4.28)
ss 220.1185 2.05 [M+H]+ Pantothenate 387!(307,!468) 2.73!(1.65,!4.84) 2.61!(1.82,!3.58) 1.82!(1.17,!2.73) 2.22!(1.27,!5.25)
tt 319.1268 3.23 [M+H]+ 100!(89.0,!112) 3.62!(2.56,!5.63) 1.77!(1.33,!2.42) 1.34!(1.07,!1.68) 1.31!(0.99,!1.79)

*Confirmed!Identity;!m/z ,!mass/charge;!Tret,!Retention!Time;!NS,!Non&Significant;!ND.

Fold&Change!(Pre&!vs.!24!h!Post&Exposure)
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III. Adapting Classical Biostatistical Approaches For Analyzing Post-
Processed LC-MS Metabolomics Data 
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A. Overview 

 

Though the naïve application of classical univariate and multivariate approaches 

to analyzing metabolomics data may produce biased or invalid results, these standard 

approaches are nonetheless exceptionally valuable in metabolomics. These classical 

methods are well understood, well characterized, and also widely implemented in a 

multitude of analysis platforms such as SAS, R, SPSS, etc. Furthermore, these 

approaches represent the foundation of quantitative biology, and simply cannot be 

eschewed for untested methodologies. Indeed, these techniques are considered standard 

because of the fact that they have produced useful results in countless scenarios. 

Nonetheless, its careless application to any new type of data without careful 

consideration to its characteristics can easily result in misleading findings. This has very 

much been the case in many metabolomics studies, where the initial rush to obtain 

noteworthy findings has resulted in the haphazard application of these classical 

techniques without first considering the initial assumptions. While by no means is a 

poorly executed statistical analysis the only factor in a potentially dubious metabolomics 

study, it can certainly play a major role. 

In an attempt to adapt these classical univariate and multivariate approaches for 

analyzing metabolomics data, we have created a statistical analysis workflow specifically 

tailored to its unique characteristics, called MetaboLyzer. MetaboLyzer takes into 

account many of the idiosyncrasies of post-processed metabolomics data during analysis 

in an attempt to adhere to the initial assumptions of the statistical procedures it utilizes. 

As metabolomics is still an emerging field, MetaboLyzer also attempts to ease the 



	   74	  

analysis process for novices with a built-in set of default settings that have been 

empirically chosen to produce reasonable results. The software incorporates numerous 

standard statistical hypothesis testing procedures such as the Student’s t-test and the 

Wilcoxon rank sum test, as well as multivariate techniques such as PCA and 

multidimensional scaling. MetaboLyzer also incorporates a biological interpretation 

workflow that utilizes several small molecule and metabolic pathway databases to assign 

putative identities and pathways to ions. This close coupling of standard statistical 

analysis approaches with biological interpretation makes MetaboLyzer a very useful tool 

for conducting both statistically and biologically meaningful analysis on otherwise 

cryptic quantitative data. The software is open source, and is described in detail in the 

manuscript titled, “MetaboLyzer: A Novel Statistical Workflow for Analyzing Post-

Processed Metabolomics Data,” published in Analytical Chemistry. 
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1. Abstract 

 

Metabolomics, the global study of small molecules in a particular system, has in the last 

few years risen to become a primary –omics platform for the study of metabolic 

processes. With the ever-increasing pool of quantitative data yielded from metabolomic 

research, specialized methods and tools with which to analyze and extract meaningful 

conclusions from these data are becoming more and more crucial. Furthermore, the depth 

of knowledge and expertise required to undertake a metabolomics oriented study is a 

daunting obstacle to investigators new to the field. As such, we have created a new 

statistical analysis workflow, MetaboLyzer, which aims to both simplify analysis for 

investigators new to metabolomics, as well as provide experienced investigators the 

flexibility to conduct sophisticated analysis. MetaboLyzer’s workflow is specifically 

tailored to the unique characteristics and idiosyncrasies of post-processed liquid 

chromatography/mass spectrometry (LC-MS) based metabolomic datasets. It utilizes a 

wide gamut of statistical tests, procedures, and methodologies that belong to classical 

biostatistics, as well as several novel statistical techniques that we have developed 

specifically for metabolomics data. Furthermore, MetaboLyzer conducts rapid putative 

ion identification and putative biologically relevant analysis via incorporation of four 

major small molecule databases: KEGG, HMDB, Lipid Maps, and BioCyc. MetaboLyzer 

incorporates these aspects into a comprehensive workflow that outputs easy to understand 

statistically significant and potentially biologically relevant information in the form of 

heatmaps, volcano plots, 3D visualization plots, correlation maps, and metabolic pathway 

hit histograms. For demonstration purposes, a urine metabolomics data set from a 
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previously reported radiobiology study in which samples were collected from mice 

exposed to gamma radiation was analyzed. MetaboLyzer was able to identify 243 

statistically significant ions out of a total of 1942. Numerous putative metabolites and 

pathways were found to be biologically significant from the putative ion identification 

workflow. 

  



	   78	  

2. Introduction 

 

Metabolomics has in recent years risen to become a popular platform for 

biological research. Utilizing various techniques of liquid chromatography (LC) in 

tandem with mass spectrometry (MS) technologies, metabolomics offers an 

unprecedented level of quantitative characterization of the metabolome via biofluid and 

tissue analysis(1). A wide variety of biological samples can be utilized in metabolomics 

research, ranging from obvious sources such as urine and serum to less common origins 

such as feces. This flexibility in analysis, coupled with its abilities as an untargeted 

platform for non-hypothesis driven research make metabolomics particularly appealing. 

However, there are many obstacles that make entering the field very difficult for 

investigators new to the field. 

Regardless of the source of the sample, data from metabolomics studies will 

almost always exhibit an exceptionally high degree of variability and fluctuation that 

make quantitative analysis a major challenge for bioinformaticians. Analysis begins with 

the pre-processing stage, in which the raw chromatograms produced in the metabolomics 

LC/MS workflow is deconvoluted into post-processed high dimensional quantitative data. 

Numerous software packages, both commercial and open source, such as Waters’ 

MarkerLynx, XCMS(2), and MZmine(3), specialize in pre-processing chromatograms, 

which typically involves peak picking, alignment, integration, and normalization. The 

resulting post-processed data, which consists of high dimensional matrices resembling 

those from other high-throughput –omics fields, can then be statistically analyzed.  

Analyzing post-processed metabolomics datasets is difficult due to its many statistically 
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confounding characteristics. For instance, variables in datasets often have highly 

dissimilar variances from one another, which contravenes a major assumption of many 

techniques used in biostatistics, that of equal variance amongst variables. Furthermore, 

there is the inherent issue of frequent and often inexplicable “missing” data points, which 

is defined as a zero value in the relative abundance for a particular ion, and is endemic to 

most metabolomics-derived datasets(4). This “missingness” is not purely random, 

however, and depending on the dataset, can be potentially correlated with numerous 

observable and latent factors. The issue is compounded by the fact that many 

fundamental mathematical operations are simply not meant for handling this kind of data 

(such as logarithmic transformations). This renders many established statistical analysis 

techniques infeasible, or at the very least negatively impacts their efficacy. The primary 

methods of dealing with “missingness” thus far have been methods that attempt to impute 

the missing values, however one can argue that this only sidesteps the problem instead of 

incorporating this “missingness” as a fundamental feature of metabolomics data. 

Investigators new to the field of metabolomics who are unaware of these issues may 

attempt to blindly apply many standard statistical procedures without realizing that it may 

produce erroneous results. 

Furthermore, even in its post-processed state, metabolomics data is difficult to 

translate into biologically relevant results. This is due to the instrumentation utilized in 

metabolomics, which conducts analysis by ionizing compounds, and identifying ions only 

by their mass over charge (m/z) and retention time. While this information offers valuable 

clues as to the true chemical identity of the ion via small molecule database searching, it 

is by no means a definitive process. Multiple putative matches can be elucidated from a 
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single m/z value, and due to current limitations in LC-MS spectra databases, retention 

times for the most part cannot be leveraged to aid in identification. Definitive 

identification can only be conducted through a tedious validation procedure in which an 

ion in a sample is isolated and fragmented via LC-MS/MS and compared to the 

fragmentation spectra of the pure chemical compound that the ion is putatively identified 

as. The issue is compounded by the fact that a significant portion of the metabolome is 

simply unknown, meaning that many ions cannot be identified due to an incomplete 

knowledge of all metabolic pathways and processes(5). These factors alone may deter 

investigators from attempting to enter the field of metabolomics entirely. 

The staggering volume of quantitative data that metabolomics-based studies yield, 

coupled with issues that are unique to the field, emphasizes the need for specialized 

workflows that make analysis easier for new metabolomics investigators, and also 

expedites tedious steps for experts. The most common techniques for analyzing post-

processed metabolomics data are multivariate analysis procedures such as principle 

component analysis (PCA) and orthogonal projections to latent structures (OPLS). These 

procedures are general statistical techniques that treat the data like any other high 

dimensional dataset, and do not specifically tailor to the unique characteristics and 

idiosyncrasies of metabolomics data. As such, a new statistical workflow software 

package, MetaboLyzer, has been developed with the express purpose of addressing many 

of the aforementioned issues. MetaboLyzer incorporates and adapts some of the most 

common approaches and techniques in biostatistics, as well as several novel statistical 

procedures, into a comprehensive analytic workflow that also integrates rapid putative 

identification and associated metabolic pathway information aggregation. MetaboLyzer 
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takes raw post-processed LC-MS metabolomic data as an input and outputs statistically 

significant and potentially biologically relevant results that are easy to interpret. The 

workflow is designed with consideration for individuals who are new to the field of 

metabolomics, but possess a basic understanding of biostatistics and data analysis 

techniques. Thus, in order to expedite analysis, we have incorporated into the workflow 

many default preset parameters and hints that we have found to produce reasonable 

results in most scenarios. At the same time, the workflow gives many options to deviate 

from these defaults, allowing more experienced investigators to tailor a more 

sophisticated and customized analysis. These aspects make MetaboLyzer a powerful 

statistical toolbox and a “one-stop-shop” for the majority of metabolomics data analysis. 
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3. Methods and Tools 

  

MetaboLyzer was written in the Python programming language utilizing a large 

array of open source libraries and tools.  MetaboLyzer heavily relies on the SciPy(6), 

RPy2(7), and Matplotlib(8) libraries for many of its statistical calculations and 

visualization procedures. Via RPy2, MetaboLyzer also utilizes many functions and 

libraries available in the R statistical computing environment(9, 10) including 

Kernlab(11), gplots(12), fastICA(13), and MASS(14). The Kernlab package was utilized 

for kernel PCA procedures, and the gplots library was utilized for all heatmap 

construction procedures. 

 MetaboLyzer was developed under Ubuntu 12.04.2 LTS and requires a computer 

with a minimum of 8 GB of RAM and a 2.00 GHz quad core x86 microprocessor. 

MetaboLyzer has not been tested on any other platform except for Debian and Red Hat 

based Linux distributions. MetaboLyzer is open source and is freely available at 

https://sites.google.com/a/georgetown.edu/fornace-lab-informatics/home/metabolyzer 

along with detailed installation instructions, and a comprehensive tutorial. 
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4. General Workflow Overview 

 

 The backbone of MetaboLyzer is its statistical workflow that is specifically 

tailored for analysis of metabolomics datasets. A diagram of the workflow is illustrated in 

Figure 1. The basic goal of this workflow is to identify ions that are shown to exhibit 

statistically significant differences when comparing two input post-processed LC-MS 

datasets, which are typically control and treatment sets. Analysis is restricted to 

comparisons between only two groups. The “missing data” issue endemic to metabolomic 

datasets is dealt with in the first step by filtering out all ions that do not show up in a 

user-defined percentage (a zeros threshold Zthr) of at least one of the datasets. Data is 

segmented into two distinct groups: partial-presence (i.e. data for ions that only appear 

above the Zthr for a single dataset) and complete-presence (i.e. data for ions that appear 

above the Zthr for both datasets). The higher the Zth, the more conservative the ion 

selection will be. The user is then given the option to transform and normalize the data 

for the ions that have not been filtered out through a set of user selectable methods. 

From this point, data is interpreted via two separate pipelines, depending on the 

aforementioned segmentation. Partial-presence data is treated as categorical in nature and 

analyzed via discrete statistics. Ion abundance values are reinterpreted as binary discrete 

variables, wherein a value is either zero or non-zero, and analyzed via Fisher’s exact test 

for statistically significant differences. For complete-presence data, a far more thorough 

analysis is conducted which encompasses classical parametric statistics as well as 

multivariate techniques. Initially, the data undergoes transformation, normalization, and 

outlier filtering via user selected procedures. Then, a battery of common statistical tests 
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and calculations are performed, which includes the Student’s t-test, Welch’s t-test, 

Wilcoxon rank-sum (Mann-Whitney U) test, Kolmogorov-Smirnov test, Anderson-

Darling test for normality, confidence intervals, as well as basic fold change, mean, and 

standard deviation calculations.  While the results of all tests are available to the user for 

perusal, only the results from one (user defined) “primary” test are taken into 

consideration, from which the final decision to filter out ions that are not statistically 

significant (based on p-value) is made. 

Upon completion of statistical testing, a volcano plot is first produced comparing 

the fold-change versus the p-value (for the primary test) for all complete-presence ions. 

The list of statistically significant complete-presence ions and their (transformed) data is 

then recompiled for high dimensional data visualization. All non-significant and partial 

presence data are excluded from this stage of the analysis. Various multivariate 

techniques, including principal component analysis (PCA), multidimensional scaling 

(MDS), kernel PCA, and independent component analysis (ICA), can be selected, from 

which a three dimensional visualization of the data is constructed, allowing the user to 

discern differences and similarities between the two input datasets in Euclidean space. 

Finally, a heatmap is constructed from the statistically significant ions, which sheds 

further light on the degree and magnitude of the aforementioned differences and 

similarities. 
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Figure 1. A general overview of the MetaboLyzer statistical workflow. Two input 
metabolomic datasets are comprehensively analyzed utilizing a series of statistical 
techniques that involve filtering, transformation, normalization, categorization, and 
putative small molecule identification. The ultimate goal (as emphasized in Figure 1) is 
the output of easily interpretable, statistically, and biologically relevant information. 
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5. Transformation and Normalization Procedures 

 

The foundation of MetaboLyzer’s functionality lays in its data transformation and 

normalization procedures. Such procedures are always necessary in high throughput 

quantitative biological data, especially metabolomics, due to its many factors that make 

for intrinsically noisy data. The transformation procedures utilized in the software are 

well known, however the normalization procedure that is proposed is novel to the field of 

metabolomics, and was developed from primarily a statistical, rather than from a 

chemical or biological approach (such as sample spiking). Figure 2 provides a diagram of 

the workflow for data transformation and normalization. 

Log transformation and inverse hyperbolic sine (IHS) transformation are two 

powerful techniques that greatly aid in proper statistical analysis. Log transformation is 

extremely common in bioinformatics, as well as most other fields involving quantitative 

analysis such as finance and econometrics. It is the classic solution to normalizing 

skewed data. Metabolomics data from any given sample will always possess far more 

metabolites in the low abundance range than the higher range, thus necessitating a log 

transform to eliminate the impact of the minority high abundance metabolites. 

MetaboLyzer’s log transform procedure simply applies a natural logarithm to all non-

zero abundance values, which by mathematical necessity removes all zeros from the data. 

IHS transformation, however is less common, but generally possesses the same 

characteristics as a classical log transform, such as large value suppression. IHS 

transformation is very common in econometrics(15), but is far rarer in the biological 

sciences. The primary difference between the IHS and log transformations is that while a 
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standard logarithm is undefined at zero, the IHS function is fully defined, and thus will 

not remove zeros from the data during transformation. MetaboLyzer’s IHS transform 

procedure simply applies the standard inverse hyperbolic sine function to the data. 

A novel procedure is implemented in the software, named Gaussian 

normalization. The procedure is dependent on the characteristics of log transformed data, 

and thus is only available if it is applied. Gaussian normalization is essentially a 

statistical Z standardization of all log transformed abundance values in a given sample 

(Z), which involves estimating the mean (x̅Z) and standard deviation (sz) of all 

transformed ion abundance values, and then normalizing each transformed abundance 

value (Alog) in the sample as follows: 

𝐴!"#$%& = (𝐴!"# − 𝑥!)/𝑠! 

It is important to emphasize that this procedure is applied on a sample-by-sample basis, 

meaning that the x̅Z and sz parameters are unique to each biological sample. The impetus 

behind Gaussian normalization stems from the resemblance of the distribution of any 

given sample’s log transformed data to a standard Gaussian distribution (hence the name 

of this normalization procedure). Gaussian normalization is simply an attempt to convert 

the distribution of a sample’s data into a standard Gaussian curve with a mean of 0 and a 

standard deviation of 1. When this procedure is applied to all samples in a set, it can be 

thought of as “aligning” them, much like peak alignment procedures for chromatogram 

deconvolution.  
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Figure 2. MetaboLyzer’s transformation and normalization workflow. Complete-
presence data (ions that possess a non-zero value in a user defined percentage of both 
control and treatment datasets) are first transformed by either the standard log 
transformation or the inverse hyperbolic sine transformation. Normalization is an option 
only if the standard log transformation is chosen. After transformation and/or 
normalization, standard statistical testing will be conducted. The transformation and 
normalization stages can also be completely bypassed so that the original data can be 
analyzed. 
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6. Small Molecule Database Integration and Putative Identification 

 

For the biologist, perhaps the most compelling aspect of MetaboLyzer is its tight 

integration of the Kyoto Encyclopedia of Genes and Genomes(16, 17) (KEGG), Human 

Metabolome Database(18) (HMDB), Lipid Maps(19), and BioCyc(20) small molecule 

databases, which allows for direct translation of often cryptic quantitative data into 

putatively biologically relevant information. During the statistical testing phase of the 

MetaboLyzer workflow, the program will output the putative ion identification and its 

associated metabolic pathways (via KEGG and BioCyc) for every statistically significant 

ion found (in both complete- and partial-presence sets). This is accomplished by 

elucidating an ion’s original neutral mass by considering all possible positive or negative 

mode adducts for a given m/z value. The KEGG, HMDB, Lipid Maps, and BioCyc 

databases are then utilized to find a putative match for this elucidated neutral mass, 

within user defined weight tolerances (via user defined parts per million threshold). 

Furthermore, MetaboLyzer attempts to identify only relevant putative matches by 

identifying a metabolite match’s relevance to a user specified organism (rat, mouse, or 

human). KEGG and BioCyc offer even greater insight through their meticulously curated 

metabolic pathway databases, which are fully exploited by MetaboLyzer. The integration 

of MetaCyc, a vast BioCyc sub-database which curates experimentally verified data on 

pathways that are microbial in origin, is particularly useful in the field of microbiomics, 

the study of metabolism associated with gut flora. Once all putative identification is 

complete, MetaboLyzer compiles the most frequent KEGG and BioCyc pathway “hits” 

(i.e. pathways that have the most putatively identified ions belonging to it) and outputs 
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this information in a histogram for each database. These histograms offer valuable initial 

insight into the possible biological mechanisms behind the differences observed between 

the two datasets. Figure 3 outlines the complete workflow for this process. 

 

 

Figure 3. A diagram of MetaboLyzer’s small molecule putative identification 
process. For every statistically significant ion, putative neutral masses are first elucidated 
based on the electrospray ionization mode and user selected adducts. These neutral 
masses are then used to find matches in the KEGG, HMDB, LipidMaps, and BioCyc 
databases. All matches are considered putative identities of the initial ion. In addition, 
metabolic pathway information from KEGG and BioCyc are also recorded for eventual 
pathway enrichment histogram creation. 
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7. Correlation Analysis Workflow 

 

Ancillary to the primary statistical workflow is a separate procedure that looks for 

statistically significant differences via analysis of correlation. Whereas the primary 

workflow looks for statistically significant changes directly in individual ion abundance 

levels themselves, correlation analysis instead looks for statistically significant changes 

in the correlation between any two given ions, which can be biologically interpreted as 

increased or decreased co-regulation. Due to statistical requirements for calculating a 

Pearson product-moment correlation coefficient (r), this analysis is restricted to the 

complete-presence ion dataset, with certain features only available if the sample size is a 

minimum of 10. Figure 4 diagrams correlation analysis, which is separated into two 

stages. All results produced in the correlation analysis workflow are separate from the 

results produced in the primary workflow.  

The first stage of the correlation analysis workflow entails the construction of two 

correlation-based heatmaps. These two heatmaps are visual representations of the global 

metabolite co-regulation structure of the control and the treatment datasets. By visually 

inspecting both heatmaps in tandem, a great deal of information can be discerned 

regarding the organization and regulation of the metabolites, and how the treatment 

impacts these patterns. The first step involves calculating the r values between all 

complete-presence ions for both the control and treatment datasets. This results in two 

correlation matrices (control and treatment), which can be directly used to create two 

correlation heatmaps, or modified into two dissimilarity matrices to create two 
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dissimilarity heatmaps. The dissimilarity matrices are calculated directly from the 

correlation matrices via element-by-element application of the following equation: 

𝐷!,! = (1− 𝑟!,!)/2 

Both types of maps allow for direct visual comparisons of global and/or localized 

correlation pattern changes. Construction of any heatmap requires feature reorganization 

based on dendrogram clustering. Hierarchical clustering analysis of the ions is conducted 

on either the control or treatment dataset, which produces a single dendrogram to be used 

in both heatmaps. For instance, a dendrogram can be created from the control set, which 

is then used when creating the heatmaps for both the control and treated datasets. The 

decision as to which dataset to create the dendrogram from depends on which dataset the 

user wishes to consider as the “canonical” organization, which is typically the control set. 

 The second stage of the correlation analysis workflow attempts to identify the 

statistically significant correlation differences when comparing the control and treatment 

correlation matrices. This stage is only possible when the minimum sample count of 10 is 

met, and is otherwise bypassed. Whereas the heatmaps created in the first stage are 

generally qualitative in nature, the second stage attempts to bring quantitative rigor to its 

results. A correlation difference matrix, which quantifies the differences in r values in the 

control and treatment matrices, is initially constructed. The difference matrix is 

calculated via element-by-element application of the following equation (with element 

being defined as a value in a matrix): 

𝛿!,! = |𝑟!,!,!"#$!%#&!|− |𝑟!,!,!"#$%"&| 

A differential correlation heatmap from this correlation difference matrix is constructed 

in a similar fashion as the previous heatmaps, using the same dendrogram for 
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organization calculated in the first stage of the workflow. A p-value is also calculated for 

each element in the correlation difference matrix so that the most statistically significant 

correlation shifts can be extracted for further investigation. This p-value is calculated by 

using a simple Z-test on the original r values after a Fisher transformation has been 

applied. In doing so, the statistically significant differential correlation values can be 

identified, and utilized to create a new differential correlation heatmap that only 

highlights these statistically significant results. 

 

 

Figure 4. A diagram of MetaboLyzer’s correlation analysis workflow. The workflow 
is broken up into two stages. Whereas the first stage can be completed for sample sizes as 
low as 4, the second stage requires a sample size of at least 10. In the first stage, 
correlation matrices are calculated for both the control and treatment complete-presence 
subsets. Hierarchical clustering is conducted on only one of the sets (chosen by the user), 
which is subsequently utilized for correlation based heatmap creation. Heatmaps are 
created for both datasets, which can be qualitatively compared for changes and shifts in 
the global correlation structure. Stage two provides quantitative rigor to the analysis by 
utilizing Fisher transformations coupled with Z-tests to evaluate statistical significance in 
the correlation shifts when comparing the control versus treatment matrices. From this 
analysis, a differential correlation heatmap and statistics are produced. 
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8. Analysis of Experimental Data 

 

For demonstration purposes, MetaboLyzer was used to analyze data from a 

previous radiobiology study consisting of urine samples collected from 11 C57BL/6 8-10 

week old male mice 24 hours after whole body exposure to a single 8 Gy dose of gamma 

radiation (21). For a baseline comparison, urine samples were also collected from 10 

unexposed male mice of the same strain and age. The individual urine samples were then 

stored at -80°C, and analyzed utilizing Ultra Performance Liquid Chromatography 

coupled to time-of-flight mass spectrometry utilizing a Waters Corporation QTOF 

PremierTM. Samples were run in both positive and negative ionization modes.  The 

chromatograms were then pre-processed with MarkerLynx (Waters, Inc.) to extract the 

final metabolomic dataset matrix and each sample was normalized to its respective 

creatinine levels. 

Only positive mode metabolomic data was used for the purposes of this 

demonstration. The fairly conservative zeros threshold (Zthr) of 0.90 was used , which 

restricts analysis only to ions with non-zero abundance values in 90% or more of at least 

one group.  Two analyses were conducted, one with log transformation coupled with 

Gaussian normalization, and another without any transformation or normalization 

whatsoever. 1.5 IQR based outlier filtering was used for both analyses. In the first 

analysis, MetaboLyzer identified 121 out of 1177 partial-presence ions to be statistically 

significant (p < 0.05) via the Fisher’s exact test, and 122 out of 765 complete-presence 

ions to be statistically significant (p < 0.05) via the Mann-Whitney U test. In the second 

analysis, MetaboLyzer identified 121 out of 1177 partial-presence ions to be statistically 
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significant (p < 0.05) via the Fisher’s exact test, and 160 out of 765 complete-presence 

ions to be statistically significant (p < 0.05) via the Mann-Whitney U test. In this dataset, 

the transformation and normalization did not result in major differences; however they 

could play a major factor in other datasets, and these options are made available in 

MetaboLyzer for the user to conduct multiple analyses with different parameters. For the 

purposes of this demonstration, the results from the first analysis (with log transformation 

and Gaussian normalization) are further discussed. 

A heatmap and volcano plot of the significant complete-presence ions, which both 

indicate significant increased as well as decreased excretion, are shown in Figure 5. The 

heatmap in the figure utilizes color assignments coupled with Euclidean based 

hierarchical clustering to visually represent the statistically significant changes found in 

the data. Samples under the red bar are non-irradiated, while samples under the blue bar 

are irradiated. In addition, a density plot of the distribution of the normalized abundances 

is shown in the top left hand corner of the heatmap. The volcano plot shows much of the 

same information as the heatmap, but in scatter plot form, plotting significance (p-value) 

versus fold change. Grey dots indicate complete-presence ions that are not statistically 

significant, while red dots are significant by the user defined statistical test and p-value 

cutoff.  

Based on aggregate putative identification of the 243 (both partial- and complete-

presence) statistically significant ions, many KEGG and BioCyc pathways were 

identified to potentially play a role in radiation response. Some significant BioCyc 

pathways include proline biosynthesis from arginine (PWY-4981) as well as tryptophan 

degradation to 2-amino-3-carboxymuconate semialdehyde (PWY-5651). KEGG 
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pathways found to be significant include steroid hormone biosynthesis (ko00140) and 2-

oxocarboxylic acid metabolism (ko01210). The putative pathway hit histogram in Figure 

6 shows the complete list of KEGG pathway hits for metabolic pathways with 4 or more 

metabolites putatively identified as belonging to it. 

Multivariate analysis was also conducted on the 122 statistically significant 

complete-presence ions. Singular value decomposition based linear principal component 

analysis (PCA) as well as independent component analysis (ICA) procedures were 

conducted on the data, and a 3 dimensional visualization (first 3 principal components 

and first 3 dimensions, respectively) of the sample separation for both analyses are shown 

in Figure 7. In both plots, the non-irradiated (red dots) and irradiated (blue triangles) 

samples show visually distinguishable separation from one another, and give a general 

indication as to the discriminating qualities of the statistically significant complete-

presence ions. 

Finally, correlation analysis was conducted on all 765 complete-presence ions. 

Whereas the previously described analyses focused on the raw difference in abundance 

levels of individual ions though standard statistical testing, correlation analysis instead 

focuses on differences that can only be observed when considering the statistical 

relationship between two ions, known as correlation. When comparing the dissimilarity 

heatmaps for the non-irradiated (Figure 8A) versus the irradiated (Figure 8B) samples, it 

is clear that there are very stark changes to the correlation patterns that are the result of 

the radiation. Whereas the non-irradiated heatmap exhibits very distinct patterns and 

clusters of red, which are indicative of high correlation and suggests a high co-regulation 

of metabolic pathways, the irradiated heatmap appears almost homogenous, with no clear 
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demarcations and unique features that the other map exhibited. This may be indicative of 

widespread disruption of the canonical metabolic pathway network that the non-irradiated 

heatmap suggests. The differential correlation heatmap (Figure 8C) combines both the 

non-irradiated and irradiated maps into a single map so that differences are more 

apparent, with the orange spectrum indicating a gain in correlation, while the blue 

spectrum indicates a loss. The prevalence of blue in the map essentially tells the same 

story that was discerned from comparing the two dissimilarity heatmaps, that of 

widespread loss of correlation structure and therefore disruption of metabolic regulation. 

Though there are indeed areas of orange on the map, which indicate a gain of correlation, 

statistical analysis indicates over three times the number of significant correlation losses 

at 17985 when compared to the 5651 correlation gains (p-value < 0.05). The final 

heatmap in Figure 8D, which only plots statistically significant correlation differentials, 

almost exclusively shows blue, loss of correlation. 
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Figure 5. Visualization of metabolomic data analysis. A heatmap (A) and volcano plot 
(B) produced by MetaboLyzer during a demonstrative analysis of a previously published 
urine metabolomics dataset comparing samples collected from 10 non-irradiated versus 
11 irradiated C57BL/6 male mice. Irradiated mice were exposed to 8 Gy of gamma 
radiation, and urine samples were collected 24 hours after exposure. Both figures indicate 
a very strong response, with a significant number of ions showing increased as well as 
decreased excretion. 122 out of 765 complete-presence ions were found to be statistically 
significant by the Kolmogorov-Smirnov test (p < 0.05). Red dots in the volcano plot (A) 
indicate statistically significant ions, while grey dots are insignificant. Using the data 
from these 147 ions, a heatmap (B) was constructed. Red squares in the heatmap indicate 
increased excretion, while green squares indicate decreased excretion. Samples under the 
red bar are non-irradiated, while samples under the blue bar are irradiated. 
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Figure 6. Metabolic pathway histogram. A KEGG pathway hit histogram and 
significance plot produced by MetaboLyzer after putative identification of all 243 
statistically significant ions. KEGG associates each small molecule with a metabolic 
pathway. Utilizing this information, significant pathways can be identified by aggregating 
the number of statistically significant ions that are identified with each pathway. 
Numerous relevant KEGG metabolic pathways have been identified in this experiment. 
The top 10 pathways have been specifically labeled for easier readability. 
 

 Figure 7.  Multivariate analysis results. PCA (A) and ICA (B) have been applied to the 
122 complete-presence ions that were found to be statistically significant, from which 
visualizations of the data projected onto 3-dimensional Euclidean space are produced. 
The red dots are non-irradiated samples, while the blue triangles are the irradiated 
samples. In both visualizations, separation between the non-irradiated and irradiated 
samples is evident, and indicative of the potential discriminating power of the statistically 
significant ions identified. 
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Figure 8. Correlation analysis results. Correlation based heatmaps created by 
MetaboLyzer’s correlation analysis workflow. Two dissimilarity heatmaps were created, 
for both the non-irradiated (A) and irradiated (B) sets. Darker colors in these heatmaps 
indicate higher absolute Pearson’s correlation values. The heatmap for the non-irradiated 
set (A) exhibits very distinct patterns and structures, which suggests a highly structured 
co-regulation of metabolic pathways. However, the heatmap for the irradiated set (B) is 
far less organized, with many of the patterns seen in the previous map either distorted or 
missing entirely, suggestive of a widespread disruption of the metabolic pathways as a 
result of exposure.  The differential correlation heatmap (C) essentially combines the two 
dissimilarity heatmaps in order to reveal differences between the two, with the orange 
spectrum indicating gain of correlation (with respect to the non-irradiated), and the blue 
spectrum indicating loss. This heatmap reaffirms observations made with the 
dissimilarity heatmaps, with the prevalence of blue indicative of a widespread loss of 
correlation. While indeed there is some gain of correlation observed in the differential 
correlation heatmap, as indicated by the areas in orange, when only the statistically 
significant correlation differentials are plotted (D), orange is almost entirely absent. This 
adds statistical rigor to the notion of widespread loss of correlation structure and 
therefore disruption of metabolic regulation caused by radiation exposure. 
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9. Discussion 

 

The comprehensive nature of MetaboLyzer is its core strength as a statistical 

metabolomics analysis platform. Though the majority of MetaboLyzer’s methods are not 

novel, the integration of these classical biostatistics techniques into a focused and 

streamlined workflow, coupled with the incorporation of four major small molecule 

databases directly into an otherwise (for the biologist at least) dry statistical analysis 

makes MetaboLyzer a compelling platform. In a sense, MetaboLyzer can directly 

translate otherwise incomprehensible and cryptic numerical data directly into potentially 

biologically meaningful results. MetaboLyzer also provides novel approaches such as 

correlation analysis and zeros threshold based filtering. 

There are numerous software suites geared towards analyzing metabolomics data, 

however only a handful are tailored specifically for comprehensive post-processed data 

analysis. Some of the most well known software in the field includes XCMS, 

MetaboAnalyst(22), FIEmspro(23), Thermo Scientific’s Sieve, Agilent Technologies’ 

Mass Profiler Professional, Waters’ MarkerLynx, and MZmine. Among these, only 

MetaboAnalyst and FIEmspro are specifically geared towards the type of post-processed 

analysis that MetaboLyzer focuses on. The other suites primarily focus on the various 

aspects of pre-processing (i.e. chromatogram deconvolution), and only have very basic 

post-processing analysis tools, such as PCA. MetaboAnalyst, an online resource that 

requires users to upload their data to their website in order to conduct analysis, offers a 

very impressive array of analysis tools, some of which are not available in MetaboLyzer. 

However, the sheer volume and breadth of statistical information that is produced at the 
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final stage can easily be overwhelming for users who do not have a strong background in 

statistics and bioinformatics, whereas the output of MetaboLyzer is more geared towards 

a more streamlined approach that focuses on the information that has the most potential 

for being biologically relevant. MetaboAnalyst relies on databases that are curated by the 

University of Alberta, including HMDB, DrugBank, and SMPDB for its putative ion 

identification and metabolic pathway analysis. The databases integrated into 

MetaboLyzer arguably have a wider breadth of coverage, especially for lipids (via Lipid 

Maps) as well as metabolites originating from microbes and plants via BioCyc/MetaCyc 

database integration, which gives MetaboLyzer the edge in microbiomics, an emerging 

sub-field of metabolomics that focuses on the microbiome. FIEmspro’s analysis tools are 

extensive as well, and include several techniques, such as Random Forests, that 

MetaboLyzer lacks, but there is no putative ion identification workflow integration 

whatsoever. Table S-1 contains more information comparing the aforementioned 

software suites. Overall, MetaboLyzer’s focus on a specific subset of statistical tools 

coupled with broad integration of major databases for elucidating potentially biologically 

relevant results makes it a very practical toolset. 

A primary aspect of MetaboLyzer that differentiates it from virtually all other 

post-processing analysis software is the method by which missing data is handled. 

Missing values in metabolomics datasets (i.e. zero abundance values) are typically “filled 

in” via imputation algorithms. However, the prevalence and sheer pervasiveness of 

missing values in metabolomics data can make these imputation methods a potentially 

hazardous solution. In essence, imputation methods are modifying the data to 

accommodate the tools available, and it is difficult to say at what point these 
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modifications have gone too far, i.e. too much of the data is “made up”. In contrast, 

MetaboLyzer’s approach to this issue does not attempt to fill in missing data at all, but 

instead utilizes a user defined zeros threshold (Zthr) to identify ions that have sufficient 

non-zero data for statistical analysis, eschewing the need to impute missing values. Zeros 

filtering is a simple and intuitive approach to the problem, and picking a proper Zthr value 

is more of a qualitative endeavor that depends primarily on the sample size, as well as the 

degree of conservativeness desired by the user, akin to picking a lower or higher ppm 

error window for putative metabolilte identification. The tutorial, which is available 

online, provides more detailed guidelines for selecting a proper Zthr value. 

Two aspects that MetaboLyzer ignores are the incorporation of paired statistical 

tests and multiple testing correction. Paired statistical tests would be most applicable to 

experiments with pre-post designs, wherein samples are collected before and after 

treatment. This is due to the fact that MetaboLyzer has been designed primarily with 

biomarker identification in mind. When it is applicable to the data, the primary advantage 

with utilizing paired statistical tests is to increase statistical power by reducing 

confounding factors from inter-sample variation. Though unpaired statistical tests may 

have less statistical power when used to analyze paired data, the statistically significant 

results that are produced may be more robust and will not necessitate a baseline pre-

treatment sample, as may be the case for results produced from paired tests. Furthermore, 

unpaired tests are applicable to all datasets, whereas paired tests are only applicable to a 

certain subset. Multiple testing correction is an issue that arises when conducting multiple 

statistical tests for a single experiment, which may result in the increase in the false 

positive rate. Basic solutions to these problems, such as the Bonferroni correction, are 
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usually far too conservative for high throughput biological data such as those originating 

from most –omics fields, and indeed there has been a great deal of research into the most 

suitable methods of correction for these types of data. Multiple testing correction is a 

contentious issue, as there are doubts as to whether there is even a need for any correction 

to be made at all from a biological standpoint, and in some fields is not considered an 

absolute necessity(24, 25). In considering that the metabolomics field is still relatively 

new, with many fundamental aspects of the data still unknown, we have chosen to not 

incorporate any multiple testing correction methods in the package. 

Much of the innovation with regard to the quantitative aspects of the field of 

metabolomics has thus far focused on the pre-processing stage, i.e. chromatogram 

interpretation, peak identification, and alignment. Works such as XCMS and MZmine are 

major accomplishments that have greatly advanced the field and have gained wide 

acceptance. While there is still a great deal of work to be accomplished in these areas, 

progress in other aspects of metabolomics should not be neglected. We try to address this 

with the development of MetaboLyzer, an analytical toolset specialized for post-

processed data. 
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10. Supplemental Information 
 
Table S1. A table outlining the major software suites utilized in metabolomics.  

Program Code Base Primary Focus 
Statistical 
Analysis 

Capabilities 

Putative 
Identification Comments 

MetaboLyzer 
Open source 

Writen in 
Python/R 

Post-processed 
analysis Extensive 

KEGG 
HMDB 
BioCyc 

Lipid Maps 

Only workflow to eschew 
missing value imputation 
for alternative methods 

XCMS 
Open source 
Written in R 
Web server 

Chromatogram 
deconvolution Limited Metlin Its suggested workflow 

may bias peak picking 

MetaboAnalyst Web server Post-processed 
analysis Extensive 

HMDB 
DrugBank 

T3DB 
SMPDB 

 

Very thorough workflow, 
but output can contain too 

much statistical 
information that can seem 
superfluous to biologists 

FIEmspro Open Source 
Written in R 

Post-processed 
analysis Extensive None 

Very thorough workflow, 
however lacks putative 

identification capabilities 

Sieve 
Proprietary 

(Thermo 
Scientific) 

Chromatogram 
deconvolution Limited ChemSpider Commercial software; 

proprietary algorithms 

MPP Proprietary 
(Agilent) 

Chromatogram 
deconvolution Limited Metlin Commercial software; 

proprietary algorithms 

MarkerLynx Proprietary 
(Waters) 

Chromatogram 
deconvolution Limited ChemSpider Commercial software; 

proprietary algorithms 

MZmine Open Source 
Written in Java 

Chromatogram 
deconvolution Limited 

PubChem 
KEGG 

METLIN 
HMDB 

Excellent graphical user 
interface and cross 

platform compatibility 
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IV. Development of Specialized Methodologies and Dedicated Algorithms for Post-
Processed LC-MS Metabolomics Data   

  



	   109	  

A. Overview 

 

While standard statistical analysis techniques are invaluable for interpreting 

metabolomics data, the burgeoning field necessitates the development of novel 

approaches and algorithms that are explicitly designed to take advantage of its strengths 

and account for its weaknesses. The more established “omics” platforms have seen 

success and wide adoption in no small part due to the robust selection of specialized 

algorithms, methodologies, and software tools developed to process the large quantities 

of data produced by these platforms. The development of these tools may be especially 

crucial for metabolomics because it is an altogether different platform that requires 

specialized knowledge and expertise that is less common in “omics” oriented research. 

Metabolomics is the only platform that explores a region of biological information (i.e. 

the metabolome) that is not directly linked back to the DNA, and thus many valuable 

insights and lessons gained from the development of the other “omics” platforms may not 

be applicable. Metabolomics is also the only platform in which such a large portion of the 

features being measured are essentially uncharacterized and unknown, which underscores 

our surprisingly sparse knowledge of metabolism and the metabolome. These factors both 

highlight the importance of metabolomics, as well as the urgency for developing 

specialized tools for the platform instead of simply borrowing generic methods for 

analysis. 

The development of Selective Paired Ion Contrast Analysis (SPICA) is an attempt 

to create a novel algorithm that is expressly designed for post-processed metabolomics 

data. SPICA attempts to address the issue of “noisy” data that is especially exacerbated 
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for metabolomics data sets, which is due in to the platform’s high sensitivity and 

capability to process a far wider gamut of biological sample types (such as urine and 

feces). This is accomplished by only conducting analysis on ion-pairs, rather than the raw 

single-ion data. All possible ion-pairs are generated and analyzed, and in doing so every 

ion is essentially “normalized” to every other ion within a given sample. This can be 

crucial in scenarios where there is no biologically relevant singular metabolite by which 

to normalize the data by. SPICA incorporates a comprehensive workflow that contains 

both exploratory components for non-hypothesis driven research, as well as predictive 

capabilities for classification, all of which is designed around this basic ion-pair concept 

of analysis. SPICA does not completely eschew classical statistical techniques, and in 

fact fully integrates it by adapting these methods for identifying statistically significant 

ion-pairs, as well as for identifying statistically perturbed metabolic pathways during 

biological interpretation of the results. SPICA represents what will hopefully be a rapidly 

evolving field of computational metabolomics, and is described in detail in the 

manuscript titled, “Selective Paired Ion Contrast Analysis: A Novel Algorithm for 

Analyzing Post-Processed LC-MS Metabolomics Data Possessing High Experimental 

Noise”.  
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1. Abstract 

 

One of the consequences in analyzing biological data from noisy sources, such as human 

subjects, is the sheer variability of experimentally irrelevant factors that cannot be 

controlled for. This holds true especially in metabolomics, the global study of small 

molecules in a particular system. While metabolomics can offer deep quantitative insight 

into the metabolome via easy-to-acquire biofluid samples such as urine and blood, the 

aforementioned confounding factors can easily overwhelm attempts to extract relevant 

information. This can mar potentially crucial applications such as biomarker discovery. 

As such, a new algorithm, called Selective Paired Ion Contrast (SPICA), has been 

developed with the intent of extracting biologically relevant information from the noisiest 

of metabolomic datasets. The basic idea of SPICA is built upon redefining the 

fundamental unit of statistical analysis. Whereas the vast majority of algorithms analyze 

metabolomics data on a per-ion basis, SPICA relies on analyzing ion-pairs. A standard 

metabolomic data set is reinterpreted by considering all possible ion-pair combinations. 

Statistical comparisons between sample groups are made only by analyzing the 

differences in these pairs, which may be crucial in situations where no single metabolite 

can be used for normalization. We developed SPICA using data from a previously 

reported radiation metabolomics study, which analyzed urine samples collected from 

cancer patients before and after undergoing total body irradiation. Numerous putative 

radiation specific metabolite-pair biomarkers that mapped to potentially perturbed 

metabolic pathways were identified. Another previously reported study comparing 

differences between colorectal cancer patients who eventually relapsed versus those who 
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did not was also analyzed. SPICA was able to putatively identify biomarkers that mapped 

to the folic acid biosynthesis, a key pathway in colorectal cancer. Utilizing support vector 

machines (SVMs), SPICA was also able to unequivocally outperform binary classifiers 

built from classical single-ion feature based SVMs. 
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2. Introduction 

 

The rise of metabolomics as a primary “-omics” platform in high throughput 

quantitative biology has enabled the exploration of biological systems at an 

unprecedented level of insight. With the capability to quantify thousands of small 

molecule signatures in a particular system, liquid chromatography (LC) coupled with 

mass spectrometry (MS) based untargeted metabolomics is a powerful tool for exploring 

and characterizing metabolic processes, as well as biomarker discovery(1). However, 

there are certain aspects and idiosyncrasies to the platform that can make it a double-

edged sword. 

The sensitivity and flexibility of the metabolomics platform vastly increases the 

range of sample types and sources from which samples can be acquired for analysis. 

Sample types such as urine, blood, cell lysates, feces, and saliva can easily be fed into the 

metabolomics workflow. Furthermore, biofluids, such as urine, can be sampled from 

mice and other small animal models at multiple time points without compromising 

survivability, unlike multiple blood draws. However, this flexibility can also introduce a 

myriad of confounding factors that were never an issue for platforms with more 

restrictive sample requirements, such as microarray based transcriptomics. While 

ostensibly an ideal sample type for analysis via metabolomics, urine samples from 

experiments utilizing animal models in ideal environmental and dietary conditions will 

result in metabolomics data that, by the standards of other –omics platforms, exhibit an 

exceptionally high degree of variability and fluctuation(2). This is in large part due to the 

high sensitivity of the urine metabolome to virtually any stimulus, especially when 
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analyzed via metabolomics. This problem is exacerbated when the experiment involves 

human subjects, where factors such as diet, environment, genotype, age, and sex cannot 

always be controlled for, especially when sample sizes are low.  

 These problems are compounded by several confounding characteristics that are 

inherent idiosyncrasies of metabolomics data. Raw LC-MS metabolomics data, in the 

form of chromatograms, must first undergo a pre-processing stage in which the 

chromatographic peaks are identified and selected in order to produce the more familiar 

post-processed high dimensional quantitative data resembling outputs from other –omics 

platforms. A large part of the pre-processing stage involves mitigating issues such as 

retention time drift, proper peak alignment across multiple samples, and correcting for 

external environmental variables that may affect the results, such as room temperature 

fluctuations(3). These factors can certainly affect the final post-processed output, and add 

to the overall difficulty of analyzing metabolomics data. The post-processed data itself 

poses a serious challenge for bioinformaticians due to a number of peculiarities. 

Variables in the data often have very different variances when compared to one another, 

making many classical biostatistical methods invalid due to their inherent assumption of 

equivariance. Perhaps the defining attribute of metabolomics data is the “missing” data 

issue, which is typically defined as a zero value in the relative abundance for a given 

ion(4). While missing data is not a new problem, it is the magnitude and inexplicable 

pattern of this “missingness” that introduces new problems during analysis. Many 

mathematical procedures and operations simply fail during these circumstances, and 

standard solutions, such as value imputation, become questionable when the numbers of 
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values that need to be imputed comprise such a large fraction of the total data set. Taken 

together, these factors pose as serious obstacles when attempting to normalize a data set. 

 Nonetheless, the considerable potential of the metabolomics platform as a tool for 

non-hypothesis driven research and biomarker discovery necessitates the development of 

specialized algorithms that are robust enough to extract biologically relevant information 

from its noisy and idiosyncratic data sets. The current repertoire of techniques and 

algorithms for analyzing these data rely on classical univariate and multivariate 

procedures, such as standard statistical tests, principal component analysis (PCA), and 

orthogonal projections to least squares (OPLS). Workflows that have been developed for 

handling metabolomics data sets, including MetaboAnalyst(5), as well as 

MetaboLyzer(6), which our group recently developed, rely on these standard techniques, 

which are not explicitly designed for the data, and may not fully exploit its unique 

characteristics. As such, a new algorithm, called Selective Paired Ion Contrast Analysis 

(SPICA), has been developed for the express purpose of analyzing metabolomics data, 

taking into full account its advantages and shortcomings, so that biologically relevant 

information can be extracted even from the most inscrutable of data sets. 

SPICA is built upon utilizing pairs of ions as the fundamental unit of statistical analysis, 

rather than individual ions. All possible ion-pair combinations are first generated from 

the ion features in a dichotomous data set. Statistically significant differentiating ion-pair 

features are then identified when comparing data from the control versus treated sample 

groups. By conducting analysis in this pairwise fashion, numerous potential 

normalization issues are mitigated, as well as exposing possible latent structures in the 

data that would otherwise be missed when only analyzing the data in the traditional 



	   117	  

single-ion fashion. Biological interpretation of ion-pair features is conducted by 

augmenting traditional metabolic pathway analysis techniques for this new paradigm. 

Analysis was conducted on a radiation metabolomics study that analyzed urine samples 

collected from cancer patients before and after undergoing total body irradiation (TBI), as 

well as a separate study that compared differences between urine samples from colorectal 

cancer (CRC) patients who eventually relapsed versus those who did not. In both cases 

SPICA was able to identify numerous statistically significant ion-pair features that 

putatively mapped to metabolic pathways directly linked to the stressors. When adapted 

into a support vector machine (SVM) based binary classifier, SPICA was able to 

unequivocally outperform its single-ion based counterpart. 
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3. Methods and Tools 

 

The prototype code for the SPICA algorithm and all supporting scripts were 

written in the Python programming language. The code implementation relies upon 

numerous open source libraries and tools, namely SciPy(7), RPy2(8), Matplotlib(9), and 

PyOpenCL(10). Numerous statistical tests implemented in SciPy were utilized in the 

SPICA code. Via RPy2, many functions and libraries in the R statistical computing 

environment(11) were also used, namely Kernlab(12) and ROCR(13). Matplotlib was 

utilized for its graphing capabilities. OpenCL(14), via PyOpenCL, was instrumental in 

making several components of SPICA feasible by reducing calculation times. 

 The SPICA prototype code was developed under Ubuntu 12.04.4 LTS (64-bit) 

and requires a computer with a minimum 32GB of DDR3 SDRAM, a 2.00 GHz quad-

core, 8-threaded x86-64 microprocessor, and a double precision floating point OpenCL 

capable graphics processing unit (GPU) with a minimum 2GB of GDDR5 SDRAM. The 

code has not been tested on any other platform other than Debian based Linux 

distributions. SPICA is open source and is freely available at 

https://sites.google.com/a/georgetown.edu/fornace-lab-informatics/home/spica along with 

detailed installation instructions. 

All urine samples in both the TBI and CRC data sets were stored at −80 °C and 

analyzed utilizing Ultra Performance Liquid Chromatography coupled to time-of-flight 

mass spectrometry, utilizing a Waters Corporation QTOF Premier. Samples were run in 

both positive and negative ionization modes. The TBI study chromatograms were 
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preprocessed with MarkerLynx (Waters, Inc.), while the CRC study chromatograms were 

preprocessed with XCMS. (3) 
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4. Initial Data Reprocessing  

 

SPICA’s novel reinterpretation and reorganization of a standard dichotomous 

metabolomic data set (e.g. control vs. treated) begins with an initial data reprocessing 

stage (illustrated in Figure 1). This step precedes the ion-pair reinterpretation stage, and 

functions as an initial filtering and standardization step. These procedures are necessary 

for reducing the intrinsic variability and noise found in metabolomic data, and serve in 

laying a foundation for ion-pair formation. While most of these procedures are standard, 

one novel component involves merging the positive and negative mode data sets, which 

are generated from the positive and negative electrospray ionization modes used during 

LC-MS based metabolomics data acquisition, into a unified data frame. This maximizes 

the number of derived ion-pairs, and eliminates the unnecessary dichotomization of the 

overall data. The initial preprocessing stage is multistep, and involves data-wide 

transformation, normalization, and filtering procedures based on both statistical and 

putative biochemical properties of the ions.  

The reprocessing workflow begins with filtering out all ions in both ionization 

modes that are missing in a user-defined percentage (a zeros threshold Zthr) of the 

samples in at least one of the data subsets (e.g. control or treatment). This categorizes the 

ions as either partial-presence, wherein the ions appear above the Zthr in only one set, or 

complete-presence, wherein the ions appear above the Zthr in both sets. Data for both the 

complete- and partial-presence ions is then log transformed (base e) and Gaussian 

normalized, which involves performing a statistical Z standardization, wherein the 

estimated mean and standard deviation parameters used during standardization are 
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estimated on a per-sample basis, and only utilizing the complete-presence data for 

estimation. Both the zeros threshold filtering and the Gaussian normalization procedures 

are discussed at length in our previous work (6). These procedures are executed 

independently for the positive and negative mode data sets, meaning that the Z 

standardization parameters are derived on a per-sample as well as a per-mode basis. The 

data are then simply concatenated into a unified set comprising data from both positive 

and negative ions, which, to reiterate, have been transformed and normalized based on 

their originating ionization mode data set. 

 Complete- and partial-presence ions are then filtered on the basis of their putative 

biochemical identities. Through the integration of the Kyoto Encyclopedia of Genes and 

Genomes (KEGG) (15), the Human Metabolome Database (HMDB) (16), and the 

BioCyc small molecule databases (17), putative identification can be conducted via 

neutral mass elucidation from possible adducts for a given mass over charge (m/z) value 

of an ion in a procedure that we previously reported. The prototype SPICA code contains 

both a porous and restrictive rule set for filtering. The porous rule set will only filter out 

ions that have been putatively identified in HMDB as being non-mammalian in origin, or 

not belonging to a user-defined organism specific metabolic pathway set in KEGG. 

However, ions typically have multiple putative identities, and will only be filtered if all 

identities have the aforementioned properties of biological irrelevance. Furthermore, in 

LC-MS metabolomics, it is not uncommon for many ions to have no putative identity at 

all, in which case it is not filtered out. The restrictive rule set will filter all ions in the 

conservative rule set in addition to filtering ions that have no putative match to a user-

defined organism specific metabolic pathway set in either KEGG or BioCyc. This 
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restrictive rule set may be utilized in the case where the investigator wishes to focus only 

on ions that can be matched to known pathways and potentially validated and quantitated 

via MS/MS. 

 

 
 
Figure 1. The workflow of SPICA’s initial data reprocessing stage. This stage 
conducts a preliminary attenuation of potentially confounding factors in the data. All Ion 
features of a dichotomous data set are initially categorized as either partial- or complete-
presence features, and subsequently undergoes transformation and Gaussian 
normalization. Biological filtering based on the putative identification of the ion features 
is then conducted, and the data from both ESI modes is then merged into a unified 
transnormalized dichotomous data set 
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5. Ion-Pair Reinterpretation 

 

The fundamental concept behind SPICA is the novel reinterpretation and 

translation of standard metabolomics data into a paired feature paradigm. These paired 

features are generated by exhaustively generating every possible ion-pair combination in 

a standard metabolomic data set. For instance, if there are 1,000 ions in a data set, then 

499,500 ion-pair features will be generated. All subsequent analysis is conducted only 

through the meta-data generated from this process. The reinterpreted data for these ion-

pairs are constructed as either continuous or discrete features, and undergo a rigorous 

statistical filtering procedure that evaluates for missingness, normality, and outliers. 

While continuous features intrinsically contain more information, discrete features are by 

nature more statistically robust, allowing for information to be extracted from otherwise 

untenable sources. It is this heterogeneous model (illustrated in Figure 2), utilizing both 

continuous and discrete features, which allows SPICA to fully exploit the advantages of 

parametric and non-parametric statistics. 

Initially, the complete-presence ion data from the transnormalized data set 

produced in the Initial Data Reprocessing step is utilized to construct the continuous ion-

pair features. The continuous ion-pair feature (δionA|ionB) for any two complete-presence 

ions (ionA, ionB) in a given sample (X) is calculated by the signed arithmetic difference 

between their associated transnormalized abundance values (AbionA,X, AbionB,X): 

𝛿!!"#|!"#$,! = 𝐴𝑏!"#$,! − 𝐴𝑏!"#$,! 

If either abundance value is missing in the sample, then δionA|ionB,X cannot be calculated, 

and is considered missing. The delta values for all complete-presence ion-pair 



	   124	  

combinations are initially calculated for all samples in both data subsets (e.g. control and 

treated), and then filtered based on missingness, utilizing the same user-defined zeros 

threshold Zthr in the previous reprocessing procedure. This is necessary because any two 

complete-presence ions (which by definition have non-missing abundance values in at 

least Zthr percent of the samples in both data subsets) can easily produce an ion-pair 

feature that has a missingness that is below Zthr due to the computational requirement that 

both ions must be non-missing within the same sample. Only ion-pair features that are 

above the Zthr are kept, while the remaining features are separated for possible 

discretization in the next phase. The continuous ion-pair feature set is further reduced via 

outlier filtering. This process involves removing features whose constituent data loss after 

outlier removal (via non-parametric 1.5 interquartile range filtering) exceeds a user-

defined percentage (Lthr) in either subset. Features that are removed at this stage are again 

kept for possible discretization. Finally, the remaining features may be subjected to an 

omnibus test for normality, depending on whether the Welch’s t-test for statistical 

significance will be used during the Data Comparison step. If this option is selected, 

features will be further reduced (and kept for eventual discretization) based on the 

outcome of the omnibus test (and the associated p-value threshold). All remaining 

continuous ion-pair features are considered fit for analysis in the Data Comparison step. 

Discrete ion-pair features are constructed from both the partial- and complete-

presence ion subsets, as well as from the continuous ion-pair features that were filtered 

out in the previous phase. Discrete ion-pairs are constructed by pairing partial-presence 

ions with other partial-presence ions, but also by pairing with complete-presence ions as 

well. The discrete ion-pair feature (𝛽!"#$|!"#$) for any two ions (ionA, ionB) in a given 
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sample (X) is a binary variable determined by which associated transnormalized 

abundance value (AbionA,X, AbionB,X) is greater: 

𝛽!"#$|!"#$,! =
      1, 𝐴𝑏!"#$,! > 𝐴𝑏!"!",!
−1, 𝐴𝑏!"#$,! < 𝐴𝑏!"#$,!

 

This equation also serves to discretize the continuous ion-pair features discarded from the 

previous phase. Missing abundance values are given a value of negative infinity (-∞), 

thus 𝛽!"#$|!"#!,! can still be calculated if either abundances are missing, but cannot be 

calculated if both are. Thus, 𝛽!"#$|!"#$,! is only considered missing if both abundance 

values are also missing, or in the extremely rare case where the abundance values are 

identical. Discrete ion-pair feature missingness serves as the basis for filtering, wherein 

missing 𝛽!"#$|!"#$,! values are considered outliers, and features are removed based on 

whether the percentage of data loss exceeds the user-defined Lthr cutoff in either data 

subset. All remaining discrete ion-pair features are kept for analysis in the Data 

Comparison step. Overall, this discrete ion-pair feature model may serve as a tenable 

solution for extracting useful information from “missing” portions of metabolomic data 

that are otherwise unused. 
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Figure 2. The workflow for the ion-pair reinterpretation stage of SPICA. Ion features 
from transnormalized dichotomous data, which has been categorized as either complete-
presence or partial-presence, are exhaustively paired to form all possible ion-pair 
features. Pairs formed from two complete-presence ions are constructed as continuous 
ion-pair features, while all other pairing combinations are used to construct discrete ion-
pair features. Continuous ion-pair features undergo a filtering process that examines the 
degree of missingness (zeros refiltering Zthr), and outlier percentage (Lthr). Continuous 
features that pass are retained as continuous variables, but those discarded during this 
process are reinterpreted as discrete ion-pairs. All discrete ion-pair features also go 
through an outlier filtering process. The continuous and discrete ion-pair features that are 
ultimately retained by the end of this process are considered suitable for further analysis 
via SPICA. 
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6. Data Comparison 

 

The statistical procedure for comparing SPICA generated ion-pair features in two 

sample subsets follows a workflow (outlined in Figure 3) utilizing classical biostatistical 

techniques as well as newer computational approaches designed for high throughput –

omics data. The primary objective of this procedure is the identification of statistically 

significant ion-pair features that differentiate between the two sample subsets in a typical 

dichotomous data set. The workflow follows a standard procedure, which encompasses 

initial statistical testing, followed by multiple testing correction (MTC), and finally data 

visualization. However, the heterogeneous nature of the ion-pair features necessitates 

using old tools in new ways via the development of a modified principal component 

analysis (PCA) based procedure known as heterogeneous PCA for visualizing statistically 

significant ion-pair data. 

 Identifying statistically significant ion-pairs involves initial statistical testing 

followed by multiple testing corrections (MTC) procedures to control for the false-

positive rate (Type I error). Continuous ion-pair features are evaluated for statistical 

significance either by the parametric Welch’s t-test, or the non-parametric Kolmogorov-

Smirnov (K-S) test. Discrete ion-pair features are evaluated by the Fisher’s exact test. 

MTC is then conducted separately for continuous and discrete features. Either a Monte 

Carlo implementation of Westfall and Young’s maxT step-down permutation resampling 

procedure(18), or a standard false discovery rate(19) (FDR) procedure is used for MTC in 

both feature types. The permutation resampling procedure is widely used in both genome 

wide association studies(20) (GWAS) and gene expression data analysis(21), which place 
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high emphasis on strongly controlling for Type I errors. Permutation based correction 

procedures are completely non-parametric, and make almost no assumptions(22) 

regarding the statistical distributions or inter-feature dependencies in the data. In deriving 

the correction information from the data itself by re-scrambling the original data set 

thousands of times, the aforementioned factors are intrinsically accounted for. These 

properties make step-down permutation an ideal procedure for ion-pair data, which is 

statistically inter-dependent by the nature of its pairwise approach. However, this 

procedure may prove too conservative in some cases, producing far fewer results than 

desired, thus necessitating the use of an FDR based procedure. The prototype code 

implements a simple and widely used FDR step-up p-value adjustment method, which 

results in less stringent Type I error control, but greater statistical power(23).  

 Data visualization is a common means by which statistically significant features 

in high-throughput biological data are qualitatively evaluated, with PCA being the most 

prevalent procedure in metabolomics. Heterogeneous PCA, a new data visualization 

procedure based on PCA, was developed in order to accommodate both continuous and 

discrete ion-pair features during analysis. Standard PCA procedures are only able to 

analyze continuous features. An alternative procedure, known as polychoric PCA, is able 

to incorporate both continuous as well as discrete features by constructing a pseudo-

correlation matrix wherein the polychoric correlation (𝑟!"#$%!!"#$) is used between two 

discrete features, the polyserial correlation (𝑟!"#$%&'()#) is used between a discrete and a 

continuous feature, and finally the traditional Pearson’s correlation (𝑟!"#$%&�) is used 

between two continuous features. (24) However, using a correlation matrix for PCA does 

not allow for the contribution of variables to be differentially emphasized during analysis 
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(i.e. weighting), thus a new procedure, called heterogeneous PCA, was developed. 

Building on polyserial PCA, heterogeneous PCA attempts to construct a weighted 

pseudo-correlation matrix. A discrete ion-pair value 𝛽!"#$|!"#$,! is assigned a weight 

(𝑤!"#$|!"#$,!) based on a probability ratio determined from the ion-pair feature itself. 

Data from the control sample subset (XC) of the ion-pair feature are used to calculate the 

fraction of 𝛽!!"#|!"#$,!! values that equal 1, which is essentially a probability (pC). Data 

from the treated sample subset (XE) of the feature are used to calculate an equivalent 

probability parameter (pE). With these parameters, each of the 𝛽!"#$|!"#$,! values are 

weighted as follows: 

𝑤!"#$|!"#$,! =
log  (

𝑝!
  𝑝!
), 𝛽!"#$|!"#$,! = 1

log(
1− 𝑝!
1−   𝑝!

), 𝛽!"#$|!"#$,! = −1
 

All weights for a ion-pair feature are aggregated, from which the standard deviation 

(𝑠!!"#$|!"#$) is calculated. All 𝑠!!"#$|!"#$ parameters are calculated for each discrete ion-

pair feature, and subsequently transformed to fit the distribution of the classically 

calculated standard deviations of the continuous ion-pair features (𝑠!"#$|!"#$, assumed to 

be a log-normal distributed). These transformed discrete feature standard deviations 

(𝑠!!"#$|!"#$), along with the traditionally calculated standard deviations from continuous 

features, are used to weight the pseudo-correlation matrix. The new weighted correlation 

between two discrete features (𝛽!"#$|!"#$,  𝛽!"#$|!"#$) is calculated as: 

𝑟!"#$!!"# = 𝑟!"#$%!!"#$ ∙ 𝑠!!"#$|!"#$ ∙ 𝑠!!"#$|!"#$ 

The new weighted correlation between a discrete (𝛽!"#$|!"#$) and a continuous (δionC|ionD) 

feature is calculated as: 
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𝑟!"#$!!"# = 𝑟!"#$%&'()# ∙ 𝑠!!"#$|!"#$ ∙ 𝑠!"#$|!"#$ 

And finally, the weighted correlation between two continuous features (δionA|ionB, 

δionC|ionD) is the classical calculation for covariance: 

𝑟!"#$!!"# = 𝑟!"#$%&' ∙ 𝑠!"#$|!"#$ ∙ 𝑠!"#$|!"#$ 

This weighted pseudo-correlation matrix is then used in the classical covariance method 

for PCA, from which a classical scores plot can be derived. This methodology allows a 

heterogeneous feature set to be unified in order to provide a practical means by which to 

visually evaluate the degree of separation between two sample subsets. At the same time, 

the procedure can be utilized as a means of data dimensionality reduction by utilizing the 

top principal components as summary features.   

 

 
	  
Figure 3. The workflow for the data comparison stage. Ion-pair features in the SPICA 
reinterpreted dichotomous data set undergo statistical testing to determine the features 
that are significantly differentiated when comparing the control versus the treated 
samples. Continuous ion-pair features are evaluated by either a Kolmogorov-Smirnov test 
or a Welch’s t-test (user defined). Discrete ion-pair features are evaluated by the Fisher’s 
exact test. Multiple testing corrections are conducted for both feature types to control for 
the false positive rate. Ion-pair features identified to be statistically significant are 
analyzed via heterogeneous PCA, which incorporates both continuous and discrete 
features. A scores plot is produced, which allows the separation of the control and treated 
samples to be visualized.  
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7. Putative Metabolic Pathway Analysis 

 

For the biologist, perhaps the most tangible way in which to examine the 

statistically significant ion-pair features identified in the Data Comparison step is by 

examining the metabolic pathways that are putatively associated with these features. As 

mentioned in the Initial Data Reprocessing step, the constituent ions of all ion-pair 

features are examined for any putative matches to biologically relevant small molecules 

and any associated metabolic pathways via KEGG and BioCyc (only KEGG results 

shown during analysis for brevity). With this information, a novel approach to conducting 

pathway analysis was developed, utilizing a conventional pathway analysis procedure(25) 

that has been augmented for ion-pair features. By necessity, only ion-pair features in 

which both constituent ions possess a putative identification and associated KEGG or 

BioCyc pathway are utilized. Analysis is separated into two stages (outlined in Figure 4), 

with the first stage focusing on ion-pair features in which both constituent ions putatively 

identify to the same pathway, and the second stage focusing on ion-pair features in which 

both ions identify to two different pathways. 

 The first stage of metabolic pathway analysis focuses on the subset of ion-pair 

features that map to only one pathway per feature (referred to as single-mapped features). 

Conceptually, these single-mapped features are the easiest to interpret from a biological 

standpoint, because a statistically significant ion-pair feature in which both constituent 

ions putatively identify to the same pathway implies that this pathway has been somehow 

perturbed. Quantifying the degree of the perturbation of a pathway relies on identifying 

all single mapped features, both statistically significant and non-significant, that map to 
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it, and tabulating the fraction of this total mapped ion-pair set that is significant. This is 

essentially the classical approach to pathway analysis, as conducted in transcriptomics. In 

following this methodology, SPICA utilizes a hypergeometric test for statistical 

significance in order to assign p-values to perturbed metabolic pathways, and conducts 

MTC via application of the false discovery rate (FDR) method. In doing so, perturbed 

pathways can then be ranked by p-value. Pathways possessing corrected p-values lower 

than a user-defined threshold (αpathway) can be interpreted as being perturbed beyond the 

statistical expectation, with respect to all other perturbed pathways analyzed. However, it 

is important to emphasize that a perturbed pathway with a p-value above the threshold 

does not imply that it is not potentially biologically relevant, only that it is not perturbed 

more than what is statistically expected. This procedure is conducted separately for both 

KEGG and BioCyc pathways, and the results are displayed in a simple bar graph. 

 The second stage of metabolic pathway analysis examines the ion-pair features 

that map to two different pathways, one for each constituent ion (referred to as dual-

mapped features). The difficulty in biologically interpreting statistically significant dual-

mapped features lies in the inability to identify which metabolic pathway has been 

perturbed, or if indeed both have been perturbed. The problem is the lack of a reference 

point, which is not an issue for single-mapped features. The approach to this problem 

involves grouping and analyzing dual-mapped features on a per-pathway basis. For a 

given metabolic pathway, all dual-mapped features in which either constituent ion maps 

to the pathway are aggregated. From this, the fraction of features that are statistically 

significant are then tabulated, from which a p-value quantifying the statistical 

significance of the perturbation of the pathway can be calculated using the 
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hypergeometric test. Once all p-values have been calculated and aggregated for all 

pathways, MTC is conducted via FDR. These steps mirror the analysis of single-mapped 

features, and essentially provide the same results pertaining to pathway perturbation 

quantification. However, the nature of dual-mapped feature data allows for additional 

analysis to be conducted beyond basic pathway perturbation assessment. When dual-

mapped features are instead grouped on a double pathway basis and then subsequently 

analyzed via FDR corrected hypergeometric testing, a distance matrix can be constructed 

based on this data. For two metabolic pathways (X, Y), elements (dX,Y) in the distance 

matrix are assigned depending on the corrected hypergeometric p-value (pX,Y) and the 

user defined p-value threshold (αpathway): 

𝑑!,! =
1, 𝑝!,! < 𝛼!"#!!"#
0, 𝑝!,! ≥ 𝛼!"#!!"#

 

This distance matrix can then be analyzed with the classical multidimensional scaling 

(MDS) algorithm to create a 3-dimensional visualization which maps each pathway as a 

point in Euclidean space. The arrangement of the pathways in the MDS plot is 

representative of their absolute perturbation as well as their perturbation in relation to one 

another. The farther a pathway is from the center of the MDS plot, the greater degree of 

its perturbation, but even more importantly, the spatial relationship between pathways is 

indicative of their differential perturbation with respect to one another. This gives the 

investigator a more complete depiction of the multifaceted interactions between 

pathways, instead of looking at pathway perturbation on a one-dimensional level. 
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Figure 4. The putative metabolic pathway analysis workflow. After statistical analysis 
has determined which ion-pair features are significant in a SPICA reinterpreted 
dichotomous data set, all ion-pair features are analyzed via putative ion identification as 
either single-mapped or dual-mapped. Both feature types can be utilized in a classical 
pathway analysis procedure (green box) that determines whether a metabolic pathway has 
a statistically greater than expected fraction of statistically significant ion-pair features 
mapped to it. Statistical significance for a pathway is determined via the hypergeometric 
test, and once all pathways are analyzed in this fashion, p-values are corrected by the 
false discovery rate (FDR) procedure. Results for the single- and dual-mapped features 
are displayed in separate bar graphs that plot the -1*log10 of corrected and uncorrected p-
values for each pathway. Dual-mapped features are further examined in a procedure 
(orange box) that is similar to the aforementioned pathway analysis, but instead 
determines whether there is a greater than expected fraction of significant ion-pair 
features for any two given pathways, instead of just one. This allows for a distance matrix 
to be constructed, and a multidimensional scaling (MDS) plot to be created from it, which 
allows for pathway perturbation to be visualized in relation to other pathways. This gives 
magnitude, as well as direction to a pathway’s perturbation, where the previous analysis 
only supplied magnitude (via p-values). 
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8. Classification via SPICA and a Baseline Model for Comparison 

 

The efficacy and validity of any new technique must be methodically evaluated, 

and is typically conducted via cross validation procedures. This evaluation necessitates 

augmenting SPICA for classification and prediction purposes, and thus a novel support 

vector machine (SVM) based workflow (illustrated in Figure 5) called Adaptive Paired 

Ion Contrast Classification Analysis (APICCA) was devised for this purpose. APICCA 

was used as the means by which to measure the effectiveness of SPICA’s ion-pair feature 

concept via cross validation. Furthermore, new methodologies must be compared to more 

established techniques, thus a conventional baseline classification model for comparison, 

with a nearly identical workflow utilizing single-ion features, was also implemented. 

 APICCA utilizes the most statistically significant ion-pair features identified by 

SPICA in a dichotomous data set as a means by which to build a binary classification 

model. APICCA uses SVMs, a powerful supervised machine learning algorithm that is 

widely used in many scientific fields, especially biological sciences. SVMs are trained by 

calculating the maximum-margin hyperplane in high or even infinite-dimensional space 

that separates two sample subsets in a dichotomous data set. This trained SVM is capable 

of classifying unknown samples based on the region of space in which these samples 

occupy. APICCA utilizes SPICA reinterpreted metabolomic dichotomous data sets, 

specifically the statistically significant portion of features, as the training input for SVMs. 

Due to computational limitations, only a user defined subset (e.g. 1000, 2000) of the 

topmost (ranked by uncorrected p-value) discrete and continuous features can be utilized. 

Uncorrected p-values must be used, as the computational burden of MTC is too high for 
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multiple runs. General guidelines for SVM construction outlined by Hsu et al. were 

utilized(26). For a given unknown sample that is to be classified via APICCA, its data is 

first reinterpreted with SPICA. Due to the high rate of missing data in metabolomics, 

only ion-pair features that are shared by both the unknown sample and the training data 

are utilized for the final SVM training. For purposes of reducing computation time as 

well as data whitening (which may improve classification performance), the training data 

is preprocessed via heterogeneous PCA, with the topmost principal components utilized 

as features for SVM training input instead of the original ion-pair features(27). This 

selection of topmost principal components is chosen by successively calculating principal 

components (via non-linear iterative partial least squares) until the eigenvalue of a 

component increases the cumulative energy of the already accumulated components by 

less than 1%, at which point the process stops. The unknown sample data is also 

transformed (remapped) by the basis set (eigenvectors) for these components, and finally 

classified by the trained SVM. 

 The baseline model for comparison is for the most part identical to the 

SPICA/APICCA workflow. This baseline model attempts to replicate the workflow 

utilized in SPICA in a more traditional model relying on analyzing single-ion features 

rather than ion-pairs. Building on the Initial Data Reprocessing procedures, this baseline 

model incorporates 1.5 IQR based outlier filtering and feature removal (identical to the 

procedure described in Ion-Pair Reinterpretation), and statistical testing (K-S test or 

Welch’s t-test) in order to find statistically significant single-ion features when analyzing 

a dichotomous data set. The classification procedure used by APICCA is also adapted for 

this baseline model, with only a few differences. Instead of a user-defined subset of the 
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statistically significant features, the baseline model can use the full set, as it is an order of 

magnitude smaller than the statistically significant SPICA set, and is no longer a 

computational burden. Furthermore, reducing the computation time via heterogeneous 

PCA preprocessing is unnecessary, again due to there being far fewer statistically 

significant features. As in APICCA, MTC is not conducted, however in this case it is due 

to the procedure almost completely eliminating all statistically significant single-ion 

features from analysis. This baseline model serves to make the evaluation of 

SPICA/APICCA as fair and balanced as possible. 

 

	  
 
Figure 5. The workflow for classification via SPICA. The workflow for APICCA, a 
SPICA based SVM binary classifier. For an unknown sample X, whose data has been 
reinterpreted via SPICA, only ion-pair features that overlap between this sample and 
statistically significant features identified from a training set are used for training 
APICCA. All data is initially processed through heterogeneous PCA to reduce 
dimensionality (and thus computation time) and for data whitening. The topmost 
principal components are used to construct the SVM, which is finally used to predict the 
classification of sample X. 
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9. Analysis of Total Body Irradiation Data 

 

 The challenges in studying the effects of radiation exposure in biological systems 

primarily stem from the intrinsically stochastic nature of the stressor(28). These problems 

can be compounded in high-sensitivity platforms such as metabolomics. SPICA was used 

to analyze a data set from a previously reported radiobiology study(29), which consisted 

of urine samples collected from 36 patients undergoing total body irradiation (TBI) 

collected before, and 6 hours post-exposure to a single dose of 125 cGy of radiation. A 

zeros threshold (Zthr) of 0.50 was used, on the qualitative basis that in the worst-case 

scenario, a continuous ion-pair feature would be present, and therefore applicable for at 

least 50% of the samples in both groups. A practical outlier removal threshold (Lthr) of 

0.9 was utilized, which excludes a feature if more than 90% of the data is found to be an 

outlier via 1.5 IQR filtering. A porous biological filtering rule set was also utilized for 

removing irrelevant ions. SPICA was able to identify 33 statistically significant (P < 

0.05, step-down permutation corrected) continuous ion-pair features via the K-S test, and 

3497 statistically significant (P < 0.05, step-down permutation corrected) discrete ion-

pair features via the Fisher’s exact test. These features were utilized to construct a 

heterogeneous PCA scores plot, shown in Figure 6A, which illustrates a very strong 

separation between the pre-exposure (red circles) versus the post-exposure (blue 

triangles) samples. When comparing these results with the PCA scores plot 

(Supplemental Figure 1A) generated from a traditional single-ion approach (see 

Supplemental Information for more detail on parameters) for identifying statistically 

significant features via the K-S test (P < 0.05, uncorrected), the qualitative separation is 
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markedly more difficult to discern. Notably, no multiple testing correction was conducted 

for identifying the 307 statistically significant single-ion features, as it would have 

reduced the significant feature count to impractically small numbers for any appreciable 

analysis. 

Putative metabolomic pathway analysis was also conducted on the 3530 

statistically significant features, which yielded a number of significantly perturbed 

KEGG pathways via single-mapped (Figure 6B) and dual-mapped (Figure 6C) feature 

analysis. The graphs plot the -1*log10 transformed p-values, both uncorrected (blue bars) 

and false discovery rate (FDR) corrected (red bars), via the hypergeometric test for 

significance. The yellow line is the threshold for a false discovery rate of 0.1. Analysis of 

both the single-mapped features, i.e. ion-pairs in which both constituent ions map to the 

same metabolic pathway, as well as the dual-mapped features, i.e. ion-pairs in which the 

ions map to different pathways, yielded lysine biosynthesis (ko00300) and lysine 

degradation (ko00301) as statistically significant (P < 0.10, FDR corrected). Poly-L-

lysine has been linked to hematopoietic stem cell differentiation, and amino acids in 

general play a role in forming free radicals as a result of ionizing radiation 

exposure(30),(31) Analysis of the dual-mapped features also yielded folate biosynthesis 

(ko00790) as being statistically significant, which has been directly linked to radiation 

exposure(32),(33). Furthermore, an MDS plot (Figure 6D) produced from analysis of 

dual-mapped features indicates that the folate biosynthesis pathway is differentially 

perturbed when compared to the perturbation of the two lysine pathways, which are 

nearly identical (most likely the result of many shared ion-pair features). This may 
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suggest that the ion-pair features mapped to the folate pathway may reveal different 

underlying mechanisms from that of the lysine pathways. 

Finally, a Monte Carlo cross validation (MCCV) procedure was conducted on the 

TBI data utilizing the SPICA derived prediction algorithm, APICCA. Approximately 

10% of the samples were randomly removed from the original data set, while the 

remaining 90% were utilized to train APICCA. The 10% would then be classified to 

evaluate the accuracy of the prediction model. To reduce computation time, the top 1000 

statistically significant (uncorrected p-value < 0.01) continuous ion-pair features ranked 

by K-S derived p-values, and the top 1000 statistically significant (uncorrected p-value < 

0.01) discrete features ranked by Fisher’s exact test were utilized for classification. This 

process was then repeated 100 times, resulting in 800 predictions that could then be 

utilized to construct a Receiver Operating Characteristic (ROC) curve to evaluate the 

sensitivity (true positive rate) versus the specificity (true negative rate) of APICCA. This 

procedure was also repeated in identical fashion for the baseline model (also utilizing an 

uncorrected p-value cutoff of 0.01), with the results for both models shown in Figure 6E. 

From the ROC curves, it is apparent that APICCA (AUC 0.924) outperforms the baseline 

model (AUC 0.817) by a wide margin, and indicates that the predictive capability may 

potentially be leveraged in practical scenarios such as identifying exposed individuals in 

radiological emergencies for triage and treatment. 
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Figure 6. Analysis of urine samples collected from 36 patients before and 6 hours 
after exposure to 125 cGy of total body gamma radiation. (A) A heterogeneous PCA 
scores plot indicates a very strong separation between the pre-exposure (red circles) and 
post-exposure (blue triangles) samples. Putative KEGG metabolic pathway analysis of 
both the single-mapped (B) and dual-mapped (C) ion-pair features yields pathway 
enrichment graphs which plot the uncorrected (blue bars) and FDR corrected (red bars) -
1*log10 p-value (hypergeometric test) for each pathway. Lysine biosynthesis (ko00300) 
and degradation (ko00301) were identified as being statistically significantly perturbed (P 
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< 0.1, FDR corrected) by both analyses, though dual-mapped features reveal folate 
biosynthesis (ko00790) as being affected as well. Additional analysis of dual-mapped 
features produced an MDS plot (D) visualizing both magnitude and direction of 
perturbation, and reveals folate biosynthesis perturbation as being distinct from the 
perturbation direction of the lysine pathways. Finally, ROC curves (E) of the SPICA 
based SVM classifier (black line) and a baseline single-ion based SVM classifier (red 
line) demonstrate the powerful predictive potential of SPICA’s ion-pair features, which 
unequivocally outperforms the traditional single-ion based classifier, and may even be 
strong enough for practical applications in biodosimetry. 
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10. Analysis of Colorectal Cancer Relapse Data 

  

 Identifying the mechanisms of cancer recurrence is especially difficult, given that 

the samples must originate from human cohort studies with numerous potential 

confounding factors. SPICA was used to analyze a colorectal cancer (CRC) data set 

consisting of 20 non-relapse urine samples and 20 relapsed urine samples collected from 

patients at the time of surgery, prior to any treatment, and with a minimum follow up 

time of five years(34). Many of the same parameters used during analysis of the TBI data 

were used, including a Zthr of 0.50, an Lthr of 0.9, and a porous biological rule set, 

however the FDR procedure was used for MTC instead of permutation, as the latter was 

too conservative, and did not produce adequate results. SPICA was able to identify 590 

statistically significant (P < 0.05, FDR corrected) continuous ion-pair features via the K-

S test and 5871 statistically significant (P < 0.05, FDR corrected) discrete ion-pair 

features via the Fisher’s exact test. These features were utilized to construct a 

heterogeneous PCA scores plot, shown in Figure 7A, which indicates a strong clustering 

of non-relapse samples (red circles) versus the comparatively spread out distribution of 

the relapse (blue triangles) samples. This suggests a lower variance in the statistical 

distributions of the significant features for non-relapse cases, in contrast to a higher 

variance in the distributions of these same features for relapsed patients. As with the TBI 

data, the PCA scores plot (Supplemental Figure 1B) generated from a traditional single-

ion feature approach exhibits a much lower qualitative degree of separation between the 

two sample groups. Again, no multiple testing correction was utilized in identifying the 
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236 (P < 0.05, uncorrected) statistically significant single-ions via the K-S test, as it 

would have reduced the number of results to impractical levels. 

 utative metabolic pathway analysis was conducted only on the dual-mapped ion-

pair features, as there were insufficient single-mapped features for analysis. The results 

(Figure 4B) indicate that by far the most significantly perturbed KEGG pathway was 

folate biosynthesis (ko00790). Increased dietary folate intake has been strongly linked 

with a decrease in CRC risk(35). Other pathways found to be statistically significant (P < 

0.10, FDR corrected) include propanoate metabolism (ko00640)(36), as well as 

GABAergic synapse (ko04727)(37), sphingolipid metabolism (ko00600)(38), and several 

other pathways, many of which have been identified in the literature as being associated 

with colorectal cancer. The MDS plot (figure 7C) suggests that the perturbation of the 

folate biosynthesis pathway is distinctly different from the perturbation of other 

pathways, and also suggests that tryptophan metabolism (ko00380), not seen in the more 

traditional pathway analysis procedure, may be significant, and indeed the literature 

suggests that tryptophan levels are associated with quality of life in CRC patients(39).  

As with the TBI data set, MCCV was also conducted with the CRC data via 

APICCA. The same parameters used during validation with the TBI data set were used 

for the CRC data as well, for both APICCA and the baseline model. Due to the lower 

sample count, cross validation was repeated 200 times instead, for a total of 800 

predictions, which were utilized in constructing an ROC curves (Figure 7D). These 

curves again show SPICA (AUC 0.891) outperforming the baseline model (AUC 0.833) 

by a considerable, if less impressive margin than in the TBI data. 
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Figure 7. Analysis of urine samples collected at the time of surgery from 20 
colorectal cancer patients with no recurrence, and 20 that eventually relapsed. (A) A 
heterogeneous PCA scores plot contrasts the strong clustering of the non-relapse samples 
(red circles) when compared to the relatively spread out relapse samples (blue triangles), 
which may be a valuable clue in uncovering the mechanisms behind CRC recurrence. 
Though there was an inadequate number statistically significant single-mapped ion-pair 
features for putative metabolic pathway analysis, dual-mapped features revealed several 
significantly perturbed (P < 0.1, FDR corrected) metabolic pathways (B) linked to CRC. 
The most significant pathway identified, folate biosynthesis (ko00790), is of particular 
interest, as a high folate diet has been strongly linked with a decrease in CRC risk. 
Additional analysis of dual-mapped features produced an MDS plot (C) visualizing both 
magnitude and direction of perturbation, and reveals an additional pathway, tryptophan 
metabolism (ko00380), as potentially playing a role as well. ROC curves (D) of the 
SPICA based SVM classifier (black line) and a baseline single-ion based SVM classifier 
(red line) again demonstrates that the predictive potential of SPICA exceeds that of 
single-ions, though to a lesser degree than in the TBI data. 
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11. Discussion 

 

There is a categorical need for algorithms specifically designed for the 

burgeoning field of metabolomics, and SPICA is one of the first attempts at developing 

highly specialized tools for post-processed LC-MS metabolomic data sets. Its ability to 

incorporate the idiosyncrasies of metabolomic data sets, rather than simply working 

around it, sets it apart from the techniques that have been utilized thus far. Furthermore, 

SPICA represents a comprehensive workflow that provides both exploratory capabilities, 

via its heterogeneous PCA implementation and its putative pathway analysis, as well as 

predictive capacity, via the SVM based APICCA. These aspects make SPICA a powerful 

tool that serves to enrich the metabolomics platform as a whole. 

 SPICA’s defining characteristic of using paired features in lieu of the customary 

single feature based analysis allows it to more fully utilize a metabolomic data set during 

analysis. Whereas traditional single feature methods will stumble when there is too much 

missing data, SPICA’s ability to interpret its paired features as discrete variables allows 

information to be extracted even when the available data is sparse. For instance, in a 

dichotomous data set with 10 samples each in the control and treated groups, if an ion’s 

abundance value is only non-missing in 2 of the control samples and in 6 of the treated 

samples, traditional statistical hypothesis testing would fail due to insufficient data. 

SPICA, however, would pair this ion with another ion feature whose data is not as sparse, 

converting it into a discrete ion-pair feature that may potentially yield relevant 

information. We speculate that it is primarily this efficacy in data utilization that allows 

APICCA to outperform the baseline single-ion procedure, rather than the characteristics 
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afforded by utilizing ion-pair features. Nonetheless, it is this pairwise approach that 

facilitates maximizing the extraction of relevant information from a data set. This 

underscores the need to develop specialized algorithms for metabolomics data, as many 

valuable insights can be overlooked from using all-purpose tools for analysis. 

 Perhaps a less obvious benefit of SPICA’s paired feature approach is its ability to 

circumvent normalization issues that often plague metabolomics studies. For instance, the 

sample-to-sample variation in urine concentration levels may be a major confounding 

factor in a study. Even minor pipetting errors during sample preparation for less variable 

sample types such as cell lysate extracts can cause unforeseen issues during data analysis. 

While tried and true procedures such as TIC normalization may alleviate the issue, 

SPICA’s use of ion-pair features bypasses the problem due to the fact that only the 

difference between abundance values for any two given ions is analyzed, rather than the 

absolute abundance values themselves. Thus, inter-sample concentration variations are 

effectively removed from consideration, as absolute abundance values are never directly 

compared to one another during SPICA’s analysis. A common normalization technique 

for urine metabolomics involves normalizing all abundance values by creatinine, which is 

one of the most abundant metabolites in urine, and a good indicator of kidney function. In 

a sense, it is a form of ion-pair analysis, as every ion is paired to creatinine. SPICA 

essentially generalizes this concept by “normalizing” every ion by every other ion in the 

sample via exhaustively generating all possible ion-pair features. SPICA’s normalization 

property may be crucial in some sample types, such as serum, saliva, and many other 

biofluids where there is no obvious or biologically relevant metabolite that can be used 

for normalization.  
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 Taken together, these techniques we have proposed represent a comprehensive 

workflow that provides both exploratory and classification capabilities which 

encompasses many of the goals for which metabolomics was initially envisioned to 

fulfill. While the concept of an ion-pair may be more difficult to understand than a single 

ion, we have effectively demonstrated in the Putative Metabolic Pathway Analysis 

workflow that traditional methods with only minor adjustments can be applied to yield 

biologically relevant results that are palatable to investigators without a strong 

informatics background. With metabolomics, and “-omics” platforms in general being 

touted as paving the way for non-hypothesis driven biomedical research, SPICA’s ability 

to translate often inscrutable high-throughput data into comprehensible results with 

biological meaning in a statistically rigorous manner is crucial. Biomarker discovery and 

development is another primary objective envisioned for the metabolomics platform in 

which SPICA has potentially enhanced. The ion-pair concept is ideally suited for 

biomarkers, as it reduces potential normalization issues, and may potentially reveal latent 

discriminating factors that are not apparent when analyzing ions one at a time. This 

potential is demonstrated in the proof-of-concept implementation of an SVM based 

classification algorithm utilizing statistically significant features identified via SPICA, 

called APICCA. 

 One shortcoming of SPICA is the difficulty in utilizing paired statistical tests for 

analysis. This difficulty is a problem for metabolomics as a whole, as the “missingness” 

issue means that there would be an often-unacceptable discarding of data that results 

from the need to have non-missing values in both samples in a pre- and post-treatment 

pair. This problem is exacerbated in SPICA, as a continuous ion-pair feature would 
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require that the data for both constituent ions be non-missing for both samples in a given 

pre- and post-treatment pair. This would incur an unacceptably high loss of continuous, 

and to a lesser extent discrete ion-pair features for a potentially small gain in statistical 

power that is afforded by paired statistical testing. During analysis of the TBI data, which 

is indeed a paired data set, we felt that any loss of statistical power was negligible, and 

outweighed by the increase in data utilization and flexibility that the use of unpaired 

statistical tests afforded, as evidenced by the adequate number of statistically significant 

results found. Furthermore, paired statistical testing would have potentially complicated 

permutation based multiple testing correction procedure to the point where it would be 

completely infeasible. 

 The advancement of the field of metabolomics through the development of 

specialized informatics techniques is just as crucial as its other aspects. It is through such 

tools that metabolomics can mature into a more standardized platform that can gain a 

wider user base. The development of SPICA, a novel methodology expressly for 

postprocessed LC-MS metabolomics data, has been predicated on these goals. 
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12. Supplemental Information 

 

Analysis of the TBI and CRC data sets utilizing a traditional single-ion approach 

was conducted via MetaboLyzer, utilizing identical Zthr and Lthr thresholds, and 1.5 IQR 

outlier filtering procedures as during the SPICA analysis. In accordance with SPICA’s 

Initial Data Reprocessing steps, the data was also log transformed and Gaussian 

normalized prior to analysis. A standard singular value decomposition based PCA 

procedure was utilized for generating the scores plots (Supplemental Figure 1) from the 

statistically significant complete-presence ions. No multiple testing correction was 

conducted during analysis of either data set, as it would have reduced the number results 

to impractical levels. 

	  

 
 
Supplemental Figure 1. Standard PCA scores plots generated from a classical single-ion 
approach for identifying statistically significant (P < 0.05, uncorrected) features via the 
K-S test. The qualitative separation observed between the pre-exposure (red circles) 
versus the 6h 125 cGy post-exposure (blue triangles) samples (A), as well as the non-
relapse (red circles) versus the relapse (blue triangles) samples (B) are noticeable, but not 
to the degree observed in the SPICA based heterogeneous PCA scores plots in Figure 3A 
and Figure 4A, respectively. The striking qualitative differences between the PCA scores 
plots between SPICA and traditional single-ion methods highlights the potential strengths 
of an ion-pair approach. 
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V. Summary and Future Directions 
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A. Summary 

 

 While the development of VAMP, MetaboLyzer, and SPICA are in no way 

definitive solutions for post-processed metabolomics data analysis, a concerted effort has 

nonetheless been made in contributing to the progression of post-processed data 

interpretation, and the advancement of the metabolomics field as a whole. The conception 

and development of each of these tools focused on different needs and aspects of post-

processed data analysis. With VAMP, the focus was on creating a tool that produced 

visualizations that required minimal manipulation of the data so that the results were easy 

to understand. However, the qualitative nature of VAMP necessitated the development of 

more quantitative approaches. This resulted in MetaboLyzer, a workflow that attempts to 

incorporate many of the classical univariate and multivariate biostatistical approaches, 

while at the same time taking into account the unique characteristics of metabolomics 

data during analysis. Though utilizing established methodologies is crucial when initially 

exploring a novel data type, formulating specialized tools and techniques that take into 

account its idiosyncrasies, advantages, and disadvantages is essential to maximizing the 

usefulness of the results extracted from the data. This effort resulted in SPICA, a novel 

algorithm that analyzes metabolomics data in terms of ion-pairs, rather than the 

traditional single-ion approach. This ion-pair approach reduces numerous confounding 

factors, especially those relating to normalization. Furthermore, its heterogeneous 

methodology, which relies on both discrete as well as continuous variables, directly 

addresses the “missing” data issue endemic to all metabolomics data sets. By creating 

methods and tools that both simplify the analysis process and allow for stronger, more 
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relevant conclusions to be made from the results, metabolomics can evolve into a 

cornerstone for cutting edge biological research.  
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B. Future Directions 

 

 Though we have detailed herein what has been a considerable effort in developing 

new techniques for analyzing metabolomics data, these efforts only address a small 

fraction of the challenges that must be overcome in order for metabolomics to be more 

ubiquitous. These challenges involve interpreting far more complex metabolomic data 

sets, such as time course data, and incorporating metabolomics into a true systems 

biology framework that encompasses all “omics” platforms. 

While the methodologies described herein focus exclusively on analyzing and 

interpreting dichotomous data sets, metabolomics studies produce data that is frequently 

far more complicated than a simple case control study. The complexity of the data is 

facilitated in no small part by the flexibility of the metabolomics platform, and the 

relatively low cost of running large sample batches. This can lead to incredibly complex 

experiments that may involve time course sample collections from multiple treatment 

groups that may even span multiple generation cohorts. The multiple interconnected 

correlations within such complicated data sets would be exceptionally difficult to factor 

for during analysis. These complicated metabolomic data sets also exacerbate the 

“missing” data issue due to the fact that the number of metabolites that are present in 

every sample subgroup shrinks with every additional group. Thus, the sparseness of the 

data may indeed pose the greatest challenge when developing tools for analyzing high 

complexity data sets. Nonetheless, it is imperative that the tools for conducting analysis 

are robust enough to handle this high complexity, as such data sets will only become 

more prevalent as the field becomes more ubiquitous.  
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The importance of systems biology approaches that incorporate biological 

information from multiple sources is essential to solving many of the big questions in 

biology. Analyzing “omics” data in an integrated framework embodies this principle. 

While the vertical integration of genomics, transcriptomics, and proteomics has been 

explored and put into practice, integration of metabolomics into the workflow has proven 

to be more of a challenge. This is due to the fact that the features (i.e. metabolites) 

derived from metabolomics data is often not directly linked to the DNA level of 

biological information, unlike the other “omics” platforms. Furthermore, challenges in 

characterizing unknown metabolites that often make up the majority of the features in 

metabolomics data represents a significant obstacle in fully incorporating metabolomics 

into a more comprehensive workflow. Nonetheless, small molecule and metabolic 

pathway databases that incorporate enzyme information are extensive enough that 

concerted efforts should be made in developing computational workflows that can 

correlate metabolomics data with other “omics” data sets. In doing so, these tools may 

provide a truly “pan-omics” view that exceeds the sum of its parts, and more effectively 

link phenotype to genotype. 

	  


