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ABSTRACT 

 
This study investigated the perception and production of two L2 stop consonants, 

examining the importance of lexical stress and motivation to learners’ ability to discriminate and 

produce Spanish /b/ and /p/. Longitudinal data was collected from 26 English-speaking adults 

enrolled in a second-semester Spanish course at the time of recruitment. On five occasions over a 

year-long period spanning nearly three semesters of Spanish instruction, participants completed a 

discrimination task and two production tasks: a sentence formation task and a sentence reading 

task. Once per semester, they also completed a language contact questionnaire, a quantitative 

motivation questionnaire operationalizing aspects of the L2 Motivational Self System (Dörnyei, 

2009), and a qualitative questionnaire eliciting information on their language learning goals and 

beliefs. 

 For each of four contrasts crossing stress and position in the word, I calculated d’ as a 

measure of participants’ ability to discriminate the stops (Macmillan & Creelman, 2005). On the 

production data, I took VOT measurements from word-initial targets and C:V intensity ratio 

measurements, which index degree of lenition (Hualde, Simonet, & Nadeu, 2011), from word-

medial targets using Praat software (Boersma & Weenik, 2012). 

In characterizing the findings, both accuracy and stability were taken into account. 

Learners developed short-lag /p/ more quickly than lead-lag /b/, but the lead-lag category proved 

more resilient after a brief hiatus from Spanish during Winter Break. In contrast, there was little 
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development of word-medial stops at the group level, though some individuals succeeded in 

producing targetlike C:V intensity ratios, indicating that they had acquired the phonological 

distribution of stops and approximants in Spanish. Consequently, phonetic detail (i.e., VOT) may 

be easier to acquire than phonological alternations (i.e., lenition). 

 Regarding stress and motivation, the primary predictors of interest, the former was more 

related to performance and the latter to development. Participants’ discriminated stops more 

readily in stressed syllables and produced medial /b/ with greater degrees of lenition in 

unstressed syllables. In terms of motivation, a stronger ideal L2 self was negatively related to 

VOT development. This finding suggests that at lower instructional levels, learners likely 

prioritize grammar and vocabulary, potentially excluding pronunciation from their motivational 

systems.   
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Chapter 1: Introduction 

 Research on second language acquisition (SLA) has focused on two enduring issues: 

ultimate attainment (i.e., how proficient a language learner can become in the second language 

and whether he can attain a level comparable to that of a native speaker) and how learner and 

instructional variables affect development. Scholars working in the field of second language (L2) 

pronunciation have contributed to the issue of ultimate attainment in particular, investigating 

whether a critical period exists for language acquisition. Research has shown that even speakers 

who begin learning an L2 at a very early age (e.g., by the age of 6) may have a detectable foreign 

accent (e.g., Flege, Munro & MacKay, 1995; Flege, Yeni-Komshian & Liu, 1999). Yet, some L2 

speakers appear to be capable of passing as native speakers, despite very late ages of learning 

(e.g., Moyer, 1999; Nagle, 2013). However, diversity in study design, particularly regarding the 

operationalization of nativelike attainment, complicates the interpretation of these findings (e.g., 

Abrahamsson & Hyltenstam, 2009).  

Variability in outcome has been a defining characteristic of many of these studies. In fact, 

in early pronunciation research scholars noted just such variability even among L2 speakers who 

shared many characteristics, “A closer examination reveals that not all individuals exhibit 

changes in each of the domains dealt with, so that results based on all of the nonnative speakers 

may in fact obscure individual differences” (Gass, 1984, p. 66). Likewise, Bradlow, Pisoni, 

Akahane-Yamada, and Tohkura (1997) observed that “there was considerable individual 

variation [emphasis added] across subjects in pretest accuracy, post-test accuracy, as well as in 

the percentage change” (p. 2306) in their study of Japanese speakers of L2 English. Nearly every 

study on pronunciation notes that L2 speakers exhibit strikingly different learning trajectories, 

but the field has only begun to explore the range of factors that may be associated with 
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development. Pronunciation research has reported that earlier ages of learning and more L2 use 

and experience are typically associated with more accurate pronunciation (e.g., Piske, MacKay, 

& Flege, 2001). However, these studies have predominantly focused on L2 speakers who moved 

to a country where the target language was spoken.  

In contrast, in the United States, students typically begin learning a foreign language in 

middle school or high school, around the ages of 10 to 12, and many do not begin until college. 

For these learners, L1 use is also high relative to L2 use, and L2 use is limited to interactions in 

the classroom and perhaps a few optional activities such as foreign language conversation tables 

that meet once a week to speak in the language. Regarding experience, learners at higher levels 

of proficiency who have had more foreign language experience tend to have better 

pronunciation. Scholars have also called attention to the importance of the target structure. 

Colantoni and Steele (2007, 2008) reported that English-speaking learners of L2 Spanish and 

French acquired manner before voicing in salient contexts, arguing that “the acquisition of new 

segments starts by targeting the most salient parameter in the most salient environment” (2008, 

p. 521). Whereas French /ʁ/ and Spanish /r/ and /ɾ/ appear to be challenging for learners from an 

articulatory perspective, particularly when part of a consonant cluster, other segmental 

distinctions such as the /r/-/l/ for Japanese speakers of L2 English or L2 stop consonant contrasts 

also pose a challenge from a perceptual standpoint. The latter constitutes an ideal test case for L2 

phonological development given the opportunity to examine L2 perception and L2 production in 

tandem as well as the factors that shape them.  

 The goal of this dissertation is to examine how L1 English speakers of L2 Spanish 

perceive and produce two Spanish stop consonants, /p/ and /b/, in a range of contexts (i.e., in 

word-initial and word-medial positions and in stressed and unstressed syllables) over time. In 
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both English and Spanish, Voice Onset Time (VOT; Lisker & Abramson, 1964), a temporal 

variable that indexes the onset of periodic vocal fold vibration relative to the release of the stop 

consonant, is a robust cue to the voicing contrast. VOT may be negative if voicing begins during 

the articulation of the stop (i.e., before it is released) or positive if it begins after the release. 

Although VOT is relevant to both languages, English and Spanish differ with respect to where 

they partition the VOT continuum. In English, phonologically voiced stops are produced with a 

short, positive VOT of around 15 ms, depending on the point of articulation, and voiceless stops 

with a long, positive VOT of 60 ms or greater (e.g., Lisker & Abramson, 1964, 1967). In 

contrast, in Spanish, voiced stops are produced with a negative VOT, indicating that voicing has 

begun during the articulation of the stop, and voiceless stops with a short, positive VOT value 

(e.g., Lisker & Abramson, 1964; Rosner, López-Bascuas, García-Albea, & Fahey, 2000). 

Consequently, an English speaker who listens to Spanish may perceive all stops as voiced, and 

the same speaker might produce only voiceless stops in Spanish if he uses the phonetic 

categories of English. However, English speakers also face an additional challenge when 

learning Spanish: In most medial contexts, voiced stops weaken to approximants, a process 

known as lenition. This process is phonological in Spanish, but only occurs at the phonetic level 

in English. As a result, English speakers not only need to shift the VOT boundary toward shorter 

values in order to correctly perceive and produce word-initial stops in Spanish, but they also 

need to master the distribution of stops and approximants, as well as the precise phonetic 

implementation of the latter, which vary according to the environment in which they occur. 

Scholars have investigated a range of phonetic factors (e.g., stress, orthography, task 

formality, etc.) affecting how L1 English speakers of L2 Spanish produce Spanish approximants 

(e.g., Face & Menke, 2009; Zampini, 1994), but most studies have been cross-sectional. By 
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comparison, only a handful of studies have examined what factors, if any, influence the 

production of VOT over time. Research is particularly scarce on how phonetic factors, such as 

stress or task formality, shape L2 pronunciation development. The present study attempts to 

address this gap in the literature by considering how English-speaking learners of L2 Spanish 

develop the acoustic (and, by extension, articulatory) properties of two Spanish stop consonants 

over a year-long period, and the phonetic factors and individual differences that shape paths of 

learning in their development. In doing so, the study contributes new knowledge to the more 

general discussion of what phonetic factors and individual learner differences might shape the 

development of L2 pronunciation. This dissertation also has implications for the acquisition of 

broader phonological phenomena such as aspiration and lenition, which affect different segments 

in different languages. To that point, I would like to draw attention to two important features of 

this study: the fact that it is longitudinal and the fact that it addresses L2 development. 

 Regarding longitudinal research, Ortega and Iberri-Shea (2005) have noted that SLA is 

fundamentally a question of time: “It can be argued that many, if not all, fundamental problems 

about L2 learning that SLA researchers investigate are in part problems about ‘time,’ and that 

any claims about ‘learning’ (or development, progress, improvement, change, gains, and so on) 

can be most meaningfully interpreted only within a full longitudinal perspective” (p. 26). 

Likewise, N. Ellis (2002) observed that usage-based approaches to SLA define acquisition as 

“the piecemeal learning of many thousands of constructions and the frequency-biased abstraction 

of regularities within them…that emerge from learners’ lifetime analysis of the distributional 

characteristics of the language input” (p. 144). These authors point to the fact that change over 

time is at the very heart of SLA research. Indeed, longitudinal research in phonology has not 

only provided evidence that various dimensions of L2 pronunciation such as foreign accent and 
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comprehensibility develop at different rates, but has also shown that individual trajectories 

significantly diverge from that of the group (e.g., Derwing & Munro, 2013; Munro & Derwing, 

2008). Thus, longitudinal research has a unique capacity to shed light on the nonlinear, 

multidimensional nature of SLA.  

 The present dissertation focuses on L2 development instead of L2 learning or L2 

acquisition. The choice of the term ‘development’ is not merely terminological, but has deeper 

meaning. On the one hand, it suggests, as opposed to acquisition, that the focus is on the learner 

rather than on the status of the learner relative to a monolingual or even bilingual norm. 

Although baseline data was collected from Spanish-English bilinguals to serve as a point of 

reference, I have avoided making direct comparisons between the learners and the bilinguals 

because the two groups are quite different. The L1 English speakers in the study have lived in an 

English-speaking environment for their entire lives, and they have only just begun learning 

Spanish in a formal classroom setting, oftentimes simply to fulfill a language requirement. 

Furthermore, they generally do not speak another foreign language in addition to Spanish. The 

bilinguals in the present study, in contrast, grew up in a Spanish-speaking environment but have 

lived abroad for a substantial part of their lives and were currently living in the U.S. at the time 

of recruitment. They have many English-speaking friends and regularly interact in English on a 

variety of topics at the university where they are employed. Many of them also speak additional 

foreign languages. I assert that we should look at L2 speakers in formal settings in their own 

right, focusing on the developmental process rather than on comparison to a bilingual control 

group. Therefore, I have made a concerted effort to look at development for the learners, and to 

also reference the phonetic norms of Spanish provided by the bilingual group. Moreover, I have 

chosen to use the term development because development encompasses both growth and 
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regression. That is, development does not imply directionality and, as we shall see, for many of 

the L2 learners in the study, development was nonlinear.   

 By addressing L2 pronunciation development in a longitudinal design and considering 

both phonetic and linguistic factors such as stress and task formality (as well as position in the 

word, though I do not compare word-initial and word-medial phones in my statistical analyses 

since the phonetic characteristics of stops differ in those positions) and learner differences such 

as motivation, this dissertation stands to make a number of important contributions to the field. 

First, it stands to elucidate the role motivation plays in pronunciation development, extending a 

major model of language learning motivation, the L2 Motivational Self System (e.g., Dörnyei, 

2009), to pronunciation. In doing so, it also stands to inform pedagogy because language 

instructors will be able to leverage information on the relationship between motivation and 

pronunciation in the language classroom to help learners grasp the importance of motivation to 

pronunciation and set goals related to it. In terms of phonological theory, the present research 

provides insight into markedness as a critical factor that conditions rate and path of learning. 

This study is the first to examine the development of the perception and production of voiced and 

voiceless stop consonants in L2 Spanish. As such, direct comparisons can be made between the 

acquisition of VOT, arguably a matter of phonetic detail, and the acquisition of lenition, a 

phonological process operative in Spanish that only occurs at the phonetic level in English. 

Moreover, I also compare how L2 learners develop the lead-lag and short-lag categories for 

Spanish /b/ and /p/, respectively, and any asymmetries that occur between them, enriching our 

understanding of VOT. This data also stands to inform our understanding of VOT categories and 

the voicing feature, topics which have engendered considerable debate in the field of phonetics 

and phonology (e.g., Curtin, Goad, & Pater, 1998; Iverson & Salmons, 1995; Vaux & Samuels, 
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2005). Methodologically, the present dissertation underlines the need to consider both the 

accuracy and stability with which speakers produce L2 phones over time. It also highlights the 

efficacy of growth curve modeling, a cutting-edge statistical procedure capable of accounting for 

variation at two levels: within the individual and between individuals. With these potential 

contributions in mind, I now provide the backdrop for the study, situating it relative to current 

approaches to phonological development and previous research that has examined L2 

pronunciation development. 

Chapter 2: Background 

Approaches to Phonological Development	   

  Abstract approaches to phonology generally posit that phonological forms are 

normalized with respect to a canonical mental template. Complex alternations are derivable via a 

series of rules and statements about how the rules interact and where they operate. In the Sound 

Pattern of English (SPE) model (Chomsky & Halle, 1968), language-specific phonetic spell-outs 

convert binary feature values into phonetic transcript, which is the output of the grammar. 

Universal phonetics then takes over and converts the aforementioned grammar output into a 

physical one by transforming the transcript into physical parameters. Thus, phonetics operates at 

two levels: within the grammar to transduce feature values to an abstract phonetic form and 

outside of it to transduce the abstract form into a physical one. According to this view, if two 

languages share an abstract phonetic form, then the output should be the same. However, 

scholars have called into question universal phonetics, the view that phonetic implementation is 

universal across all languages, citing cases where two languages share an abstract phonological 

form (and, indeed, phonetic transcript), but differ in terms of the acoustic interpretation of 
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phonetic features (e.g., Keating, 1985; Ladefoged, 1980). For example, Bradlow (1995, 1996) 

demonstrated that English and Spanish vowel targets occupy different regions of phonetic space 

despite the fact that both languages contain the same phonological vowels (i.e., /i/ and /e/). That 

is, they differ in terms of their acoustic properties.  

 Despite the demise of SPE as a viable approach to phonology, its core tenet––the fact that 

phonological alternations can be captured in abstract terms that apply when a set of criteria are 

met––was not lost. Indeed, SPE laid the groundwork for future generative approaches to 

phonology, most notably Optimality Theory (e.g., Prince & Smolensky, 2004), offering insights 

into what the primordial units of phonology are, how they interact, and where the divide between 

universal and language-specific properties lies. Although this may at first seem esoteric or 

tangential, these decisions ultimately shape what is possible in phonological development, what 

the learning mechanism is, and what it is that speakers need to learn.  

In the upcoming sections, I review four models and a theory that have contributed to our 

knowledge of phonological acquisition. Optimality Theory (OT; e.g., Prince & Smolensky, 

2004) and Stochastic OT (e.g., Boersma, 1998; Boersma & Escudero, 2008; Escudero & 

Boersma, 2004) are generative theories that have been applied to both L1 and L2 perception and 

production data. The Native Language Magnet Model (NLM; e.g., Kuhl, 2000; Kuhl, Conboy, 

Coffey-Corina, Padden, Rivera-Gaxiola, & Nelson, 2008) is a domain-general model of speech 

perception, predominantly concerned with perceptual development during the first year of life 

though scholars have extended it to SLA. In contrast, Flege’s (e.g., 1995) Speech Learning 

Model (SLM) and Best’s (1995; Best & Tyler, 2007) Perceptual Assimilation Model (PAM) 

focus on how L2 speech perception constrains L2 speech production, though Flege and Best 

developed each model with different learner/listener populations in mind. Finally, like the SLM 
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and PAM-L2, Major’s Ontogeny Model (e.g., 1986, 2001) also deals with L2 pronunciation, 

though it has a different aim: to account for the relative importance of transfer and 

developmental factors in L2 phonological acquisition. 

Optimality Theory 

OT is currently the most widely accepted generative model of phonology. Instead of the 

rules of SPE, the units of OT are violable constraints. The speaker must learn the hierarchy of 

constraints through experience in order to speak the language appropriately (i.e., as a native 

speaker). That is, the forms that the speaker experiences reveal the order of constraints that 

characterizes the target language. In OT, CON is the set of universal, violable constraints to be 

ordered, GEN the module that generates the set of potential outputs, and EVAL the module that 

evaluates the set of outputs with respect to the constraint hierarchy. Constraints fall into two 

broad categories: markedness constraints, which favor simplicity insofar as they are ostensibly 

rooted in the articulatory and aerodynamic properties of speech, and faithfulness constraints, 

which are form-preserving in that they regulate how much a surface form can deviate from an 

underlying form. These two classes are in opposition since markedness constraints aim for 

articulatory simplicity whereas faithfulness constraints aim for strict adherence to the underlying 

representation.  

While OT succeeds at more abstract levels, it faces serious challenges with phonetic 

detail. Take, for example, one of the key phonological alternations that will be examined in the 

present study: lenition in Spanish. The fact that stops weaken after a [+ continuant] segment is 

relatively straightforward in OT. Let us assume that there is a constraint that strives for 

continuancy agreement among adjacent voiced segments and an identity constraint that seeks to 

maintain the identity of the underlying segment with respect to continuancy. In Spanish, the 
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agreement constraint would outrank the identity counterpart. Yet, this only captures the broadest 

level of lenition, though research has documented subtle variation in lenition as a function of the 

surrounding vowels and lexical stress, to name but a few factors (e.g., Colantoni & Marinescu, 

2010). To deal with this level of phonetic variability, scholars have posited a set of laziness 

constraints (Kirchner, 1998, 2004; Piñeros, 2002). By such a model, each dialect of Spanish 

might have a constraint hierarchy that differs in the organization of laziness constraints. For 

example, more conservative dialects where stops weaken less should rank identity constraints 

above the majority of laziness constraints, whereas a dialect with more pervasive lenition should 

do the opposite; laziness constraints should outrank identity constraints.  

 OT has not only addressed speech production. In their work, Boersma and Escudero (e.g., 

2008) have extended a Stochastic OT model to both L1 and L2 speech perception. In Stochastic 

OT, (i) constraint evaluation involves an inherent level of noise, (ii) constraints are 

conceptualized as a continuous set of auditory features, the organization of which depends upon 

the specific auditory characteristics of target language sounds, and (iii) rate of acquisition is 

defined in terms of the plasticity of the system, which declines with age. Consequently, learning 

is probabilistic in that listeners attempt to minimize perceptual errors by maximizing the chance 

that the form they have experienced coincides with the form the speaker intended (cf. Boersma & 

Escudero, 2008; Escudero & Boersma, 2004). To do so, they organize the constraint hierarchy 

such that negatively-worded constraints (e.g., “[VOT = 18] is not /p/” or “[F1 = 800] is not /a/”), 

which are necessary for systems where more than two options are under evaluation, match the 

auditory input they receive. That is, in a language where a prototypical /i/ is produced with [F1 = 

260] such as in Spanish or English, the listener needs to rank the constraint “[F1 = 260] is not /i/” 

above “[F1 = 286] is not /e/”, to take a simple case involving only one auditory parameter. 
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Boersma and Escudero (e.g., 2008) have contended that learning occurs when the listener 

misperceives the intended target. Higher-level processing then tells the perceptual system that a 

mismatch has occurred, allowing the listener to reorganize the L2 constraint hierarchy in gradual 

increments over time. Implicit in these arguments is the fact that the individual maintains two 

separate constraint hierarchies, one for each language. Consequently, this approach appears to be 

ill-equipped to account for the merged phonetic targets (i.e., targets that fall between L1 and L2 

category values) that Flege and colleagues have observed in their research on bilinguals (e.g., 

Caramazza, Yeni-Komshian, Zurif & Carbone, 1973; Flege & Eefting, 1987; Flege, Schirru & 

MacKay, 2003).  

The Native Language Magnet Model 

One of the most prominent models of statistical learning as it relates to language is the 

Native Language Magnet model (NLM), which Kuhl has refined through a number of studies 

reviewed in this section. Kuhl and colleagues have investigated infants from a range of language 

backgrounds during the first year of development using the Head Turn paradigm (and more 

recently ERPs) to test perception of both native and non-native speech contrasts. In these studies, 

they observed that infants’ ability to discriminate native contrasts increases while their ability to 

discriminate non-native contrasts decreases substantially during the period from 6 to 12 months 

of age (Kuhl, Conboy, Padden, Nelson, & Pruitt, 2005; Kuhl, Stevens, Hayashi, Deguchi, 

Kiritani, & Iverson, 2006; Tsao, Liu, & Kuhl, 2006; see also Werker & Tees, 1984). This 

suggests that during the formative first year, the neural circuitry of speech perception is 

increasingly allocated to the contrasts relevant only to the languages to which the infant is 

exposed, which comes at the expense of other linguistically-relevant contrasts. Cheour, 

Ceponiene, Lehtokoski, Luuk, Allik, Alho, and Näätänen (1998) have also found that native 
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phonological categories appear to emerge around the end of the first year in their research on 

Estonian and Finnish infants’ neurological MMN responses1 to two change conditions involving 

two shared vowels and a vowel unique to Estonian: /e/, /ö/, and /õ/ (Estonian only) in /e/–/ö/ and 

/e/–/õ/ trials. On the first trial at six months, Finnish infants exhibited a larger MMN response to 

/e/–/õ/ pairs than to /e/–/ö/ pairs, but at 12 months, they showed the opposite effect; /e/–/ö/ pairs 

generated a larger MMN than /e/–/õ/ pairs, though the latter are more acoustically discrete. This 

suggests that infants’ perception was shaped by their native phonology; the native and more 

similar /e/–/ö/ pair produced a greater MMN at Time 2 than the nonnative but more distinct /e/–

/õ/ pair. That is, just as Kuhl and colleagues demonstrated that infants were predominantly 

discriminating only those contrasts relevant to their native language(s) by the end of the first 

year, Cheour and colleagues found that infants actually began to perceive native language 

contrasts as more discrete (in electrophysiological terms) than nonnative contrasts, even when 

the nonnative contrast was more acoustically distinct than the native contrast. Thus, converging 

evidence from different research paradigms and groups points to the fact that speech perception 

becomes increasingly attuned to the sounds and contrasts relevant to the native language during 

the first year of life. 

In fact, Kuhl (e.g., Kuhl, 2000) has contended that language exposure not only results in 

perceptual attunement to native categories, but also that this experience fundamentally alters 

speech perception itself, giving rise to perceptual magnet effects. In other words, when 

individuals listen to a set of stimuli that vary systematically along auditory continua, native 

language prototypes attract nearby tokens, warping the surrounding perceptual space (cf. Kuhl 

2000, Fig. 6, p. 11854). The fact that native categories become more robust has real 

                                                        
1 The magnitude of the MMN response reflects perceptual dissimilarity where more dissimilar tokens 
elicit a greater MMN response.  
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consequences for both speech perception and future learning: listeners become more capable of 

associating a range of stimuli with a given category and, in terms of learning, the dominance of 

native categories suggests that the perceptual system will resist input that does not reinforce 

existing neural pathways. Consequently, adults will only be able to restructure perceptual space 

with great effort when learning a language later in life, and there will be limits to the type and 

magnitude of restructuring that can occur.  

Based on these observations, L2 phonological development can be construed as the 

process by which the individual frees up neural circuitry for use in L2 speech perception or alters 

the wiring of neural circuitry to accommodate L2 contrasts. In fact, research has suggested that 

both of these processes may be important for L2 learning since learners make use of different 

cues than native speakers in L2 speech perception or make use of the same cues as native 

speakers but weight them differently. Escudero and Boersma (2004) argued that Spanish 

speakers learning Southern English made use of duration in discriminating Southern English 

vowels even though native speakers of Southern English did not because duration was a cue that 

was not relevant to the L1. That is, according to the authors, it was easier for the Spanish 

speakers to establish a duration contrast than a spectral contrast (which was the cue that native 

Southern English speakers predominantly used in discriminating the vowel stimuli) because 

duration was a cue that did not occur in the L1, making it more available for L2 use. In NML 

terms, this means that the speakers potentially made use of uncommitted neural circuitry (i.e., 

neural circuitry or pathways that were not implicated in L1 speech perception) to perceive an L2 

contrast.  

Research documenting gradual attunement to native categories during the first year of 

development (e.g., Kuhl et al., 2006) has paralleled research in phonology exploring the nature 
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of mental representations. Serious work on detailed phonetic traces began with Goldinger (1996), 

who demonstrated that listeners were better able to recall words repeated in the same or similar 

voice in subsequent trials, even days after the initial learning phase. The fact that memory for 

voices persisted over many days suggests that the forms were largely stored with at least some 

degree of phonetic detail. Research on phonotactics has also demonstrated that speakers’ 

phonologies are at least partially probabilistic (Coleman & Pierrehumbert, 1997; Frisch, Large, 

& Pisoni, 2000; Hay, Pierrehumbert, & Beckman, 1998). These facts, combined with the field’s 

growing interest in uniting phonetics and phonology by reappraising the interface between them 

(e.g., Cohn, 2006; Ohala, 2010; Pierrehumbert, 2006; Scobbie, 2005), has lead researchers to 

posit more phonetically-based approaches to phonology, including exemplar-based models of 

phonological representation (e.g., Pierrehumbert, 2000, 2003, 2010). It is important to bear in 

mind that statistical or phonetically-rich approaches to phonology are not in total opposition with 

abstract models. Indeed, Boersma and Hayes (2001) demonstrated that the General Learning 

Algorithm (GLA) was able to handle the same types of gradient phonotactic judgments to which 

I alluded above2. Rather, these approaches differ on two, partially overlapping points: the content 

of mental representations (i.e. whether or not they are abstract or detailed) and how learning 

occurs (i.e. whether it is through general cognitive processes such as statistical learning or 

mechanisms specific to language such as the GLA).  

Partially eschewing abstract categories, proponents of the exemplar model (Johnson, 

1997, 2007; Pierrehumbert, 2000, 2001, 2002, 2003, 2010) have taken the perspective that the 

words a speaker experiences form part of a phonetic map that fills out over time. Categories then 

                                                        
2 In fact, Stochastic OT is itself probabilistic in that to arrive at the correct constraint hierarchy, 
listeners use a maximum likelihood approach to maximize the probability that they have 
perceived the intended target. Thus, the approaches reviewed differ by degrees and across 
different points.  
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emerge out of this map as the statistical average of a set of traces, a process akin to drawing 

boundaries around densely populated regions of phonetic space. As the map becomes more 

complete, categories become more sharply defined because they are based on a larger data set. 

Pierrehumbert (2000) illustrated how speech perception takes an incoming signal with particular 

auditory properties and matches it to exemplar space to select the most probable intended target. 

She observed that in reality category boundaries overlap because tokens overlap; in her example, 

some tokens of /ɪ/ and /ɛ/ occur in the same f2 range (cf. Figure 1, p. 5). She also showed how 

such an approach accounts for memory decay and entrenchment. Not only does this call to mind 

the probabilistic selection that Boersma and Escudero (2008) outlined for Stochastic OT, but it 

also aligns with connectionist models (see Li & Zhao, 2013, for an overview) such as the 

Competition Model, which describes language learning in terms of varying levels of L1 and L2 

resonance (e.g., Hernandez, Li, & MacWhinney, 2005; Li & MacWhinney, 2002; MacWhinney, 

2005). This brings to light the importance of seeing these approaches as permutations on a set of 

themes rather than as diametrical opposites. The real distinction is perhaps related to the units of 

phonology which are emergent in exemplar-based approaches but innate in generative theory.  

Given the growing popularity of these approaches, one might ask how they account for 

L2 data. Before delving into that issue, it is useful to consider how language use also shapes 

native language patterns, which ultimately serve as the basis for L2 development. Bybee (2002) 

demonstrated that variable structures like deletion of word-final /t/ or /d/ in English3 were 

dependent on type and token frequency. Likewise, Bybee and Eddington (2006) explained that 

verbs of becoming combine with adjectives in Spanish not by abstract rule or generalization but 

by analogy to robust exemplars. For L2 learning, then, the predictions of an exemplar-based 
                                                        
3 Or lenition of /b, d, g/ in Spanish, particularly in word-initial position where the preceding 
environment can favor or disfavor lenition, e.g., a preceding continuant as in lo bueno vs. a 
preceding nasal as in tan bueno. 
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approach are clear: learning should be gradual, based on the speaker’s cumulative experience 

with the language (e.g., N. Ellis, 2002). Nevertheless, the finer details of such a view of L2 

phonological development have yet to be ironed out. Of central concern is the relationship 

between L1 and L2 exemplars, that is, whether or not words are stored in a shared phonetic 

space. Some evidence suggests that L1 and L2 exemplars are in fact linked (Brown & Harper, 

2009), and a common cognitive space would support the finding that bilingual speakers produce 

intermediate segments (e.g., Caramazza et al., 1973; Flege, Schirru & MacKay, 2003). However, 

this view would not explain why some adult learners produce L2 stops with targetlike VOT or 

degrees of lenition, the two parameters central to this thesis. Perhaps younger learners who are 

acquiring two languages simultaneously distribute those languages across the cognitive map 

whereas later learners isolate them, reserving certain regions of the map for each language as Li 

and Zhao (2013; cf. Figure 3, p. 191) suggested. The distributed nature of early bilingualism 

would therefore necessitate that the two languages influence one another to a greater extent than 

the compartmentalized distribution of later learning. One point that is clear in an exemplar-based 

account is that development is never complete in the sense that new forms are constantly affixed 

to the cognitive map, which means that speakers’ language is also constantly evolving based on 

the forms they experience4. 

                                                        
4 Indeed, Best and Tyler (2007) called attention to this fact in their appraisal of how the 

SLM and the PAM tackle L2 phonological data: “One can also imagine a more global 
possibility, that a listener’s perception of phonetic information generally [original emphasis] 
behaves as a coherent dynamical system in which changes in any subregion may affect the lay of 
the remaining landscape. That is, contact with a different dialect of the L1 could conceivably 
cause perceptual changes” (p. 18). To that point, research on L2 dialect acquisition has shown 
that early learners, individuals who move to a location where the L2 dialect is spoken at an early 
age, typically during childhood, tend to lose their native dialect and gain the new dialect whereas 
later learners create a hybrid dialect (e.g., Siegel, 2011).  
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The Speech Learning Model, Perceptual Assimilation Model, and Ontogeny Model 

Researchers working in the field of SLA and bilingualism have developed a series of 

models that directly address L2 phonological development: the SLM (e.g., Flege, 1995), the 

PAM-L2 (Best & Tyler, 2007), and the Ontogeny Model (e.g., Major, 1986, 2001). The SLM 

and the PAM-L2 are broadly concerned with the relationship between L1 and L2 sounds and 

how that relationship comes to bear on the learning process. In contrast, the Ontogeny Model 

focuses on how L1 transfer and developmental effects shape speech production over time. I 

discuss these three models in greater detail given their relevance to the present study.  

 Both the SLM and the PAM-L2 relate learning to the degree of overlap between a target 

phone and an L1 category. The SLM partially coincides with statistical approaches in that it does 

not define L2 speech perception in terms of abstract categories but makes comparisons between 

an L2 phone and a nearby L1 category at an allophonic or positional level. According to Flege, 

there are three major types of L2 sounds, and these categories come to bear on the learning 

process. New sounds (e.g., /r/ for English-speaking learners of Spanish) are unlike any L1 sound, 

and are in theory easy to recognize and distinguish. Sounds that are the same are nearly identical 

to an L1 sound barring minor acoustic variation. The most difficult class of sounds are those that 

are similar: L2 sounds that by and large coincide with a nearby L1 category, but differ along a 

crucial phonetic parameter. Stop consonant VOT is the example par excellence of similar 

sounds. According to the SLM, in order to be able to produce the L2 variant with the correct 

phonetic features, a speaker must detect the difference between similar L2 sounds and the nearby 

L1 category. Take VOT, one of the acoustic features of stop consonants I examine in this 

dissertation. From an SLM perspective, an English speaker needs to discern a difference between 

the lead- and short-lag categories and between the short- and long-lag categories in order to 
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correctly produce Spanish /b/ and /p/, respectively. To produce the stop, Flege (1995) argued that 

the speaker would need to create a new category altogether, or at least modify rules of phonetic 

implementation (e.g., Flege & Eefting, 1988). The SLM has mostly dealt with bilingual 

populations, speakers who have acquired an L2 earlier or later in life, but still before adulthood, 

and who speak the L2 at a high level of proficiency, producing two apparently contradictory 

results: some bilinguals produce targets that merge the properties of both the L1 and L2 whereas 

others produce targets that are appropriate for each language. To explain these results, 

throughout his work Flege has repeatedly argued that only early bilinguals will create a new 

phonetic category with which to perceive and produce L2 sounds; later bilinguals, on the other 

hand, will use a single phonetic category that combines the phonetic properties of L1 and L2 

sounds. Whether or not a speaker establishes a new category, and the form that category has, also 

depends on the input the speaker receives. For example, Flege and Eefting (1987) argued that 

early Spanish-English bilinguals produced intermediate VOT values for English stops because 

they were exposed to Spanish-accented English. To further explore whether or not that was in 

fact the case, Flege (1991) investigated two groups of Spanish-English bilinguals: individuals 

who were born in Mexico (or on the border between the U.S. and Mexico) and who attended 

school in Texas where they had native English-speaking teachers and predominantly native 

English-speaking classmates, and individuals who began learning English as adults who were 

living in the U.S. at the time of the experiment. Flege found that the early bilinguals produced 

phonetically appropriate VOT values in both Spanish and English, but the late bilinguals 

produced English stops with VOT values that were slightly longer than the values they produced 

for Spanish stops, though they still fell short of the English target. Based on these results, he 

contended that early learners were able to form a new phonetic category for L2 stops (which was 
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not affected by Spanish-accented English), whereas later learners were able to apply a different 

rule of realization to a single phonetic category, lengthening the VOT with which they produced 

L2 stops. Implicit in these arguments is the notion that the specific input learners receive 

influences the parameters of L2 phonological development, a point that is at the very core of 

usage-based approaches.  

 The SLM also coincides with statistical models on other fundamental issues. Flege 

(1992) has maintained that the mechanisms responsible for L1 speech learning remain available 

to foreign language learners, and also notes, like Kuhl, that changes in speech perception earlier 

in life substantially shape subsequent language learning: “We propose that an important 

consequence of the hypothesized ‘phonetic system shift’ is that it makes L2 learners more likely 

to equate L2 sounds with sounds in the L1. This may render late learners less able to establish 

additional phonetic categories for sounds in the L2 after rather than before the age of five to 

seven years. If so, it may mean that foreign accents do not arise because speech learning ability 

has diminished as the result of neurological maturation (Scovel, 1998), but because the phonetic 

system has developed and stabilized [original emphasis] (p. 591). In making such a statement, 

Flege attributed foreign accent not to a critical period, but to phonetic category formation and 

perceptual attunement to the native language. This perceptual attunement renders later learning 

difficult insofar as new sounds are inevitably processed in terms of the L1, although the phonetic 

system is not immutable.  

Despite the fact that the SLM has provided researchers a framework within which to 

approach L2 data, certain aspects of the SLM remain vague, which makes the model difficult to 
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evaluate. First, it is unclear how similar two sounds need to be in order to be defined as similar5. 

More importantly, the model does not specify how a learner comes to discern the difference 

between an L2 sound and a nearby L1 category. Do learners have to notice the phonetic 

differences between the two sounds in a metaphonological sense? Or do they merely need to 

detect a difference on a phonetic or auditory level as might be the case in an AXB discrimination 

task? Perhaps Flege meant that learners simply need to experience enough input that the targets 

begin to diverge at a level below awareness. More work is needed on the potential mechanisms 

that drive this process. 

Like the SLM, the PAM-L26 is a model of the types of associations speakers draw 

between L2 speech sounds and native language categories. Yet, it differs from the SLM on a 

number of key dimensions: the SLM was intended as a model of phonological development for 

highly proficient bilinguals whereas the PAM was originally developed to account for how naïve 

listeners categorize novel speech sounds; according to the SLM, listeners perceive the auditory 

properties of the speech signal which they map to phonetic categories. In contrast, the PAM and 

PAM-L2 are based on the direct realist view of speech perception according to which speakers 

directly apprehend the articulatory gestures of speech: “We posit that L1/L2 phones are 

identified as realizations of the same inter-language phonological category when they are 

recognized as involving functionally the same gestural constellation, for which the parametric 
                                                        
5 Although Rochet (1995) cited Flege (1989) as stating that similarity should be based on the 
acoustic characteristics of those phones, and also made a similar argument himself in his 
research on /i, u, y/. 
6 Best and Tyler noted that the PAM-L2 is meant to be an extension of Best’s original proposal 
(1995) to adults learning the L2 in a natural setting for communicative purposes. It is not 
intended to apply to L2 learners in formal settings who are solely enrolled in language courses to 
fulfill a requirement. This point is important since these two contexts of learning provide learners 
with different information about the target language. For example, formal settings frequently 
emphasize metalinguistic knowledge and focus on form to help learners comprehend the 
structure of the L2 more rapidly, whereas the emphasis is on communication in natural settings, 
sometimes to the exclusion of accuracy.  
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details (gestural phrasing, constriction location and degree) may or may not differ in a 

phonetically gradient, rather than phonologically functional, way” (Best & Tyler, 2007, p. 26)7. 

Where the SLM posits three broad classes of sounds, PAM-L2 characterizes the L2 

perceptual system in terms of assimilations. Rather than discuss all possible types of 

assimilation, let us consider the type of assimilation that is relevant to the present research: a 

single-category assimilation. A single-category assimilation occurs when the listener perceives 

two L2 sounds as equivalent to an L1 category and both sounds are taken to be equally good or 

poor instances of that category (Best & Tyler, p. 29). Taking English-speaking learners of 

Spanish as an example, in English voiceless stops are realized as long-lag stops (e.g., [pʰ]) and 

voiced stops as short-lag stops (e.g., [p]). This contrasts with Spanish where voiceless stops are 

realized as short-lag stops (e.g., [p]) and voiced stops as lead-lag stops (e.g., [b]). Because of this 

configuration, an English speaker will assimilate both the voiced and voiceless phonological 

categories of Spanish to the voiced category of English, meaning that they will likely fail to 

discriminate stops in Spanish. According to Best and Tyler (2007), whether or not a learner is 

able to learn to discriminate the perceptually assimilated categories depends on a range of factors 

such as the phonemic load of the contrast (i.e., the number of minimal pairs that involve the 

contrast and their frequency). Just as Flege (1995) argued that learners need to create a new 

phonetic category in order to produce targetlike (i.e., phonetically accurate) L2 sounds, Best and 

                                                        
7 Best and Tyler also point out that the PAM-L2 also takes into account both the phonetic and 
phonological levels of representation as well as the role of orthography, where the SLM focuses 
primarily on the phonetic level. They note that English-speaking learners of French equate 
French /ʁ/ with English /r/ at the phonological level because the status of /ʁ/ in the phonological 
inventory of French is similar to the status of /r/ in the phonological inventory of English. They 
do not, however, equate the two at a phonetic level since they are both perceptually quite 
distinct: “The French /r/, when it is pronounced as a voiceless uvular fricative, bears relatively 
little phonetic similarity to the English liquid /r/, yet English L2 learners of French tend to equate 
the lexical-functional category /r/ across the two languages” (2007, p. 28). A similar argument 
can be made for the trill /r/ in Spanish. 
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Tyler (2007) contended that learners need to establish a new phonetic category in perception to 

discriminate single-category assimilations: “To the extent that a learner could [original 

emphasis] perceptually attune to this type of L2 contrast, we hypothesize that they would first 

have to perceptually learn a new phonetic category for at least one of the L2 phones before they 

could establish a new phonological category or categories” (p. 30). Thus, both the SLM and the 

PAM-L2 are models that index the difficulty of foreign language sounds as a function of their 

relationship to the L1, but neither describes the process by which category creation unfolds, or 

why certain learners are more successful than others, age of learning aside. 

 One model that does address production is Major’s (1987a) Ontogeny Model of language 

learning, which posits that transfer-related errors should decline over time and developmental 

errors, the result of universal constraints on language learning, should increase and then 

decrease. Thus, by this model, overall accuracy may not increase though learning is occurring 

because an increase in developmental errors could coincide with a decrease in transfer errors. 

What is important in this model is not the ratio of transfer to developmental errors, but the 

relationship between the two. Where the SLM offers insights into why learners are unable to 

produce L2 sounds on perceptual grounds, the Ontogeny Model focuses on L2 speech production 

itself and the patterns that characterize it. In a longitudinal study of four English-speaking 

learners of Spanish, Major (1986) found that the developmental trajectories for the Spanish tap, 

/ɾ/, and trill, /r/, corroborated the model. The developmental errors that this model addresses are 

rooted in the aerodynamic and articulatory properties of speech production. For example, Major 

posited that some participants deleted the tap /ɾ/ in forms like puerta to avoid the /ɾt/ cluster, a 

process typical of L1 speakers, or produced both the tap and the trill as a trill /r/ by 
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overgeneralization, attempting to distinguish and master the articulatory gestures with which the 

tap and trill are produced8. 

 Taken together, the diverse approaches to phonological data, abstract or statistical, 

domain-general or linguistic, relevant to L1, L2 data, or both, paint a picture of the complexity 

that is inherent to phonological development. As I have noted, these approaches are not 

competing in a direct sense, but offer different interpretations to a set of questions that has been 

of central interest to phonology: What is the content of mental representations? What is the 

learning mechanism? What is the individual actually learning? Ultimately, each approach has its 

strengths and weaknesses. Therefore, the astute scholar must be careful to explore the insights 

each approach provides with respect to these fundamental questions without being too quick to 

pass judgment, especially when it is likely that any more comprehensive theory of phonological 

development will need to draw from all of them.  

Learnability in Phonology 

L1 transfer 

 The notion of L1 transfer at least dates back to Lado (1957) who hypothesized that L2 

speakers would have more difficulty with sounds that were different in the L1 and L2, an 

argument he formalized in the Contrastive Analysis Hypothesis (CAH). To that point, the term 

‘contrastive’ was taken to mean that scholars should compare and contrast the L1 and L2 sound 

systems in order to arrive at predictions about which sounds would pose a challenge for learners. 

The role of transfer in L2 phonological development is undeniable. In broad terms, as laid out 

                                                        
8 Colantoni and Steele (2007, 2008) have shown that learners first attempt to master the most 
salient parameter (e.g., voicing) in the most salient position and have argued that approaches to 
L2 phonological development should integrate articulatory constraints. The data they explore is 
also related to how English speakers produce /r/ sounds in L2 Spanish and L2 French.  
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above, researchers have argued that extensive experience with the L1 shapes speakers’ 

perceptual systems such that foreign language sounds pass through an L1 perceptual sieve, as 

Trubetzkoy (1939) first noted many years ago. Likewise, contemporary models of L2 

pronunciation development have cast the ability to produce a sound in terms of the ability to 

perceive a difference between the L2 sound and a similar L1 category. In that sense, the learner 

has transferred L1 phonetic categories into the L2 and needs to create a new category to process 

L2 sounds in some cases. Indeed, many researchers take the perspective that the native 

phonological system is the point of departure for L2 learning. That is, learners begin with a copy 

of the L1 system and slowly alter it to arrive at more targetlike L2 perception and production. 

Thus, to a certain extent, any SLA research, pronunciation research included, is in part research 

on the role of transfer. 

 Although the term itself has somewhat become anathema in L2 pronunciation research9, 

research on transfer has adapted with the times. As more and more scholars have turned to the 

role of individual differences in SLA, so too have researchers in the field of L2 pronunciation 

called attention to the fact that transfer is in fact a multidimensional construct, subject to a range 

of constraints that govern whether or not it applies in a given context (e.g., Major, 2008). Thus, 

learners may transfer L1 phonetic categories into the L2, perceiving L2 sounds in terms of those 

categories and deploying them in L2 production if the sounds are similar (Flege, 1995) or they 

may transfer native phonological categories to the L2 if the L1 and L2 represent the same types 

of sound with the same orthography. Tyler and Best (2007) observed that English speakers make 

use of the phonological /r/ category in L2 French though they clearly do not regard English and 

                                                        
9 Likely due to the fact that the strong version of the CAH conceptualized transfer as the single 
most important factor shaping L2 phonological development.  
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French /r/ as comparable at a phonetic level. Similarly, Boersma and Escudero (2008) noted that 

transfer may actually help learners to process the L2 in the early stages of learning: 

Suppose that the [L1 Dutch learner of Spanish] is in a stage at which she has already 

correctly stored the Spanish words ⎢kaso⎥S ‘case’ and ⎢keso⎥S ‘cheese’ into her 

interlanguage lexicon as ⎢kɑsɔ⎥D and ⎢kɛsɔ⎥D.. A hundred native tokens of an intended 

⎢kaso⎥S will have a distribution of vowel formants (for the ⎢a⎥S part) that is centered 

around values that are typical of a low front vowel. Dutch monolinguals may hear 60 of 

these vowel tokens as /ɑ/D, 27 as /ɛ/D. If learners transfer this perception to their 

interlanguage, they will perceive 60 instances of ⎢kaso⎥S as /kɑsɔ/D, 27 as /kɛsɔ/D. In the 

majority of the cases, then, a beginning learner will perceive /kɑsɔ/D, from which the 

lexical item ⎢kɑsɔ⎥D can be retrieved quite easily. Thus, comprehension is well served by 

an initial transfer of native perception (which presupposes an initial transfer of native 

lexical symbols) to the interlanguage. (p. 275) 

 Returning to the idea of what learners transfer to the L2, one factor upon which 

researchers have consistently capitalized in explaining L2 speech production is the status of a 

given sound in the L1 and L2, that is, where it occurs and whether it is a phoneme or an 

allophone. Vokic (2011) argued that these two variables, the phonological status of the target 

sound and its structural position, condition how much learners will struggle to produce the L2 

sound in different environments. For example, she hypothesized that L1 English learners of 

Spanish would be more able to produce /ɾ/ in word-medial contexts than in /ɾC/ clusters because 

the tap occurs in word-medial position in English in forms like ladder (/læder/ and [læɾɹ]), 

though it is phonologically /t, d/. However, she failed to find a significant difference between the 

rates at which participants produced the tap in both contexts. On a similar note, Colantoni and 
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Steele (2008) investigated how English speakers of L2 Spanish and L2 French produced /ɾ/ and 

/ʁ/, respectively. The authors were interested in how well the L2 speakers were able to reproduce 

the acoustic and articulatory characteristics of rhotics (i.e., duration, voicing, and mode of 

articulation) in the target languages. The results generally revealed that learners did not master 

all articulatory parameters simultaneously across contexts, but focused on salient parameters in 

salient positions. For example, L2 Spanish speakers were more accurate at producing /ɾ/ in V_V 

contexts than L2 French speakers were at producing /ʁ/ in those contexts, which the authors 

attributed to positive L1 transfer: “In [the VɾV] context, advanced Spanish learners acquired all 

properties of the rhotics; intermediate learners mastered length and manner but not voicing. 

However, the Spanish learners’ success can be attributed to transfer: the English flap exists in 

this position” (p. 519). Taken together, this research demonstrates that transfer is not a 

monolithic phenomenon, but relates to particular segments in particular contexts10. Furthermore, 

learners may not be able to accurately reproduce all of the features of an L2 phone even if it 

coincides with an L1 segment in terms of its distribution and articulatory and acoustic properties.  

 Lastly, one must briefly consider what it is that learners are transferring into the L2 at a 

more abstract level, a topic which meshes well with the previous discussion of approaches to 

phonological development. In OT, the L2 speaker begins with a copy of the native constraint 

hierarchy, which means that the learner has transferred wholesale the L1 constraint hierarchy 

into the L2 (cf. Full Transfer, Escudero & Boersma, 2004). According to Flege’s SLM (1995), 

learners have transferred L1 phonetic categories into the L2, and these categories may come to 

encompass both L1 and L2 segments if the learner does not create a new phonetic category with 

which to perceive and produce L2 sounds, which may explain why some speakers produce 
                                                        
10 Flege (1995) also noted that “sounds in the L1 and L2 are related perceptually to one another 
at a position-sensitive allophonic level [emphasis added], rather than at a more abstract phonemic 
level” (p. 239, H1).   
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intermediate values. Transfer of course receives substantial attention in the Ontogeny Model, 

which predicts that transfer-related errors will predominate in the early stages of L2 learning, 

diminishing over time as developmental errors increase. Finally, the PAM-L2 discusses multiple 

levels of perceptual assimilation, both phonetic and phonological. Consequently, Best and 

Tyler’s (2007) model does not directly address transfer, but takes the perceptual sieve approach 

(e.g., Trubetzkoy, 1939; Kuhl, 2000; Kuhl et al, 2008). On that note, it bears mentioning that 

beyond articulatory gestures and perceptual categories, research has also shown that learners 

tend to transfer perceptual processing strategies to the L2 insofar as they rely on L1 perceptual 

cues and cue weightings. Ultimately, then, different approaches to speech perception and 

production conceptualize the elements and nature of transfer in distinct terms, though none 

dispute the powerful role it plays in L2 phonological development11.  

Markedness as a developmental constraint 

Researchers have long observed that L1 transfer is not the only factor that affects 

phonological development. Rather, some things pop up in interlanguage that are not readily 

attributable to the L1 or the L2, and sometimes speakers fail to produce L2 forms that actually do 

occur in the L1, a puzzling phenomenon to be sure. This has lead researchers to posit that there 

are certain developmental constraints or linguistic universals that operate in language learning, 

shaping both L1 and interlanguage grammars alike. To a certain extent, one cannot divorce the 

study of L1 transfer from the study of developmental constraints since the two go hand in hand 

(e.g., Colantoni & Steele, 2008). The purpose of this section is to review relevant work on 
                                                        
11 Consider also that transfer is not limited to the segmental level. For example, Japanese places 
severe limits on syllable structure; clusters only occur in word-medial position and are of the 
type nasal + obstruent. Thus, a Japanese speaker of English may perceive and produce 
svarabhakti vowels in English words that contain initial clusters such as strong. Likewise, L1 
Spanish speakers tend to produce an epenthetic /e/ in word-initial sC clusters in English because 
/s/ does combine with other consonants in onsets in Spanish, e.g. estar ([es.tar]) from Latin stare.  
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linguistic universals in L2 phonological development, focusing on aerodynamic and articulatory 

conceptualizations of markedness12, which researchers have continued to invoke to explain 

patterns in interlanguage phonology.  

Markedness is an important concept to the present dissertation. Scholars have repeatedly 

contended that the short-lag category is unmarked. For example, Keating (1984) noted that “most 

environments favor {vl.unasp.} [short-lag] stops over other categories” (p. 311). Thus, on the 

basis of such an argument, it may be easier for English-speaking learners of Spanish to acquire 

short-lag /p/ than lead-lag /b/ if ease of acquisition is defined as rate of learning. Likewise, one 

may conceptualize lenition of medial voiced stops in Spanish in terms of markedness. From a 

historical perspective, word-internal intervocalic voiceless singletons in Latin weakened to 

voiced singletons (e.g., Latin SAPĒRE > Spanish saber; LUPUS > lobo). These intervocalic 

voiced stops then underwent further lenition (a second stage of spirantization since a first wave 

had already affected voiced stops) to fricatives or approximants (cf. Hualde, Simonet, & Nadeu, 

2011 for a brief overview). In some cases, this resulted in the deletion of the stop consonant 

altogether (e.g., CRĒDERE > creer). As Westbury and Keating (1986) demonstrated, 

intervocalic stop consonant voicing is aerodynamically natural. Consequently, we may regard 

lenition of medial voiceless stops to voiced stops and of voiced stops to voiced fricatives or 

approximants as an aerodynamically natural process. Within this framework, English-speaking 

learners of Spanish are producing less marked segments by producing approximants in 

intervocalic contexts in Spanish, though labial stops, which are the subject of the present 

                                                        
12 There is also typological markedness according to which a sound is considered to be more 
marked than another sound if it is statistically less frequent in world languages (e.g., Maddieson, 
1984) and implicational markedness, which means that a sound is more marked than another 
sound if the presence of one implies the presence of the other. However, I take the true basis of 
markedness to originate in the anatomy of the human vocal tract, that is, in the articulatory and 
aerodynamic properties that constrain speech production.   
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dissertation, are less susceptible to aerodynamic constraints given the relatively large oral 

enclosure that they entail. Nevertheless, the point remains that markedness stands to inform our 

hypotheses of what should be more or less challenging for learners to accomplish in the L2. 

Markedness has a long history in the field of phonology, dating back to Trubetzkoy 

(1939) who first introduced the notion of binary contrasts: “In any correlation based on the 

manner of overcoming an obstruction a ‘natural’ absence of marking is attributable to that 

opposition member whose production requires the least deviation from normal breathing. The 

opposing member is then of course the marked member” (p. 46). In fact, Hayes and Steriade 

(2004) have also put forth a strikingly similar definition, which will guide the present discussion:  

Phonological constraints can be rooted in phonetic knowledge [original emphasis] 

(Kingston & Diehl, 1994), the speakers’ partial understanding of the physical conditions 

under which speech is produced and perceived. The source of markedness constraints as 

components of grammar is this knowledge. The effect phonetic knowledge has on the 

typology of the world’s sound systems stems from the fact that certain basic conditions 

governing speech perception and production are necessarily shared by all languages, 

experienced by all speakers, and implicitly known by all. This shared knowledge leads 

learners to postulate independently similar constraints. The activity of similar constraints 

is a source of systematic similarities among grammars and generates a structured 

phonological typology. (p. 1–2) 

As I have briefly reviewed, scholars have repeatedly turned to stop consonant systems in 

their discussions of markedness. Trubetzkoy (1939) argued that aspirated stop consonants are 

marked, which follows from his definition of markedness since the laryngeal configuration 

needed to produce an aspirated stop consonants is more complex than that of normal breathing. 
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Likewise, scholars who have studied the aerodynamics of stop consonant voicing (e.g., Ohala, 

1990, 1997; Keating, 1984; Westbury & Keating, 1986) have observed that voiced stops are 

more challenging to produce because vocal fold vibration is dependent upon airflow through the 

glottis, but closure at the point of articulation creates a fixed amount of volume that the stream of 

airflow can occupy. Once filled, airflow stops, and voicing dies out, although minor adjustments 

to the mandible and pliable walls of the vocal tract can allow voicing to continue for a brief 

period (e.g., Westbury & Keating, 1986). Ohala (1997) captured the interaction between closure 

and voicing in the Aerodynamic Voicing Constraint (AVC), one of whose phonological 

consequences is that voiceless unaspirated stops (i.e., short-lag stops) are the default. He also 

noted that “producing an aspirated stop requires that glottal abduction be coordinated with oral 

closure and release. There is some extra cost both to the fact of having glottal abduction and in 

having to carefully time it with respect to the supraglottal action. (There may be additional 

perceptual reasons militating against voiceless aspirated stops.)” (p. 3)13. Although there has 

been general consensus that voiceless, unaspirated stops (also known as plain stops or short-lag 

stops depending on the framework) are unmarked, not all scholars are in agreement. Vaux and 

Samuels (2006) challenged the default status of plain stops, arguing that voiceless aspirated stops 

are actually less mechanically challenging because they require less articulatory precision. 

Whereas a speaker must carefully coordinate sub and supraglottal gestures to produce a stop 

whose VOT falls between 0 and 30 ms, the range associated with plain stops, the speaker has 

                                                        
13 On the other hand, Nathan (1987) argued that L1 Spanish speakers of L2 English acquired the 
long-lag category typical of voiceless stops in English precisely because they were more 
perceptually salient.  
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more articulatory leeway to produce aspirated stops because they cover a wider VOT range with 

values of 30 ms and above14. 

Based on the AVC, certain predictions can be made about the directionality and ease of 

learning. For example, an L1 Spanish speaker of L2 English should begin to produce voiceless 

unaspirated stops for /b, d, g/ before he produces voiceless aspirated stops for /p, t, k/ in English 

given that in Spanish /b, d, g/ are voiced stops and /p, t, k/ are voiceless unaspirated. In other 

words, because markedness favors the transition from voiced stops to voiceless unaspirated stops 

over that from voiceless unaspirated stops to voiceless aspirated stops (i.e., [b, d, g] → [p, t, k] > 

[p, t, k] → [ph, th, kh] where > means “is less marked than”), a Spanish speaker should produce 

voiceless unaspirated /b, d, g/ before voiceless aspirated /p, t, k/. Yet, Nathan (1987) found the 

opposite, which he attributed to the perceptual salience of aspiration. However, he also reported 

that speakers began to produce /g/ as a voiceless unaspirated stop, in line with Ohala’s (1997) 

observation that back-articulated stops favor voicelessness over front-articulated ones. Simon 

(2009) arrived at a similar conclusion for L1 Dutch speakers of L2 English. Nevertheless, /b, d, 

g/ are realized both as voiceless unaspirated stops and as voiced stops in English, though the 

former is more common. Thus, speakers of languages where /b, d, g/ are realized as voiced stops 

do not need to modify their production of those stops in order to produce targetlike L2 stops. 

This could explain why speakers in Nathan (1987) and Simon (2009) acquired voiceless 

aspirated /p, t, k/ but not voiceless unaspirated /b, d, g/. In contrast, L1 English speakers of L2 

Spanish should produce voiceless unaspirated /p, t, k/ before voiced /b, d, g/. In fact, studies have 
                                                        
14 Scholars have also noted that voiceless unaspirated stops are less susceptible to phonetic 
perturbation due to stress and other factors. For example, Lisker and Abramson (1967) reported 
that /p, t, k/ (i.e. long-lag or voiceless aspirated stops) were more context-sensitive than /b, d, g/ 
(i.e., short-lag or voiceless unaspirated stops) in English. However, Vaux and Samuels (2006) 
contended that the voiceless unaspirated category is impervious to these effects precisely because 
of its compact phonetic character relative to the other two categories whose VOT can cover two 
to three times the range of plain stops.  
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shown that learners tend to achieve the plain variant for /p, t, k/ though they struggle to produce 

voiced /b, d, g/ (e.g., Zampini, 1998). L1 data also appear to support the predominance of plain 

stops. Cataño, Barlow, and Moyna (2009) reported that children learning Spanish produced 

voiceless unaspirated stops before voiced stops.  

Markedness has engendered substantial debate in part because scholars have adduced 

both perceptual and articulatory arguments to explain it. To that point, Solé (2002a) studied the 

aerodynamics of trills, articulatorily complex segments, coming to the conclusion that they are 

the product of competing articulatory and perceptual forces: “Voiced trills have been shown to 

have narrower aerodynamic requirements and to be less stable articulatorily than voiceless trills, 

but to exhibit a clearly modulated signal, clearly distinct from other speech segments, whereas 

voiceless trills are acoustically and auditorily similar to fricatives” (p. 686). As Solé observed, 

what is articulatorily marked might be perceptually optimal. 

Colantoni and Steele (2007) investigated how L1 English speakers of L2 French at 

varying levels of proficiency produced the voiced uvular trill /ʁ/ in singletons and clusters. 

Situating their research in terms of articulatory markedness, they sought to determine how 

learners performed on a range of acoustic parameters including voicing, manner of articulation, 

and duration. Learners performed well in terms of manner of articulation, but had problems with 

voicing at lower proficiency levels, leading the authors to claim that there was a trade-off 

between voicing and manner precisely because the two are in aerodynamic opposition. Thus, the 

learners appeared to prioritize manner over voicing, acquiring the latter only once they had 

mastered the former. On a similar note, Davidson (2010) examined how L1 English and Catalan 

speakers produced complex consonant onsets that do not occur in either language. She found that 

none of the phonetic factors that she manipulated interacted with L1 background; rather, all 
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speakers performed better on fricative-initial sequences than on stop-initial ones, which she 

attributed to universal constraints on speech production15. 

Due to its explanatory power, scholars have invoked markedness to explain L2 

phonological development. As noted, Major’s Ontogeny Model (1987a) posits that 

developmental errors (rooted in markedness) will increase and then decrease as transfer-related 

errors steadily decrease. Eckman has also attempted to refine the original CAH, incorporating 

markedness to make it more specific. His Markedness Differential Hypothesis (e.g., Eckman, 

1977) related difficulty both to whether or not an area in the target language coincides with the 

native language and whether or not the target language area is more or less marked. Such 

formulations allow researchers to predict the “directionality of difficulty” (Eckman, 2004, p. 

530) in phonological SLA. 

Complexity 

Complexity in phonology has to do with the status of a sound with respect to a given 

phonological system and the types of alternations in which it participates. Although I have 

already touched on this topic in the previous sections, it deserves additional attention.  

At the most basic level, complexity can be construed as level of representation. For 

example, Boomershine, Hall, Hume, and Johnson (2008) demonstrated that speakers of 

languages in which sounds are contrastive at the phonemic level perceive those sounds as more 

distinct than speakers of languages in which they are contrastive at an allophonic level. In this 

sense, complexity is akin to accessibility in cognitive terms. Similarly, Curtin, Goad, and Pater 

(1998) showed that contrastive voicing was more available than contrastive aspiration to English 
                                                        
15 Of course, markedness also extends beyond consonants and clusters. A wealth of research has 
examined markedness vis-à-vis vowel inventories and the acquisition of L2 vowel systems. For 
example, it is well known that rounding is marked for front (e.g., /y/) but not for back vowels 
(e.g., /u/).  
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and French speakers when discriminating Thai stops, though English speakers performed equally 

well on pairs with contrastive aspiration in an AXB task. On the basis of these results, the 

authors argued that English speakers were able to lexicalize aspiration and deploy it in their 

judgments of the Thai stimuli on the AXB task. Thus, one can also define complexity as the 

availability of features or segments at different levels of representation. Indeed, Eckman, 

Elreyes, and Iverson (2003) and Vokic (2010) have put forth similar arguments, claiming that the 

phonological status of a sound in the L1 and L2 as well as its distribution determine how difficult 

it is for L2 speakers to produce. Certainly complexity can also refer to the articulatory 

characteristics of a sound. To be sure, trills and complex onsets require precise gestural 

coordination and phasing to produce them accurately. Finally, complexity may refer to target 

language variation, such as the variation typical of Spanish /r/, which not only varies by dialect, 

but also by position in the word. 

Thus, in considering learnability in phonology, one must take care to consider how the 

native language predisposes learners to attend to certain auditory dimensions in speech 

perception or to deploy certain articulatory routines in speech production, how the parameters 

that govern speech perception and speech production dictate universal preferences for certain 

types of sounds and contrasts, and how variation and complexity both between the L1 and L2 

and in the L2 itself converge to shape the task of L2 phonological development.  

Learner Factors Related to L2 Pronunciation Accuracy 

Linguistic variables such as phonetic markedness and asymmetries between the L1 and 

L2 only set the scene for L2 phonological development insofar as they establish a priori 

difficulty. Yet, researchers have also been concerned with identifying the range of learner factors 

that are related to L2 pronunciation accuracy. Typically, this type of research has involved 
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correlation and regression to determine what factors predict degree of foreign accent. Findings 

have shown that age of arrival in a country where the L2 is spoken is the strongest predictor of 

foreign accent (e.g., Flege, Yeni-Komshian, & Liu, 1999; Flege, Munro, & MacKay, 1995; Flege 

& Fletcher, 1992; Munro & Mann, 2005; Piske, MacKay, & Flege, 2001; Oyama, 1976), but 

other factors such as motivation (e.g., Elliot, 1995a; Flege, Munro, & MacKay, 1995; Moyer, 

1999; Nagle, 2013; Purcell, 1976; Purcell & Suter, 1980; Thompson, 1991), amount, quality, and 

recency of L1 and L2 use (e.g., Derwing & Munro, 2013; Flege & Fletcher, 1992; Flege, Frieda, 

& Nozawa, 1997, Moyer, 2011; Piske, MacKay, & Flege, 2001), and pronunciation instruction 

(e.g., Flege & Fletcher, 1992; Elliot, 1995b; Kissling, 2013; Lord, 2005; Saito, 2011; Shively, 

2008) also predict success. In reviewing this research, one must bear in mind the population of 

learners that was surveyed. Nowhere is this more critical than with research on age effects in 

phonology since that research generally focuses on young learners (i.e., learners whose age of 

acquisition ranges from 0 to 10 years) who moved to a country where the L2 was spoken. A 

major goal of this strand of research has also been to explore the notion of a critical (Lenneberg, 

1967) or sensitive (Oyama, 1976) period for language learning. Though informative, this 

research is not directly applicable to adult language learners who are learning the L2 in a formal 

setting. Therefore, given that age of learning is relatively fixed for adult learners, I turn to some 

of the other factors that are more relevant to that population. 

Language Use 

One factor that has received considerable attention in the literature is language use, both 

L1 and L2 use. Keeping in mind the distinction between younger learners in naturalistic or 

immersion settings and adult learners in formal settings, one might hypothesize that increasing 

L2 use would be more important for the adult learners (see also, Nagle, 2013), whereas limiting 
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L1 use might be more important for the younger learners. Flege and Fletcher (1992) failed to 

find a relationship between L2 English speakers’ degree of perceived foreign accent and self-

reported L2 English use. However, in a study on speakers of L1 Mandarin and L1 Slavic 

languages who were learning L2 English, Derwing and Munro (2013) observed that increased L2 

use appeared to be related to improvements in comprehensibility: “The two Mandarin speakers 

rated best on comprehensibility at 7 years also reported high levels of exposure to English on a 

daily basis at the 7-year point. In contrast, the two with the worst comprehensibility scores were 

also the two who reported the least daily exposure after 7 years in Canada” (p. 179). Likewise, in 

a study of L1 Italian speakers of L2 English who had the same age of arrival to the U.S. (M = 36 

years) but differed in terms of their amount of L1 use, Flege, Frieda, and Nozawa (1997) found 

that both groups had a discernible foreign accent, but the high L1 use group received a higher 

accent rating than the low use group. Piske, MacKay, and Flege (2001) obtained similar results 

in their study of L1 Italian speakers of L2 English who were living in the U.S. but varied in 

terms of their age of learning (Mearly group = 7 years; Mlate group = 20 years) and amount of L1 use. 

L1 use had a negative impact on foreign accent rating for both groups; more L1 use was 

associated with a stronger foreign accent in English. 

In contrast to the previous studies, Elliot (1995a) examined English-speaking adults who 

were learning L2 Spanish in a classroom setting. Though he did not directly examine L2 use, he 

did include variables related to whether or not participants had relatives who spoke Spanish and 

whether or not they had traveled abroad to a Spanish-speaking country. Foreign travel was 

correlated with participants’ scores on the spontaneous section of the pronunciation test and their 

overall pronunciation score, but whether or not a participant had Spanish-speaking relatives was 

not. However, neither factor emerged as a significant predictor of pronunciation accuracy in the 
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final regression model. In a follow-up report, Elliot (1995b) argued that “it is possible that 

frequent exposure to incorrect language usage, such as the type of language typical of many FL 

classrooms, may reinforce errors in pronunciation and result in phonological fossilization” (p. 

539). To that point, Moyer (2011) examined quantity and quality of L2 input among a group of 

adult ESL learners who were attending an American university at the time of testing. The design 

included the familiar range of pronunciation tasks (i.e., word lists, sentences, a short text, and 

extemporaneous speaking and picture narration tasks), and participants reported on a variety of 

language use variables such as hours and contexts (e.g., personal vs. formal) of L1 and L2 use 

per week. Regarding quantity of use, low L1 use was related to higher accent ratings, and the 

correlation between L2 use and accent rating was nearly significant (p = 0.06), indicating that 

participants who spent more time conversing in the L2 and less time using the L1 had better 

pronunciation. In terms of quality of use, personal interaction in the L2 with native speaker 

friends, roommates, etc. was strongly correlated with accent rating. Moreover, a regression 

analysis demonstrated that interaction with NS friends was a significant predictor of accent 

rating, leading Moyer to contend that “the quality of L2 use is more significant than mere 

exposure or hours of contact per se” (p. 207). Thus, for the population of the present research, L1 

English speakers of L2 Spanish enrolled in language courses at a major American university, one 

might predict that quality of L2 use should be more important than quantity, though both appear 

to contribute to development. 

Concern for pronunciation vs. general motivation 

Motivation is a central individual difference variable that SLA scholars have investigated. 

Within the field of L2 pronunciation development, two oft-cited studies have examined whether 

specific motivation to improve one’s pronunciation in particular may predict pronunciation 
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accuracy in a foreign language. Elliot (1995a) found that concern for pronunciation as measured 

on the Pronunciation Attitude Inventory was correlated with all pronunciation measures except 

word mimicry and also emerged as the most significant predictor of pronunciation accuracy in a 

regression analysis, accounting for 14% of the variance in participants’ pronunciation score. As a 

result, he argued that “studies should attempt to determine which factors promote the 

development of positive attitudes among learners and consequently, help to increase our 

students’ ‘concern’ for their L2 acquisition” (p. 366). Like Elliot (1995a), Purcell and Suter 

(1980) reported that strength of concern for pronunciation emerged as a significant predictor of 

pronunciation accuracy, but argued that “integrative and other such motivational variables 

contribute negligible information in the explanation of the variance of our subjects’ 

pronunciation accuracy scores. Other variables are much more important” (p. 286–87).  

 Despite Purcell and Suter’s (1980) null findings regarding the relationship between L2 

pronunciation and general motivation, other research does suggest that generally high levels of 

motivation to learn a target language is critical at higher levels of L2 proficiency, particularly for 

learners who are nearly native in the L2. Thus, Moyer (1999) found that a late learner of L2 

German was not only rated within the native range, but was actually rated as more nativelike 

than one of the native speaker controls. This learner was a self-starter who wanted to sound 

German and enjoyed listening to German music, “[This participant] cited a strong desire to 

acculturate and to sound German (a goal very few of the other subjects had) and rated his own 

linguistic and cultural assimilation as highly successful for his immersion experience of two 

years” (p. 98). This excerpt brings to light the multifaceted nature of the relationship between 

motivation and pronunciation since a combination of learner autonomy, integrativeness in the 

Gardnerian sense, and a specific desire to sound German seemed to coalesce to help Moyer’s 
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exceptional learner achieve his goal. Likewise, Muñoz and Singleton (2007) also reported on two 

L1 Spanish speakers of L2 English, Elena and Marga, who were nativelike in terms of their 

pronunciation. On one hand, they characterized Elena as having integrative motivation since she 

had an Irish boyfriend and attempted to distance herself from her native language by avoiding 

Spanish speakers. On the other hand, they described Marga as having intrinsic motivation since 

she enjoyed speaking in English though she did not necessarily identify with British culture. 

To sum up, Elliot’s (1995a) and Purcell and Suter’s (1980) research has demonstrated 

important links between pronunciation and concern for pronunciation accuracy in a foreign 

language, whereas by comparison research has yet to demonstrate an indelible relationship 

between pronunciation accuracy and more general motivation to learn a language. Indeed, 

general motivation may become more closely connected to pronunciation only at advanced levels 

of proficiency such as those of the nativelike participants in Moyer (1999) and Muñoz and 

Singleton (2007), only after learners have devoted attention and effort to more immediate needs 

for vocabulary and grammar during the beginning stages of learning. Or perhaps relative to 

native language, the most important predictor in Purcell and Suter’s (1980) analysis, general 

motivation is not so important. However, variables like native language are fixed, outside of 

what the learner and instructor can influence. By comparison, general motivation is malleable by 

students and their teachers. Thus, it is worthwhile to invest more research efforts in clarifying the 

relationship between L2 pronunciation and variables that we can manipulate (e.g., general 

motivation) and to examine which of those variables is more or less important to L2 

pronunciation development and SLA. Moreover, one must bear in mind that motivation is a 

complex construct that varies in terms of strength and type from individual to individual, and that 

cutting-edge theories of motivation are now available (to be reviewed below) that can enable a 
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more nuanced examination of the link than has typically been the case in studies such as Purcell 

and Suter (1980). Finally, general motivation to learn a language also interacts with other socio-

affective variables such as learner autonomy and even identity that can in turn have a 

nondeterministic, variable impact on the concern for sounding accurate that different learners 

experience at different times in their careers as L users (e.g., Marx, 2002). Therefore, any 

relationship between motivation and pronunciation accuracy is likely to be equally complex and 

nuanced.  

Contemporary theories of motivation in SLA 

Indeed, it is fair to say that research on concern for pronunciation and pronunciation 

accuracy has developed simultaneously, but also independently, of research on motivation and 

language learning in general, which has blossomed in recent years.  

Scholars working in the field of motivation research have posited a number of models 

over the years including the Socio-Educational Model (e.g., Gardner, 2010), a process-oriented 

model of motivation (Dörnyei & Ottó, 1998; Dörnyei, 2000), and the L2 Motivational Self 

System (e.g., Dörnyei, 2009). The Socio-Educational Model was really the genesis of motivation 

research. In its original formulation, it contained two primary axes of motivation: integrativeness 

and instrumentality. The majority of research focused on the former, which was defined as a 

particular affinity for the target language culture and community or “a general interest in learning 

the second language in order to come closer to the other language community” (Gardner, 2001, 

p. 5). This was naturally highly relevant to the bilingual Canadian context within which the 

Socio-Educational Model was formulated. However, as the world has become more globalized, 

adults may learn a foreign language without having contact with native speakers. This is, in fact, 

the very bedrock of World English and English as a lingua franca, and considerable research has 



 
 

41 

begun to explore interactions between nonnative speakers of English and whether the needs of 

those learners differ from learners who are planning to live and work in an English-speaking 

environment, for example. Indeed, World English has come to be closely associated with a more 

global, cosmopolitan citizenry than to the specific cultural products of the U.S., U.K., and other 

English-speaking countries (e.g., Coetzee-Van Rooy, 2006; Dörnyei, 1994). Thus, in the early 

1990s, scholars began to question the utility of integrativeness for learners outside multilingual, 

multicultural contexts. Turning to the fields of education and psychology, they drew from Self-

Determination Theory (Deci & Ryan, 1985), Selves Theory (Markus & Nurius, 1986) and Self-

Discrepancy Theory (Higgins, 1987) to formulate new models that were more applicable to 

broader contexts of learning and learner groups, though these models nevertheless continue to 

share much with their predecessor, the Socio-Educational Model.  

One prominent model that has come into focus in recent years is the L2 Motivational Self 

System (e.g., Dörnyei, 2009; see also Dörnyei, 1990 and Dörnyei & Csizér, 2002, for the 

research upon which the model is based) whose subcomponents are the ideal L2 self, ought-to L2 

self and the language learning experience. The ideal L2 self is similar to the concept of 

integrativeness insofar as it involves a goal-oriented type of motivation in which the learner 

envisions future contexts of use and takes steps to realize that future self-guide, becoming a more 

proficient L2 speaker in the process. On the other hand, the ought-to self-image is driven by 

external sources, such as obligation. According to Dörnyei and Csizér (2005), “ideal self-guides 

have a promotion [original emphasis] focus, concerned with hopes, aspirations, advancements, 

growth, and accomplishments, whereas out self-guides have a prevention [original emphasis] 

focus, regulating the absence or presence of negative outcomes, concerned with safety, 

responsibilities, and obligations” (p. 617). The language learning experience, the element of the 
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model that has received the least amount of attention, is related to how the environment drives 

language learning motivation, as its name suggests16. 

Research on the L2 Motivational Self System has largely focused on links between 

motivation and intended effort (or motivated learning behavior) and language choice (e.g., Csizér 

& Dörnyei, 2005; Dörnyei, 1990; Dörnyei & Csizér, 2002; Kormos, Kiddle, & Csizér, 2011), 

though studies have also examined the relationship between the model and performance 

measures such as course grade (e.g., Dörnyei & Chan, 2013) or L2 knowledge (via a 

grammaticality judgment test, by Johnson Serafini, 2013; or a C-test, by Lamb, 2012). Overall, 

these studies have evidenced a strong relationship between the ideal self-image and the 

dependent measures, finding weak or no associations for the ought-to component of the model. 

In fact, Dörnyei and Chan (2013) have specifically argued that the ought-to self-image is not 

strong enough to push learners to action: 

There is, thus, a tentative conclusion emerging from the existing body of research that, 

while externally sourced self-images (i.e., the images that are usually categorized under 

the rubric of the ought-to self) do play a role in shaping the learner’s motivational 

                                                        
16 To that point, Noels (2001) investigated whether or not learners’ perceptions of their teachers’ 
communication styles were related to their motivational orientations. Although she was not 
specifically investigating the learning context subcomponent of the L2MSS, she found that 
perceptions of the teacher as controlling, negative, congenial or as providing informative 
feedback affected learners’ perceptions of autonomy and competence and that these in turn 
related to motivational dimensions such as intrinsic or extrinsic motivation. She also examined 
links between intrinsic motivation and types of extrinsic motivation (i.e. identified regulation, 
introjected regulation and external regulation) and integrative orientation, finding that only 
intrinsic and identified regulation orientations were significant predictors of integrative 
orientation in a regression analysis, leading her to argue that “the distinctive predictive power [of 
the integrative and intrinsic orientations] supports the idea that there are at least two motivational 
substrates, one pertaining to the immediate learning situation [emphasis added], likely within the 
classroom setting, and the other relating to social relationships and inter-group issues in the 
broader society” (p. 128). This lends support to the learning context subcomponent of Dörnyei’s 
tripartite model.  
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mindset, in many language contexts they lack the energizing force to make a difference in 

actual motivated learner behaviors by themselves. (p. 454) 

From this brief review of the literature, it is apparent that the majority of motivation research has 

focused on how motivation catalyzes behavior, rather than on the links between motivation and 

performance or motivation in its capacity to drive behavior and performance. Moreover, it is 

important that research on motivation and performance examine a range of language skills, as 

Johnson Serafini (2013) or Lamb (2012) have done with L2 knowledge. By uniting research on 

concern for pronunciation and changing pronunciation accuracy levels over time with research 

on motivation and motivated learning behavior, we stand to shed light not just on how general 

motivation drives pronunciation development, but also on the functional form of language 

learning motivation itself and the different subdomains, such as concern for pronunciation 

accuracy, that comprise it and how they vary among learners. Thus, one of the goals of the 

present study is to examine whether or not motivation, operationalized as the ideal and ought-to 

self-images of the L2 Motivational Self System, predicts L2 pronunciation development and how 

those constructs relate to participants’ semester-by-semester language learning goals and 

objectives, as reported on open-ended questionnaires.  

Research on L2 Pronunciation Development 

Research on L2 segments has enjoyed a long history that has explored a range of sounds 

predicted to be difficult for different learner populations, such as /r/ and /l/ for L1 Japanese 

speakers of L2 English (e.g., Riney & Flege, 1998; Sheldon & Strange, 1982), /r/ and /ɾ/ for L1 

English speakers of L2 Spanish (Colantoni & Steele, 2007; Major, 1986; Waltmunson, 2005), or 

English vowels for L1 speakers of Mandarin and Slavic languages (Munro & Derwing, 2008), 

just to name a few. The purpose of the present section is not to review all research on L2 
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pronunciation development, but to focus on L2 stop consonants, particularly for L1 English 

speakers of L2 Spanish, the target structure relevant to the current dissertation. In describing this 

research, as I have done in previous sections, I will situate it relative to two axes: (1) learner 

population (i.e., bilinguals or L2 learners) and (2) task type. By keeping these two parameters in 

mind, I hope to explain some of the diverse results that have characterized this strand of research.  

SLM research, and research that predates the SLM but nonetheless may be classified as 

such because it follows the same paradigm, has focused on bilingual speakers, attempting to shed 

light on such topics as the importance of age of learning, length of residence, and amount of 

experience to the perception and production of L1 and L2 stops (e.g., Caramazza et al., 1973; 

Flege, 1987b; Flege, 1991b; Flege & Eefting, 1987, 1988; Flege, MacKay, & Munro, 1995b; 

Major, 1987b). The majority of this research has focused on stop consonant production, though 

two studies (Caramazza et al., 1973; Flege & Eefting, 1987) also examined perception. Overall, 

results suggest that early bilinguals will establish a new phonetic category, producing L2 stops 

with targetlike VOT on the other hand, whereas later bilinguals will modify the realization rules 

with which they produce L2 stops, producing stops whose VOT falls between values appropriate 

for the L1 and L2. In other words, later bilinguals will not form a new category, but instead use 

the same category that is present in the L1, modifying it to produce L2 stops. Flege (1991) 

reported that even L1 English speakers of L2 French who were married to native speakers and 

had lived in France for 11.7 years on average still produced French /t/ with a VOT value slightly, 

but significantly above the monolingual French norm (43 ms vs. 33 ms). However, they also 

produced English /t/ with VOT values significantly shorter than the monolingual English norm 

(56 ms vs. 77 ms). These results lend support to the idea that late learners will produce L2 targets 

that blend the phonetic properties of the L1 and L2; indeed, the English-speaking participants 
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who had the most French language experience produced /t/ tokens in English and French that 

differed by only 13 ms of VOT. In a previous study, Flege and Eefting (1988) found evidence for 

phonetic category formation among Spanish-English bilinguals grouped according to age of 

bilingualism: earlier childhood bilinguals, later childhood bilinguals, and bilingual children. 

Many of the participants in each group were able to produce VOT values appropriate for the 

phonetic categories relevant to both Spanish and English, producing stops that fell into the lead-

lag, short-lag, and long-lag ranges. For example, speaker 6 of the later childhood bilingual group 

produced lead-lag stops with a VOT of -66 ms, short-lag stops with a VOT of 22 ms, and long-

lag stops with a VOT of 70 ms, and speaker 5 of the same group produced values of -82 ms, 26 

ms and 94 ms, respectively. Arguably then, many of the bilinguals had created a phonetic 

category, {tʰ}, for English long-lag stops. This reinforces the notion that only those individuals 

who learn another language in childhood will be able to create a new phonetic category; the 

Spanish-English bilinguals in Flege and Eefting (1988) produced long-lag stops typical of 

English, but the L1 English speakers of L2 French in Flege (1991) did not produce short-lag 

stops with VOT values typical of French17.  

In sum, this research shows that the phonetic targets that speakers produce vary as a 

function of age of learning, amount, and even type of experience, to name just a few of the major 

factors that SLM-type research has explored. Therefore, there appears not to be a straightforward 

formula for L2 learning, which should be taken as a highly personal, nuanced process of 

development. However, as with all aspects of phonological development, the earlier, the better.  
                                                        
17 Whether or not it is appropriate to compare bilinguals and adult learners to monolinguals is 
another question, however (e.g., Grosjean, 1989), and scholars have begun to advocate for the 
notion of multicompetence (e.g., Cook, 2003, 2012). It is my belief that adult learners are not 
really like bilinguals or monolinguals, though they do share some common traits. Therefore that 
we should investigate L2 speakers, that is, adult learners of foreign languages, in their own right, 
emphasizing L2 development in and of itself without necessarily setting up monolingual or 
bilingual yardsticks for comparison.  
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I have already begun to review research on adult L2 learners in citing Flege (1991), 

thought the French learners he studied were unique given their extensive abroad experience. 

Nevertheless, other studies have produced similar results. Gass (1984) found that L1 speakers of 

L2 English from a range of language backgrounds demonstrated sensitivity to both the L1 and 

L2 in labeling a VOT continuum. In terms of production, like learners in Flege (1991), these 

speakers also produced VOT values intermediate to the L1 and L2, although some speakers did 

in fact achieve VOT values that fell within the range of values produced by the native English 

speaker control group. Another point that comes to light in Gass’ (1984) data is variability. Many 

speakers produced L2 stops with radically different VOT values over time, but also at even a 

single point in time. Though speakers only produced two tokens from which measurements were 

taken, the L1 Portuguese speaker produced 25 ms and 61 ms VOT tokens for English /p/ at Time 

3, and one of the L1 Thai speakers produced values of 10 ms and 60 ms. Thus, it is important to 

bear in mind that development involves both accuracy and stability. Although a speaker may 

achieve a VOT target, he may not achieve it consistently over time.  

Participants in Zampini (1998) were advanced learners of L2 Spanish enrolled in a 

phonetics course over the semester-long duration of the study. Thus, they possessed at least some 

explicit knowledge of how stop consonants are produced in both English and Spanish by the 

second data collection point. The advanced learners exhibited perceptual boundaries that 

reflected L1 and L2 norms; the boundary for Spanish was negative, indicative of the division 

between lead- and short-lag stops in Spanish, whereas the boundary for English was positive, 

indicative of the division between lead-/short- and long-lag stops in English. Moreover, many of 

the learners produced targetlike stops in Spanish even at the first data collection point. By the 

third session, nearly all learners were producing VOT values for /p/ in the short-lag range. Those 
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VOT values for /p/ were on average slightly longer than the ones produced by the Spanish-

English bilinguals, however. Whereas learners had largely mastered the articulatory routines and 

acoustic characteristics of Spanish /p/, they did not prevoice /b/ targets, which suggests that the 

lead-lag category was harder for them to acquire. 

Reeder (1998) provided particularly compelling evidence on the gradual attainment of 

foreign language phonetic targets. Learners at four instructional levels completed a two-way 

forced-choice perception task and a series of production tasks representing a continuum of 

controlled to spontaneous speech. Participants were highly accurate on the perception measure 

regardless of instructional level. However, on the production measures, not only did participants’ 

mean VOT value decrease by level (i.e., as a function of language experience), but the standard 

deviation also decreased, suggesting that learners’ developing L2 system became increasingly 

more stable. The most appreciable gains seemed to be between the third-semester learners and 

the upper-division participants. Clearly, quantity and quality of exposure was a key variable 

between the two groups, yet, we cannot rule out other outstanding variables such as motivation. 

Indeed, the beginners in Reeder’s study were most likely fulfilling a language requirement, 

whereas the upper-division participants were language majors and graduate students who likely 

had a vested interest in perfecting their language skills for both personal and professional reasons 

(e.g., Moyer, 1999). Such systematic reduction of VOT for voiceless stops as proficiency 

increases is a common trend across studies, even studies whose direct aim was not to examine 

VOT vis-à-vis proficiency level (e.g., Kissling, 2012, 2013). However, fewer studies have 

addressed the VOT of voiced stops, which is surprising given that producing Spanish /b/ as [p] 

(i.e., as a short-lag stop) may cause confusion while producing /p/ as [pʰ] (i.e., as a long-lag stop) 

will probably only be associated with a foreign accent.  
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Gains on voiced targets tend to be less evident, probably because of the articulatory and 

aerodynamic reasons mentioned above and discussed in detail in the upcoming section. Yet, 

authors have identified other factors that appear to impinge on the learning process such as 

perceptual salience, which ultimately reveals that second language phonetic learning does not 

boil down to any single factor, but is a complex perceptual and articulatory process where 

multiple factors converge to shape learning. For example, Nathan (1987) argued that articulatory 

dynamics play an important role in phonetic category acquisition. In his study, L1 Spanish 

speakers of L2 English completed a shadowing task where they heard and repeated sets of 

English and Spanish words at two times separated by a year and a half. Participants produced 

voiceless stops with longer VOT values, approximating the long-lag category of English, but 

failed to show similar improvement on the voiced stops. To explain this data, Nathan argued that 

learners were only able to drop contrastive voicing after they acquired contrastive aspiration. 

That is, he claimed that learners had to master long-lag /p, t, k/ (i.e., contrastive aspiration) 

before they could modify their production of /b, d, g/. He also claimed that the voiceless stops 

were more susceptible to modification because they are “perceptually salient” (p. 371) in 

English. Simon (2009) also found that L1 Dutch speakers of L2 English produced long-lag stops 

for the voiceless category but did not produce short-lag stops for the voiced category, adducing 

similar arguments based on the perceptual salience of the long-lag category in English. However, 

as I have noted, lead-lag stops do occur for /b/ in English, so it may simply be the case that 

Nathan’s and Simon’s speakers of L2 English produced lead-lag /b, d, g/ because there was no 

compelling phonological reason for them to realize voiced stops as short-lag stops in English. 

Table 1 summarizes the characteristics of some of the studies that have examined VOT for L2 

speakers. 
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Table 1. Authenticity of VOT in an L2: Overview of empirical research  

Study L1 → L2 Design Participants Tasks Findings 

 
Kissling 
(2012)a 

 
English → 
Spanish 

 
Cross-
sectional/ 
Within-
subjects  

 
Beginner 
Intermediate 
Advanced 
learners 

 
Word list 
Sentence list 

 
Decrease in mean 
VOT across 
levels:  
68, 47,44 ms  
 

Nathan 
(1987) 

Spanish → 
English 

Within-
subjects: 
Two sessions 
separated by 
18-month 
interval 
 

Learners enrolled 
in an intensive 
English program 

Word 
shadowing  

Increase in VOT 
for voiceless 
target 

 
Shift towards 
short-lag stops 
for /g/ 

 
Reeder 
(1998) 

English → 
Spanish 

Cross-
sectional 

1st semester 
3rd semester 
Upper division 
learners 
Instructors  

Word list 
Picture naming 
Respond to a 
prompt 

Decrease in mean 
VOT across 
levels: 
60, 60, 41, 36 ms 

 
Decrease in range 
of VOT values 

      
Riney & 
Takagi 
(1999) 

Japanese → 
English 

Within-
subjects: 
Two sessions 
separated by 
four-year 
interval  

Advanced 
learners 
Native English 
speakers 

Word/phrase 
list 
 

No overall group 
improvement on 
voiceless stops, 
but one learner 
does improve 

 
      
Simon 
(2009) 

Dutch → 
English 

One-shot 2nd year 
university 
students who had 
taken an English 
pronunciation 
course 

Word list 
Spontaneous 
speech (i.e. 
conversations 
between dyads) 

Speakers produce 
long-lag stops for 
voiceless 
category, but not 
short-lag stops 
for voiced 
category 

      
Zampini 
(1998)a 

English → 
Spanish 

Within-
subjects 

Advanced 
learners in a 
phonetics course 

Words in 
carrier phrase 
 

24 ms VOT /p/;  
6 ms for /b/ 
 

a Only data from the first data collection point has been included as these studies involved 
phonetics training. 
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Summarizing VOT research, findings point to a range of factors that predict directionality 

of difficulty, including markedness and salience, as well as the aforementioned learner variables 

age of learning, experience and use. However, few studies to date have examined VOT 

development longitudinally, and fewer still have examined development of both the voiced and 

voiceless categories. This is an important area of research if we hope to understand how L2 

pronunciation development unfolds and how different factors influence it over time. 

Up to this point, I have only reviewed research on stop consonants occurring in initial 

positions (i.e., in positions where the major acoustic cue is VOT). Yet, researchers working in 

the field of Spanish SLA have also extensively studied voiced stops occurring in medial 

positions. In medial contexts, the voiced stops weaken to approximants, a phonological fact 

which proves challenging for learners. In comparing research on VOT and lenition, one must 

bear in mind that studies on the former are methodologically distinct from studies on the latter.  

VOT is a scalar acoustic variable sensitive to incremental variation over time. In contrast, most 

studies on lenition have operationalized the approximants in categorical or semicategorical 

terms. However, recent proposals have defined lenition in more scalar terms, using an intensity 

ratio measure (e.g., Hualde, Simonet & Nadeu, 2011; Shea & Curtin, 2011). 

 Studies on the perception of the approximant allophones (i.e., [β, ð, ɣ]) are sparse. 

Following the core premise of the SLM that speakers must be able to detect a difference between 

an L2 sound and a nearby L1 category, Gonzalez-Bueno and Quintana-Lara (2011) analyzed 

English speakers’ ability to discriminate correct (approximant) and incorrect (stop-like)18 

productions of intervocalic voiced stops in Spanish, finding that learners were only moderately 

able to distinguish the two. Likewise, Kissling (2012) found that learners poorly discriminated 

                                                        
18 “Incorrect” here means English-accented.  
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[b]-[β] and [g]-[ɣ] pairs but were able to distinguish [d] from [ð], perhaps because [d] and [ð] are 

separate phonemes in English.  

 Research on production of the approximant allophones is complicated by the fact that 

degree of lenition varies considerably as a function of segmental and prosodic factors such as 

vocalic context and lexical stress (Colantoni & Marinescu, 2010; Eddington, 2011). Overall, 

results have shown that learners struggle with lenition in Spanish, though they tend to produce 

more lenited variants in unstressed syllables. Moreover, orthography appears to play an 

important role, especially for [β] since it is both acoustically similar to [v] and transcribed as ⟨v⟩ 

in many Spanish words (e.g., lavar [la.ˈβaɾ] ‘to wash’). In Zampini’s study (1994), second- and 

fourth-semester Spanish learners completed a formal reading task and an informal spontaneous 

speaking task. Results revealed that learners produced [β] and [ɣ] variants more often on the 

informal task, leading Zampini to argue that “a lack of attention to pronunciation may increase 

the probability of a weakening of particular sounds in context” (p. 478). Yet, perhaps it was not 

the level of processing that the task required but orthography that affected participants’ 

realization of the stops. In that regard, an intermediate task involving orthography while also 

requiring students to engage in some form of processing would be informative. Not only has 

subsequent research corroborated the importance of orthography and stress (e.g., Face & Menke, 

2009; Shively, 2008), but Face and Menke (2009) also found that participants produced more 

accurate word-internal stops than word-initial ones. 

 Shea and Curtin (2011) operationalized accuracy as C:CV intensity ratio, enabling them 

to study more subtle variation in low- and high-intermediate learners’ production of medial stops 

in environments contrasting stress and position within the word. Learners and a NS comparison 

group read target items embedded in a carrier sentence. The high-intermediate learners mirrored 
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the degree of lenition of the NS group, producing variable degrees of lenition as a function of 

stress and position. The low-intermediate learners, in contrast, produced relatively uniform 

degrees of lenition irrespective of context. According to Shea and Curtin, the low-intermediate 

learners appeared to implement lenition by rule, exhibiting a broader level of analysis that they 

hypothesized would transition into a more nuanced pattern at higher levels of proficiency, in line 

with the findings for the high-intermediate group. 

There is a dearth of research on lenition in general and, to my knowledge, no study has 

examined development of lenition from a longitudinal perspective. Moreover, no study has 

investigated VOT and lenition together, despite the fact that they both relate to stop consonants 

at different levels of granularity; VOT may be a matter of phonetic implementation whereas 

lenition is phonological in Spanish. This research stands to shed light on how speakers deal with 

differing levels of complexity and representation in L2 phonology by comparing the 

development of learners’ perception and production of Spanish stop consonants while taking into 

account phonetic variables such as stress and learner differences such as motivation. 

Longitudinal Research and L2 Development 

In recent years, with the advent of exemplar-based and statistical learning, researchers 

have increasingly recognized the enduring role of time in SLA. Some have claimed that SLA is 

fundamentally a question of time (Ortega & Iberri-Shea, 2005), and others have incorporated 

time explicitly into models of SLA, where learners develop greater levels of L2 resonance as a 

result of years of exposure to the L2 (e.g., Hernandez et al., 2005) or derive regularities in the 

input over time as they accrue greater amounts of L2 data (e.g., Johnson, 2007). Nowhere is the 

function of time made more explicit than in Nick Ellis’ (2002) description of SLA as “the 

lifetime analysis [emphasis added] of the distributional characteristics of the language input” (p. 
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144). Given the central role of time in SLA, we may ask ourselves how longitudinal and cross-

sectional studies deal with time and use it as a guiding criterion to separate the two types of 

research. In the sections that follow, I briefly outline the goals and capabilities of cross-sectional 

and longitudinal research, review relevant longitudinal studies on L2 phonology, and close by 

positioning the current study within a longitudinal paradigm.  

 The basic goal of cross-sectional research is to capture learner performance on a given 

variable at a single point in time or, when multiple groups are sampled at different points along 

the learning continuum, to extrapolate from successive one-shot performances by different 

participants to an ideal, prototypical participant’s performance over time. Thus, cross-sectional 

designs focus on group behavior, defining the learner as a constituent of a group, and are useful 

for exploring variables of interest across proficiency levels and between groups of various kinds. 

At best, they address learner performance at different time slices and attempt to infer 

development from point to point, though the actual data is from distinct learner groups. The 

limitations of inferring the course of development over time from cross-sectional data are seen in 

many studies. For example, Bradlow, Pisoni, Akahane-Yamada, and Tohkura (1997) trained L1-

Japanese learners of English to perceive the /r/-/l/ distinction, which appeared to generalize to 

production. Yet, they noted that there was variation across the board: “There was considerable 

individual variation across subjects in pretest accuracy, post-test accuracy, as well as in 

percentage change” (p. 2305). In a longitudinal design, it may be easier to disentangle sources of 

variation by inspecting individual cases over time, but this is impossible with cross-sectional 

data. Likewise, Riney and Flege (1998) studied how a similar population produced English /r/ 

and /l/ longitudinally, across a four year period, but with only two data points collected from 

each individual: upon entering university and during senior year. They found that some learners 
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improved whereas others apparently got worse (c.f. Figures 8 & 9, pp. 233–234). However, in 

the absence of more detailed and truly longitudinal data (i.e., multiwave data), this variability 

remains virtually unexplainable. Therefore, variability is apparently a common trait shared by 

many studies in the SLA field, but few researchers have systematically explored variability in 

development over time. This is one of the basic goals of the present dissertation. 

 In contrast to cross-sectional research, longitudinal designs directly address development 

by focusing on the individual and on multiple data collection points over time. Indeed, as Ortega 

and Iberri-Shea state, “any claims about ‘learning’ can be most meaningfully interpreted only 

within a full longitudinal perspective” (2005, p. 26), where time is a central variable. By 

extension, the goal of longitudinal research is to delve into the complex interaction of an array of 

variables and the incremental shifts in ability that characterize language learning. In this respect, 

longitudinal designs explore data at multiple levels of granularity to explain how language 

learning unfolds over time. Therefore, longitudinal research aligns well with certain facts about 

SLA and is also coherent with the notion of incremental development that predominates in most 

contemporary models of SLA. Indeed, statistical models do not predict precipitous or linear 

gains, and even if such rapid progression appears to be the case it may be only temporary. 

Therefore, longitudinal designs embrace the rich variation that learners exhibit over time and use 

it to explain the acquisition process. Needless to say, the fact that they focus on the individual 

over time also increases explanatory power by eliminating external unknown factors that threaten 

to invalidate cross-sectional findings. 

Longitudinal research in phonology has examined complex consonant clusters 

(Abrahamsson, 1999; Hansen, 2004) and, more recently, segmental production over time (e.g., 

Derwing & Munro, 2013; Munro & Derwing, 2008). Not only have these studies brought to light 
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the fact that paths of learning are oftentimes nonlinear, but they have also produced sometimes 

unexpected results. For example, in a study on a Spanish-speaking learner of Swedish, a 

language that permits more complex consonant clusters than Spanish, Abrahamsson (1999) 

reported that “in contrast to the expected development from high to low frequencies of 

epenthesis, it seems instead that this learner exhibited a U-shaped pattern of ‘low-high-low’ 

frequencies of epenthesis” (p. 489). Likewise, by examining speakers over a longer period of 

time, Hansen (2004) documented how a range of factors modulated two L1 Vietnamese 

speakers’ production of English codas over time. At the outset of the study, coda production was 

heavily constrained by the speakers’ native phonology, yet markedness, sonority, and other 

developmental constraints soon began to exert a considerable influence.  

 Munro and Derwing (2008) investigated how ESL learners (L1 speakers of Mandarin and 

Slavic languages, predominantly Russian) produced English vowels over a year-long period. 

Participants completed a delayed repetition task every two months over the duration of the study. 

On two separate rating tasks, one where trained raters played each stimulus up to three times and 

selected the phonetic symbol with which it most closely corresponded and another where 

untrained raters heard each stimulus only once before evaluating it on a scale of 1–5, speakers 

significantly improved over time, though, as the authors pointed out, most improvement occurred 

during the first half of the year. Moreover, a detailed analysis revealed different developmental 

trajectories for each vowel: learners performed well on /i/ even at the outset of the study, but 

struggled with /ɪ/ and /ɛ/, gaining accuracy on the former but not on the latter. This study was 

part of a larger, longitudinal study by the authors. In a subsequent report, Derwing and Munro 

(2013) focused on the development of participants’ oral skills over a 7-year period. Participants’ 

fluency and comprehensibility improved steadily over the duration of the study, but their foreign 
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accent predominantly improved during the first two years, with less convincing gains during the 

2-7 year period. Moreover, the Slavic group (i.e., the speakers of L1 Slavic languages) improved 

more than the Mandarin group.  

 Aside from the insights these studies provide into phonological development, they also 

highlight key methodological capabilities particular to longitudinal research: (1) an emphasis on 

individual development and unique learner trajectories and (2) nonlinear growth that illustrates 

how many variables converge to shape learning over time. Given the wealth of research that has 

investigated developing stop consonant systems (e.g., Caramazza et al., 1973; Face & Menke, 

2009; Flege & Eefting, 1986, 1987, 1988; Flege, 1987b, 1993; Nathan, 1987; Reeder, 1998; 

Shively, 2008; Zampini, 1994, 1998), a longitudinal perspective stands to illuminate how 

speakers master different acoustic parameters that operate at different levels of representation 

(i.e., VOT and C:V intensity ratio for word-initial and word-internal stops, respectively), uniting 

and enriching research that has considered each parameter in isolation. Moreover, such an 

approach also stands to inform our understanding of the relationship between perception and 

production, an issue central to current models of phonological SLA. 

Processes in Speech Perception 

Speech perception is a complex process that involves mapping auditory input to 

segmental representations to lexical entries in order to recognize a word. Scholars have posited 

multiple levels of perceptual processes (e.g., Werker & Logan, 1985) and have discussed a range 

of factors that impinge upon speech perception (see Strange, 1992 for a review). Given the 

complexity of speech perception and the scope of tasks that researchers have employed in their 

investigations of it (e.g., minimal-pair identification, AXB, category labeling using L1 or L2 

categories with and without orthography, etc.; see Flege, 2003 for a review), I first outline how 
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task type relates to findings in speech perception research with a focus on L2 research before 

turning to a topic of enduring interest to scholars working in the field of L2 phonological 

development: the relationship between speech perception and production.  

Research on L2 speech perception has produced diverse results depending on 

participants’ proficiency, the type of task employed, and the target segment or contrast. For 

example, Curtin, Goad and Pater (1998) found that L1 English speakers trained on L2 Thai 

performed better on voicing pairs (e.g., [b] vs. [p]) than aspiration pairs (e.g., [p] vs. [pʰ]) on a 

minimal-pair identification task, but performed equally well on both pairs on an AXB 

discrimination task. The authors argued that English speakers performed better on voicing pairs 

on the identification task because voice is an underlying feature in English whereas aspiration is 

only a surface feature. In other words, when speakers had to access the lexical level of 

representation, mapping auditory input to segments (i.e., bundles of abstract features), they 

performed well on the voicing contrast because voice is an abstract feature of English, stored at 

the phonological level in comparison to aspiration, which is likely filtered out as surface 

variation. This was not the case when the task did not involve lexical access. Werker and Logan 

(1985) argued that speakers are better able to discriminate subtle phonetic contrasts not present 

in the native language on tasks that allow them to compare stimuli nearly immediately (i.e., on 

tasks that allow speakers to process and discriminate stimuli based on their auditory or phonetic 

characteristics). On the other hand, speakers are not able to detect those differences on tasks that 

encourage phonemic processing (i.e., tasks that involve longer interstimulus intervals, forcing the 

listener to store the form and retrieve it for subsequent comparison). During storage, only the 

acoustic features relevant to the native language are processed, other features, such as the 

distinction between dental and retroflex consonants or between aspirated and unaspirated stops, 
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are discarded. Once the listener retrieves the stored token for comparison with another token, 

only the features that were encoded are available for comparison, making surface variation 

difficult to detect.  

For bilinguals, both language dominance and mode also appear to be important, 

particularly the former. Antoniou, Best and Tyler (2012) investigated how Greek-English and 

English-Greek bilinguals categorized and rated the category goodness of VOT stimuli and how 

they performed on an AXB task. The authors found a role for language mode on the 

categorization but not on the ABX task; bilinguals appeared to attend to the phonetic properties 

of the phonologically active language in making their judgments on the former, but it did not 

affect performance on the latter. On the other hand, language dominance was related with 

participants’ performance on the AXB task. On the basis of these results, the authors contended 

that “a bilingual is a single (dominant-language) listener with respect to discrimination, but 

behaves more like a monolingual of the activated language with respect to categorization 

judgments” (p. 592). Zampini (1998) also explored language mode. English speakers of L2 

Spanish who had advanced proficiency at the time of testing labeled /bada/-/pada/ VOT continua 

in both languages19. Participants’ VOT boundary varied according to the language of the tokens; 

on the English continuum, the crossover was at a positive value, and on the Spanish tokens, it 

occurred at negative value. This finding contrasts with Caramazza and colleagues’ (1973) earlier 

study on French-English bilinguals in which they reported that language mode did not affect how 

participants performed on the perception task. However, these null results may be due to the fact 

                                                        
19 A balanced Spanish-English bilingual had produced the initial tokens in Spanish and English 
whose VOT Zampini manipulated using acoustic software. It is unclear whether or not the 
bilingual speaker tried to produce bada and pada as similarly as possible in both Spanish and 
English or whether the speaker produced the tokens in line with the phonology of each language, 
namely, in Spanish as [baða]-[paða] and in English as [baɾəә]-[paɾəә] or [bæɾəә]-[pæɾəә]. More 
details on the perception task would be helpful.  
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VOT is a more robust cue in English. As the authors noted, perhaps the bilinguals accessed their 

knowledge of English phonology (i.e., their knowledge of the role of VOT in English), basing 

their judgments on English even when labeling the VOT continuum in the French mode. 

The fact that a myriad of factors affects the results of perception research is especially 

relevant to research on the relationship between L2 speech perception and production. First, 

researchers have been concerned with whether or not perception precedes production and the 

results of perception research suggest that the answer to this question will inevitably vary as a 

function of how we define perceptual accuracy (e.g., as the location of the VOT boundary, as the 

ability to select the correct response in an identification task, as d’, a measure of a speakers’ 

ability to discriminate sounds, etc.). Another point to bear in mind is the thorny nature of 

comparing perception and production data. First and foremost, if perception does precede 

production, as most scholars contend, then a strong relationship may only be evident at the onset 

and apex of learning when speakers are unable to discriminate or produce the target structure and 

when they are quite good at discriminating and producing it. Rather than examining correlations 

between the two domains, it would likely be more fruitful to employ cross-lagged correlations 

between, for example, perception at data point 1 and production at data point 3, or moving 

correlations that consider a window of two to five data points. The difficulty of assessing the 

relationship is compounded by the fact that perception and production conceptualize accuracy in 

qualitatively different terms. VOT boundary refers to the threshold at which a speaker perceives 

a voiced stop as voiceless. Average VOT production refers to a theoretical prototype that the 

speaker is trying to achieve in speech production. Therefore, correlating the two may not be a 

very valid indicator of the relationship between them. In fact, to correlate them, researchers 

might instead employ a goodness-of-fit test where participants rate tokens from a VOT 
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continuum in terms of how good an exemplar they are of either /p/ or /b/. This would give some 

idea of the VOT point at which the listener perceives the token as an ideal or prototypical 

pronunciation of a given category. This would then be the value that one would correlate with 

the production data, as they are both related to prototypes. In other words, the speaker should be 

aiming to produce the VOT target that is the best exemplar of the voicing category of the stop.  

Methodological complexities aside, Hanulíková, Dediu, Fang, Basnaková, and Huettig (2012) 

noted that the relationship between speech perception and production in an L2 is probably 

anything but straightforward: 

It is likely that especially in the initial stages of L2 acquisition, perception and production 

dissociate, and learners approach the task of learning these sequences with differing 

strategies…Perception difficulties might not always be reflected in production difficulties 

or vice versa. This is in line with the claim that perceptual performance is not a simple 

inversion of phonological phenomena occurring in the production system, suggesting that 

perception and production necessarily rely on different mechanisms and thus any link 

between them will be rather complex. (p. 99) 

These considerations will serve as a guide to my discussion of research on the perception-

production link. In an early study on the relationship between perception and production in an 

L2, Sheldon and Strange (1982) recorded L1 Japanese speakers of L2 English producing words 

containing /r/ and /l/ in various phonetic contexts. To assess speakers’ perception of the /r/-/l/ 

contrast, the participants were tested on the same stimuli, which included the stimuli that they 

themselves had produced, identifying each target as /r/ or /l/. To assess production, native 

speakers of American English listened to the tokens the Japanese speakers had produced and 

judged them as /r/ or /l/. Not only were different subgroups evident even among the small sample 
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of 6 Japanese participants––one who performed poorly on both perception and production, two 

who could produce the contrast but not perceive it, and three who were able to perceive it and 

produce it––but performance varied considerably as a function of phonetic context. The speakers 

who produced the contrast well but did not perform as well on the perception task had apparently 

engaged in articulatory training, which likely helped them to produce, but not perceive, the 

contrast. Yet, presaging similar statements from future research (e.g., Hanulíková et al., 2012), 

Sheldon and Strange remarked on the fact that the relationship between L2 speech perception 

and production may be asymmetrical as a result of the unique acoustic and articulatory demands 

of perception and production:  

It is reasonable to assume that the ease or difficulty in learning to perceive ‘foreign’ 

phoneme contrasts is a complex function of both language dependent phonological 

interference and (perhaps universal) acoustic-phonetic factors which affect auditory 

perceptual and attentional processes. To the extent that these acoustic-phonetic factors 

shape perceptual performance in SLA (and articulatory-phonetic factors shape production 

performance) there may well be discrepancies between receptive and productive skills 

that are not predictable on the basis of contrastive phonological analysis. (p. 256) 

Gass (1984) also argued that production may precede perception for L2 speakers. She 

examined how L2 English speakers from a range of language backgrounds (e.g., Farsi, French, 

Korean, etc.) perceived and produced /b/ and /p/ over a 6-month period encompassing three data 

points. Participants labeled a VOT continuum and read a word list containing instances of word-

initial /b/ and /p/ (i.e., bother, polly, bottle, popping). Regarding perception, L2 speakers’ 

perceptual functions were not monotonic, exhibiting areas of disturbance around both L1 and L2 

VOT boundaries. In terms of production, Gass reported that they produced stops whose VOT 
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values fell within the native range (/b/: -125 to 0 ms; /p/: 45 to 75 ms). However, looking at just 

the speakers of Romance languages, of the 6 VOT productions for /p/ per speaker over the 

course of the study, only the Portuguese speaker achieved VOT values (3) that fell within the 

native range; the French and Italian speakers never produced a stop whose VOT exceeded 45 ms, 

the minimum value for the native speaker group. Despite this concern, Gass’ study (1984) brings 

into clearer focus the apparently hybrid character of L2 speakers’ perceptual systems, which 

suggests that the native system still exerts an influence on listeners’ judgments even when tasks 

are conducted in the L220. Like Gass (1984), Zampini (1998) examined the issue of perception 

and production using VOT continua. L1 English speakers who were advanced learners of L2 

Spanish labeled VOT continua in Spanish and English and read words containing /p/ and /b/ 

embedded in Spanish and English carrier phrases. Summarizing the results relevant to the current 

topic, many learners produced nearly targetlike VOT values though they exhibited a perceptual 

boundary that was more closely aligned to English. This suggests that for many of Zampini’s 

participants, production appeared to precede perception. When taken together, these results 

suggest that it may be easier for L2 speakers to reprogram articulatory gestures than it is for them 

to reprogram the perceptual system, which even at advanced stages of L2 learning shows an L1 

perceptual trace.  

Training studies also shed light on the relationship between perception and production by 

examining whether or not training in one domain results in gains in the other. The most oft-cited 

study in this area is Bradlow, Pisoni, Akahane-Yamada, and Tohkura (1997)21. Their central aim 

was to assess how acquisition of a perceptual contrast influenced control over production. 
                                                        
20 Gass notes that she attempted to create an English mode by conducting the experiment during 
the last 15 minutes of a course given in English and telling participants that they were hearing 
the first part of the English words bop and pop.  
21 As of the writing of this dissertation (September, 2014), the 1997 article has been cited 128 
times according to the reference in the Journal of the Acoustical Society of America.  
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Japanese ESL learners participated in high-variability perceptual training on the /r/-/l/ contrast. 

Before the training, participants took a minimal pair identification test consisting of natural /r/-/l/ 

pairs in four phonetic environments. At posttest, they took the same test as well as two 

generalization tasks, one involving novel words and a novel speaker, and the other novel words 

but a familiar speaker. The trained group significantly outperformed matched controls on the 

posttests. Production was assessed using a repetition test where participants heard, saw, and 

repeated a word before and after the training. The measure tested participants’ production of the 

contrast across seven phonetic environments and involved trained and new items. Native English 

speakers evaluated participants’ readings by rating pretest-posttest pairs on a 7-point scale, and 

pre and posttest productions were counterbalanced such that the order was reversed for half of 

the rating trials. The native judges significantly preferred the posttest over the pretest 

productions. However, the authors noted that “although initial performance in perception and 

production [were] well correlated, there [was] substantial variation in the degrees of learning in 

the two domains” (p. 2307). Moreover, as Sakai and Moorman (2013) have pointed out, one 

study does not an argument make. In a meta-analytic review of perceptual training studies that 

also addressed production, they found that effect sizes ranged from no effect to large effects 

(range -0.14 to 1.75; mean = 0.56) depending on the segment being trained and the parameters of 

the training. 

 Lastly, I wish to address in brief terms how approaches to L2 phonology deal with the 

relationship between perception and production. The SLM makes explicit the link, stating that 

until learners are able to create a new phonetic category with which to perceive L2 sounds 

classified as similar, they will be unable to produce those sounds in a targetlike manner, though 

they may approximate the phonetic norms of the L2. For example, according to the SLM, 
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English speakers of L2 Spanish must create a new lead-lag phonetic category in order to produce 

Spanish stops with appropriate VOT values because they have perceptually equated the lead-lag 

and short-lag categories. This account seems coherent with Gass (1984) who found that 

nonnative speakers exhibited perceptual systems that evidenced both native and target language 

VOT boundaries. The speakers of Romance languages failed to produce targetlike stops on the 

whole, but they did produce stops whose VOT exceeded in many cases VOT values typical of L1 

stops, suggesting a hybrid production system. Flege (1995) related phonetic category formation 

to age of learning: young L2 learners are able to form a new category whereas older learners (i.e. 

adult learners) will more than likely modify an existing category, resulting in a production 

intermediate to the L1 and L2. However, the SLM has predominantly focused on advanced 

learners in naturalistic contexts of learning so these hypotheses may not be directly applicable to 

learners in a formal setting who have little contact with the L2 outside of the classroom. 

 A proposal that sharply contrasts with the SLM is the Second Language Linguistic 

Perception Model (L2LP; see Vasiliev & Escudero, 2014, for an overview), which contends that 

speakers create a copy of the native perceptual system that they then modify. In other words, 

there are separate perceptual systems for the L1 and L2, and modification of the L2 system does 

not affect the L1 system. For VOT, according to the L2LP, learners reuse native categories and 

shift the VOT boundary to match the L2. Findings from Zampini (1998) both support and 

contradict the L2LP. There was a shift in L2 VOT boundary for learners from sessions 1 to 2 and 

2 to 3, though it was minor and in the opposite direction between the last two sessions (from -

3.65 ms at session 1 to -7.59 ms at session 2; from -7.59 ms at session 2 to -5.15 ms at session 3). 

However, learners’ L1 boundary also shifted from 8.22 ms at session 1 to 11.56 ms at session 2 

and 11.85 ms at session 3, though these shifts may not have been significant. Zampini argued 
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that “the changes in the L2 learners’ English and Spanish perceptual boundaries indicate an 

attempt to maintain a clear distinction between the two language by maximizing the perceptual 

distance between them” (p. 94). Thus, the L2LP may be a more appropriate model of L2 speech 

perception for adult learners in a traditional classroom context since those learners likely create a 

separate L2 perceptual system. These results and models point to the fact that speech perception 

and production respond to a myriad of factors, both articulatory and perceptual, and that the 

nature of speech perception and production in an L2 is particularly complex for adult learners. 

However, before any definitive conclusions can be reached, more research is warranted 

involving more longitudinal designs and a range of segments. Perhaps, as many scholars have 

tacitly suggested, the relationship between perception and production is itself idiosyncratic, 

arising out of the unique experiences that each L2 speaker has had with the target language and 

her personal makeup as a learner.  

Target Structure 

 Stop consonants are among the most studied segments in pronunciation research. Yet, 

surprisingly little research has endeavored to understand how L2 speakers acquire L2 stops over 

time, despite the prevalence of stops in world languages and our solid understanding of their 

acoustic characteristics. Indeed, stop consonant systems present an ideal test case for L2 

phonological development from a longitudinal perspective. In the following sections, I review 

the major articulatory and acoustic properties of stop consonants, focusing on VOT and lenition, 

before turning specifically to the stop consonant systems of Spanish and English, the languages 

relevant to the present dissertation. 
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Voice Onset Time 

Lisker and Abramson (1964) were among the first to study stop consonant systems across 

a range of languages (e.g., English, Spanish, Thai, etc.) in order to explore their acoustic 

features. This was of course the advent of the acoustic property known as Voice Onset Time 

(VOT), the period of time that elapses between the release burst of the stop and the onset of 

periodic vocal fold vibration. The authors noted that VOT fell into three broad categories 

corresponding to the timing of voicing relative to stop release: pre-voiced or lead-lag22, short-lag, 

and long-lag. For lead-lag stops, vocal fold vibration begins during the articulation of the stop 

and continues into the following segment, though the release burst may temporarily extinguish 

voicing or spontaneous devoicing may occur (Westbury & Keating, 1986). Recall that lead-lag 

stops are challenging from an aerodynamic perspective since constriction at a point in the vocal 

tract alters the pressure dynamics at the glottis. That is, producing a stop consonant creates a 

fixed volume into which the airstream can flow. Once this volume is filled, airflow stops and 

voicing dies out because, for voicing to occur, air pressure below the glottis must exceed air 

pressure above it23. Figure 1 provides a waveform and spectrogram of a lead-lag stop. 

                                                        
22 I refer to prevoiced stops as lead-lag stops since the other two VOT categories also involve the 
term ‘lag.’ However, I will refer to the phenomenon by which voicing begins during the 
articulation of the stop (i.e., before the stop has been released) as prevoicing. Note that in 
traditional phonetic or IPA terminology, lead-lag stops are voiced, short-lag stops are voiceless 
unaspirated (some authors also use the term ‘plain’), and long-lag stops are voiceless aspirated.  
23 There are two theories that account for vocal fold oscillation: myoelastic theory and 
aerodynamic theory. According to myoelastic theory, the vocal folds come together and are 
forced apart once a critical threshold of sub-glottal pressure is met. This creates a rapid pressure 
drop below the glottis and eventually enables the natural tension of the folds to overtake pressure 
and bring the folds back together. When pressure builds, the folds are once again forced apart 
and the cycle repeats itself. Aerodynamic theory is predicated on the Bernoulli effect, which 
describes the relationship between velocity and pressure: as speed or rate of flow increases, 
pressure decreases. Because the glottis is a narrow passage created by the vocal folds, when air 
passes through the passage, the particles speed up and air pressure drops. The drop in air pressure 
across the glottis creates a pressure vacuum, which pulls the folds together. This push-pull effect 
creates vocal fold oscillation which results in the auditory phenomenon of voicing.  
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Articulatory landmarks have been labeled to facilitate interpretation. Prevoicing is measured 

from the onset of vocal fold vibration prior to stop release to the burst transition leading into the 

following vowel. Note that for this diagram and the following VOT diagrams, VO = voicing 

onset; BT = burst transition; CO = closure onset. Thus, in the diagram, VOT is demarcated as the 

region between voicing onset and the burst transition, and the actual stop portion of /t/, the period 

during which the tongue tip is in contact with the teeth24, is demarcated as the region between 

closure onset and the burst transition. For a lead-lag stop, voicing onset precedes the burst 

transition whereas for short- and long-lag stops, the burst transition precedes voicing onset.  

 

Figure 1. Illustration of a word-initial lead-lag stop and a word-medial short-lag stop. 

For short-lag stops, a short burst of airflow at stop release briefly delays the onset of voicing of 

the following segment. For long-lag stops, as the name suggests, the delay is substantially longer. 

                                                        
24 /t, d/ are dental in Spanish.  
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In the diagrams, VOT is visible as fricative noise (i.e., diffuse shading) on the spectrogram and 

as aperiodic frication (i.e., irregular waves) on the waveform.  

  

Figure 2. Illustration of a word-initial short-lag stop. 

 

Figure 3. Illustration of a word-initial long-lag stop. 
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 Research on VOT has only grown since Lisker and Abramson’s (1964) study, coming to 

address the very interface between phonetics and phonology. Westbury and Keating (1986) 

examined the aerodynamic requirements of voicing for stop consonants in different positions, 

finding that in initial position, voicing is marked but in medial position, particularly between 

voiced segments, it is not. Keating (1984) proposed that the VOT ranges that Lisker and 

Abramson (1964) reported constitute phonetic categories25. On the other hand, Cho and 

Ladefoged (1999) have argued that there are four apparent levels of aspiration, adding an 

extralong-lag range for languages such as Israeli Hebrew whose stops exhibit VOT values in 

excess of 100 ms. They contended that these VOT ranges do not seem to have phonological 

relevance insofar as they do not depend on the number of voicing contrasts in each language. 

Rather, in their view, VOT is a continuum and the apparent categories (e.g., {voiced}) are modal 

values that are specific to a given language. They also suggested that the assignment of a target 

(i.e., the timing specification between articulatory and laryngeal gestures) is also language-

specific. Regardless of how scholars conceptualize the relationship between VOT and 
                                                        
25 Note that scholars working in generative phonology have also attempted to characterize stop 
consonant systems in terms of features. Trubetzkoy (1939) first proposed the correlations of 
voicing and aspiration. Jakobson, Fant and Halle (1969) later put forth the binary contrasts 
voiced vs. voiceless and tense vs. lax, the former to distinguish voiced and voiceless unaspirated 
stops and the latter to distinguish voiceless unaspirated and voiceless aspirated stops. Halle and 
Stevens (1971) advanced the features [± spread glottis], [± constricted glottis], [± stiff vocal 
cords] and [± slack vocal cords] to account for the entire range of attested stop consonants, 
including voiced aspirated stops such as the ones that occur in Hindi and the fortis/lenis stops of 
Korean which occur with weak aspiration but also differ along other acoustic dimensions. 
Scholars have questioned whether or not a direct relationship between phonological features and 
articulatory and acoustic parameters is warranted (Keating, 1985; Ladefoged, 1980). These 
scholars have typically drawn attention to the fact that phonological and even phonetic (i.e., IPA) 
representations that are shared between two languages do not indicate that the segment is 
produced with the same acoustic characteristics in both languages. For example, Ladefoged 
(1980) cited vowels in Danish and English that share the same phonological features but differ in 
terms of their exact acoustic characteristics. He made a similar point about voiced stops in 
Kalabari and Hausa. Although interesting, a complete review of the development of phonological 
features and different positions on the interface between those features and phonetic 
implementation is beyond the scope of this dissertation.  
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phonology26, they agree on the fact that the categories correspond to certain VOT ranges. Lead-

lag stops have VOT values less than 0 because voicing begins before stop release, short-lag stops 

have VOT values in the 0 to 30 ms range, and long-lag stops have VOT values in excess of 30 

ms, though languages seem to select a particular target even within those ranges27.  

 Another important area of research with respect to VOT that scholars have explored is 

how phonetic factors affect it. This is directly related to the present dissertation since whether or 

not a certain environment favors one articulation over another might have an impact on 

development. It is well known that the further back the point of articulation, the longer the VOT 

value (Cho & Ladefoged, 1999; Lisker & Abramson, 1967), particularly for velar stops. Voicing 

is also the most difficult to maintain for stops whose closure is further back because the volume 

of the enclosure is smaller (Ohala, 1997). Lisker and Abramson (1967) examined a range of 

phonetic factors including stress, position (i.e., initial vs. non-initial position), rate of speech, and 

vocalic environment, as they related to stop consonant VOT in English. Among many findings, 

the authors reported that /p, t, k/ were produced with longer VOT values in stressed syllables. 

Stress was also related to the production of /b, d, g/ but to a lesser extent. In terms of category 

separation between voiced and voiceless stops in English, Lisker and Abramson observed the 

following order: stressed words > unstressed words > stressed sentences > unstressed sentences. 

That is, there was a greater absolute difference in VOT values for voiced and voiceless stops 

when produced in a stressed syllable in isolated words than when produced in an unstressed 

syllable in isolated words, for example. Put another way, there was greater compression and 

overlap of VOT values in unstressed positions and in running speech. Flege (1987) noted that 
                                                        
26 In fact, Vaux and Samuels (2005) speak of the “unwarranted phonologization of VOT.”  
27 For example, long-lag stops in Japanese occur with a VOT value of around 40 ms, whereas 
long-lag stops in English occur with longer VOT values of 60 ms and above (e.g., Riney & 
Takagi, 1999). Similarly, lead-lag stops in English occur with more prevoicing than lead-lag 
stops in Spanish.  
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VOT is subject to minor perturbations based on the following vowel and that speakers regularly 

exhibit a range of VOT values for a given stop: “For a single talker, a standard deviation of 5–

15ms is not uncommon for a mean VOT values of 80ms for /t/” (p. 289). Consequently, it may 

be the case that L1 English speakers of L2 Spanish are more able to develop the short-lag 

category for /p, t, k/ in unstressed syllables than in stressed syllables since stress tends to enhance 

VOT in English.  

Lenition as C:V intensity ratio 

 Lenition as applied to stop consonants simply means that given a certain set of 

circumstances, the articulation of a stop may weaken. Voiced stops may weaken to fricatives or 

approximants and voiceless stops may weaken to voiced stops or even to voiced fricatives. In 

Spanish, as will be discussed in the upcoming section, lenition is phonological insofar as /b, d, g/ 

weaken to approximants (i.e., [β, ð, ɣ]) when they occur after a continuant. Likewise, Hualde, 

Simonet, and Nadeu (2011) even observed that medial /p, t, k/ may weaken to [b, d, g], which 

may be subject to further lenition to [β, ð, ɣ], though such lenition is phonetic. In English, 

flapping, the process by which medial /t, d/ are produced as [ɾ], is also an example of 

phonological lenition. Figure 4 provides an illustration of approximant [β] (/b/) in Spanish in the 

nonce word /rubalono/ (i.e., [ru.βa.lo.no])28. The most straightforward interpretation of lenition 

on the waveform and spectrogram is the continuation of acoustic energy across the articulation of 

the stop. This is visible on the waveform as periodic low amplitude waves and on the 

spectrogram as low frequency energy (i.e., energy at the bottom of the spectrogram). An 

                                                        
28 Note that this is a relatively conservative articulation. Further lenition would entail more 
shading on the spectrogram, evidence of additional formants, potentially f3 and f4, and greater 
amplitude on the waveform. Likewise, were the segment totally stoplike, only the voicing bar 
would be shaded on the spectrogram, visible as a thin gray line at the very bottom of the 
illustration, and very low amplitude waves would be visible on the waveform.  
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intensity curve has been overlaid on the diagram to illustrate that intensity drops, but does not 

drop precipitously toward zero as one might expect for a medial stop. 

 

Figure 4. The phonetic characteristics of an approximant with intensity curve overlay. 

 Because researchers now regularly employ intensity ratios as a scalar measure of lenition 

in Spanish, it is worthwhile to review how intensity relates to voicing, closure, and loudness. 

Briefly stated, intensity is a measure of the acoustic energy of a segment. There are two types of 

acoustic energy, periodic and aperiodic. The vocal folds generate periodic energy, whereas 

fricatives and other whistling sounds (i.e., sounds that create a canal in the mouth through which 

air passes, producing turbulent airflow) generate aperiodic energy. Although both voicing and 

stridency generate acoustic energy, affecting intensity, I primarily review periodic energy here 

(i.e., energy originating from vocal fold vibration). Recall that voicing and articulatory closure 



 
 

73 

interact in a negative manner. This is particularly evident for stop consonants since once the 

airstream has filled the volume of space behind the point of articulation, voicing will die out. If 

voicing and articulatory closure are inversely related, then closure and intensity are also 

inversely related. That is, stop consonants propagate acoustic energy very poorly because they 

place limits on voicing, the primary source of acoustic energy. Vowels, on the other hand, 

propagate acoustic energy exceptionally well because they involve little to no constriction other 

than the placement of the tongue. Thus, it is possible to establish a theoretical continuum of 

segments that vary in terms of how well they propagate acoustic energy and, by extension, by the 

degree of intensity with which they are associated. Naturally, the boundaries between classes of 

segments overlap because other factors such as stridency also influence intensity. Intensity ratios 

are computed because volume, the loudness with which a speaker produces a sound, also 

influences raw intensity value. Therefore, when making comparisons between speakers, it is 

important to normalize this variation by taking a ratio. In summary, then, relative intensity is a 

well-adapted measure of stop consonant lenition because it directly relates to the degree of 

closure with which a segment is produced (Figure 5).  

 

Figure 5. Diagram of intensity continuum.  

 Both VOT and C:V intensity ratio (i.e., lenition of medial stops to approximants) vary as 

a function of phonetic factors, the most important being lexical stress. Colantoni and Marinescu 

(2010) observed that there was “less lenition in perceptually prominent [i.e. stressed] syllables” 

(p. 113). Similarly, Eddington (2011) examined the scope of lenition in data from phone calls 

< intensity 
< propagation 

vowels approximants fricatives stops     
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between native speakers from a range of Spanish-speaking countries (e.g., Argentina, Colombia, 

Spain, etc.) finding that stress disfavored lenition (i.e., there was less lenition in stressed 

syllables). Consequently, one of the goals of this dissertation is to track how stress affects VOT 

and C:V intensity ratio in the development of L2 Spanish stops.  

Stop consonants in English and Spanish 

 In English, voiced stops are generally produced as short-lag stops, though some speakers 

do prevoice them, and voiceless stops are long-lag stops, though the exact amount of VOT with 

which they are produced varies principally as a function of stress (e.g., Lisker & Abramson, 

1967). In terms of stop consonants in medial positions, in theory they are produced as stops, 

though authors have shown that they may undergo incipient lenition, weakening to fricatives or 

even approximants given the right circumstances. This is particularly true of velar stops (i.e., /g/) 

since, voicing is even more difficult to maintain for backed articulations (e.g., Ortega-Llebaria, 

2004). In medial position, voiced stops tend to be produced with continuous voicing throughout 

the closure, particularly in running speech (e.g., Lisker & Abramson, 1964).  

 In Spanish, on the other hand, in initial position, voiced stops are realized as lead-lag 

stops and voiceless stops as short-lag stops. Therefore, Spanish and English overlap in terms of 

the phonological category to which short-lag stops are mapped. Put another way, the VOT 

partition separating voiced and voiceless stops in Spanish occurs around 0 ms whereas the 

boundary in English occurs around 30 ms29. Table 2 summarizes studies which have reported 

mean VOT values for adult speakers of English and Spanish. Where two VOT values are 

reported for voiced stops, the authors of the original studies separated lead- and short-lag 

productions in English. 
                                                        
29 These are theoretical values. The actual boundary differs by point of articulation and other 
factors.  
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Table 2. Studies reporting VOT values for English and Spanish stops. 

 Voiced  Voiceless 

 /b/ /d/ /g/  /p/ /t/ /k/ 

English        

Lisker & Abramson (1964) 1; -101 5; -102 21; -88  58 70 80 

Caramazza et al. (1973) – – –  62 70 90 

Flege & Eefting (1986) – 18; -85 –  – 87 – 

Riney & Takagi (1999) – – –  74 74 85 

Spanish        

Lisker & Abramson (1964) -138 -110 -108  4 9 29 

Flege & Eefting (1986) – -80 –  – 22 – 

Flege & Eefting (1987) -82 -80 -68  18 22 39 

Reeder (1998) – – –  17 17 28 

Rosner et al. (2000) -92 -92 -74  13 14 27 

Kissling (2012) – – –  13 18 38 

 In medial position, voiceless stops surface as such, though they may undergo incipient 

lenition, weakening to voiced stops or even voiced approximants, especially in casual speech 

(Hualde, Simonet & Nadeu, 2011). By traditional accounts of spirantization in Spanish, voiced 

stops weaken to approximants except after a pause or homorganic consonant, a consonant whose 

place of articulation coincides with the place of articulation of the stop (i.e., a nasal, or /l/ in the 

case of /d/). However, Eddington (2011) demonstrated that underlying stops surfaced with 

varying degrees of lenition even in positions where a stop is categorically expected, which calls 

into question the view that lenition is a monolithic process in Spanish. Indeed, there is 

considerable variability in degree of lenition, but most, if not all, scholars agree that the 
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intervocalic position is the most stable since stops nearly always weaken to an approximant in 

that context. Lenition in Spanish also occurs both word-internally and across word boundaries as 

in la bala “the bullet”, [la.βa.la].  

 Scholars have debated the status of voicing in English. That is, whether or not at a more 

abstract level English involves a voicing or aspiration contrast. This is relevant insofar as if 

English does in fact involve an underlying voicing contrast, then English speakers acquiring 

voicing languages should experience relatively little difficulty. As previously discussed, Curtin, 

Goad, and Pater (1998) argued that voicing, not aspiration, is a contrastive feature in English 

since L1 English speakers trained on L2 Thai performed better on voicing pairs (i.e. lead-lag vs. 

short-lag pairs) than on aspiration pairs (i.e. short-lag vs. long-lag pairs). However, Simon (2009) 

contended that speakers of voicing languages such as Dutch have trouble acquiring the English 

system precisely because it is an aspiration language. What is clear is that, in terms of 

perception, L1 English speakers need to shift the VOT boundary in order to perceive voicing 

languages such as Spanish, and that in terms of production, they need to deploy the short-lag 

category for /p, t, k/ and the lead-lag category for /b, d, g/. Regarding stop consonants in medial 

positions where duration may be a cue to stop identity in Spanish, the situation is less clear. On 

the one hand, in English, medial voiced stops tend to exhibit uninterrupted voicing and may even 

undergo some lenition, which suggests that English speakers may be able to discriminate medial 

stops in Spanish well. Moreover, English speakers can re-use a similar L1 category to help them 

perceive medial approximant [β] in Spanish, namely English /v/. An English speaker who hears 

[loβo] may perceive it as /lovo/ using English /v/, creating the lexical representation ⎢lovo⎥ (cf. 

Boersma & Escudero, 2008). This speaker might also produce [v] in /VbV/ contexts. But this 

would never result in the type of perceptual error that allows the speaker to readjust his 
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perceptual system, so the lexical representation involving ⎢v⎥ would persist, making it unlikely 

that he would spontaneously begin to produce [β], at least from an OT point of view30. In any 

case, because auditory cues align more closely between English and Spanish in medial positions, 

English speakers should be fairly accurate at least in terms of their perception, though they may 

not produce approximants.  

Research Questions 

 Previous research has focused intensively on stop consonants, demonstrating that L2 

speakers produce more targetlike stops over time, though they may fail to achieve values typical 

of the L2. This has certainly been the case for L2 Spanish. Researchers have reported that L1 

English speakers produce Spanish stops (principally voiceless stops) with shorter VOT values as 

their proficiency increases. In contrast, studies that have examined the distribution of stops and 

approximants in medial positions have reported less encouraging results. Yet, to date, no study 

has examined the stops and approximants (i.e., VOT and lenition) together over time, though the 

field at large has increasingly recognized the value of longitudinal research and the importance 

of individual differences in language learning. In fact, research on approximants in Spanish has 

already considered a range of phonetic and task-related factors such as stress and task formality, 

though no study has sought to examine how both phonetic factors and learner differences such as 
                                                        
30 An intriguing case indeed would be /b-/ cases such as bonito “pretty” since word-initial /b/ 
occurs as both [b] and [β] depending on context. Thus, for phrases like ¡Qué bonito! “How 
pretty!” the speaker could do as above, linking [ke.βo.ni.to] to /vonito/ and subsequently to the 
lexical representation ⎢vonito⎥. But when bonito occurs as [b] as in Esa casa es tan bonita “That 
house is so pretty,” the speaker would not perceive [bonito] as /vonito/, perhaps instead creating 
a new lexical representation ⎢bonito⎥ by analogy based on English, i.e. base and vase, [beɪs] and 
[veɪs] → /beɪs/ and /veɪs/  → ⎢beɪs⎥ and ⎢veɪs⎥. Although this is not directly relevant to the 
present research, how speakers resolve such conflicts is a topic worthy of future research. 
Indeed, this may explain why speakers produce more continuant articulations in word-internal 
position (e.g., Face & Menke, 2009). By this hypothesis, speakers would specifically produce 
more [v] targets in word-internal position. To my knowledge, no study has examined the 
distribution of [v] by position for L1 English speakers of L2 Spanish.  
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motivation converge to shape path and rate of learning. The present study therefore seeks to 

address this important area of research, posing the following research questions: 

1a. How does learners’ ability to perceive word-initial and word-medial /b/ and /p/ in L2 

Spanish develop over a year-long period (i.e. two semesters of Spanish instruction) on a 

discrimination task?  

1b. What phonetic factors and learner differences predict learners’ ability to discriminate 

word-initial and word-medial /b/ and /p/ in L2 Spanish? 

2a. How does learners’ ability to produce word-initial and word-medial /b/ and /p/ in L2 

Spanish develop over a year-long period (i.e. two semesters of Spanish instruction) on 

two production tasks, a semi-spontaneous sentence formation task and a more controlled 

sentence sentence-reading task? 

2b. What phonetic factors and learner differences predict learners’ ability to produce word-

initial and word-medial /b/ and /p/ in L2 Spanish?  

3. What, if any, relationship is apparent between the ability to perceive and produce /b/ and 

/p/ in L2 Spanish across the three tasks employed? 

Chapter 3: Method 

Participants 

 Twenty-six L1 English speakers who were enrolled in a second-semester, college-level 

Spanish course at the time of recruitment participated in this study. None of the participants had 

received pronunciation training, nor had they spent appreciable time in a Spanish-speaking 

country for academic purposes, though some had traveled abroad on holiday. Most participants 

were late learners of Spanish, meaning that they had begun learning Spanish as adults, although 
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participants 17 and 39 reported ages of onset of learning of 7 and 5, respectively. In terms of 

additional foreign languages, only three participants indicated that they had experience with a 

foreign language other than Spanish. Participant 33 indicated that he had studied some Italian 

and rated his proficiency as good. Participant 27 reported that she had learned Japanese and that 

her proficiency in it was very good. Lastly, participant 51 had studied French and rated her 

proficiency as very good. Participants reported no known speech or hearing deficits. Eight native 

speakers of various dialects of Spanish who were language instructors at the mid-sized, private 

university where the research took place were recruited as a baseline group for comparison and 

also participated in this study. Only one of these speakers ended up teaching some of the 

participants enrolled in the study.   

 At the first data collection point, the 26 Spanish learners completed a comprehensive 

language background questionnaire based on the Language Contact Profile (Freed, Dewey, 

Segalowitz, & Halter, 2004) (for the full instrument, see Appendix A). The 8 native speakers of 

Spanish completed a similar survey, smaller in scope, eliciting data on how, when, and where 

they had learned English as a second language (see Appendix B). Participants’ instructors also 

filled out a survey on their teaching practices to provide insight into the type of language they 

used in class. That is, they reported on how they modified their speech in class to accommodate 

nonnative listeners, as well as on the relative emphasis they placed on pronunciation (see 

Appendix C). 

 By the end of the first semester of data collection, after two waves of data had been 

collected, five of the original 26 participants dropped out of the study, reducing the total sample 

size to 21. Four of the five reported that they had to stop taking Spanish due to scheduling 

reasons and would likely reengage the language in the future. One of the participants reported 
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that he was no longer interested in learning Spanish because he found the instructor to be overly 

demanding. Participant 23 was not enrolled in a Spanish course when the last data point was 

collected. Nevertheless, she participated in the last wave of data collection and that data was 

retained in the analysis. The fact that she was not enrolled in Spanish was unproblematic for the 

study since the last data collection point occurred immediately after Winter Break, when all 

participants had been on holiday, during which time they had no substantial contact with 

Spanish.  

Learner bio-data 

 Because the purpose of this study is to bring the individual into clearer focus and to 

explore individual growth trajectories in pronunciation, bio data is presented for each participant 

along with a group summary in Table 3.  

 On average, the learners began learning Spanish when they were 14 years old (M = 

14.38; SD = 4.11) and had completed an average of 3 years of coursework in Spanish (M = 3.35; 

SD = 3.17). Eight learners had spent time in a Spanish-speaking country for vacation, staying for 

less than two weeks. Three participants indicated knowledge of another foreign language: 

Japanese, Italian, and French. Learner 27 had studied Japanese for 8 years, lived in Japan for 5 

years with her family, and indicated that she had very good proficiency in Japanese on a 4-point 

scale (0 = poor to 4 = native/nativelike). Learner 51 had studied French for four years, had 

participated in a two-week immersion program in France, and rated her language ability as very 

good in French, except for writing skills where she rated herself good. Finally, learner 33 had 

studied Italian for one year and rated himself as good in all aspects of language ability, listening, 

speaking, reading, and writing. A number of other special cases also bear mentioning and are 

listed below in bulleted format for convenience.  
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§ Learners 23, 37, and 41 reported growing up in a region in the U.S. where Spanish was 

frequently spoken, Texas (41) and California (23, 37).  

§ Learner 7 reported that a close family member frequently spoke Spanish when conversing 

with her family, who lived in Costa Rica. This learner had also traveled to Costa Rica for 

two weeks for vacation.  

§ Learner 39 reported that she began learning Spanish at age 5. However, she characterized 

that learning as inconsequential, “I had mandatory Spanish class from 5-13, but I didn’t 

learn much.” The fact that she rated her listening and speaking abilities in Spanish as 

poor supports that characterization. 

§ Some learners, such as learner 72, reported discrepancies between the years of previous 

experience with Spanish and the age at which they began learning Spanish. This is likely 

due to the fact that they perceived the Spanish instruction they received in middle or high 

school as ineffective. Learner 72 rated her speaking and listening abilities in Spanish as 

poor. 

Table 3. Participant bio-data and language contact data. 

ID Sex Age AoL Exp. LA SA OFL OFLP 
3 F 18 18 – poor poor – – 
5 F 20 10 4 good poor – – 
7 M 19 8 11 poor poor – – 
9 M 18 11 6 very good good – – 
11 F 18 13 6 good poor – – 
13 M 18 16 1 good very good – – 
15 F 18 13 3 good good – – 
17 M 19 7 7 good good – – 
19 F 18 12 7 very good very good – – 
21 M 20 19 – good poor – – 
23 F 19 19 – good good – – 
25 M 19 19 – good good – – 
27 F 18 17 – good good Japanese very good 
31 M 18 10 5 poor poor – – 
33 M 19 18 – good good Italian good 
35 F 18 13 6 poor poor – – 
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37 M 18 14 4 good good – – 
39 F 19 5 8 poor poor – – 
41 F 19 15 2 good poor – – 
43 F 20 20 – poor poor – – 
45 F 18 16 2 good poor – – 
47 F 19 15 4 good good – – 
49 F 18 12 6 good very good – – 
51 F 19 19 – good good French very good 
72 F 19 18 4 poor poor – – 
83 M 19 18 – poor poor – – 
G – 18.65 14.38 3.35     

AoL = Age of Learning; Exp. = Previous experience with Spanish in middle or high school; LA 
= Listening Ability in Spanish; SA = Speaking Ability in Spanish; OFL = Other Foreign 
Language(s) Known; OFLP = Proficiency in Other Foreign Language(s) Known; G = Group 
means. 

Procedure 

 Due to the complexity of the design of the study, I will first discuss the procedure before 

explaining each of the instruments in detail. Participants took part in this study over the course of 

a year, spanning three semesters of college-level Spanish instruction including the Introductory 

Spanish II, Intermediate Spanish I and Intermediate Spanish II levels. That is, when they began 

participating in the study, they were enrolled in a second-semester Spanish course and, when 

they completed it, they were enrolled in a fourth-semester Spanish course. Participants 

completed the production measures before the discrimination measure on five occasions, twice 

while enrolled in their second and third semesters of college-level Spanish instruction and once 

while enrolled in their fourth semester of Spanish instruction. They completed the language 

contact and motivation questionnaires once per semester, at the first, third, and fifth data 

collection points, and the exit survey at the last meeting, the fifth data collection point. Table 4 

provides a schematic overview of the procedure and experimental timeline. The production and 

discrimination dependent measures, which participants completed at each data collection point, 

are shaded. 
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Table 4. Overview of tasks, procedure and timeline.   

Semester (Sem.) Spring 2013 Fall 2013 Spring 2014 

Level Intro. II Inter. I Inter. II 

Time/Wave 1 2 3 4 5 

Sem. of Spanish 0 ½ 1 1½ 1¾ 

Measure      

Background q. ✓     

Training  ✓ ✓ ✓ ✓ ✓ 

Sentence-formation  ✓ ✓ ✓ ✓ ✓ 

Sentence-reading  � ✓ ✓ ✓ ✓ 

Discrimination  ✓ ✓ ✓ ✓ ✓ 

Selves q. ✓  ✓  ✓ 

Open-ended q. ✓  ✓  ✓ 

Exit q.     ✓ 

The schedule of data collection was aligned to the academic year and the participants’ schedules. 

Care was taken to collect data on days when participants had attended Spanish class. Likewise, I 

avoided particularly busy points during the semester such as midterm and final exams to ensure 

that the participants were not under additional stress or time constraints when completing the 

measures. At the end of each meeting, I reviewed participants’ responses to the questionnaires, 

asking for clarification where necessary, and also chatted with them regarding how they were 

doing in Spanish, avoiding directly mentioning pronunciation unless the participant brought it 

up. All instructions for the experiment were given in English to make sure the participants fully 

understood what they needed to accomplish. The native speakers completed the production 

measures followed by the discrimination measure only once. 

In terms of the data collection procedure itself, participants first completed the training 

session. They received the training packet and had five to ten minutes to review the packet and 

memorize the names of the characters (or refresh their memory of the names of the characters 
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after the first wave of data collection). The packet consisted of a print-out of each of the eight 

target characters with the name listed below it. Participants were encouraged to use any 

strategies they found helpful to memorize the names. After looking over the training packet, they 

moved to the computerized training where the instructions indicated that they would see and hear 

all of the vocabulary needed to complete the experiment and that they would be tested on that 

vocabulary before moving on to the experimental tasks. The directions explicitly stated that they 

had to score 100% in order to move forward, thereby encouraging participants to pay close 

attention.  

The program automatically cycled through each vocabulary item at a rate of about five 

seconds per word. Once all of the words had been presented, the program brought participants to 

a vocabulary quiz where they saw a picture and four typed options labeled A to D aligned 

vertically and gave their response by pressing the appropriate key. If participants did not reach 

criterion, they were sent back to the training phase and went through the training an additional 

time. If by the third repetition they did not score 100%, they moved to the experimental tasks to 

prevent fatigue and exasperation since any error was likely due to hitting the wrong key rather 

than actual failure to memorize the basic vocabulary terms.  

 The experimental tasks always followed the training session and were ordered as follows: 

the less-controlled production task (i.e., the sentence-formation task), the more controlled 

production task (i.e., the sentence-reading task), and the discrimination task. The production 

tasks preceded the perception task to prevent participants from receiving additional auditory 

input that may have biased their production. Seeing the characters during the production tasks 

also helped participants to create more robust mental representations for the characters and their 
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names31. On the sentence formation task, participants saw pictures of a character, a verb, and a 

direct object or location and combined them to form a sentence. The character was accompanied 

by its name to prevent unnatural hesitations. The task was not timed and participants advanced 

by pressing the space bar once they had recorded the sentence. On the sentence reading task, they 

saw sentences presented in the middle of the screen and read them aloud. On both tasks, 

participants were instructed to speak clearly but naturally and, to put the tasks into a more 

meaningful, communicative framework, they were told that in the future other learners would 

listen to the recordings and attempt to match them to the correct character.  

Participants were recorded in a quiet space free from distractions and in a sound-

attenuated booth when possible using a dynamic, head-mounted microphone (Shure SM10A) 

connected to a laptop computer. All recordings were made using Audacity software at 44100 HZ 

and exported as WAV files.  

In general, participants took about 15 to 20 minutes to complete the production tasks. 

Before they began, they read five sentences aloud to ensure that the microphone was properly 

positioned and that they would speak loudly enough for high-quality recording.  

On the discrimination task, participants received a set of instructions with sample 

response screens to familiarize them with what they would see during the task. These screens 

explained that they would sometimes need to respond based on the character and the verb, and 

other times based on the character and the direct object or location. This helped them to realize 

that they would always see the same type of response screen, though the content might vary 

slightly depending on the distractor portion of the sentence. Before the task, they completed a 

brief trial section consisting of 30 items drawn randomly from the total stimulus set. The 
                                                        
31 By the end of the production tasks, they had seen the character names 160 times, 80 times on 
each task. On the sentence formation task, they had also seen a picture of the character. By the 
end of the tasks, they were very familiar with the characters.  
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program paused and instructed them to ask any questions they had before moving on to the 

experimental trials. Participants were instructed to respond as quickly and accurately as possible 

by left-clicking on the correct response (Appendix I). They had as long as they wanted to 

respond, but the audio played only once. 

 Regarding the questionnaires, participants completed the language contact questionnaire 

first at the beginning of the first, third and fifth data collection points. They completed the full 

questionnaire on three occasions to ensure that they responded consistently on questions related 

to their language learning histories (i.e., age of onset, previous experience, etc.). Because the 

language contact questionnaire also addressed contact with Spanish outside of the classroom (i.e. 

listening to music in Spanish, interacting with Spanish-speaking friends, etc.), it provided data on 

participants’ extracurricular engagement with Spanish over the course of the study. After 

completing the training session, production tasks and discrimination task, participants filled out 

the selves survey and open-ended questionnaires. The selves survey had a different format each 

semester. The order of the ideal L2 self, ought-to L2 self and motivated behavior subsections 

varied between the three versions as did the order of items within each subsection. The format of 

the open-ended questionnaire was the same across administrations. At the last data collection 

point, participants filled out a two-sided exit questionnaire on their involvement in the study. 

Instruments 

Language contact survey 

 The language contact survey was a modified version of the Language Contact Profile 

(Freed, Dewey, Segalowitz, & Halter, 2004). Participants reported on how often they 

communicated with native speakers of Spanish, how often they communicated with a range of 

individuals in Spanish outside of class, and how often they engaged in activities related to 
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Spanish (e.g., watching television or movies in Spanish or reading Spanish language 

newspapers) using a 5-point scale (0: Never to 4: Daily). They also listed any additional activities 

in which they engaged that were not specifically mentioned on the survey. The wording of the 

survey was altered to reflect the timing of the study such that at the third meeting, which 

occurred after the Fall semester had begun, participants reported on their contact with Spanish 

over the summer. Likewise, at the last meeting, which took place after Winter Break, participants 

reported on what they did related to Spanish over the holiday. The survey also contained 

questions related to participants’ language learning histories. These questions were included to 

ensure that participants responded consistently across the study, accurately reporting the age at 

which they began learning Spanish, the amount of contact they had had with Spanish in grade 

school, and whether or not they had recently traveled to a country where Spanish was spoken 

(Appendix A).  

Rationale for target characters containing /b/ and /p/ 

 The production tasks and discrimination task were based on a set of eight fictitious 

characters as well as /maɾio/ and /maɾia/, two common Spanish names which served as control 

items. The fictitious characters were four minimal pairs, targeting the /b/-/p/ contrast in four 

environments. These environments crossed lexical stress and position in the word, the 

phonological variables of interest to the present dissertation. I chose to investigate labial stops 

for a number of reasons. First and foremost, although most studies investigated stop consonants 

at many points of articulation, one oft-cited study focused on the labial stops in L2 Spanish 

(Zampini, 1998). For comparability with as many studies as possible, I therefore selected /b/ and 

/p/. Secondly, I hypothesized that learners might be able to leverage visual cues to help them 

produce the stops correctly compared to stops at other points of articulation. As reviewed above, 
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the literature on medial approximants suggests that lenition is particularly challenging for 

learners even at more advanced levels of study. I also chose /b/ and /p/ precisely because English 

contains a voiced labio-dental fricative (i.e., /v/), which is highly similar to the Spanish 

approximant [β]. Learners may produce more fricative- or approximant-like realizations of 

medial /b/ by analogy with English /v/. Although such productions would not be totally 

targetlike, they would nevertheless be more targetlike than the stop alternative, and may 

eventually even give way to the bilabial articulation of Spanish. Finally, flapping does not affect 

medial /b/ and /p/ in English as it does /d/ and /t/, a fact which necessarily renders acquisition of 

the dental stops more complex. 

 Regarding the surrounding environment, the stops were embedded in the /_a/ and /u_a/ 

contexts for word-initial and word-medial targets, respectively. Colantoni and Marinescu (2010) 

reported that /b/ weakened the most and /p/ the least in the /u_a/ context in Argentinian Spanish. 

Therefore, I hypothesized that this was the optimal environment in which weakening might first 

begin to occur in learner speech. Furthermore, this context was deemed appropriate given the 

labiality of /u/; though /u/ is phonologically a back vowel, it also involves lip rounding as a 

secondary articulation. Thus, the point of articulation of the vowel closely matched that of the 

stop consonant. Likewise, /a/ is a phonologically neutral vowel and therefore should not have 

added additional place specifications to the articulation sequence. In creating the rest of the 

character names, I took care to ensure the rest of the word was relatively easy to pronounce in 

order to prevent unnatural hesitations and pausing. I avoided complex consonant clusters and 

phones, keeping the names neutral with respect to the native and L2 phonologies by choosing 

phones that overlapped in both languages. The only exception was the /rupalono/-/rubalono/ pair 
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containing word-initial /r/, a trill in Spanish. The same native speaker of Argentinian Spanish 

that recorded the stimuli reviewed them for naturalness.  

Training task 

 Before discussing the characteristics of the training task, I will review how I selected 

vocabulary beyond the target characters as well as broad task characteristics. In designing the 

tasks, I limited the amount of vocabulary participants needed to memorize. Having just begun 

their second semester of college-level Spanish, participants possessed only a basic vocabulary. 

They were also memorizing a set of minimal pairs which posed a considerable challenge. 

Therefore, I drew additional vocabulary from the vocabulary with which they were already 

familiar in order to prevent cognitive overload. The final set of vocabulary consisted of a list of 

common verbs (10) and nouns (15) to be combined in fixed patterns. Two to three verbs were 

associated with a set of direct objects or locations (Table 5), making the task more feasible for 

beginning L2 learners. 

Table 5. Combinatorial structure of target sentences on the discrimination task.  

SVO SVPP 

V  O  V  PP  

pintar to paint la cocina the kitchen jugar to play la calle the street 

limpiar to clean el baño the bathroom correr to run la playa the beach 

  el patio the patio   el bosque the forest 

  el coche the car   el gimnasio the gym 

        

tocar to play la flauta the flute comer to eat la clase the class 

romper to break la guitarra the guitar leer to read la plaza the plaza 

comprar to buy el piano the piano cantar to sing el coche the car 
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  el tambor the drum   el parque the park 

The training task involved a training packet of the target characters and a computerized 

phase containing all vocabulary necessary to complete the experiment, including the target 

characters. Previous pilot testing had revealed that the combination of the two forms of training 

substantially helped participants to memorize the target characters. Each character in the training 

packet appeared in color with the printed name below it. The computerized task was divided into 

two parts. The first part focused exclusively on the characters while the second targeted the 

remaining experimental vocabulary. Participants saw a picture of each item with the word 

printed below it and heard an audio recording of the word spoken by the same speaker that 

recorded the stimuli for the discrimination task. The target characters always appeared first in the 

computerized training to reinforce what the participants had learned from the training packet. 

After the computerized training, participants took a vocabulary quiz. As illustrated in Appendix 

E, quiz slides were comprised of a picture and four typed options (Appendix E). The potential 

response options were drawn from the same part of speech whenever possible. For example, a 

picture of a forest (el bosque) was paired with the other options present in the prepositional 

phrase set to which the forest item belonged: street, beach, and gym. There were 35 total items 

on the quiz (8 characters + 2 people + 10 verbs + 15 nouns = 35 items) including the target 

characters. The location of the correct response was counterbalanced across trials. 

Production tasks 

 Participants completed two production tasks, a less controlled sentence formation task 

and a more controlled sentence-reading task. On the sentence formation task, participants saw 

pictures of a target character or distractor subject (i.e., María or Mario) with the name printed 
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below32, a verb, and either a direct object or a location corresponding to a prepositional phrase. 

There were a total of 100 items, 80 target items and 20 distractors. There was also an equal 

number of verb (n = 50), direct object (n = 25) and prepositional phrase (n = 25) trials that were 

distributed across the characters.  

 The second production task was a sentence reading task where participants saw a 

sentence and read it aloud. The sentences were similar to the types of sentences participants 

formed on the formation task. There were 100 sentences, ten per item, including the distractors 

characters.  

Discrimination task 

The target characters and distractor names appeared in sentences consisting of either a 

verb and a direct object (SVO) or a verb and a prepositional phrase (SVPP), where the PP 

indicated the location where the action had taken place (Table 6). 

Table 6. Examples of sentence types and target sentences from the discrimination task. 

Sentence Type Examples Gloss 

SVO Pafo toca la flauta Pafo plays the flute 

 Rubalono pinta la cocina Rubalono paints the kitchen 

   

SVPP Bamuso lee en el parque Bamuso reads in the park 

 Lupano corre en la playa Lupano runs at the beach 

                                                        
32 Pilot testing had revealed that participants had trouble memorizing the names of the characters even 
with a more extensive training phase, perhaps due to the fact that the names were similar and the learners 
had just begun to learn Spanish. Because they had trouble with the names, they frequently hesitated on the 
picture task during piloting. To avoid hesitation and unnatural speech, names were included on the final 
version of the task.  
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Target characters and distractor names were paired with each verb once for a total of 100 

trials or ten trials per target item, including the María and Mario distractor items. The target 

sentences were recorded by a male native speaker of Argentinian Spanish. The speaker practiced 

the entire set of sentences before recording to familiarize himself with the targets and eliminate 

hesitations. As illustrated in Appendix D, participants saw a response screen containing four 

options that varied across two parameters, the character and the distractor portion. The latter was 

related either to the verb or direct object, or to the verb or prepositional phrase. Therefore, on 

each trial, participants had to discriminate not only the character (e.g., /pafo/ or /bafo/), but also a 

verb, object, or location that served as the distractor potion of the sentence. The distractor portion 

ensured that participants paid attention to the entire sentence and not just to the characters, 

recreating more realistic listening conditions.  

The structure of the distractor contrast was as follows. Half of the trials contained verb 

distractors (i.e., trials where participants had to choose the correct verb in addition to the 

character) and the other half contained either direct object or prepositional phrase distractors. 

The direct object and prepositional phrase distractor condition was further divided into two 

groups of 25 trials. In summary, with respect to the distractor portion of the sentence, there were 

50 trials that contained a verb as a distractor item, 25 that contained a direct object as a distractor 

item, and 25 that contained a prepositional phrase (i.e. location) as a distractor item.  

The location of the correct response was also equally distributed by quadrant such that 

the correct response appeared in a given quadrant 25 times to prevent a statistical bias. 

Furthermore, the location of the correct response was balanced for each of the characters. 

Because there were ten trials per character and four quadrants, the correct response could not 

appear in each quadrant an equal number of times per character. Therefore, for a given target 
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character, the correct response appeared in each quadrant at least two times and in two of the 

four quadrants three times. Finally, the distractor portion was also balanced relative to the 

characters; five of the ten trials contained a verb distractor and the other five contained either a 

direct object or prepositional phrase distractor, replicating the overall structure of the task. Two 

sets of response screens were created following this procedure and participants took different 

versions of the discrimination task involving the same stimuli but different response screens to 

avoid potential memory effects across data collection sessions. 

Quantitative selves survey 

 Motivation to learn Spanish as a foreign language was measured via a quantitative selves 

survey. The selves survey, which appears in Appendix F, contained three subscales and was 

adapted based on a larger set of items that had been developed in previous selves research 

(Dörnyei, 2010). Two of the subscales operationalized the Ideal L2 Self and Ought-to L2 Self 

subcomponents of the L2 Motivational Self System (Dörnyei, 2009). The third subcomponent 

operationalized self-reported motivated learning behavior (MLB) as a predictor outcome. The 

survey contained 30 items, ten per subscale. Participants rated how strongly they agreed with 

each statement on a six-point, Likert-type scale ranging from strongly disagree (1) to strongly 

agree (6). Three versions of the selves questionnaire were created to randomize the order in 

which the sections appeared and the items within each section. 

Qualitative questionnaire 

The qualitative questionnaire, shown in Appendix G, was designed to elicit information 

regarding what skills learners focused on in the classroom, what they deemed important, what 

their overall goal was in learning Spanish, and their cognitions regarding what it takes to be a 

successful foreign language learner. The qualitative questionnaire contained six broadly worded 
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questions that provided complementary data to the selves survey. An effort was made not to 

draw attention to pronunciation in particular at any point in the study. Instead, pronunciation was 

included on the questionnaire along with other foreign language skills. For example, the first 

question asked learners to comment on what aspects of Spanish they cared most about and why 

they cared about them. As an example, speaking, writing, being intelligible, how you sound, and 

knowing many words were included to guide learners in their response. Adopting a broader focus 

on the questionnaire by asking participants to reflect on the language learning process and their 

classroom experiences was important to avoid priming them to discuss pronunciation. This 

strategy produced a range of responses of varying quantity and quality. However, this was seen 

as advantageous to the goals of the study as the amount, type and depth of information that 

participants volunteered offered insights into the nature of their motivational system and the 

place of pronunciation in it. As Ushioda (2001) notes, “Introspective methods that are as open-

ended and minimally structured as possible bring with them the danger that the quality and 

quantity of elicited data may vary considerably from learner to learner. At the same time, 

however, variation in motivational clarity and awareness, as reflected in the quality and range of 

thinking verbalized, was itself of fundamental relevance to the research focus” (p. 98).  

Exit questionnaire 

At the last data collection point, participants completed an exit questionnaire, shown in 

Appendix H.  There were three general questions which appeared on the front of the 

questionnaire. In them, participants were asked to report on whether or not the study had affected 

how they perceive language learning or the behaviors in which they engaged to improve their 

Spanish in general terms. These three questions did not mention pronunciation. The three 

questions that appeared on the back of the questionnaire then specifically asked participants to 
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reflect on their pronunciation and on the importance of pronunciation to language learning. In 

other words, it was only at the closing of the study that an explicit focus on pronunciation was 

taken and they were asked their thoughts on pronunciation in general and its place in the foreign 

language curriculum in particular, and only after they were first given an opportunity to reflect 

more generally on their goals as learners. The exit questionnaire was designed this way to 

examine whether or not participants would list pronunciation without prompting on the more 

general questions. The last three questions on the back of the exit questionnaire were designed to 

obtain information about each participant’s concern for pronunciation accuracy. 

Coding & Scoring 

 Before any phonetic measurements were made, a research assistant extracted the 

character names from the full audio files in order to facilitate coding. Extracted character names 

were saved as WAV files. For the perception data, I created Excel templates with formulas that 

allowed for quick, accurate, and systematic evaluation of the perception data. The second 

researcher then used the templates to prepare the perception data for coding. The following 

sections outline the procedures I followed to calculate d’ for the perception data and take VOT 

and C:V intensity ratio measurements from the production data.  

d’  

 Before handling the perception data, I considered the distractor data, that is, performance 

on the distractor portion of the sentence. To be included in analysis, participants had to meet an 

80% threshold whereby they correctly identified the distractor portion of the sentence on at least 

80% of trials. All participants performed near ceiling on the distractor portion of the 

discrimination task. Therefore, all data was included in analysis. 
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Raw perception data were converted to d’ score, a measure of the ability to discriminate 

stimuli (Macmillan & Creelman, 2005), by operationalizing the discrimination task as the ability 

to detect short-lag /p/. d’ is calculated based on the difference between the z scores of the hit and 

false alarm rates. Hit rate is the proportion of times an individual detects a stimulus when it is 

present and false alarm rate is the proportion of times an individual detects a stimulus when it is 

not present. In terms of the present study, the hit rate is detecting a /p/ when the target character 

is Pafo, Pamuso, Lupano or Rupalono, and the false alarm rate is detecting a /p/ when the target 

character is Bafo, Bamuso, Lubano or Rubalono. There were 10 trials per character so the 

maximum score a participant could achieve was 10 out of 10 or a hit rate of 1. Following 

Macmillan and Creelman (2005), d’ score was adjusted for participants who appeared to achieve 

a perfect hit rate by a factor of 0.5 hits, making the maximum score 9.5 out of 10 hits or a hit rate 

of 0.95. To obtain the d’ score for each contrast: 

d’ = z(H) – z(F) where H = Hit Rate and F = False Alarm Rate 

Following this procedure, I calculated a d’ score per contrast (e.g., word-initial stressed /p/ vs. 

/b/) for each participant at each data collection point. The maximum d’ score for any individual 

contrast was 3.29.  

VOT 

 Using Praat acoustic analysis software (Boersma & Weenink, 2012) ,VOT was measured 

from the release burst to the onset of vocal fold vibration, which was indicated by vertical 

striations in the spectrogram and periodicity in the waveform. Prevoicing was coded as a 

negative VOT value. In some cases, prevoicing was present but died out before the release burst. 

This also rarely occurred in the Spanish-English bilingual data. Based on the bilingual data and 

modeling of the aerodynamics of voicing (Westbury & Keating, 1986), which indicates that 
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voicing may die out before stop release, I set a 30 ms criterion: if voicing died out more than 30 

ms before the release burst, the stop was coded as a short-lag stop. There were also a few 

ambiguous cases that had to be excluded from analysis due to quality concerns. In those cases, 

the participant laughed or coughed during the recording, hesitated, bumped the microphone, or 

substantially altered the name of the character making accurate measurement impossible. In total, 

less than 1% of total cases were excluded and in no case were more than 5 tokens excluded for 

any participant at any data collection point (Table 7). A script was used to extract the 

measurements once the VOT of all word-initial tokens had been labeled. I then computed an 

average VOT value per target character per task for each participant at each data collection point 

based on the number of tokens available (usually 10, though, as noted, some tokens were 

excluded due to quality issues). 

Table 7. Number and percent of word-initial targets excluded at each data point. 

 T1 T2 T3 T4 T5 N 

n 4160 4160 3520 3360 3360 18560 

Excluded       

Bafo 3 1 1 3 – 6 

Pafo 3 2 1 – 1 7 

Pamuso 4 6 2 2 1 15 

Bamuso 5 2 – 1 1 9 

Subtotal 15 11 4 6 3 39 

% Excluded 0.36 0.26 0.11 0.18 0.09 0.21 
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C:V intensity ratio 

To code intensity ratios, both word-internal stops and the following vowel were labeled 

(Hualde, Simonet & Nadeu, 2011). Onset of the stop was signaled by a decrease in acoustic 

energy on both the waveform and spectrogram and the absence of the upper formants (F2 & F3) 

from the previous vowel33. Offset of the stop and onset of the following vowel were labeled at 

the point at which acoustic energy began to increase or a release burst was visible, particularly in 

the case of voiceless stops. The important points to capture in labeling the medial stops were the 

minimum intensity of the consonant and the maximum intensity of the following vowel. As with 

the VOT data, less than 1% of word-medial tokens were excluded due to the quality issues laid 

out above (Table 8). 

Table 8. Number and percent of word-medial targets excluded at each data point. 

 T1 T2 T3 T4 T5 N 

n 4160 4160 3520 3360 3360 18560 

Excluded       

Lubano 1 1 1 2 1 6 

Lupano 9 2 4 3 3 21 

Rubalono 6 2 2 4 3 17 

Rupalono 7 – 5 1 3 16 

Subtotal 23 5 12 10 10 60 

% Excluded 0.55 0.12 0.34 0.30 0.30 0.32 

Once all files had been labeled, scripts were used to extract the relevant measurements. 

Lenition was defined as a ratio by dividing the minimum intensity of the consonant by the 

                                                        
33 This was much more pronounced for underlying stops realized as stops than for underlying stops 
realized as fricatives or approximants. Nevertheless, the criteria proved reliable in both cases.  
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maximum intensity of the following vowel (Hualde et al., 2011; Shea & Curtin, 2011). As 

outlined above, an average lenition value was computed per target character per task for each 

participant at each data collection point based on the number of tokens available. 

Predictor variables: Motivation, age of learning, previous experience and L2 use 

 Information about the participants’ previous L2 experience (i.e., years of previous 

Spanish instruction), age of onset of learning (i.e., age at which the participant began learning 

Spanish) had been elicited in the Language Contact questionnaire. They were included in all 

statistical analyses as predictors (together with motivation), because they could potentially exert 

an important influence on the pronunciation development data. Motivation to learn Spanish was 

the central predictor of interest, thought to potentially relate to the development of L2 

pronunciation in general and of the two target sounds in particular. Motivation was measured via 

the selves survey, which was broken down into the three subscales, and the items were summed 

to yield scores for the ideal and ought-to self-images and motivated learning behavior for each 

participant once per semester. The maximum possible score on a subscale was 60.  

 However, in analyzing the data, it became clear that this type of coding was not optimal 

for the interpretation of the parameters of the growth curve models. Consequently, I recoded the 

data by re-centering it on the sample mean. To re-center the control variables age of learning and 

previous experience, I computed the sample mean and coded the variables as deviation from the 

mean. Therefore, a participant could have negative or positive age of learning and previous 

experience where a negative value indicated that the participant was below the sample mean with 

respect to that variable and a positive value meant that the participant was above the sample 

mean with respect to that variable. For example, a participant with a negative age of learning is a 

participant whose age of learning was lower than the sample average. Re-centering the 
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motivation variables was slightly more complex. Given the short duration of the study and 

uniform context of learning, I opted to code the motivation subscales as time-invariant 

predictors. Although it was clear that both type and strength of motivation changed over time34, 

the ability to accurately measure those constructs is subject to considerable measurement error. 

As a result, time-invariant predictors out of the three subscales of motivation were deemed most 

appropriate. Once I had settled on motivation as a time-invariant predictor, a mean motivation 

score for each subscale was calculated for each participant based on the three measurements 

obtained. The entire data set from all participants on the three measurement occasions was also 

pooled in order to compute the sample average from the original set of measurements for each 

subscale. The re-centered motivation data therefore represents the ideal and ought-to self-images, 

two key components of the self system model of motivation (Dörnyei, 2009), and motivated 

learning behavior, degree or intensity of motivation felt, as time-invariant predictors of 

pronunciation development in the study expressed as scores that deviate from the sample mean. 

Re-centering is discussed in detail below.  

Statistical Approach: Growth Curve Modeling 

 Growth curve modeling (GCM), also known as multi-level modeling, is a 

multidimensional statistical model that explores intra- and inter-individual variation over time. 

Typically, a taxonomy of models is posited in an iterative fashion and the researcher evaluates a 

given model by comparing it to a previous model. GCM includes both fixed and random effects. 

Crucially, the variance components or random effects estimate the amount of variance yet to be 

explained between individuals in terms of both initial status and rate of change, as well as the 
                                                        
34 In many cases, participants’ ideal L2 self score decreased from the first semester (T1) to the 
second semester (T3); maybe participants became more realistic and gained a clearer idea of 
what they hoped to accomplish with Spanish. From the second semester (T3) to the third 
semester (T5), most participants’ scores remained largely the same.  
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covariance between those two parameters, that is, the relationship between initial status and rate 

of change. For example, significant covariance might indicate that individuals with higher 

intercepts exhibit a slower rate of growth. The simplest statistical model is known as the 

unconditional means model. An unconditional means model simply examines variation in overall 

performance irrespective of time and consequently only contains three parameters: a coefficient 

for the estimated initial status of the group, and two random effects, the residual or intra-

individual variance that remains untapped, and the coefficient indexing variance in the initial 

status. The equations that undergird this type of analysis model the initial status of a given 

learner and the growth rate for that learner in terms of the population parameters and a residual 

that allows the true initial status and growth rate of the learner to vary randomly as a function of 

the population parameter. This gives rise to individual variation in both initial status and rate of 

change, and therefore aligns well with current approaches to second language acquisition that 

have increasingly considered individual data and individual paths of learning. The unconditional 

means model is an important first step in fitting a series of models as it provides insight into the 

variance that lies within and between individuals. The intraclass correlation coefficient (ICC) 

describes the proportion of variance that lies between individuals in the sample (Singer & Willet, 

2003): 

ICC = Residual / (Residual + Initial) = Residual Variance / Total Variance 

According to Shek & Ma (2011), if the ICC exceeds .25 or 25%, indicating that 25% or more of 

the variance lies between individuals, then more complex models should be pursued. 

 An unconditional growth curve model or Level 1 model takes into account the effect of 

time. Therefore, an unconditional growth curve model includes three parameters beyond a simple 

unconditional means model: an estimated coefficient for the growth trajectory of the group (i.e. 
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the slope or growth rate) and random effects for the rate of change and the covariance between 

the rate of change and initial status. Thus, a Level 1 or unconditional growth curve model 

describes performance over time. Unconditional growth curve models may be linear or may 

involve higher order polynomials depending on the nature of the data, research questions, and the 

theoretical framework. Singer and Willet (2003) recommend careful inspection of individual 

growth plots to determine what type of function should be fit to the data. For example, if there is 

a single point of acceleration or deceleration in the slope, then a quadratic function might be 

best-suited to the data. Minimally, however, the data set must include one wave of data beyond 

the order of the function. Therefore, to model quadratic growth, a minimum of three data points 

would be necessary. Furthermore, individual growth plots likely do not conform to a single 

function; rather, data for some individuals may suggest linear development whereas, for others, 

quadratic or cubic patterns may emerge. In this case, the researcher should model the highest 

order polynomial evident in the data and simplify as necessary (Singer & Willet, 2003). Overall, 

modeling is not a strictly linear process in and of itself. Rather, as models are posited, the 

researcher must make informed decisions about the functional form of the model and the 

constraints placed on the model. 

 If the unconditional growth curve model indicates that there is significant growth over 

time, then the researcher should pursue conditional growth curve models, or Level 2 models, 

provided the variance components also indicate that there is significant variance in initial status 

or rate of change that remains to be explained35. Predictor variables cannot substantively alter the 

parameter that models intra-individual variance unless they are added to the Level 1 model, that 
                                                        
35 There may be significant development over time, but the variance components may not be 
significant, which would indicate that there is not enough inter-individual variation in initial 
status or rate of change to warrant further exploration. That is, adding predictor variables to the 
model would not increase the explanatory power of the model because there is only minimal 
variation between individuals with respect to initial status and trajectory.  
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is, unless they vary over time since any variation in a given predictor that is time-invariant varies 

exclusively between individuals. Thus, they may explain variance in initial status or rate of 

change between individuals, but they cannot predict variance within the individual. Take, for 

example, motivation in the current study. Motivation data was collected on three occasions over 

a year-long period. Therefore, motivation could be treated as a time-varying predictor. On the 

one hand, type and strength of motivation varies between individuals in the study and, on the 

other, it could also vary within an individual over the course of the study. If motivation were 

treated as a time-varying predictor, additional parameters would be introduced into the Level 1 

model, and these parameters could predict intra-individual performance over time. If, however, 

the three scores on the various subcomponents of the motivation measure are averaged together 

to yield a single composite score on each subcomponent, motivation would be treated as a time-

invariant predictor. As a result, there would be no intra-individual variation in motivation; 

instead, the variation would lie between individuals. Given the sample of the present study—

adults attending a mid-sized, private university enrolled in an introductory-level Spanish 

course—there is likely little variation in motivation over time, especially given the relatively 

short duration of the study. Were the sample to include learners of varying ages and 

backgrounds, or if the study were over a longer period, we might expect intra-individual 

variation in strength of motivation. An additional concern is the elusive nature of motivation 

itself, which oftentimes proves difficult to measure and quantify. Based on the sample and the 

measurement tools at hand, motivation is therefore treated as a time-invariant predictor in this 

study, though responses on the motivation questionnaire do suggest subtle shifts in motivation 

over time; namely, learners appeared to become more realistic in terms of potential goals and 

learning outcomes as they became more proficient. In summary, then, the predictor variables 
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introduced into the models posited in this study are all time-invariant. They can be divided into 

two large classes: linguistic or phonetic variables and learner individual differences. As regards 

the former, Task, Phone, Stress, and Position were considered. In terms of individual differences, 

Motivation was the major predictor examined in this study. Age of Learning, the age at which a 

participant began learning Spanish, and Previous Experience, the number of years of coursework 

a participant had completed in Spanish prior to enrollment in the study, were also included as 

control variables. 

Re-centering variables 

 Centering variables is a procedure that facilitates interpretation of a model without 

altering the form of the model itself; significant parameters remain significant though the 

coefficients may change. First, consider the motivation variables in the present study: the Ideal 

L2 Self and Ought-to L2 Self, and Motivated Learning Behavior. These constructs were 

measured on a questionnaire where each construct was associated with 10 Likert-type items on a 

6-point scale. Consequently, scores for a given construct range from a low of 10 to a high of 60. 

In positing a conditional growth curve model, the intercept (i.e., the estimated initial status of the 

group) is calculated when all other parameters in the function are set to 0. Therefore, the 

interpretation of the intercept is the estimated initial status of a prototypical member of the group 

who has 0 motivation. This is problematic because a 0 value for motivation cannot arise based on 

how it is operationalized in the current study. Motivation was therefore centered on the mean by 

taking the mean score on each subcomponent in the person-level data set – that is, the mean of 

all observed values of motivation on each subcomponent – and subtracting that value from the 

mean value for each participant. An individual with a centered motivation score of 0 on any 

subcomponent is therefore an individual whose motivation coincides with the mean value on that 
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subcomponent. Likewise, the intercept is no longer an individual who has no motivation, but an 

individual who exhibits average motivation (an individual whose centered motivation score 

coincides with the sample average).  

 Next, consider the covariates Age of Learning and Previous Experience. Like the 

motivation measures, Age of Learning cannot be set to 0 since someone who began learning 

Spanish at age 0 is likely a native speaker. Moreover, that value is not meaningful for the target 

sample who began learning Spanish much later, oftentimes as adults. Therefore, centering Age of 

Learning on the mean value provides the same advantages as centering the motivation measures: 

the intercept now represents the estimated initial status of an individual whose Age of Learning 

is the sample mean. Centering Previous Experience serves a different purpose. Clearly, it is 

possible that someone has no previous experience with Spanish. However, given that, on the 

whole, most participants did in fact take at least some Spanish in grade school or high school, it 

also makes sense to center this variable, particularly since the only interest is to control for any 

potential relationship it may have with performance or growth. It is common practice to center 

time-invariant predictors and control predictors in particular (Singer & Willet, 2003). 

Methods of estimation and the covariance matrix 

 There are two types of estimation generally employed in GCM: restricted (RML) and full 

maximum likelihood estimation (FML). RML explores only the variance components to fit the 

model. Therefore, it is appropriate when the research interests center entirely on the random 

effects and comparison of the random effects between models. FML, on the other hand, fits both 

the fixed effects and the variance components. The present study employs FML because the 

research questions examine both fixed and random effects.  
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 As previously stated, covariance or the covariance matrix specifies the relationship 

between the randomly varying intercepts and slopes. In GCM, the form of the covariance matrix 

can be specified. For the current study, an unstructured covariance matrix was uniformly 

employed; no restrictions were placed on the potential nature of the relationship between 

randomly varying intercepts and slopes. 

Model form and comparisons between models 

 As Singer and Willet (2003) point out, to compare models, one compares variance 

components between models, though the researcher must take care to select the correct variance 

components since  “each unconditional model yields residual variances that serve as yardsticks 

for comparison” (p. 103). To compare an unconditional means model and an unconditional 

growth curve model, the relevant variance component is the residual, or intra-individual 

variance. The proportional reduction in variance between the models therefore estimates the 

portion of the variance explained by growth over time. Likewise, to compare an unconditional 

growth curve model and a conditional growth curve model, the relevant variance components are 

the coefficients for randomly varying intercepts and slopes. Following Singer and Willet (2003), 

Pseudo-R2 = Variance (Model A) – Variance (Model B) / Variance (Model A) 

where variance is defined as the variance component(s) relevant to the comparison under 

consideration.  

 Beyond variance, the single parameter estimates of statistical significance (i.e. the 

traditional p value) also provide insight into the functional form the model should take, that is, 

whether or not a parameter should remain in the model or be excluded. 

 To estimate the goodness-of-fit of a particular model, researchers can rely on the 

deviance statistic (also known as the -2LogLikelihood or -2LL) or the information criteria. To 
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compare two models using the deviance statistic, two conditions must be met: (i) the data set 

must be the same across models; (ii) the former model must be nested within the latter (Singer & 

Willet, 2003, p. 119). The nested status of models refers to the ability to derive a previous model 

by invoking constraints on the current model. If these conditions are met, then a Chi-square test 

is carried out by first computing the absolute difference in the deviance statistics between the 

two models as well as the number of additional parameters between the models and then 

comparing the difference in deviance statistics to a critical value in a Chi-square distribution 

using the difference in parameters between the two models as the degrees of freedom in the test. 

Typically, this type of analysis is conducted when multiple predictors are added to a model since 

the single parameter tests are appropriate when a single predictor is incorporated into a model. 

The information criteria are a useful means of comparison between competing models that are 

not nested. In general, smaller values for the Akaike Information Criterion (AIC) and Bayesian 

Information Criterion (BIC) indicate a better fit. 

Chapter 4: Results 

To investigate development over time, a series of multilevel models were posited and 

refined using growth curve analysis. For the sake of clarity, I repeat each research question, 

followed by reliability analyses, descriptive statistics for the person-period data sets36, and the 

growth curve models. At the end of each section, I provide a final overview of the main findings.  

                                                        
36 In a person data set, the data from each participant occupies a single row and variables occupy 
columns. In a person-period data set, variables still occupy column, but the data from each 
participant occupies more than a single row; in the simplest case, each row represents data from 
a given participant at a given session. Thus, in a person-period data set, each value represents a 
participant’s score on a measure at that session.  
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RQ1: How does learners’ ability to perceive word-initial and word-medial /b/ and /p/ in L2 

Spanish develop over a year-long period (i.e. two semesters of Spanish instruction) on a 

discrimination task?  

 To examine the internal consistency of the discrimination task, I calculated Cronbach’s 

alpha (α) for each of the five administrations of the discrimination task37. As Table 7 illustrates, 

the sample size (i.e., the number of participants whose data was included in the reliability 

analysis of the discrimination data) decreased slightly over time due to participant attrition over 

the course of the study. Three measures of reliability were computed: overall reliability, 

reliability for word-initial items (i.e., the /bafo/-/pafo/ and /bamuso/-/pamuso/ pairs) and 

reliability for word-medial items (i.e., the /lubano/-/lupano/ and /rubalono/-/rupalono/ pairs). I 

decided to compute the reliability of word-initial and word-medial items separately because the 

acoustic parameters that undergird the voicing contrast differ in those contexts. Overall 

reliability was very high, ≥ 0.90, and reliability on the initial and medial subscales was high, 

falling below 0.80 only for the word-initial subscale at Time 4 (Table 9). 

Table 9. Summary of reliability analyses for the discrimination task.  

  Cronbach’s α 

 N Overall (80) Word-initial (40) Word-medial (40) 

Time 1 25 .90 .85 .90 

2 26 .94 .85 .93 

3 21 .90 .91 .82 

4 21 .90 .78 .89 

                                                        
37 Note that participants’ scores on each item were coded as correct (1) or incorrect (0) without 
taking into account the distractor portion of the sentence since doing so would have introduced 
noise into the data. Also, /maɾia/-/maɾio/ items were not submitted to the analysis for the same 
reason.  
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5 20 .96 .86 .97 

 

To prepare the discrimination data for analysis, I identified 15 cases (out of a total of 

433) where d’ was less than 0, a theoretical impossibility since a score of 0 indicates total 

inability to discriminate target stimuli. Although in these cases it was clear that the participants 

had largely reversed the labels, they were excluded from analysis for the sake of absolute 

certainty. Together, these cases represented only 3.46% of the total data set. The following 

section presents two growth curve models of the discrimination data: an overall model including 

all five data collection points and a model centered at T2 (i.e. beginning at T2), including all data 

points except the first. I decided to posit the second model since participants appeared to improve 

rapidly from the first to the second data collection points. Therefore, I examined whether or not 

growth occurred from T2 to T4 in order to explore the hypothesis that attunement to the acoustic 

characteristics of the target language occurs early in the learning process. I also note here that 

participants may have performed worse at T1 simply because they were unfamiliar with the task. 

However, this is unlikely since they engaged in a 30 trial training prior to completing the 

experimental block.  

Overall analysis 

As a first approximation to the data, d’ was plotted as a function of stress and position 

over time (Figure 6). Examining the interpolation paths between Times 1 and 2 (i.e. between 0 

and ½ semesters of Spanish), it appears that many learners’ ability to discriminate the stops 

improved quite rapidly over the course of the first semester of the study (or learners’ second 

semester of college-level Spanish instruction). Furthermore, both stress and position appeared to 

shape performance on the task. While most learners’ trajectories coincide in terms of 
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development of the ability to discriminate word-initial stop consonants (top panels), there 

appears to be greater variability in learners’ developmental trajectories for stop consonants in 

word-medial position (bottom panels). Regarding stress, learners appear to perform slightly 

better on contrasts in stressed position. Lastly, as is evident from the plot, regardless of the 

particular trial type (e.g., word-initial stressed, word-medial unstressed, etc.) there was 

considerable variation in both initial status and path of learning. While some learners were 

clearly able to discriminate Spanish stop consonants exceptionally well even at the outset of the 

study, others improved rapidly and some learners discriminated the stop consonants poorly over 

the entire course of the study. Thus, based on initial inspection of the developmental data on the 

discrimination task, it appears that there was in fact development over time, primarily between 

the first two data collection points, for most but not all learners and that the phonetic factors of 

word-position and stress at least affect discrimination performance. Framing the phonetic results 

in terms of voicing and the acoustic parameters that undergird it in varying phonological 

environments, preliminary data analysis suggests that accurate perception of /b/ and /p/ in 

unstressed syllables, particularly in initial positions, takes longer to fine tune. This may be due to 

the compression of acoustic contrasts in unstressed syllables. The fact that participants’ 

discrimination of medial /b/ and /p/ was more variable than their discrimination of /b/ and /p/ in 

initial position also points to the fact that the phonological status of lenition, a phenomenon with 

which learners are unfamiliar insofar as it does not form part of their native phonology, causes 

some confusion in the early stages of learning, despite high levels of accuracy. 



 
 

111 

 
Figure 6. Performance on discrimination task as a function of position in the word and lexical 
stress. 

The taxonomy of statistical models for the overall perception data is presented in Table 

12. An unconditional means model (Model 1) was first posited to examine variance in overall 

performance on the discrimination task. The intraclass correlation coefficient (ICC) for this model 

was 0.59 / (0.59 + 0.35) = 0.59 / 0.94 = 0.63, indicating that 63% of the variance in d’ score lay 

between individuals. An unconditional linear growth curve model (Model 2) was then fit to the 

data to examine the relationship between semesters of Spanish instruction and development in 

participants’ ability to discriminate voiced and voiceless L2 stop consonants (i.e. d’ score). 

Analyses revealed an estimated initial d’ of 2.01 as well as a growth rate of 0.36 d’ units per 

semester of instruction. The proportional reduction in within-individual variance between models 
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was computed to yield an estimate of the amount of intra-individual variance associated with 

linear growth, pseudo-R2 = (0.59 – 0.50) / 0.59 = 0.15, or roughly 15%. That is, 15% of the 

within-individual variance in d’ score was attributable to linear development. The random effects 

for initial status and rate of change were also significant at the p < 0.01 and p < 0.05 values 

respectively, indicating that adding predictor variables to the model could account for inter-

individual variation in initial status and rate of change. As a first step, a conditional growth curve 

model was posited including the control predictors Age of Learning and Previous Experience 

centered on the sample mean (Model 3). I did not expect these predictors to be significant in the 

growth curve model given that college foreign language learners studying in the US tend to have 

a late age of learning and limited previous experience. This was indeed the case; neither of the 

control predictors were significantly related to initial performance or development over time. I 

therefore excluded them in subsequent models. The first two conditional models examined the 

relationship between the phonetic factors Position and Stress and performance (Model 4) and 

development (Model 5). Both variables predicted performance on the discrimination task but 

neither was related to development. Because the initial and unstressed positions were coded as 

the baseline value (initial = 0 and medial = 1; unstressed = 0 and stressed = 1), the significant 

positive coefficients for Position and Stress (β = 0.44 and 0.32 respectively) indicate that on 

average participants were better able to discriminate voiced and voiceless stop consonants when 

they occurred in word-medial or stressed positions, confirming the initial exploratory analyses 

outlined above.  

Building upon Model 5, the motivation predictors were incorporated into a combined 

model (Model 6), excluding non-significant predictors (i.e. the interactions involving Position, 

Stress, and Time such as Position × Time) from previous models. Each motivation predictor was 
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included as a simple term and in interaction with Time. There was a significant Ideal L2 Self 

×Time interaction, demonstrating that the ideal self-image was related to rate of change. 

Specifically, the negative coefficient for the interaction (β = -0.02, p < 0.05) indicates that a 

stronger self-image was associated with less development over time. In other words, based on the 

coefficients in Model 6, on average participants begin at a d’ score of 1.74, increasing at a rate of 

0.37 d’ units per semester of Spanish until they reach nearly perfect discrimination, a d’ score of 

3.29 for each of the four contrasts. An individual who has an ideal self-image one standard 

deviation above the sample mean still becomes better at discriminating /b/ and /p/ over time, but 

at a slower rate: 0.37 (growth rate) + (11.45 × -0.02 × 1 = -0.23) = 0.14 d’ units per semester of 

Spanish. In the above equation, 11.45 represents one standard deviation above the sample mean 

for the Ideal L2 Self subscale, and 1 stands for one semester of Spanish, the operationalization of 

Time in the present study. That is, a relatively strong ideal self-image is associated with a 

developmental rate that is about 0.23 d’ units slower. Like previous models, Model 6 also 

included a number of non-significant predictors. Neither the ought-to L2 self nor self-reported 

motivated learning behavior were related to performance or development. 

For the sake of parsimony, a final model was generated in which only significant 

predictors were included, namely Position, Stress, and the Ideal L2 Self × Time interaction. As 

Model 7 illustrates, I included Position and Stress as predictors of performance alone and the 

Ideal L2 Self as a predictor of development, but not performance, drawing upon previous 

models. The deviance statistic, AIC and BIC goodness-of-fit indices were lowest for Model 7, 

indicating that it was in fact the most parsimonious account of the data (see Table 10 for 

summary). The random effect for rate of change was no longer significant indicating that the 

majority of the inter-individual variance in rate of change had been explained by the linear 
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growth parameter and the Ideal L2 Self × Time interaction parameter. 

Table 10. Summary of significant parameters in the GCM of the overall perception data.  

Predictor Coefficient (β) SE t-ratio 

Fixed Effects    

Intercept 1.74 0.15 11.57 

Position 0.32 0.07 4.84 

Stress 0.21 0.07 3.15 

Slope 0.36 0.08 4.50 

Slope × Ideal -0.02 0.01 -2.65 

Random Effects    

Intercept 0.44 0.15  

Residual 0.46 0.03  
 

It is standard procedure to plot prototypical trajectories one standard deviation above and below 

the mean (0 in the centered data) in multi-level modeling (Singer & Willet, 2003). I have 

followed this procedure in Figure 7. The red lines represent an individual with a relatively strong 

ideal self-image (1 SD above the sample mean) and the blue lines an individual with a relatively 

weak ideal self-image (1 SD below the sample mean). Figure 7 also illustrates the relationship 

between position, stress and initial performance. Participants had the most difficulty 

discriminating /b/ and /p/ in word-initial unstressed position (dotted lines). They were able to 

discriminate /b/ and /p/ relatively well in all other positions, represented by the word-medial 

stressed position in the figure (solid lines). In summary then, as Figure 7 demonstrates, position 

and stress were related to the intercept or overall performance (learners’ initial d’ score), whereas 

the ideal self-image was negatively related to development (learners’ rate of change in d’ score).  
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Figure 7. Prototypical learning trajectories for the discrimination data taking into account 
position, stress, and the ideal self-image.  
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Table 11. Taxonomy of statistical models for overall perception data. 

  Model 1 Model 2 Model 3 Model 4 
Fixed Effects      
Initial Status Intercept 2.30*** 

(0.12) 
2.01*** 

(0.14) 
2.01*** 

(0.14) 
1.68*** 

(0.15) 
 Position – – – 0.44*** 

(0.09) 
 Stress – – – 0.32*** 

(0.09) 
 Position × Stress – – – -0.23+ 

(0.13) 
 Ideal L2S 

 
– – – – 

 MLB 
 

– – – – 

 Ought-to L2S 
 

– – – – 

 AoL – – < -0.01 
(0.08) 

– 

 Prev. Exp. – – 0.01 
(0.10) 

– 

Rate of change Intercept – 0.36*** 
(0.09) 

0.37*** 
(0.09) 

0.36*** 
(0.15) 

 Position 
 

– – – – 

 Stress 
 

– – – – 

 Position × Stress 
 

– – – – 

 Ideal L2S 
 

– – – – 

 MLB 
 

– – – – 

 Ought-to L2S 
 

– – – – 

 AoL – – 0.03 
(0.05) 

– 

 Prev. Exp. – – 0.02 
(0.07) 

– 

Variance Components     
Level 1 Within-person 0.59*** 

(0.04) 
0.50*** 

(0.04) 
0.50*** 

(0.04) 
0.45*** 

(0.03) 
Level 2 In initial status 0.35** 

(0.12) 
0.42** 

(0.15) 
0.42** 

(0.15) 
0.44** 

(0.15) 
 In rate of change  0.12* 

(0.06) 
0.12* 

(0.06) 
0.13* 

(0.06) 
 Covariance  -0.11 

(0.08) 
-0.11 
(0.08) 

-0.11 
(0.09) 

Goodness-of-fit Deviance 1025.04 978.66 977.67 944.53 
AIC 1031.04 990.66 997.67 962.53 
BIC 1043.15 1014.88 1038.03 998.85 

(Continued) 
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Table 11. (Continued) Taxonomy of statistical models for overall perception data. 

  Model 5 Model 6 Model 7 
Fixed Effects     
Initial Status Intercept 1.73*** 

(0.17) 
1.74*** 

(0.15) 
1.74*** 
(0.15) 

 Position 0.45** 
(0.16) 

0.32*** 
(0.07) 

0.32*** 
(0.07) 

 Stress 0.17 
(0.16) 

0.21** 
(0.07) 

0.21** 
(0.07) 

 Position × Stress -0.11 
(0.23) 

– – 

 Ideal L2S 
 

– < -0.01 
(0.02) 

– 

 MLB 
 

– 0.03 
(0.03) 

– 

 Ought-to L2S 
 

– < -0.01 
(0.02) 

– 

 AoL 
 

– – – 

 Prev. Exp. 
 

– – – 

Rate of change Intercept 0.40*** 
(0.08) 

0.37*** 
(0.08) 

0.36*** 
(0.08) 

 Position 
 

-0.01 
(0.15) 

– – 

 Stress 
 

0.17 
(0.14) 

– – 

 Position × Stress 
 

-0.14 
(0.21) 

– – 

 Ideal L2S 
 

– -0.02+ 
(0.01) 

-0.02* 
(0.01) 

 MLB 
 

– 0.02 
(0.02) 

– 

 Ought-to L2S 
 

– -0.01 
(0.02) 

– 

 AoL 
 

– – – 

 Prev. Exp. 
 

– – – 

Variance Components    
Level 1 Within-person 0.45*** 

(0.03) 
0.46*** 

(0.03) 
0.46*** 
(0.03) 

Level 2 In initial status 0.43** 
(0.15) 

0.42** 
(0.15) 

0.44** 
(0.15) 

 In rate of change 0.13* 
(0.06) 

0.08 
(0.05) 

0.08+ 

(0.05) 
 Covariance -0.11 

(0.08) 
-0.13 
(0.08) 

-0.11 
(0.08) 

Goodness-of-fit Deviance 942.47 938.55 942.24 
AIC 966.47 966.55 960.24 
BIC 1014.90 1023.05 996.56 
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Analysis involving data set from T2 to T5 

To examine whether or not development was in fact predominantly situated at the outset 

of the study, during participants’ second semester of college-level Spanish, I conducted a 

separate analysis excluding T1 data. Once again, I generated a scatter plot to inspect the general 

trend. Participants’ performance was markedly better by the end of their second semester of 

Spanish instruction (Time 2; Figure 8). Yet, as was the case in the overall analysis, participants 

were more able to discriminate /b/ and /p/ stops in stressed positions and. Likewise, despite 

higher levels of accuracy, there was still considerable variation evident in the data, particularly 

for the unstressed contrasts (i.e. Bamuso vs. Pamuso and Rubalono vs. Rupalono). 

 
Figure 8. Performance on discrimination task, excluding data from Time 1. 
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In terms of the growth curve model, I followed the same procedure outlined for the first 

analysis, fitting unconditional means and linear growth curve models first and then conditional 

models that included the control, phonetic, and motivational predictor variables. The 

unconditional means model (Model 1; ICC = 0.44 / (0.44 + 0.43) = 0.44 / 0.87 = 0.51, 51%) was 

significant, but the unconditional linear growth curve model (Model 2) revealed that there was 

not significant development in d’ score from T2 to T5 (β = 0.04, p > 0.05). Consequently, 

subsequent models only examined the relationship between performance and the predictor 

variables. That is, rate of change was excluded from the models and inter-individual variance in 

rate of change was constrained to 0. As Model 3 demonstrates, the control predictors were not 

related to performance, but both Stress and Position predicted performance, and the Position × 

Stress interaction was also significant, replicating results from the model of the overall data. 

Initial position and unstressed position were coded as the baseline (initial = 0 and medial = 1; 

unstressed = 0 and stressed = 1). Therefore, the positive coefficients for both predictors (Stress: β 

= 0.42, p < 0.001; Position: β = 0.49, p < 0.001) indicates that overall participants discriminated 

medial phones and stressed phones better. However, the negative coefficient for the Position × 

Stress interaction (β = -0.32, p < 0.05) mitigates these effects for /b/ and /p/ in the word-medial, 

stressed context (Lubano vs. Lupano), meaning that participants discriminated /b/ and /p/ nearly 

equally well except in the word-initial, unstressed context (Model 4). None of the motivation 

factors predicted performance on the discrimination task as Model 5 illustrates. This was to be 

expected given that in the model of the overall data, the Ideal L2 Self was related to development 

(i.e. rate of change) not performance. Based on the goodness-of-fit indices (i.e. the deviance 

statistic, AIC and BIC) where lower numbers indicate better fit relative to other models,  Model 

4 was the best fit of the data (for a summary of all statistical models as well as goodness-of-fit 
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indices, see Table 14 below). Drawing upon the coefficients of Model 4, the following equation 

quantifies the relationship between the phonetic factors, stress and position, and performance: 

d’ = 2.05 + (0.49 × Position) + (0.42 × Stress) + (-0.32 × Position × Stress) 

In Table 12 I have substituted the values for position (0 = word-initial; 1 = word-medial) and 

stress (0 = unstressed; 1 = stressed) to index participants’ ability to discriminate /b/ and /p/ in 

each of the four contexts relevant to the present dissertation. This corroborates the finding that 

learners performed similarly in terms of their discrimination of the stops in the word-medial 

contexts and initial, stressed context, but significantly worse on stops in the initial, unstressed 

context. 

Table 12. Structural equations of relationship between stress, position, and performance on the 
discrimination task.  

Equation d’ Contrast 

2.05 + (0.49 × 1) + (0.42 × 1) + (-0.32 × 1 × 1) 2.64 Medial Stressed 

2.05 + (0.49 × 1) + (0.42 × 0) + (-0.32 × 1 × 0) 2.54 Medial Unstressed 

2.05 + (0.49 × 0) + (0.42 × 1) + (-0.32 × 0 × 1) 2.47 Initial Stressed 

2.05 + (0.49 × 0) + (0.42 × 0) + (-0.32 × 0 × 0) 2.05 Initial Unstressed 

Summary 

Both visual inspection of the data and growth curve analysis revealed that phonetic 

factors were related to learners’ ability to discriminate /b/ and /p/ in L2 Spanish. Whereas the 

overall growth curve analysis demonstrated that learners’ ability to discriminate the stops, 

defined as d’ score, improved with general Spanish instruction, the term for the slope in the 

unconditional linear growth curve model of the data from T2 to T5 was not significant. These 

results suggest that development primarily occurred during the first time interval, between Times 

1 and 2 (between 0 and 0.5 semesters of Spanish instruction), which was participants’ second 
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semester of college-level Spanish instruction. Learners’ L2 ideal self-image was also related to 

rate of change in the overall analysis, in that it was associated with a quantifiably slower growth 

rate of (0.02 × ideal L2 self score) d’ units per semester of Spanish instruction. 

Table 13. Taxonomy of statistical models for the discrimination data from T2 to T5. 

  Model 1 Model 2 Model 3 Model 4 Model 5 
Fixed Effects       
Initial Status Intercept 2.42*** 

(0.14) 
2.39*** 

(0.17) 
2.23*** 

(0.18) 
2.05*** 

(0.15) 
2.04*** 

(0.14) 
 Position – – – 0.49*** 

(0.10) 
0.49*** 

(0.10) 
 Stress – – – 0.42*** 

(0.10) 
0.42*** 

(0.10) 
 Position × Stress – – – -0.32* 

(0.14) 
-0.32* 
(0.14) 

 Ideal L2S – – – – -0.03 
(0.02) 

 MLB – – – – 0.04+ 
(0.03) 

 Ought-to L2S – – – – < -0.01 
(0.02) 

 AoL – – 0.06 
(0.07) 

– – 

 PE – – 0.06 
(0.09) 

– – 

 AoL × PE – – -0.02 
(0.01) 

– – 

Rate of change Intercept – 0.04 
(0.12) 

 – – 

Variance Components      
Level 1 Within-person 0.44*** 

(0.04) 
0.40*** 

(0.03) 
0.43*** 

(0.04) 
0.38*** 

(0.03) 
0.38*** 

(0.03) 
Level 2 In initial status 0.43** 

(0.15) 
0.54* 

(0.25) 
0.39** 

(0.13) 
0.44** 

(0.15) 
0.37** 

(0.13) 
 In rate of change  0.17 

(0.11) 
– – – 

 Covariance  -0.16 
(0.17) 

– – – 

Goodness-of-fit Deviance 720.38 712.17 717.67 681.27 678.05 
AIC 726.38 724.17 729.67 693.27 696.05 
BIC 737.75 746.91 752.41 716.01 730.16 
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RQ2: How does learners’ ability to produce word-initial and word-medial /b/ and /p/ in L2 

Spanish develop over a year-long period (i.e. two semesters of Spanish instruction) on two 

production tasks, a semi-spontaneous sentence formation task and a more controlled 

sentence sentence-reading task? 

VOT development of word-initial stops 

 In this dissertation, I examined VOT as the primary acoustic cue to stop identity in word-

initial, utterance-initial position. I first discuss analysis of the overall data, where I included 

Phone as a predictor to directly compare rate of change for /b/ and /p/ (i.e. to determine whether 

rate of VOT development differed by phone). I then turn to separate analyses of the VOT data 

for /b/ and /p/, which allowed me to exclude participants who were targetlike from the onset of 

the study.  

Overall analysis 

 Following the established procedure for growth curve modeling, I generated exploratory 

plots to examine VOT development by phone as a function of stress, which may relate to the 

degree of aspiration present on word-initial stops in English (Lisker & Abramson, 1967). Figure 

9 displays VOT by phone (columns) and stress (rows) for each participant over time. Linear 

regression functions have been fit to the data to roughly compare rate of learning for each 

condition (e.g., stressed /p/, unstressed /b/, etc.). For both /b/ and /p/, there is a decline in VOT 

over time, indicating that participants are becoming more targetlike as they progress through the 

Spanish curriculum. However, there was wide variation between individuals both in terms of 

intercept and trajectory. Overall, the decline in VOT appears to follow a linear trend, barring 

minor peaks and valleys in production over time that likely correspond to natural variation in 

speech production. However, particularly at the last collection point, there is an apparent uptick 
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in VOT values that suggests some temporary attrition or destabilization, particularly for /p/ 

targets. The last data collection point occurred immediately after Winter Break. During that time, 

participants had little, if any, contact with Spanish, which appears to have exerted an influence 

on their performance. That is, many participants produced more English-like stops after only a 

brief hiatus from Spanish during Winter Break. Comparing overall trajectories for /b/ and /p/, it 

appears that learners achieved the lead-lag category more quickly than the short-lag category 

since the slope of the solid black line is steeper (more negative, indicating a more rapid decline) 

for /b/ targets than for /p/ targets, although this does not take into account the aforementioned 

destabilization of /p/.  

In terms of stress, stress does not appear to be related to initial status or rate of change. 

Comparing the upper and lower panels, VOT values and growth curves are highly similar, which 

suggests that stress is not related to how participants produce L2 stop consonants, at least for the 

participants in the present study. Finally, as was the case for the perception data, there is 

considerable variation in terms of initial status and rate of change. Particularly for the VOT data, 

it appears that some learners were already targetlike or nearly targetlike (i.e. they were producing 

lead-lag /b/ and short-lag /p/) at the outset of the study, other learners achieved the lead- and 

short-lag phonetic categories rapidly, and others did not improve over the course of the study, or 

improved on only one phone (predominantly /p/). Regarding the latter, of five participants that 

improved on one phone, four improved on /p/ and one on /b/. Likewise, of two participants that 

were targetlike on one phone, both were targetlike in terms of their production of /p/. Finally, for 

the two participants who were targetlike on one phone and improved on the other, both produced 

targetlike /p/ and improved on /b/. In summary then, from initial inspection of the data, although 

participants developed more targetlike VOT for /b/ more quickly at the group level, of those 
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participants who exhibited asymmetrical development, the asymmetry was nearly always in 

favor of /p/, though /p/ was also subject to more performance issues than /b/ at Time 5.   

 

Figure 9. VOT performance as a function of phone and lexical stress with estimated linear 
trajectories.  

To develop a set of models for the VOT data, the same procedure was followed, 

beginning with unconditional means and growth curve models before proceeding to conditional 

models incorporating predictor variables. An unconditional means model (Model 1) revealed that 

a significant portion of the variance lay between individuals, ICC = 1352.87 / (1352.87 + 281.45) 

= 0.83 (83%). Therefore, an unconditional linear growth curve model (Model 2) was posited. 

The coefficients for the intercept (β = 23.85, p < 0.01) and slope (β  = -12.95, p < 0.001) were 

both significant; at the onset of the study, learners produced stops with an average VOT value of 
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approximately 23 ms which decreased at a rate of 13 ms VOT per semester of Spanish 

instruction. Next, a quadratic unconditional growth model (Model 3) was posited to account for 

the observed uptick in VOT values (i.e., the destabilization of VOT targets) at the last data 

collection point. The quadratic term was not significant (β = 5.54, p > 0.05). Therefore, it was 

excluded in subsequent modeling of the overall data. Models 4 and 5 included Phone, the 

primary predictor variable of interest in the overall model, Stress and Task as predictors, as well 

as the relevant interactions, the most important of which was Phone × Time. Only Phone 

emerged as a significant factor, related to both performance and rate of change. Neither Stress 

nor Task emerged as significant predictors. The following equation, based on Model 5, captures 

the relationship between Phone and VOT: 

VOT = (6.44 + Phone × 37.31) + (-19.57 × Time + 13.57 × Time × Phone) 

Note that in this equation, both initial status and rate of change are related to phone; as is to be 

expected, the intercept for /p/ targets is higher than that for /b/ targets by 37 ms VOT, and the 

rate of linear development (i.e. the rate of linear decline) is slower for /p/ than for /b/. 

Substituting the values for Phone (0 for /b/; 1 for /p/) into the equation yields two prototypical 

trajectories for /b/ and /p/ development over time, displayed in Figure 10 below. These also 

closely match the estimated linear regression lines fit to the data in the exploratory plots.  
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Figure 10. Prototypical VOT trajectories for /p/ and /b/ over time.  

Because Phone emerged as a significant predictor of both the intercept and rate of change, it was 

retained in Models 6 to 9. Model 6 focused on the relationship between the Ideal L2 Self, Ought-

to L2 Self and self-reported Motivated Learning Behavior and VOT production over time. Age 

of Learning and Previous Experience were then systematically integrated into Models 7, 8 and 9 

to control for any limited relationships they may have had with VOT. Both the ideal self-image 

and self-reported motivated learning behavior were related to development over time (i.e. rate of 

change), though not to performance. Drawing upon Model 8, the final model for the overall VOT 

data (see Table 16 to compare the goodness-of-fit indices across models), the coefficient for the 

Ideal L2 Self × Time interaction was positive (β = 0.78, p < 0.01), whereas the coefficient for the 

MLB × Time interaction was negative (β  = -1.32, p < 0.01). Consequently, a negative 

association emerged between the strength of one’s ideal self-image and VOT development. That 
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is, the positive coefficient for the ideal self-image made the negative slope for VOT (β = -19.81, 

p < 0.001) less negative for individuals exhibiting a stronger than average ideal L2 self. On the 

other hand, the negative coefficient for the MLB interaction was cumulative with the negative 

growth rate, meaning that there was a positive association between self-reported MLB and rate 

of change; individuals that reported higher levels of MLB developed at a faster rate relative to 

their peers. The Ought-to L2 Self did not emerge as a significant predictor in any of the models.  

Age of Learning was a significant predictor of overall performance in the final model (β 

= 3.72, p < 0.01). Likewise, Previous Experience was a nearly significant predictor of overall 

performance (p < 0.1). The positive coefficient for Age of Learning indicates that learners whose 

age of learning was above the sample mean produced higher overall VOT values on average. In 

contrast, there was a negative relationship between amount of previous experience and VOT 

insofar as learners with greater amounts of previous experience learning Spanish produced 

slightly higher VOT values (β = 3.69, p < 0.05). Lastly, Model 9 explored the relationship 

between the control predictors and development. The relationship between Age of Learning and 

rate of change approached, but did not reach, significance (β = -2.23, p < 0.1). In summary, in 

Model 8, Phone was significantly related to both performance and rate of change, the Ideal L2 

Self and MLB were related to rate of change, and Age of Learning and Previous Experience, the 

control predictors, were related to overall performance. To understand the model, one must bear 

in mind that predictors influence VOT production by a factor that is determined by the 

coefficient of the predictor and the unit of measurement. Therefore, a participant who began 

learning Spanish at age 18, nearly four years above the mean, has estimated initial /b/ and /p/ 

intercepts of 2.58 + (3.72 × 4) = 17.46 ms VOT and 2.58 + (41.18) + (3.72 × 4) = 58.64 ms 

VOT, respectively, because initial intercept increases 3.72 ms VOT for each year beyond the 
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mean age of learning. The full equation for Model 8, is: 

VOT = (2.58 + 41.18 × Phone + 3.72 × AoL) + 

(-19.55 × Time + 13.66 × Phone × Time + 0.78 × Ideal × Time + -1.32 × MLB × Time) 

where the first row represents the intercept and the second row the slope. Figure 9 above 

approximates the modeled trajectory of a prototypical member of the group (i.e. an individual 

whose values for on all predictors are set to the mean). As was the case for the growth curve 

model of the discrimination data, even in the “final” model for the overall VOT data (Table 14 

below; see Table 15 for the full set of growth curve models), the random effects for the intercept 

and slope were still significant at the p < 0.05 level, indicating that potentially explainable inter-

individual variation in intercept and rate of change still remained. The term for the within-

individual variance, the residual, was also significant, which means that adding more intra-

individual predictors (level 1 predictors) to the model could shed light on the overall shape of 

learners’ developmental trajectories. 
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Table 14. Summary of significant parameters in the growth curve model of the overall VOT data.  

Predictor Coefficient (β) SE t-ratio 

Fixed Effects    

Intercept 2.58 2.68 0.96 

Slope -19.55*** 2.53 -7.73 

Phone 41.18*** 2.53 16.26 

AoL 3.72** 1.33 2.80 

Slope × Phone 13.66*** 2.34 5.85 

Slope × Ideal 0.78* 0.33 2.39 

Slope × MLB -1.32* 0.55 -2.41 

Random Effects    

Intercept 101.73* 40.16  

Slope 74.16* 32.98  

Residual 500.79*** 24.49  
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Table 15. Taxonomy of growth curve models for the overall production VOT data.  

  Model 1 Model 2 Model 3 Model 4 Model 5 
Fixed Effects       
Initial Status Intercept 12.39** 

(3.55) 
22.85*** 
(3.05) 

24.71*** 
(3.32) 

4.50 
(3.74) 

6.44 
(3.94) 

 Task – – – -2.92 
(2.53) 

-2.92 
(2.52) 

 Phone – – – 41.18*** 
(2.52) 

37.31*** 
(3.55) 

 Stress – – – -1.79 
(2.52) 

-5.66 
(3.55) 

 Phone × Stress – – – – 7.73 
(5.02) 

 Ideal L2S 
 

– – – – – 

 MLB 
 

– – – – – 

 Ought-to L2S 
 

– – – – – 

 AoL 
 

– – – – – 

 Prev. Exp. 
 

– – – – – 

Rate of change Intercept – -12.95*** 
(2.62) 

-22.49** 
(7.17) 

-19.62*** 
(3.26) 

-19.57*** 
(3.46) 

 Intercept2 – – 5.54 
(3.87) 

– – 

 Task – – – 1.65 
(2.33) 

1.65 
(2.32) 

 Phone – – – 13.66*** 
(2.33) 

13.57*** 
(3.28) 

 Stress – – – -1.43 
(2.32) 

-1.52 
(3.28) 

 Phone × Stress – – – – 0.18 
(4.64) 

 Ideal L2S 
 

– – – – – 

 MLB 
 

– – – – – 

 Ought-to L2S 
 

– – – – – 

Variance Components      
Level 1 Within-person 1352.87*** 

(65.27) 
1264.28*** 

(61.76) 
1260.88*** 

(61.60) 
497.04*** 
(24.30) 

492.93*** 
(24.10) 

Level 2 In initial status 281.45*** 
(88.45) 

135.78* 
(66.26) 

136.43* 
(66.36) 

197.61** 
(66.08) 

197.94** 
(66.08) 

 In rate of change  62.63 
(43.82) 

64.32 
(44.48) 

109.97* 
(43.48) 

110.25* 
(43.49) 

 Covariance  47.24 
(37.81) 

46.00 
(38.10) 

0.89 
(37.56) 

0.63 
(37.56) 

Goodness-of-fit Deviance 8935.34 8880.59 8878.55 8098.78 8091.84 
 AIC 8941.34 8892.59 8892.55 8122.78 8119.84 
 BIC 8955.68 8921.30 8926.04 8180.20 8186.82 
(Continued) 
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Table 15. (Continued) Taxonomy of growth curve models for the overall production VOT data. 

  Model 6 Model 7 Model 8 Model 9 
Fixed Effects      
Initial Status Intercept 2.60 

(3.07) 
2.59 

(2.68) 
2.58 

(2.68) 
2.63 

(2.67) 
 Task – – – – 

 
 Phone 41.18*** 

(2.53) 
41.18*** 
(2.53) 

41.18*** 
(2.53) 

41.18*** 
(2.34) 

 Stress – – 
 

– – 

 Phone × Stress – – 
 

– – 

 Ideal L2S 0.28 
(0.39) 

0.20 
(0.34) 

0.22 
(0.33) 

0.20 
(0.33) 

 MLB 0.41 
(0.60) 

0.71 
(0.52) 

0.75 
(0.51) 

0.82 
(0.51) 

 Ought-to L2S 0.32 
(0.47) 

0.20 
(0.41) 

– – 

 AoL – 3.52* 
(1.34) 

3.72** 
(1.33) 

4.02** 
(1.33) 

 Prev. Exp. – 3.14+ 
(1.75) 

3.41+ 
(1.74) 

3.69* 
(1.75) 

Rate of change Intercept -19.64*** 
(2.50) 

-19.64*** 
(2.52) 

-19.55*** 
(2.53) 

-19.81*** 
(2.34) 

 Intercept2 – – 
 

– – 

 Task – – 
 

– – 

 Phone 13.66*** 
(2.33) 

13.66*** 
(2.34) 

13.66*** 
(2.34) 

13.66*** 
(2.34) 

 Stress – – 
 

– – 

 Phone × Stress – – 
 

– – 

 Ideal L2S 0.82* 
(0.33) 

0.74* 
(0.34) 

0.78* 
(0.33) 

0.95** 
(0.31) 

 MLB -1.46* 
(0.55) 

-1.39* 
(0.56) 

-1.32* 
(0.55) 

-1.69** 
(0.52) 

 Ought-to L2S 0.28 
(0.44) 

0.28 
(0.45) 

– – 

 AoL – – – -2.23+ 
(1.14) 

 Prev. Exp. – – – -2.14 
(1.57) 

Variance Components     
Level 1 Within-person 500.94*** 

(24.49) 
500.72*** 
(24.48) 

500.79*** 
(24.49) 

501.09*** 
(24.51) 

Level 2 In initial status 158.72** 
(55.62) 

101.15* 
(40.10) 

101.73* 
(40.16) 

100.47* 
(39.69) 

 In rate of change 70.69* 
(31.34) 

72.65* 
(32.41) 

74.16* 
(32.98) 

53.84* 
(27.18) 

 Covariance -17.08 
(31.70) 

12.63 
(29.20) 

16.52 
(29.20) 

20.44 
(24.59) 
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Goodness-of-fit Deviance 8091.75 8085.24 8085.99 8081.91 
 AIC 8119.75 8117.24 8113.99 8113.91 
 BIC 8186.74 8193.79 8180.97 8190.46 

Analysis of /b/ 

 To explore the Phone by Time interaction, which suggests different rates of change for 

each phone, separate growth curve models were posited for /b/ and /p/. By considering the VOT 

data for /b/ and /p/ independently, I was also able to exclude participants who were targetlike 

from the onset of the study. It was not possible to exclude these participants from the overall 

model since some of the individuals that fell into this group were targetlike in their production of 

only one of the two phones. Participants were considered to exhibit targetlike production if they 

produced a mean VOT value on a given phone below the relevant lag category threshold (0 ms 

for /b/; 30 ms for /p/) on at least the first two waves of data collection. Participants had to 

produce targetlike VOT values for two consecutive waves of data in order to ensure that they 

were able to reliably produce lead-lag /b/, short-lag /p/, or both over time. Following this 

procedure, VOT data from participants 17 and 39 was excluded from the growth curve model of 

/b/.  

An unconditional means model was first fit to the data (ICC = 728.37 / 1095.11 = 0.67 or 

67% of variance lay between individuals) followed by an unconditional linear growth curve 

model. The coefficients for the intercept and the slope were both significant; on average, the 

group exhibited an initial VOT value of 6ms that decreased at a linear rate of 17 ms per semester 

of Spanish instruction. Next, Stress and Task were added to the model (Model 3). As was the 

case in the growth curve model of the combined VOT data, neither emerged as significant 

predictors. As a result, they were excluded from subsequent modeling. The motivation variables 

were integrated into Model 4. The Ideal L2 Self (β = -0.18, p > 0.1), Ought-to L2 Self (β = 0.21, 

p > 0.1) and MLB (β = 0.62; p > 0.1) predictors were not related to performance, but both the 
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Ideal L2 Self and MLB were related to rate of, reinforcing the findings of the combined model. 

The ideal self-image continued to be negatively associated with VOT development for /b/ 

targets, evidenced by the positive coefficient for the Ideal L2 Self by Time interaction (β = 1.99, 

p < 0.01), while the relationship between self-reported MLB and VOT development remained 

positive (β = -2.45, p < 0.05).  

The control predictors were introduced in Model 5, but neither AoL nor Previous 

Experience were related to performance or rate of change. This contrasts with the findings of the 

combined model where AoL was related to performance. In the combined model, the 

relationship between AoL and rate of change also approached significance, as did the 

relationship between Previous Experience and performance. The difference in models is likely 

due to the fact that targetlike participants were excluded in the model for /b/. The structural 

specification of Model 6, the final model, Model 6, is 

 VOT = 6.30 + ((–19.14 × Time) + (2.08 × Time × Ideal L2S) + (–2.30 × Time × MLB))  

where 6.30 ms VOT is the intercept and both the ideal self-image and self-reported MLB affect 

the rate of change. As the equation illustrates, for each point of ideal self-image score above the 

mean, the rate of linear decline is reduced by a constant factor of 2.08 ms VOT per semester. On 

the other hand, each point of MLB score above the mean is associated with a rate of linear 

decline that is 2.30 ms VOT faster per semester of Spanish instruction. To have a clearer 

understanding of how these predictors affect VOT development over time, a plot was generated 

contrasting individuals one standard deviation above or below the mean for each predictor (SD 

Ideal L2 Self = 11.45; MLB = 8.09), yielding four estimated trajectories (Figure 11): 1. High 

Ideal L2 Self, high MLB; 2. High Ideal L2 Self, low MLB; 3. Low Ideal L2 Self, high MLB; 4. 

Low Ideal L2 Self, low MLB. 
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Figure 11. Prototypical VOT trajectories for /b/ as a function of the ideal self-image and 
motivated learning behavior.   

Substituting the standard deviations for Low Ideal L2 Self (red text) and High MLB (blue text) 

yields the following VOT trajectory values for an individual who has a weaker than average 

ideal L2 self-image but above average motivated learning behavior: 

Table 16. Structural equations of relationship between motivation and development of the lead-
lag category for /b/. 

= 6.30 + ((–19.14 × Time) + (2.08 × Time × Ideal L2S) + (–2.30 × Time × MLB)) Time VOT 

= 6.30 + ((–19.14 × 0.00)  + (2.08 × 0.00 × –11.45) + (–2.30 × 0.00 × 8.09)) 0.00 6.30 

= 6.30 + ((–19.14 × 0.50)  + (2.08 × 0.50 × –11.45) + (–2.30 × 0.50 × 8.09)) 0.50 –24.48 

= 6.30 + ((–19.14 × 1.00)  + (2.08 × 1.00 × –11.45) + (–2.30 × 1.00 × 8.09)) 1.00 –55.26 

= 6.30 + ((–19.14 × 1.50)  + (2.08 × 1.50 × –11.45) + (–2.30 × 1.50 × 8.09)) 1.50 –86.04 

= 6.30 + ((–19.14 × 1.75)  + (2.08 × 1.75 × –11.45) + (–2.30 × 1.75 × 8.09)) 1.75 –101.44 
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One must bear in mind that this is an estimated trajectory for a prototypical member of the group 

whose motivated learning behavior is high and ideal self-image weak. As such, it is a theoretical 

trajectory that may not be instantiated in the actual data set as it is based on the estimated 

weights of the predictors for the entire group. Nevertheless, it provides an idea of the relationship 

between the motivation predictors and development over time. Table 17 summarizes the final 

growth curve model of the /b/ VOT data, and the full set of models is given in Table 18. 

Table 17. Summary of significant parameters in the GCM of the VOT data for /b/.  

Predictor Coefficient (β) SE t-ratio 

Fixed Effects    

Intercept 6.30* 2.89 2.18 

Slope -19.14*** 4.28 -4.48 

Ideal -0.13 0.42 -0.30 

MLB 0.63 0.62 1.01 

Slope × Ideal 2.08** 0.66 3.15 

Slope × MLB -2.30* 1.01 -2.28 

Random Effects    

Intercept 129.87* 56.80  

Slope 311.61** 111.95  

Residual 399.13*** 29.88  
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Table 18. Taxonomy of growth curve models of the VOT data for /b/ targets. 

  Model 1 Model 2 Model 3 Model 4 
Fixed Effects      
Initial Status Intercept -7.77+ 

(4.17) 
6.11* 

(2.91) 
8.42* 

(3.71) 
6.39* 

(2.88) 
 Task – – -0.91 

(3.29) 
– 

 Stress – – -3.75 
(3.28) 

– 

 Ideal L2S – – – -0.18 
(0.43) 

 MLB – – – 0.62 
(0.63) 

 Ought-to L2S – – – 0.21 
(0.48) 

 AoL 
 

– – – – 

 Prev. Exp. 
 

– – – – 

Rate of change Intercept – -16.72** 
(5.10) 

-16.72** 
(5.10) 

-19.44*** 
(4.22) 

 Task – – 2.47 
(3.28) 

– 

 Stress – – -1.82 
(3.05) 

– 

 Ideal L2S – – – 1.99** 
(0.68) 

 MLB – – – -2.45* 
(1.01) 

 Ought-to L2S – – – 0.52 
(0.77) 

Variance Components     
Level 1 Within-person 728.37*** 

(52.93) 
396.98*** 
(29.63) 

387.55*** 
(28.93) 

399.43*** 
(29.91) 

Level 2 In initial status 366.74** 
(118.39) 

132.68* 
(57.23) 

124.10* 
(57.19) 

128.54* 
(56.44) 

 In rate of change  481.63** 
(162.00) 

482.22** 
(161.71) 

302.74** 
(108.90) 

 Covariance  -99.19 
(74.05) 

-100.04 
(73.95) 

-116.73+ 
(65.28) 

Goodness-of-fit Deviance 3842.88 3635.60 3626.97 3623.28 
 AIC 3848.88 3647.60 3646.97 3647.28 
 BIC 3860.86 3671.58 3686.94 3695.24 
(Continued) 
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Table 18. (Continued) Taxonomy of growth curve models of the VOT data for /b/ targets. 

  Model 5 Model 6 
Fixed Effects    
Initial Status Intercept 6.77* 

(2.95) 
6.30* 

(2.89) 
 Task 

 
– – 

 Stress 
 

– – 

 Ideal L2S -0.29 
(0.46) 

-0.13 
(0.42) 

 MLB 0.61 
(0.62) 

0.63 
(0.62) 

 Ought-to L2S 0.22 
(0.48) 

– 

 AoL 
 

-0.31 
(1.55) 

– 

 Prev. Exp. 
 

0.26 
(1.68) 

– 

Rate of change Intercept -19.40*** 
(4.22) 

-19.14*** 
(4.28) 

 Task 
 

– – 

 Stress 
 

– – 

 Ideal L2S 2.00** 
(0.68) 

2.08** 
(0.66) 

 MLB -2.48* 
(1.01) 

-2.30* 
(1.01) 

 Ought-to L2S 0.50 
(0.77) 

– 

Variance Components   
Level 1 Within-person 399.49*** 

(29.92) 
399.13*** 
(29.88) 

Level 2 In initial status 124.72* 
(55.58) 

129.87* 
(56.80) 

 In rate of change 302.74** 
(108.94) 

311.61** 
(111.95) 

 Covariance -114.90+ 
(64.89) 

-111.86+ 
(65.43) 

Goodness-of-fit Deviance 3622.88 3624.83 
 AIC 3650.88 3644.83 
 BIC 3706.83 3684.79 
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Analysis of /p/ 

 A separate growth curve model was also posited for /p/, excluding participants 33, 37, 39, 

41 and 47 who consistently produced VOT values that fell below the category threshold (30 ms) 

over the data collection period. The unconditional means model (Model 1) indicated that there 

was sufficient inter-individual variation in VOT (ICC = 192.71 / 457.40 = 0.42, 42%) to warrant 

an unconditional linear growth curve model (Model 2). Significant coefficients for the intercept 

and slope indicated that on average participants began with a VOT value of 50.03 ms that 

decreased at a linear rate of 9.83 ms per semester of Spanish instruction. An unconditional 

quadratic growth curve model was also posited for the /p/ data (Model 3) to capture the uptick in 

VOT values at the last wave of data collection, indicative of destabilization or temporary attrition 

after a hiatus from Spanish during Winter Break. The quadratic term was highly significant with 

a positive coefficient (β = 8.46, p < 0.001), indicating that there was a deceleration in the linear 

rate of change. 

Models 4 through 9 examined the relationship between VOT for /p/ targets and Task, the 

motivation predictors and the control predictors. Given that previous modeling of the combined 

and /b/ data had demonstrated a significant relationship between two of the motivation measures 

and development over time (i.e. the rate of change), motivation by time and motivation by time 

squared (e.g., Ideal L2 Self × Time and Ideal L2 Self × Time2) interactions were included to 

examine the relationship between motivation and development, and between motivation and 

deceleration in the rate of linear development (i.e., between motivation and destabilization of /p/ 

targets at the last point of data collection). Model 4 focused on the relationship between Task and 

Stress, and VOT of /p/ targets. Task was a significant predictor of overall performance (β = -

8.64, p < 0.001), and the relationship between Stress and performance was nearly significant (β = 
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2.90, p < 0.10). The sentence-formation task was taken as the baseline. Therefore, the negative 

coefficient for Task (-8.64) indicates that overall performance was better on the sentence-reading 

task than on the sentence-formation task. The nearly significant coefficient for Stress (2.90) 

indicates that participants produced marginally longer VOT values for stressed /p/ targets. 

Neither Task nor Stress were related to the rate of change. Models 5 and 6 (see Table 21 for the 

full set of models) addressed the relationship between motivation and performance, 

development, and deceleration in development. No significant relationships emerged between 

motivation and the VOT data for /p/ over time, contrasting with the model of the VOT data for 

/b/. Likewise, as Model 7 illustrates, the control predictors Age of Learning and Previous 

Experience were not related to performance, nor were they related to development.  

Model 8 represents the final model, excluding non-significant terms. Figure 12 displays 

prototypical trajectories by task. Note that VOT for /p/ targets decreases at a rapid linear rate of 

23.82 ms per semester (Model 8), but this effect is equally quickly mitigated by the quadratic 

term which decelerates the slope at a rate of 8.49 ms per semester squared, eventually reversing 

the sign of the slope, which becomes positive by the last data collection point, at which time 

participants produced longer VOT values. The structural specification of Model 8 captures the 

relationship between the linear and quadratic effects: 

VOT = (56.47 + –7.41 × Task) + (–23.82 × Time + 8.49 × Time2) 

It also reflects that fact that the task (picture = 0; reading = 1) exerts a constant effect on the 

intercept alone, demonstrating that on average participants performed better on the sentence-

reading task. Examining the information criteria in the sequence of models, Model 8 was the 

most parsimonious fit to the data. However, significant random effects for within- and between-

individual variance in the intercept and slope indicate that the data contains meaningful variation 
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at both levels. Table 19 summarizes Model 8, the final growth curve model. 

 

Figure 12. Prototypical VOT trajectories for /p/ by task with a quadratic effect. 

 

Table 19. Summary of significant parameters in the growth curve model of the VOT data for /p/. 

Predictor Coefficient (β) SE t-ratio 

Fixed Effects    

Intercept 56.47*** 3.59 15.71 

Slope -23.82*** 3.98 -5.98 

Slope2 8.49*** 1.66 5.11 

Task -7.41*** 1.01 -7.35 

Random Effects    

Intercept 243.86*** 80.29  

Slope 147.90* 68.39  

Residual 94.54*** 7.49  
 
 

0 

10 

20 

30 

40 

50 

60 

0 0.5 1 1.5 2 

Vo
ic

e 
O

ns
et

 T
im

e 
(m

s)
 

Semesters of Spanish (from onset of study) 

Sentence-formation 

Sentence-reading 



 
 

141 

Table 20. Taxonomy of growth curve models of VOT data for /p/ targets. 

  Model 1 Model 2 Model 3 Model 4 
Fixed Effects      
Initial Status Intercept 42.21*** 

(14.54) 
50.03*** 
(2.71) 

52.77*** 
(3.56) 

55.63*** 
(3.76) 

 Task – – – -8.64*** 
(1.70) 

 Stress – – – 2.90+ 
(1.70) 

 Ideal L2S 
 

– – – – 

 MLB 
 

– – – – 

 Ought-to L2S 
 

– – – – 

 AoL 
 

– – – – 

 Prev. Exp. 
 

– – – – 

Rate of change Intercept – -9.83** 
(2.71) 

-23.83*** 
(4.06) 

-23.58*** 
(4.13) 

 Intercept2 – – 8.46*** 
(1.79) 

8.50*** 
(1.65) 

 Task – – – 1.37 
(1.55) 

 Stress – – – -1.85 
(1.55) 

 Ideal L2S 
 

– – – – 

 MLB 
 

– – – – 

 Ought-to L2S 
 

– – – – 

 Intercept2 × Ideal 
 

– – – – 

 Intercept2 × MLB 
 

– – – – 

 Intercept2 × Ought 
 

– – – – 

Variance Components     
Level 1 Within-person 192.71*** 

(14.54) 
118.33*** 

(9.33) 
110.53*** 

(8.73) 
93.44*** 
(7.40) 

Level 2 In initial status 264.69** 
(85.01) 

231.40** 
(77.56) 

239.86** 
(79.85) 

244.15** 
(80.33) 

 In rate of change  121.93* 
(56.73) 

130.14* 
(60.73) 

149.35* 
(68.97) 

 Covariance  -16.81 
(43.93) 

-28.63 
(46.90) 

-36.08 
(49.76) 

Goodness-of-fit Deviance 3079.72 2945.69 2924.16 2870.46 
 AIC 3085.72 2957.69 2938.16 2892.46 
 BIC 3097.47 2981.20 2965.59 2935.57 
(Continued) 
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Table 20. (Continued) Taxonomy of growth curve models of VOT data for /p/ targets. 

  Model 5 Model 6 Model 7 Model 8 
Fixed Effects      
Initial Status Intercept 56.27*** 

(3.37) 
56.86*** 
(3.48) 

56.26*** 
(3.30) 

56.47*** 
(3.59) 

 Task -7.41*** 
(0.99) 

-7.41*** 
(0.99) 

-7.41*** 
(0.99) 

-7.41*** 
(1.01) 

 Stress 1.25 
(0.99) 

– – – 

 Ideal L2S 0.50 
(0.48) 

0.61 
(0.49) 

0.53 
(0.48) 

– 

 MLB 0.04 
(0.73) 

0.15 
(0.75) 

0.53 
(0.75) 

– 

 Ought-to L2S 0.54 
(0.52) 

– – – 

 AoL – – 2.95 
(1.78) 

– 

 Prev. Exp. – – 3.05 
(2.17) 

– 

Rate of change Intercept -24.08*** 
(3.74) 

-24.02*** 
(3.79) 

-23.78*** 
(3.80) 

-23.82*** 
(3.98) 

 Intercept2 8.57*** 
(1.63) 

8.49*** 
(1.64) 

8.37*** 
(1.64) 

8.49*** 
(1.66) 

 Task – – – 
 

– 

 Stress – – – 
 

– 

 Ideal L2S -1.00+ 
(0.56) 

-0.87 
(0.56) 

-0.81 
(0.56) 

– 

 MLB -1.18 
(0.85) 

-0.98 
(0.85) 

-1.15 
(0.88) 

– 

 Ought-to L2S 0.77 
(0.63) 

– – – 

 AoL – – -1.48 
(1.53) 

– 

 Prev. Exp. – – -1.76 
(1.87) 

– 

 Intercept2 × Ideal 0.38 
(0.26) 

0.30 
(0.25) 

0.29 
(0.25) 

– 

 Intercept2 × MLB 0.70+ 
(0.40) 

0.54 
(0.39) 

0.51 
(0.39) 

– 

 Intercept2 × Ought -0.51 
(0.31) 

– – – 

Variance Components     
Level 1 Within-person 91.26*** 

(7.15) 
92.17*** 
(7.22) 

91.96*** 
(7.21) 

94.54*** 
(7.49) 

Level 2 In initial status 198.13** 
(65.87) 

217.36** 
(71.82) 

189.81** 
(63.40) 

243.86** 
(80.29) 

 In rate of change 109.68* 
(45.75) 

115.34* 
(48.40) 

114.78* 
(48.64) 

147.90* 
(68.39) 

 Covariance -6.99 
(37.14) 

-9.15 
(39.28) 

5.45 
(37.13) 

-35.54 
(49.55) 
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Goodness-of-fit Deviance 2854.01 2859.99 2856.75 2874.21 
 AIC 2890.01 2887.99 2892.75 2890.21 
 BIC 2960.55 2942.85 2963.29 2921.56 

Summary 

 The overall analysis of the data for initial L2 stop consonants revealed significant VOT 

development over time that was unique to each phone, /b/ and /p/. Analyses also revealed that the 

Ideal L2 Self and Motivated Learning Behavior predictors were related to rate of change; the 

Ideal L2 Self was associated with a slower rate of development whereas MLB was related to a 

faster rate of change. Age of Learning and Previous Experience also appeared to be related to 

overall performance. Both of these control predictors had positive coefficients indicating that 

learners with later ages of learning and more previous experience produced longer VOT values 

on average relative to their peers. 

 Growth curve modeling of the data for each phone further illuminated these findings. 

Motivation had explanatory power for /b/ alone, though the relationship remained the same: the a 

stronger ideal self-image predicted slower VOT development while higher self-reported levels of 

MLB predicted faster VOT development. Task was related to VOT production for /p/ targets 

alone. On average, participants performed better on the sentence sentence-reading task than on 

the sentence formation task, producing shorter VOT values on the former. There was also a 

significant quadratic trend evident for /p/, which modeled the fact that participants produced 

higher VOT values at T5, after a brief hiatus from Spanish during Winter Break. In contrast to 

the overall analysis, neither AoL nor Previous Experience were related to performance on the 

tasks. This was likely due to the exclusion of targetlike participants on the phone-level growth 

curve models, which was impossible on the overall model. Finally, in all three models, 

potentially explainable variance remained even after a “final” model was reached, indicating that 

other predictors not considered in the present study could further elucidate L2 VOT development 
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over time.  

C:V intensity ratio development of word-medial stops 

Overall analysis 

To explore the C:V intensity data for medial /b/ and /p/, individual trajectories for C:CV 

intensity were plotted as a function of stress and phone as stress was the main phonetic variable 

of interest for the medial phones (Figure 13). The individual plots of learners’ (# 17, 25, & 51) 

C:V intensity ratios displayed below indicate that intensity ratios tend to be higher for phones in 

unstressed positions (blue line = stress; green line = unstressed) though values do overlap in 

some cases such as at Time 3, after one semester of Spanish instruction, for learner 25 on /b/ 

targets. Furthermore, the /b/ plot for learner 17 suggests differentiation of stressed and unstressed 

phones, lending support to the hypothesis that stress is an important predictor of lenition and 

perhaps even of the development for /b/. 
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Figure 13. Performance on word-medial phones by stress for participants 17, 25 & 51.   
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As with the VOT data, an overall growth curve model was first posited to directly 

compare /b/ and /p/ in medial position, though no development was expected for medial /p/. 

However, some data suggested that participants actually reinforced the contrast in medial 

position by pronouncing more marked stops for the voiceless phone; that is, C:V intensity ratios 

decreased for /p/ over time, similar to the trend noted above for participant 17. Therefore, /p/ was 

not immediately excluded from analysis.  

 The unconditional means model of the C:V intensity ratio data (Model 1) indicated 

significant inter-individual variation (ICC = 0.016 / 0.017 = .94 or 94%). Given the substantial 

amount of inter-individual variation, an unconditional linear growth curve model was posited 

(Model 2). However, the linear growth term (β = -0.002, p > 0.05) was not significant. The non-

significant random effects also suggested that no predictable inter-individual variance in slope or 

intercept remained. Nevertheless, a conditional linear growth curve model (Model 3) was 

pursued to explore the effects of Phone and Stress. Both predictors were significant, as was the 

Phone × Stress interaction. The negative coefficient for Phone (β = -0.227, p < 0.001) indicates 

that learners produced lower C:V intensity ratio (i.e. more stop-like variants) for /p/ targets, as 

expected. The same was true of Stress (β = -0.062, p < 0.001). Learners produced more stop-like 

phones when those phones occurred in a stressed syllable. Finally, the Phone × Stress interaction 

(β = 0.027, p < 0.05), indicated that stress affected each phone differently, increasing the C:V 

intensity ratio of /p/ by 0.027 decibels. There was no significant linear growth (β = 0.011, p > 

0.05). However, there was a significant Semesters × Stress interaction (β = -0.02, p < 0.05), 

demonstrating that development occurred only for unstressed phones, whose C:V intensity ratio 

decreased at a rate of 0.02 decibels per semester. Once the phonetic factors were taken into 

account, the random effects did demonstrate that predictable variance in the slopes and intercepts 
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remained, in contrast to the unconditional linear growth curve model. Lastly, Task was not 

significant in this model (β = 0.005, p > 0.05) and was therefore removed in Model 4 along with 

the other non-significant terms, Semesters × Phone and Semesters × Phone × Stress. Neither of 

the control predictors emerged as significant in Model 5. Consequently, Model 4 appeared to be 

the best fit for the data. Table 21 presents a concise summary of the significant predictors from 

Model 4. Table 22 summarizes the growth curve models that were fit to the combined C:V 

intensity ratio data. 

 

Table 21. Summary of significant parameters in the growth curve model of the overall data for 
C:V intensity ratio. 

Predictor Coefficient (β) SE t-ratio 

Fixed Effects    

Intercept 0.67*** 0.01 75.79 

Phone -0.22*** 0.01 -39.34 

Stress -0.08*** 0.01 -13.90 

Phone × Stress 0.03*** 0.01 3.26 

Random Effects    

Intercept 0.001*** < 0.001  

Residual 0.003*** < 0.001  
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Table 22. Taxonomy of growth curve models for the overall C:V intensity ratio data.  

  Model 1 Model 2 Model 3 Model 4 Model 5 
Fixed Effects       
Initial Status Intercept 0.528*** 

(0.008) 
0.530*** 

(0.009) 
0.664*** 

(0.011) 
0.673*** 

(0.009) 
0.673*** 

(0.009) 
 Task – – 0.005 

(0.004) 
– – 

 Phone – – -0.227*** 
(0.009) 

-0.224*** 
(0.006) 

-0.224*** 
(0.006) 

 Stress – – -0.062*** 
(0.009) 

-0.079*** 
(0.006) 

-0.079*** 
(0.006) 

 Phone × 
Stress 

– – 0.027* 
(0.013) 

0.026*** 
(0.008) 

0.026*** 
(0.008) 

 AoL – – – – -0.002 
(0.004) 

 Prev. Exp. – – – – -0.006 
(0.006) 

Rate of change Intercept – -0.002 
(0.008) 

0.011 
(0.010) 

– – 

 Phone – – 0.003 
(0.008) 

– – 

 Stress – – -0.020* 
(0.008) 

– – 

 Phone × 
Stress 

– – -0.001 
(0.012) 

– – 

Variance Components      
Level 1 Within-

person 
0.016*** 

(0.001) 
0.016*** 

(0.001) 
0.003*** 

(< 0.001) 
0.004*** 

(< 0.001) 
0.004*** 
(< 0.001) 

Level 2 In initial 
status 

0.001* 
(< 0.001) 

0.001 
(0.001) 

0.002** 
(0.001) 

0.002*** 
(< 0.001) 

0.001*** 
(< 0.001) 

 In rate of 
change 

 < 0.001 
 (< 0.001) 

0.001* 
(0.001) 

– – 

 Covariance   < -0.001 
(< 0.000) 

-0.001* 
(0.001) 

– – 

Goodness-of-fit Deviance -1101.28 -1102.46 -2472.44 -2395.32 -2397.69 
 AIC -1095.28 -1090.46 -2446.44 -2383.32 -2381.69 
 BIC -1080.93 -1061.76 -2384.24 -2354.62 -2343.42 

Analysis of /b/ 

 A growth curve model was posited for medial /b/ independently of the combined growth 

curve model to explore more fully whether or not stress was related to rate of change. The 

growth curve model of the C:V intensity ratio data for /b/ also included the motivation 

predictors. As in the combined model, the unconditional linear growth model (Model 2) of the 

data for word-medial /b/ showed no significant development over time. Nevertheless, I pursued a 
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conditional growth curve model (Model 3) to examine Stress since I had hypothesized that if 

development did occur, it would occur first in the unstressed condition. Stress was related both to 

overall performance (β = -0.062, p < 0.001), and to the rate of change (β = -0.024, p < 0.01). The 

negative coefficient for the former indicates that on average participants produced more stop-like 

/b/ variants (variants with a lower C:V intensity ratio) in stressed syllables. Likewise, the 

negative coefficient for the Time × Stress interaction suggests that significant development 

occurred only in stressed syllables (the term for the slope, Time, was non-significant: β = 0.008, 

p > 0.05). In the stressed environment, participants produced slightly more stop-like /b/ variants 

over time. Task was not significant, confirming the findings of the combined model.  

Model 4 incorporated the motivation predictors, revealing that they were not related to 

overall performance. Yet, the Ideal L2 Self predictor was in fact related to growth rate (β = 

0.001, p < 0.01), reinforcing the notion that there is a relationship between motivation and 

development, but not necessarily between motivation and performance. The positive coefficient 

for the Time × Ideal L2 Self interaction points to a positive relationship between the strength of 

one’s ideal self-image and development of the C:V intensity ratio parameter, contrasting with the 

growth curve models of the VOT data. However, one must contextualize this finding in light of 

the fact that significant development occurred only in stressed syllables, where C:V intensity 

ratio decreased over time. Thus, the positive coefficient for the Ideal L2 Self predictor essentially 

suggests that individuals with a stronger ideal self-image did not experience as much negative 

growth in the stressed environment.   

The Age of Learning and Previous Experience control predictors were not related to 

performance or rate of change (Model 5). In summary, then, the growth curve model suggests 

that a prototypical learner does not begin to produce more lenited variants (variants with higher 
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C:V intensity ratios) during the earlier stages of learning. In fact, rather than producing more 

approximant-like /b/ in unstressed syllables over time, it appears that on average learners actually 

produce more stop-like /b/ in stressed syllables. Examining the goodness-of-fit statistics, Model 

3 offered the best account of the data relative to other models. Therefore, Figure 14 and the 

following equation, which illustrate the relationship between stress and C:V intensity ratio, are 

based on Model 3: 

C:V intensity ratio = (0.667 + -0.062 × Stress) + (0.008 × Time + -0.024 × Time × Stress) 

 

    

Figure 14. Prototypical C:V intensity ratio trajectories for /b/ as a function of stress. 
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Table 23. Summary of significant parameters in the growth curve model of the C:V intensity 
ratio data for /b/.  

Predictor Coefficient (β) SE t-ratio 

Fixed Effects    

Intercept 0.67*** 0.01 49.14 

Slope 0.01 0.01 0.65 

Stress -0.06*** 0.01 -7.06 

Slope × Stress -0.02** 0.01 -2.63 

    

Random Effects    

Intercept 0.003*** 0.001  

Slope 0.002* 0.001  

Residual 0.003*** < 0.001  
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Table 24. Taxonomy of growth curve models for the C:V intensity ratio data of medial /b/.  

  Model 1 Model 2 Model 3 Model 4 Model 5 
Fixed Effects       
Initial Status Intercept 0.632*** 

(0.011) 
0.636*** 

(0.012) 
0.667*** 

(0.014) 
0.665*** 

(0.012) 
0.665*** 

(0.012) 
 Task – – < -0.001 

(0.009) 
– – 

 Stress – – -0.062*** 
(0.009) 

-0.062*** 
(0.009) 

-0.062*** 
(0.009) 

 Ideal L2S – – – -0.003+ 
(0.001) 

-0.001 
(0.001) 

 MLB – – – 0.003 
(0.002) 

– 

 Ought-to L2S – – – < -0.001 
(0.002) 

– 

 AoL – – – – 0.001 
(0.005) 

 Prev. Exp. – – – – -0.003 
(0.007) 

Rate of change Intercept – -0.003 
(0.011) 

0.008 
(0.013) 

0.009 
(0.011) 

0.009 
(0.011) 

 Task – – 0.001 
(0.009) 

– – 

 Stress – – -0.024** 
(0.009) 

-0.018* 
(0.008) 

-0.019* 
(0.008) 

 Task × Stress – – 0.009 
(0.009) 

– – 

 Ideal L2S – – – 0.001** 
(0.001) 

0.001* 
(< 0.001) 

 MLB – – – -0.001 
(0.001) 

– 

 Ought-to L2S – – – -0.001 
(0.001) 

– 

Variance Components      
Level 1 Within-person 0.005*** 

(< 0.001) 
0.005*** 

(< 0.001) 
0.003*** 

(< 0.001) 
0.003*** 

(< 0.001) 
0.003*** 

(< 0.001) 
Level 2 In initial status 0.003*** 

(0.001) 
0.003** 

(0.001) 
0.003** 

(0.001) 
0.003** 

(0.001) 
0.003** 

(0.001) 
 In rate of change – 0.002* 

(0.001) 
0.002* 

(0.001) 
0.002* 

(0.001) 
0.002* 

(0.001) 
 Covariance – -0.001 

(0.001) 
-0.001 
(0.001) 

-0.001 
(0.001) 

-0.001 
(0.001) 

Goodness-of-fit Deviance -989.96 -1016.71 -1204.13 -1213.94 -1210.76 
 AIC -983.96 -1004.71 -1182.13 -1185.94 -1186.76 
 BIC -971.69 -980.16 -1137.13 -1128.66 -1137.66 
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Summary 

 The main finding of the analyses of the C:V intensity ratio data was that stress was 

related to lenition score, and also apparently related to the development in that development only 

occurred in stressed syllables, where learners’ productions became more stop-like on average. 

Overall, the coefficient for the growth rate was non-significant, however, indicating little 

development of the C:V intensity ratio parameter over the duration of the study. Motivation was 

apparently not related to the production of medial phones, though the Ideal L2 Self predictor did 

relate to development for medial /b/. Yet, the coefficient for the Time × Ideal L2 Self interaction 

was small (β = 0.001). Despite these null findings for the development of lenition, there was still 

significant variation between members of the sample with respect to the production of both 

voiced and voiceless phones over time. 

RQ3: What, if any, relationship is apparent between the ability to perceive and produce /b/ 

and /p/ in L2 Spanish across the three tasks employed? 

 Both the Speech Learning Model (Flege, 1995) and the L2 Perceptual Assimilation 

Model (Tyler & Best, 2007) assign a central role to perception; specifically, the SLM states that 

individuals must be able to discern subtle phonetic differences in order to produce them. This 

study sought to examine the link between perception and production in a longitudinal design. To 

do so, I compared change in VOT and change in d’ score for each participant. d’ was 

operationalized as the ability to detect short-lag /p/ or, more broadly, the ability to discriminate 

the lead-lag and short-lag categories, which are both linked to /b/ in English. In order to compare 

trends in the data, VOT for /p/ and /b/ and d’ were plotted separately since they involve different 

scales (Figure 15 below). The top and bottom panels plot VOT and the middle panel plots d’. 

Participants 7, 13, 27, 37, 41, and 43 were excluded from this analysis because they either 
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studied abroad at some point during the experiment or did not complete all five waves of data 

collection. In total, the data for 20 participants was plotted. 

 To explore the relationship between perception and production, I compared performance 

on the discrimination task, operationalized as d’ score, with performance on the production task, 

operationalized as average VOT for voiced and voiceless phones. Participants in group 1 

performed well on the discrimination task, achieving high d’ scores across the duration of the 

study. Therefore, these learners had excellent discrimination of the lead- and short-lag 

categories. In terms of production, they produced increasingly targetlike (i.e., lower) VOT values 

over time, though whether they achieved more targetlike VOT values for /b/, /p/, or both, varied 

by learner. For this group, perception clearly preceded production. For participants in group 2, 

development of perception and production seemed to be simultaneous; as their ability to 

discriminate the lead- and short-lag categories improved (as d’ increased), they produced stop 

consonants with more targetlike VOT values. Group 3, like group 1, exhibited excellent 

discrimination from the outset of the study, but they were also targetlike or near targetlike in 

their production of the voiceless stop, and one of the learners also rapidly achieved the lead-lag 

category for /b/. For group 4, discrimination improved over time, but there was no concomitant 

improvement in production. Finally, for learners in group 5, production appeared to precede 

perception insofar as VOT decreased over time, if it was not targetlike from the outset of the 

study, though they were generally unable to discriminate the contrast (d’ was low) or did so only 

erratically (Table 25). Summarizing the data, for 50% of participants (Groups 1 and 4), 

perception appeared to lead production, for 20%, they apparently developed in tandem (Group 

2), for 15%, production appeared to precede perception (Group 5), and for 15% of participants, 

the nature of the data did not contribute to the analysis because learners were able to discriminate 
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the stops well and produced at least /p/ with VOT values appropriate for the short-lag category 

(Group 3). 

Table 25. Attested relationships between perception and production.  

Pattern Learners Percent d’ VOT /p/ VOT /b/ 

Group 1: Perception > Production 30% 

 3, 5, 21  high ↓ – 

 9, 49  high ↓ ↓ 

 23  high – ↓ 

Group 2: Simultaneous 20% 

 15, 19, 25, 72  ↑ ↓ ↓ 

Group 3: Targetlike 15% 

 33  high target ↓ 

 39, 45  high target – 

Group 4: Perception only 20% 

 11, 35, 51  ↑ – – 

 31  – – – 

Group 5: Production only 15% 

 17  low ↓ ↓ 

 47  low target – 

 83  erratic target ↓ 
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Figure 15. Individual participant plots comparing VOT production and d’ discrimination ability 
over time. 
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Overall Summary of Results 

 A number of important findings emerged from the growth curve models of participants’ 

ability to discriminate and produce word-initial and word-medial /b/ and /p/ in stressed and 

unstressed environments. Many participants accurately discriminated L2 stop consonants even 

from the outset of the study. Participants began with an average initial intercept of 1.74 d’ units, 

indicating that they were able to discriminate Spanish /b/ and /p/ (i.e. the lead-lag and short-lag 

categories) fairly well. Their ability to discriminate the stops increased at an average rate of 0.36 

d’ units per semester of Spanish instruction until they reached near perfect discrimination, a d’ 

score of 3.29 on any of the four minimal pair contrasts. However, a second growth curve model, 

centered at T2, failed to detect significant development, which suggests that growth may have 

predominantly occurred during the first semester of the study, participants’ second semester of 

college-level Spanish.   

 Stress and position were both related to participants’ performance on the discrimination 

task. They had the most difficulty discriminating /b/ and /p/ when they occurred in the word-

initial, unstressed environment (intercept = 2.05), performing considerably better on the stops 

when they occurred in the other three environments (intercepts = 2.47 – 2.64). The Ideal L2 Self 

was negatively related to development of participants’ ability to discriminate the stops (β = -

0.02); a stronger ideal self-image was associated with a slower rate of development on the 

discrimination task.  

 Regarding the production of word-initial /b/ and /p/, participants produced significantly 

shorter VOT values over time, though the developmental trajectories for each phone were 

different. Participants continued to produce shorter VOT values for /b/ even after a brief period 

of disuse of Spanish during Winter Break. In contrast, they produced longer VOT values for /p/, 
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perhaps indicative of temporary destabilization or attrition. A quadratic effect was employed to 

model the uptick in VOT values evident at the last data collection point. 

Motivation was not related to overall performance but was related to development (i.e. 

the slope) of the voiced phone /b/. The Ideal L2 Self subcomponent of Dörnyei’s L2 

Motivational Self System actually was associated with a slower rate of development, whereas 

Motivated Learning Behavior was related to a faster rate of development. The Ought-to L2 Self 

was not a significant predictor of the intercept or slope. Only Task was related to performance 

for the voiceless phone /p/; overall, participants performed better on the sentence sentence-

reading task than on the sentence formation task, producing slightly shorter VOT values on the 

former.   

 There was little overall development of the ability to produce word-medial /b/. At the 

group level, participants failed to produce more lenited stops over time, illustrated by the non-

significant slope term in the growth curve models. However, a significant Semesters × Stress (β 

= -0.02) interaction demonstrated that participants produced more stop-like variants in the 

stressed environment, rather than more approximant-like realizations in the unstressed 

environment. Stress was also related to overall performance on the task; participants produced 

lower C:V intensity ratios for stressed /b/ than for unstressed /b/, as expected. Examining the 

motivation predictors, there was a positive relationship between the Ideal L2 Self and production 

of medial /b/. A stronger ideal self-image was associated with a marginally faster rate of 

development (β = 0.001). Neither the Ought-to L2 Self nor Motivated Learning Behavior were 

related to the intercept or rate of change.  

In summary, participants produced initial stops with more targetlike (i.e. shorter) VOT 

values over time, but failed to produce more approximant-like variants for medial /b/ at the group 
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level. Despite this null finding at the group level, some individuals did produce greater C:V 

intensity ratios over time. The growth curve analysis provided insight into overall trends by 

aggregating participants’ data into a combined intercept and trajectory characteristic of the 

sample of learners that participated in this dissertation. In fact, even after taking into account the 

motivation and linguistic factors (i.e. stress, task, etc.) addressed in this thesis, there remained a 

significant amount of variance to be explained, indexed by the significant random effects present 

in each of the models. Therefore, one must bear in mind that the individual data is equally 

important to our understanding of phonological development and ultimately enriches the findings 

that emerge from statistical modeling. In the following section, I address development from a 

more qualitative and individual perspective, focusing on five learners.  

Qualitative Analyses & Results 

Trajectory analysis 

 A number of unique learning trajectories or trajectory subgroups were evident in the data, 

particularly for the initial stop consonants. To explore these subgroups, I inspected the data and 

sorted learners into the following groups based on their trajectory: 

1. No Learning: Learners who exhibited a slope of zero.  

2. Learning: Learners who exhibited a non-zero slope. 

3. Targetlike: Learners who were targetlike from the onset of the study. 

One learner (# 11) also appeared to get worse over time. However, I did not feel it was necessary 

to posit an additional group for a single learner. In fact, on a post-study questionnaire, she 

explained that she emphasized /b/ and /p/, reinforcing the acoustic characteristics of each phone, 

in order to maintain a sharp contrast. Consequently, the slight increase in VOT values evident for 

/p/ for this learner are likely a result of her efforts to distinguish the phones via hyper-
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articulation. Figure 16 graphs the VOT data by phone along with the observed trajectories per 

participant with interpolation between the data points to facilitate inspection. Because 

participants performed similarly on both the sentence-formation and sentence-sentence-reading 

tasks and because stress was not a factor, I have plotted VOT production for unstressed phones 

on the sentence-formation task as an example, representative of the broader VOT data. The 

dotted lines represent the category boundaries for /b/ and /p/ separating lead- and short-lag stops, 

and short- and long-lag stops respectively. The solid labeled black lines represent the range of 

VOT values that the bilingual group produced. 0ms separates the lead- and short-lag categories 

and 30 ms the short- and long-lag categories. On average the bilinguals produced VOT values 

ranging from -77 to -54 ms for /b/ (top plot) and from 8 to 15 ms for /p/ (bottom plot). As Figure 

16 illustrates, not only did many participants succeed in producing stops using the correct 

phonetic category, lead-lag for /b/ and short-lag for /p/, but they also attained targetlike values, 

taking the bilinguals as a comparison.  
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Figure 16. Learner VOT trajectories by phone with category boundary and bilingual data 
reference lines. Top panel: /b/; bottom panel: /p/. 
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Figure 17. Learner VOT trajectories by learner group: No learning, learning, and targetlike.  

Breaking the data down into the aforementioned groups yields the following distributions 

for unstressed /b/ and /p/ (Figure 17). Notice that, in many cases, participants are classified 

according to one group for /b/ and another for /p/, which suggests that, although /b/ and /p/ are 

certainly related, there may be some asymmetry in terms of development. As previously reported 

in the growth curve analyses, participants’ trajectories are not monotonic, but evidence variation 
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and destabilization of emerging phonetic categories, particularly around the last data collection 

point. To be sure, some of this variation is attributable to naturally occurring variability in 

characteristic of all speech. Yet, what is also clear is that some of this variation is partially 

idiosyncratic. Within the Learning group in particular, slopes and crossover points differ 

considerably between individuals, and even participants who attained the target VOT range for a 

given phone exhibited some destabilization after Winter Break. In contrast to these individuals, 

participants in the Targetlike group exhibited the most stable phonetic system insofar as there 

was little variability over time in their production beyond the aforementioned natural variation 

present in all speech.  

Another informative analysis is examining the crossover points of the learners for both 

/b/ and /p/ in terms of the category value (0 and 30 ms, respectively) and a 3 standard deviation 

window from the mean that the bilingual group produced. This data is summarized in list form in 

Table 26 and graphically in Figure 18. Note that in the timeline figures, only category boundary 

is taken into consideration. That is, participants are listed according to when they achieved the 

correct category (i.e. lead-lag for /b/ and short-lag for /p/) for each phone. Data for stressed and 

unstressed conditions is presented separately since not all participants performed similarly 

irrespective of stress. Participants listed in boldface achieved the correct category for /b/ or /p/ at 

the same point in both the stressed and unstressed environments. For example, learner 7 was 

already producing lead-lag /b/ at the onset of the study for both stressed and unstressed /b/ 

whereas learner 23 achieved the lead-lag category for stressed /b/ at the onset of the study but did 

not achieve it for unstressed /b/ until the second data collection point.  
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Figure 18. Timeline of when learners achieved the target phonetic category for word-initial 
stops. 
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Table 26. Timeline of when learners achieved targetlike and nativelike VOT production.  

ID /b/  /p/ 
 Targetlike Nativelike  Targetlike Nativelike 
 Stress U Stress U  Stress U Stress U 
3 3 1 – 2  3 3 4 4 

5 2 – – –  3 2 – – 

7 1 1 3 3  2 2 5 2 

9 4 4 4 4  3 3 – 3 

11 3 3 – 3  – – – – 

13 – – – –  1 1 – – 

15 3 3 3 4  – – – – 

17 1 1 1 1  4 1  3 

19 2 3 5 –  3 – – – 

21 – – – –  2 2 – – 

23 1 2 2 2  4 – – – 

25 1 3 3 3  4 3 4 5 

27 2 – – –  – – – – 

31 1 1 – 1  – – – – 

33 3 3 3 3  1 1 1 1 

35 – – – –  – – – – 

37 2 2 – –  1 1 – – 

39 1 1 1 1  1 1 1 1 

41 – – – –  1 1 1 1 

43 – – – –  – – – – 

45 2 3 – 3  2 1 3 3 

47 1 1 – 1  1 1 3 2 

49 2 3 3 3  – – – – 

51 3 1 – 1  – – – – 

72 5 2 – 3  – – – – 

83 1 1 2 1  2 1 – – 
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Case studies. 

 This section reports on 5 case studies that were undertaken to explore inter-individual 

variability in pronunciation development in-depth. Learners identified as potentially illuminating 

case studies were selected based on their performance on the pronunciation tasks, the responses 

they gave on the qualitative motivation questionnaire, which provided a rich source of data for 

the more nuanced analyses that a case study requires, or my observations over the course of the 

study. The qualitative questionnaire can be divided into three broad areas: 

1. The specific skills participants cared about and wanted to develop with respect to 

Spanish. 

2. The overall goals participants had for learning Spanish and what they hoped to do with 

Spanish in the future. 

3. Perceptions related to what it takes to be a “good” Spanish speaker and to be a “strong” 

learner. 

Participants also completed an exit questionnaire where they reported on their experience in the 

study and on their perceptions related to pronunciation. This data is also reported here where 

relevant.  

Participant 7 

  Participant 7 began learning Spanish when he was 8 years old, 6 years below the mean 

age of learning for the group, and took Spanish throughout grade school (previous experience = 

10 years). He also had a relatively strong ideal self-image and relatively high motivated learning 

behavior (centered Ideal L2 Self = 11.25; centered MLB = 7.74). In terms of the motivation 

predictors that emerged as meaningful in the growth curve models, he was nearly one standard 

deviation above the mean on both. Data points 3–5 were excluded in the overall analysis for this 
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learner because he opted to study abroad after his second semester of college-level Spanish, 

spending the summer in a Spanish-speaking country where he took multiple Spanish courses and 

participated in excursions and cultural events associated with the program. However, for the 

individual analysis, these data points have been restored. Figure 19 below plots participant 7’s 

data for each task, paneled by phone and stress. In the left VOT plot, the upper and lower solid 

lines indicate the cross-over points for the category boundaries, 30ms for the short- vs. long-lag 

boundary and 0ms for the lead- vs. short-lag category. In the right lenition plot, a reference line 

has been added at C:V intensity ratio = 0.70 dB, the minimum value one of the bilinguals 

produced for medial /b/ (values ranged from a minimum C:V intensity ratio of 0.70 dB to a 

maximum ratio of 0.86 dB). 

 

Figure 19. VOT and lenition data for participant 7. 

Looking at the period from the onset of the study to after a half semester of Spanish 

(Semesters = 0 to 0.5), the first important observation to be made is that there was significant 

VOT development even before participant 7 studied abroad, particularly for stressed /p/. 

Likewise, C:V intensity ratio for stressed /b/ increased from about 0.40 dB to 0.60 dB in the 
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period before learner 7’s time abroad. For VOT on /p/ targets, he achieved targetlike production 

by the second wave of data collection (Semesters = 0.5) and his production remained fairly stable 

over time. For VOT on /b/ targets, on the other hand, there seemed to be significant development 

for stressed /b/ during the Semesters = 0.5 and 1 period, suggesting that development coincided 

with the summer he spent abroad in an immersion environment. Lastly, regarding learner 7’s 

production of unstressed, word-initial /b/, there appeared to be a trading relationship between the 

picture and sentence-reading tasks. Whereas learner 7 produced only marginally shorter VOT 

values on the sentence-reading task over the course of the study, he achieved the lead-lag 

category by the third data collection point (Semesters = 1.0), reinforcing the idea that study 

abroad catalyzed his development in some way. After returning from his summer abroad, he 

continued to produce shorter VOT values in the lead-lag range, eventually matching his 

production of word-initial /b/ in the stressed environment.  

Regarding lenition, there was a similar relationship between learner 7’s production of 

stressed and unstressed /b/ in word-medial position. C:V intensity ratio of word-medial, stressed 

/b/ increased rapidly during the first period of the study (between Semesters = 0 and 0.5), 

approaching the 0.70 dB mark by the third data collection point (Semesters = 1.0). His 

production of word-medial, unstressed /b/, however, gradually became more targetlike, and was 

subject to greater variability over time. Nevertheless, after one semester of Spanish instruction 

from the onset of the study, learner 7 was producing consistently higher C:V intensity ratios for 

word-medial /b/ in both stressed and unstressed environments. Surprisingly, this learner also 

produced more lenited word-medial /p/ variants over time, particularly in the unstressed 

environment. This may have resulted from an automatic voicing principle in medial position, 

causing voiceless tokens to undergo incipient lenition between voiced phones (i.e. between two 
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vowels in the /u_a/ context). In broad terms, stress was an important factor regulating participant 

7’s production. /b/ and /p/ were subject to greater variability in unstressed environments than in 

stressed environments. Moreover, in contrast to the growth curve analysis which failed to find 

significant gains in lenition over time, there was a marked increase in C:V intensity ratio for this 

learner, indicating that he was producing more approximant-like variants of word-medial /b/ over 

time.  

 In terms of the specific characteristics that made this learner unique, he reported a highly 

integrative orientation to Spanish on the qualitative background questionnaire, indicating that his 

goal was to become proficient in Spanish in order to gain access to Spanish culture, “My main 

goal is to live in a Spanish-speaking country (preferably Spain) and simply not be treated like a 

stranger to society. Ultimately I want to see the ‘other side’ of the Spanish culture.” This 

participant emphasized the need to embrace all aspects of the Spanish language and culture to 

integrate into Spanish society. He also reported that he was fascinated by the diversity of accents 

in the Spanish-speaking world, “It fascinates me how ONE [emphasis placed by learner] 

language can have several accents.” This contrasts with the majority of learners who indicated 

that they paid attention to pronunciation as a means of vocabulary learning; that is, they focused 

on pronunciation in order to correctly pronounce the words they were learning which they saw as 

essential to being able to recall them in the future. In terms of his beliefs regarding “good” 

Spanish and what it means to be a “good” learner/speaker, participant 7 noted such skills as 

circumlocution, recognizing the importance of effective communication and the linguistic 

strategies that facilitate it. Yet, he also noted that emotion and confidence were important; that is, 

he viewed Spanish not just as a foreign language or a vehicle for communication with Spanish 

speakers, but as a part of his identity, and sought to convey his personality in Spanish. Overall, 
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he demonstrated a highly nuanced approach to Spanish that involved not just mastery of form 

and grammar, but a deeper understanding of the diversity and complexity of the Spanish 

language: “With a language also comes a culture; at least that is how it is for English. I am a 

native English speaker, but I want to learn the Spanish language (and culture) so that I may 

immerse myself in a world that can only be seen from the other side.” This learner also 

mentioned pronunciation on a regular basis and even reported general awareness of the 

articulatory features of Spanish, “When I listen to my teachers and peers, I pay attention to their 

tongue. I feel like the Spanish accent, which is different everywhere, has everything to do with 

the tongue.”  Finally, it bears mentioning that this participant reported a number of motivated 

learning behaviors on the qualitative questionnaire. For example, he indicated that he worked at a 

Pre-K school where the children were predominantly Spanish-speaking learners of English. He 

also noted after studying abroad that he would like to speak Spanish whenever possible with 

whomever possible, “I care most about speaking Spanish. I would like to pretend that everyone 

speaks Spanish and greet them [in Spanish].” In summary, this learner exhibited highly intrinsic 

motivation to learn Spanish and become part of Spanish-speaking society and the cultures that it 

represents, as well as highly motivated learning behaviors and a sensitivity to pronunciation and 

accents, both in linguistic terms and as an identity and cultural marker.  

Participant 23 

 In contrast to Participant 7, participant 23 began learning Spanish well after the mean age 

of learning of the group (AoL = 19), had less previous experience, and exhibited a motivational 

profile well below the mean on both measures identified in the growth curve models (Ideal L2 

Self = -15.71; MLB = -9.26). This learner’s data at the last collection point (Semesters = 1.75) 

was also excluded from the growth curve models since she was not enrolled in a Spanish course 
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at the time. However, as with participant 7, I have restored this data here. 

As Figure 20 illustrates, learner 23 was producing at least some lead-lag variants for 

word-initial /b/ even at the outset of the study. Nevertheless, over the course of the study, the 

mean VOT for /b/ targets steadily decreased, moving further into the lead-lag category typical of 

Spanish. Like participant 7, there was a major decline in VOT values between the first two data 

collection points (Semesters = 0 to 0.5) for stressed /b/, whereas unstressed /b/ exhibited a more 

linear decline over the year-long study. With respect to word-initial /p/ targets, both the stressed 

and unstressed variants developed in a similar manner; VOT values were relatively steady over 

the 0 – 1 semester period, approaching the short-lag category only by the fourth data collection 

point, after 1.5 semesters of Spanish instruction. However, she produced longer VOT values for 

/p/ targets at the last data collection point, after Winter Break. At the individual level, this 

finding coincides with the growth curve model of the overall data insofar as a period of disuse of 

Spanish was associated with temporary destabilization or attrition of emergent phonetic targets. 

  

Figure 20. VOT and lenition data for participant 23. 

On the medial phones, stress appeared to play an important role for this learner as well. 
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Overall, learner 23 produced nearly targetlike C:V intensity ratios for word-medial /b/ in both the 

stressed and unstressed environments, suggesting that she was in fact producing approximant-

like variants in medial contexts. Nevertheless, she did produce more lenited variants in the 

unstressed context, contrasting with learner 7 who first achieved more targetlike C:V intensity 

ratios for word-medial /b/ in the stressed condition. Indeed, participant 23’s production of 

stressed /b/ remains largely the same over time, considering just the intercept and end-points 

(Semesters = 0 and 1.75) and excluding variation in production across intervening data points. 

On the other hand, participant 23’s production of word-medial /b/ in the unstressed environment 

exhibited linear growth from an initial intercept of approximately 0.62 dB to a final C:V intensity 

ratio of about 0.71 dB. 

There was also a sharp increase in C:V intensity ratio for /p/ in the unstressed 

environment. As I suggested for learner 7, this may have been due to incipient phonetic lenition 

of word-medial voiceless phones in voicing-prone contexts (i.e. intervocalic contexts). Two facts 

fit with this hypothesis. First, learner 23 produced more lenited variants only when /p/ occurred 

in an unstressed syllable. Phones occurring in unstressed environments are more susceptible to 

phonetic erosion than phones occurring in stressed environments. Consequently, such processes 

as spontaneous voicing of voiceless phones in intervocalic position should affect phones in 

unstressed environments more often. Second, C:V intensity ratio increased most dramatically on 

the sentence-formation task. Unlike the sentence-reading task, the sentence-formation task 

required learners to focus cognitive resources on lexical retrieval and syntactic processing, 

particularly in the earlier stages of the study when learners had taken at most one semester of 

college-level Spanish or the equivalent thereof. As a result, with cognitive resources allocated 

elsewhere, incipient phonetic processes such as spontaneous voicing should have also occurred 
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more regularly on the sentence-formation task. In other words, whereas learner 23 may have 

been able to more actively control her pronunciation on the sentence-reading task, guarding 

against voicing of word-medial /p/, she may have been unable to do so on the sentence-formation 

task given its complexity. Over time, as learner 23 became more proficient in Spanish, the task 

became less demanding. As a result, she was increasingly able to focus her attention on 

pronunciation, limiting the scope of spontaneous voicing, producing more appropriate C:V 

intensity ratios for /p/. Alternatively, phonological restructuring may have also caused the 

temporary spike in C:V intensity ratio. By such an argument, as learner 23 attempted to map the 

distribution of stops and approximants in Spanish, she may have created a number of temporary 

phonological stages that eventually gave way to a more accurate L2 phonology. At one such 

stage, she may have created a system where the scope of lenition was too broad, affecting both 

voiced and voiceless phones equally. Indeed, C:V intensity ratios increased for both /b/ and /p/ in 

the unstressed environment, lending support to such a hypothesis. Over time, as she gained 

experience with Spanish, she restructured her L2 phonology to account for the fact that lenition 

affects only medial voiced phones. Thus, intensity ratios for word-medial /b/ continued to 

increase, whereas ratios for word-medial /p/ decreased after an initial peak occurring at the 

second data collection point (Semesters = 0.5). 

Overall, this participant’s data conforms to the general results of the growth curve 

models: There was a slight increase in lenition, but only for unstressed /b/, and VOT generally 

decreased over time, though there was an uptick in VOT values at the last data collection point. 

 Participant 23 was one of only a handful of participants who consistently mentioned 

accent and pronunciation on all aspects of the qualitative motivation questionnaire. Although she 

recognized the importance of accent and pronunciation, “To be a ‘good’ Spanish learner/speaker, 
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you need to have correct pronunciation and accent. I know [emphasis added] that’s most 

important when speaking with native Spanish speakers,” she also indicated that she actively tried 

not to imitate her peers or instructors in terms of pronunciation, “I pay attention to pronunciation 

and accent, but I don’t try to imitate anything from my peers or professor. I don’t try to pick up 

on the way they speak.” This may be because she self-identified as Hispanic, and regarded 

Mexican Spanish, the variety spoken in the area where she was born and grew up, as relevant to 

her identity and the contexts in which she might speak Spanish in the future, “ I grew up around 

Mexican Spanish so that to me is good Spanish. It’s not the kind of Spanish we learn here.” Her 

overall goal in taking Spanish courses was simply to fulfill the language requirement. On the exit 

questionnaire, she also expressed a strong opinion regarding pronunciation, stating that “words 

should be pronounced how they are supposed to be.” Her attitudes and beliefs towards both 

pronunciation and Spanish in general suggest that she took a fairly negative view of instructed 

language learning and the type of Spanish characteristic of that environment, focusing instead on 

her personal experiences with Spanish and in particular the Mexican dialect as the relevant 

model for her. In this sense, she is similar to participant 7. Whereas he viewed Spanish and 

pronunciation as part of his identity insofar as he sought to gain access to Spanish culture and 

society, participant 23 seemed to reject her identity as a second language learner of Spanish in 

order to maintain her identity as a Hispanic. She also positioned herself as an authority figure in 

her questionnaire responses. For example, she stated that “[she] knows [emphasis added]” 

pronunciation and accent are most important for communicating with native speakers and also 

said that words are to be pronounced “how they are supposed to be” which implies that she 

knows how they are supposed to be pronounced. Further qualitative data would help to confirm 

or reject this hypothesis.  
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Participant 33 

 Participant 33 was selected for case study because I noted that he was extremely 

meticulous in completing the production tasks, often taking two or three times as long as other 

participants. Anecdotally, in listening to him complete the tasks, he also had a very targetlike 

accent even beyond the parameters under consideration in the present dissertation. Participant 33 

had no Spanish experience before he started taking college-level Spanish courses. Therefore, he 

began learning Spanish at age 18. However, he did have some experience with Italian, indicating 

that he possessed good proficiency. He also had a weaker ideal self-image relative to the sample 

mean (-8.71) and reported slightly below average motivated learning behavior (-1.26). 

 

Figure 21. VOT and lenition data for participant 33. 

 As illustrated in the left panel of Figure 21, participant 33 consistently produced 

targetlike VOT values for /p/ from the onset of the study on both the picture and sentence-

reading tasks. This is remarkable given that he reported that he had never taken Spanish before 

college and was only enrolled in his second semester of Spanish at the time of initial testing, 

though his previous experience with Italian may explain his performance. He also showed rapid 
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development in terms of his production of /b/, producing predominantly lead-lag variant by the 

third data collection point (Semesters of Spanish = 1.0). The VOT plot also seems to suggest a 

subtle task effect for /b/ targets. Participant 33 produced more targetlike variants on the sentence-

reading task than on the sentence-formation task. As previously argued, the sentence-formation 

task may have recruited a portion of cognitive resources that could not then be allocated to 

pronunciation, which was not the case on the sentence-reading task. 

 The participant was also fairly targetlike in his production of medial /b/ where he 

succeeded in producing C:V intensity ratios that exceeded the minimum value of the bilingual 

group. Moreover, in contrast to the other learners, stress was not related to his production of the 

medial phones as he performed equally well on both tasks.  

 Overall, participant 33 reported that his main goal in learning Spanish was to develop 

effective communication skills, though he did not envision using Spanish as part of his 

profession. As such, he paid attention to vocabulary, which he also regarded as critical for 

someone who hopes to speak Spanish well, and how that vocabulary was pronounced. That is, 

although he mentioned pronunciation as an important skill that one must possess in order to 

speak “good” Spanish, he primarily viewed pronunciation in terms of intelligibility and 

comprehensibility, that is, as a vehicle for communication, “I pay most attention to my peers’ 

and instructors’ pronunciation as that is the area in which I believe I need the most improvement. 

I believe that by listening closely to them, I could improve my ability to communicate.” On the 

exit questionnaire, he also reported that “good” pronunciation is important for intelligibility and 

that it “implies confidence and enormous attention to detail in speech.”  In general, then, 

participant 33 viewed pronunciation not as a marginal skill to be honed at some point in the 

future, but as an immediately relevant and integral part of effective communication in a foreign 
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language. 

Participant 39 

Like participant 7, participant 39 reported an early age of learning (AoL = 5) and had 

taken many years of Spanish in grade school and high school. Her Ideal L2 Self was nearly two 

standard deviations below the mean, and her self-reported motivated learning behavior score was 

nearly one standard deviation below the sample mean. She was selected for case study because 

she was targetlike on all of the variables relevant to the present study across all data collection 

points (Figure 22). 

 
Figure 22. VOT and lenition data for participant 39.  

 Participant 39 reported that her overall goal was simply to complete the language 

requirement. Yet, she was unique among the sample because of the importance she placed on 

pronunciation, which was rooted in her desire to not sound silly when speaking, “I care a lot 

about how I sound and my accent mainly because I don’t want to sound like a complete idiot,” 

and the fact that she liked the way Spanish sounds. She reported that she paid attention to 

pronunciation and vocabulary in class, and she defined “good” or “strong” Spanish primarily in 
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terms of accent and fluency, stating that “a ‘good’ Spanish learner/speaker speaks at a normal 

rate and has a decent accent” or “’good’ Spanish means that you are confident enough that you 

can speak fairly well (at a normal pace, not slower, with a good accent/good pronunciation.” 

Finally, when asked about the importance of pronunciation on the exit questionnaire, she linked 

“good” pronunciation to intelligibility when speaking a foreign language, “If you want to 

communicate with native speakers, then you need good pronunciation so they will understand 

you.” 

 Overall then, for this participant, it seems that her concern for pronunciation was 

multifaceted; on the one hand, she was concerned with more practical aspects of intelligibility 

and, perhaps, not sounding like a learner, and, on the other, she also had a more intrinsic or 

integrative orientation to the way the Spanish language in particular sounds.  

Participant 5 

 Participant 5 reported on specific segmental features of Spanish such as /r/ or /ʝ/ and 

regional features such as the realization of /ʝ/ as [ʃ] in Rioplatense Spanish, the dialect one of her 

instructors spoke. She began learning Spanish at age 10, a few years before the mean age of 

learning of the sample, but had about the same amount of previous instruction in Spanish on 

average as her peers. Like participant 7, she exhibited a strong ideal self-image (13.29) and 

higher than average self-reported motivated learning behavior (MLB = 11.74). 

 As Figure 23 displays below, she began to produce short-lag variants for /p/ relatively 

quickly and consistently; by the second data collection point, the average VOT value for /p/ 

targets that she produced was within the short-lag category (0–30 ms) and remained there for the 

duration of the study. For /b/, on the other hand, there was a slight linear decrease in mean VOT 

value for unstressed /b/ over time, particularly on the sentence-formation task, but this trend was 
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reversed by the last data collection point where she produced short-lag variants for /b/ once 

more. This coincides with the quadratic trend that emerged in the growth curve model for initial 

/p/. Recall that a quadratic trend was also evident for initial /b/ targets, though to a lesser extent. 

For unstressed /b/, however, her production remained firmly in the short-lag category for the 

duration of the study. 

 

Figure 23. VOT and lenition data for participant 5.  

Medial targets also suggest that stress affected the realization of /b/; as predicted, she 

realized medial unstressed /b/ with higher overall C:V intensity ratios than medial /b/ in stressed 

position. There was also a marginal increase in lenition values for stressed /b/ over time, 

irrespective of task, though the mean C:V intensity ratio never reached the minimum 0.70 dB 

threshold of the bilingual speakers. Finally, stress appeared not to affect the realization of /p/, 

contrasting with other learners who also produced unstressed /p/ with higher overall lenition 

values.  

 In terms of her motivational profile, goals, and beliefs, participant 5 sought to develop 

strong speaking skills in Spanish because she planned to use Spanish as part of her future career 
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as a health professional. In fact, she viewed Spanish as a necessary skill for health professionals. 

This was likely due to the fact that she foresaw herself practicing in Texas, her home state, where 

there is a sizable population of Spanish speakers. As previously noted, she reported noticing 

particular features of Spanish, “My professor has spent time in Argentina and pronounces ‘ll’ as 

‘sh’.” She was also the only learner to reference passing as a native speaker in her 

characterization of good Spanish: “Good Spanish is being fluent/passing as a native speaker. 

Spending extended time in a Spanish-speaking country is extremely important for this purpose.” 

Moreover, she also linked accent to being able to cover up other linguistic shortcomings, “I have 

thought peers had strong Spanish when their accent was spot on. They sounded fluent even 

though they were not.” On the exit questionnaire, she also focused on specific features of 

Spanish in characterizing good pronunciation, “You should roll your r’s and pronounce ‘ll’ as y, 

for example, though there is a lot more to it than that.” 

 For this learner, as with participant 7, there appeared to be a relationship between 

pronunciation and accent, learning goals and outcomes, and the motivation predictors in the 

study. Participant 5 was learning Spanish in order to use it in her future career. Consequently, 

pronunciation, and other skills, to be sure, gained relevance beyond the classroom. Indeed, 

Spanish became more than a language requirement; instead, it was a part of the participant’s 

vision for herself and, in that sense, a part of her identity. She envisioned herself not just as a 

doctor, but as a doctor practicing in contexts where communicating in Spanish with her patients 

was of “utmost importance.” It is not surprising then that she exhibited a strong ideal self-image 

since the operationalization of the construct in Dörnyei’s model rests on both the ability to 

envision a future self with specific characteristics and to create a roadmap to achieve that self. 

For participant 5, this meant developing solid communication skills in Spanish in order to 
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communicate with her patients. She also reported that she would take specific action to achieve 

that goal above and beyond the Spanish course in which she was enrolled at the time, “I plan on 

taking summer classes and hopefully spending time in a Spanish-speaking country this summer. 

Many medical schools also offer medial Spanish. I will definitely be taking that!”  

 Yet, relative to some of the other participants in the sample, her pronunciation improved 

relatively little beyond achieving the short-lag category for /p/. Her beliefs regarding 

pronunciation development may in fact explain this result. Although she reported focusing on 

certain prominent regional features as well as traditional pronunciation benchmarks for L2 

Spanish (e.g., the rhotics), she also noted that study abroad was essential to the development of 

highly advanced or near-native proficiency. If she linked pronunciation development to study 

abroad, then she may have come to regard it as a skill that she would hone in the future after 

solidifying more immediately relevant language skills such as grammar and vocabulary.  

Summary 

 Analysis of the individual data revealed that pronunciation development does not follow 

a one-size-fits-all path. One particular finding to emerge from the qualitative individual analyses 

of learner data is that, though growth curve modeling of the data suggested that the Ideal L2 Self 

was associated with slower development, this component appeared to be associated with 

significant development when accent was conceptualized as an essential characteristic of the 

future self that the learner was striving to achieve. For example, participant 7 conceptualized 

accent as indicative of the diversity in the Spanish-speaking world, a world which he wanted to 

become a part of. Therefore, in the case of this learner, it appears that accent and, indeed, 

pronunciation, were conceptualized as vehicles of cultural expression and identity, and therefore 

extremely relevant to the task of learning Spanish if he hoped to integrate into Spanish culture. 
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This, in conjunction with other factors, appeared not only to motivate the learner and encourage 

him to seek opportunities to interact in Spanish outside of the classroom, but also drove 

development since he rapidly achieved a more targetlike accent on the pronunciation parameters 

under consideration in the present study.  

 Similarly, participant 5 also appeared to conceptualize pronunciation as important to her 

language learning goals; she discussed the notion of passing and reported that she wanted to use 

Spanish in her career as a medical professional. Though participant 5’s development was not as 

marked as participant 7, it is clear that pronunciation was not just an abstract linguistic skill, but 

a relevant component to her future career aspirations; that is, she regarded pronunciation as a 

component of speaking skills and sought to eventually achieve intelligible, if not nativelike, 

pronunciation in order to interact successfully with her future Spanish-speaking patients. Given 

her belief that one must study abroad in order to become fluent in Spanish, she perhaps regarded 

pronunciation as something to be mastered in an immersion environment later in her career as a 

language learner. 

 I do not mean to suggest that the individual analyses uniformly supported an alternate 

interpretation to the growth curve modeling. Indeed, participants 23, 33, and 39 were targetlike 

on a number of measures but did not exhibit a strong ideal self-image, bringing to light the fact 

that motivation is a fluid construct, evolving over time with the needs, hopes, and goals of the 

learner. In fact, one must bear in mind that many of these learners will continue to study Spanish, 

and that their goals will change over time. Perhaps learners only begin to contemplate 

pronunciation more actively at the advanced stages of learning, as outlined above for participant 

5. Moreover, the complexities inherent to the data illustrate that the relationship between 

motivation and development does not necessarily follow our intuitions as researchers. Rather, 
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more complex links were borne out depending on the nature of learners’ motivational profiles. 

Particularly for the case studies reviewed here, there seemed to be a relationship between the 

strength of learners’ self-images and whether or not they had articulated a more comprehensive 

vision vis-à-vis the purpose of Spanish and future contexts of use as reported on the open-ended 

questionnaire. A range of objectives were apparently associated with development, including the 

desire to sound intelligent, fear of losing face by speaking poorly or with improper pronunciation 

(participant 39), or a meticulous or detail-oriented demeanor, especially when applied to 

pronunciation (participant 33). 

Chapter 5: Discussion 

Development of the ability to discriminate L2 stop consonants 

RQ1a: How does learners’ ability to perceive word-initial and word-medial /b/ and 

/p/ in L2 Spanish develop over a year-long period (i.e. two semesters of Spanish 

instruction) on a discrimination task?  

 
 To answer the first research question on the development of the ability to discriminate 

stop consonants in Spanish, a discrimination task was administered in which participants heard 

sentences and had to associate them with the correct target character and the correct distractor on 

each trial. Characters were minimal pairs that contrasted /p/ and /b/ in stressed and unstressed 

and word-initial and word-medial positions. The distractor portion of the sentence related to 

either the verb or the location where the action took place. I hypothesized that learners would 

have particular difficulty on word-initial /p/ trials since they needed to associate the short-lag 

category of Spanish with voiceless stops, contrasting with English where the short-lag category 
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is linked to voiced stop consonants. Raw scores were converted to d’, a measure of participants’ 

ability to discriminate the lead-lag and short-lag categories. 

 Visual inspection of the data and growth curve analyses revealed significant development 

of the ability to discriminate voiced and voiceless stops at a rate of 0.36 d’ units per semester of 

Spanish beginning at an estimated initial d’ score of 1.74. However, given the complexity of the 

task and the fact that participants found it to be cognitively draining, a second growth curve 

analysis was conducted on data from Time 2 to Time 5 (i.e. excluding data from the first wave of 

data collection). In contrast to the overall analysis, which revealed significant development over 

time, the estimated coefficient for the rate of change in the Time 2 to Time 5 model failed to 

reach significance. One possibility is that participants performed worse on the first 

administration of the task because they were unfamiliar with it. This is most likely not the case 

since they had completed a training set before moving on to the experimental trials. A second 

possible explanation is that most of the development occurred at the very outset of the study, 

which would suggest that the ability to discriminate relevant target language contrasts develops 

rapidly at the onset of learning for most learners, quickly reaching asymptote. The learners in the 

present study were only in their second semester of college-level Spanish instruction, yet many 

performed well at Time 1, and most were quite capable of discriminating the lead- and short-lag 

categories by Time 2. Keep in mind that participants had no pronunciation training, articulatory 

or perceptual, which suggests that engaging in communicative activities in the classroom, even 

activities that do not have a specific focus on pronunciation, may be enough to promote the 

development of accurate perceptual categories for L2 stops.  

 Yet, one must also bear in mind that growth curve analysis estimates a prototypical or 

aggregate trajectory based on the entire group. In fact, many participants deviated from the group 
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pattern, which speaks to the partially idiosyncratic character of L2 perceptual learning. In the 

present study, some learners were perfectly capable of discriminating voiced and voiceless stop 

consonants even from the outset of the study (e.g. learners 3 and 5) whereas others had poor 

discrimination throughout the study period (e.g. learner 47). Furthermore, many participants 

demonstrated idiosyncratic response patterns based on phonetic factors; some learners performed 

uniformly well irrespective of lexical stress (e.g. learner 5), but for others, it appeared to shape 

performance (e.g. learner 31). The fact that some learners were sensitive to phonetic factors 

while others were not is striking indeed. Thus, not only was inter-individual variation in 

developmental trajectory evident in the discrimination data, but also inter-individual variation in 

sensitivity to phonetic factors. In other words, both the degree to which an individual is capable 

of reshaping his perceptual system and the degree to which phonetic factors shape emerging 

perceptual systems varies from one individual to another. However, individual variation in 

sensitivity to phonetic factors is not a novel idea. In fact, previous research has shown that (even 

native) speakers weight auditory cues differently. For example, Escudero and Boersma (2004) 

reported that most speakers of Scottish English relied on spectral cues to distinguish Scottish /i/ 

and /ɪ/, but at least one relied on both duration and spectrum. More convincing is the data on 

native speakers of Southern English. Of the 21 speakers, 3 relied mainly on duration, 5 on both 

duration and spectrum, and 12 mainly on spectrum. This data points to the fact that individuals 

engage in a range of perceptual strategies to discriminate sounds38, which was also true of the 

                                                        
38 Indeed, at least some research suggests that variation in cognitive resources, particularly in 
phonological short-term memory, affects L2 cue weighting, that is, how sensitive a speaker is to 
different auditory cues (Aliaga-García, Mora & Cerviño-Povedano, 2011; Cerviño-Povedano & 
Mora, 2010; MacKay, Meador & Flege, 2001). Perhaps this is also true of phonetic factors 
insofar as individual differences determine how sensitive a speaker is to phonological 
environment. Golestani, Price and Scott (2011) have also shown that certain individuals are 
simply born with a good ear in that they possess certain neuroanatomical characteristics that 
predispose them to be good perceivers.  
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learners in the present study. 

 As noted elsewhere in this dissertation, literature on L2 perception is quite complex. 

Therefore, in order to sort out some of the variability in experimental findings, I will once again 

characterize results in terms of two major dimensions in study design: type of participant and 

type of task. Type of participant refers to the age at which the participants began to learn the 

target language and the primary context of learning (e.g., early bilinguals or late L2 learners), 

and, for bilinguals in particular, one may also consider language dominance. In terms of task 

type, research has typically employed one or more of three tasks: (i) identification, where 

listeners hear a target stimulus and match it to an orthographic or visual representation; (ii) AXB 

classification tasks in which participants hear two anchor stimuli, A and B, and a target stimulus, 

X, and must decide to which anchor stimulus the target stimulus maps; (iii) for stop consonants, 

VOT continua in which participants hear target stimuli and must decide whether or not the target 

is voiced or voiceless depending on the VOT present on the stop. 

 Research on late learners has typically shown that they perform well on discrimination 

tasks, regardless of whether they involve VOT continua (Gass, 1984; Zampini, 1998) or 

identification tasks (Reeder, 1998). Situating the present research relative to past reports, the 

results of the present study suggest that learners are capable of discriminating sounds that map to 

a single L1 category (i.e. for L1 English speakers, both lead-lag and short-lag stops are linked to 

phonologically voiced stops), and that learners’ ability to do so generally develops rapidly during 

the first few semesters of formal instruction, though clearly some learners are less successful 

than others. Findings therefore run parallel to Zampini (1998) who reported that learners 

exhibited a Spanish VOT boundary in the lead-lag range in line with the phonetics of Spanish. 

Likewise, Gass (1984) reported that L2 English speakers exhibited regions of sensitivity at the 
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English VOT boundary (between short- and long-lag stops). Impressively, learners in the present 

study performed exceptionally well even on a cognitively-demanding discrimination task based 

on unfamiliar stimuli. However, although voiced stops are predominantly realized as short-lag 

stops and voiceless stops as long-lag stops in English, Curtin, Goad and Pater (1998) have 

argued that L1 English speakers are actually quite good at discriminating the lead- and short-lag 

categories. They examined how L1 English and L1 French speakers processed a three-way 

voicing distinction in L2 Thai. Participants were trained on a set of 18 Thai words and completed 

two tasks, a discrimination task where they heard a target stimulus and choose from three 

pictures, two of which constituted a minimal pair and one of which was a phonetically distinct 

foil, and an ABX task. Target stimuli involved three pairs: voiced-plain (lead-lag vs. short-lag), 

plain-aspirated (short-lag vs. long-lag), and voiced-aspirated (lead-lag vs. long-lag). On the 

discrimination task, both groups performed better on the voicing contrast than on the aspiration 

contrast (i.e. voiced-plain > plain-aspirated). In contrast, on the ABX task, English speakers 

performed equally well on voicing and aspiration pairs, though the French group still performed 

better on the voicing contrast. Based on these results, the authors argued that English contains an 

underlying voicing feature that participants accessed to discriminate the Thai stimuli. Like 

participants in Curtin, Goad and Pater, participants in the present dissertation discriminated the 

lead-lag and short-lag categories exceptionally well, even though they map to the same 

phonological category in English, at least at the surface level. 

 In conclusion, many learners were capable of discriminating the lead-lag and short-lag 

categories even from the outset of the study, suggesting either that certain individuals are 

perhaps cognitively predisposed to be more competent at making fine-grained perceptual 

distinctions or that perceptual development occurs relatively rapidly, during the first few 
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semesters of exposure to a foreign language. One must bear in mind that both English and 

Spanish make use of VOT, though they manipulate the VOT continuum at different points. 

Nonetheless, the fact that VOT is the primary acoustic cue to stop consonant identity in both 

languages likely facilitated the boundary shift that was necessary for participants to perceive the 

Spanish stimuli correctly. Interestingly, beyond variation in performance over time, there was 

also apparently some variation in sensitivity to phonological environment; for some participants, 

performance varied as a function of condition (e.g., word-initial unstressed contrast vs. word-

medial stressed contrasts), whereas for others it did not. Growth curve analysis of the data from 

Time 2 to Time 5 revealed a primary contrast between the word-initial unstressed contrast and 

the other contrasts in the study (cf. Table 6 above). This was apparently the most difficult 

position, possibly due to compression of the VOT contrast in unstressed as opposed to stressed 

positions. Future research should endeavor to understand different levels of variation in 

perceptual ability and sensitivity to phonetic factors. Overall, the data from the present study 

suggest that the ability to discriminate L2 stops develops “naturally;” most participants achieved 

excellent perceptual accuracy without engaging in any special training.  

RQ1b: What phonetic factors and learner differences predict learners’ ability to 

discriminate word-initial and word-medial /b/ and /p/ in L2 Spanish? 

Results revealed that phonetic factors were related to the estimated initial status of the 

group, and that individuals varied in terms of their response patterns; some individuals were 

sensitive to phonological environment (e.g., whether or not the contrast occurred in a stressed 

syllable or not), whereas others were not. Previous research has reported that both native and L2 

speakers exhibited varying response patterns to auditory cues (e.g., Escudero & Boersma, 2004), 

which suggests that variability in cue weighting and sensitivity is attested among a range of 



 
 

191 

speakers.  

Turning to the growth curve model, position in the word and lexical stress were related to 

participants’ ability to discriminate /b/ and /p/ in L2 Spanish; both variables were significant 

predictors of the estimated initial status of the group (i.e. the intercept), but were not related to 

the rate of change. Of the two, position in the word was a stronger determinant of initial status 

than stress; the coefficient for the former was greater than that of the latter (β = 0.32 and β = 

0.21, respectively). Interpreting each finding independently, the word-initial context was more 

challenging than the word-medial context. This fits with the phonetics of Spanish and English. In 

word-initial position, VOT is the primary acoustic cue upon which participants likely based their 

judgments. Therefore, in order to discriminate the initial stops, they had to shift their VOT 

boundary toward the boundary location in Spanish. On the other hand, in word-medial positions, 

VOT continues to be a relevant acoustic cue, but duration and voicing also play a role. In 

English, voiceless stops occurring in word-medial positions are produced with shorter VOT 

values, values that are more closely aligned to those typical of voiceless stops in Spanish. On the 

other hand, although voiced stops may undergo phonetic lenition in English, weakening to 

fricatives, typically voicing continues uninterrupted throughout the articulation of the stop. In 

Spanish, voiced stops weaken to approximants, meaning that they too are produced with 

continuous voicing. That is to say, acoustic cues partially converge in English and Spanish, and 

there are additional cues that signal whether or not a stop is voiced in word-medial position.  

In terms of stress, one must also bear in mind the phonetics of English, learners’ L1. 

Lisker and Abramson (1967) reported that stress is associated with longer VOT values for /p, t, 

k/, particularly for target words produced in isolation. /b, d, g/, on the other hand, did not vary as 

much as a function of stress. Applying this to the discrimination data, learners were perhaps 
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more able to apprehend the identity of the stop in stressed positions because the VOT distinction, 

that is, the absolute difference in VOT between voiced and voiceless tokens, was greatest in that 

position. The production data from the bilingual speakers support this analysis. On average, the 

absolute difference in VOT for stops occurring in stressed syllables was 86ms compared to only 

54ms for stops occurring in unstressed syllables. In other words, the contrast was 1.59 times 

greater in the stressed position. Instead of compression of the voiceless category as Lisker and 

Abramson (1967) noted for English, the voiced category was subject to stress-induced 

contraction in Spanish. The voiceless category remained largely the same, likely due to the fact 

that there is little room for adjustment in the 0–20ms short-lag VOT range (see also Vaux & 

Samuels, 2005), while the amount of lead-lag VOT decreased in unstressed position by as much 

as 49ms for one speaker. The fact that learners had the most difficulty identifying stops occurring 

in word-initial unstressed position fits with these facts. Namely, learners were facing two 

challenges: they had to shift their VOT boundary to the position between lead-lag and short-lag 

stops for Spanish and they had to deal with the compression of the VOT contrast in unstressed 

syllables, which rendered the lead-lag and short-lag categories less distinct. 

Unlike the phonetic factors, which were related to the intercept, motivation was related to 

rate of change. There was a negative association between the Ideal L2 Self construct and 

development of the ability to discriminate L2 stop consonants; individuals with stronger self-

images developed at a slower rate (0.02 d’ units slower for each point of Ideal L2 Self above the 

mean) than their counterparts. For now, I note that this is the case and reserve full discussion for 

a later section since this finding was also true of the production data. Neither the Ought-to L2 

Self nor MLB emerged as significant predictors in the growth curve analysis. Likewise, neither 

the age at which participants began learning Spanish nor the amount of previous experience they 
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had with Spanish were related to discrimination ability. This is not surprising since participants 

were late learners of L2 Spanish who had by and large begun learning Spanish in adulthood. 

Development of the ability to produce L2 stop consonants: VOT and lenition 

RQ2a: How does learners’ ability to produce word-initial and word-medial /b/ and 

/p/ in L2 Spanish develop over a year-long period (i.e. two semesters of Spanish 

instruction) on two production tasks, a semi-spontaneous sentence formation task 

and a more controlled sentence sentence-reading task? 

 The present dissertation examined development of the ability to produce more targetlike 

L2 stops over the course of two semesters of generalized Spanish instruction that did not involve 

specific phonetic or articulatory training. In fact, participants’ instructors reported that they 

rarely, if ever, discussed pronunciation in class other than to comment on such issues as written 

diacritics, for example. Growth curve analyses revealed that participants produced word-initial 

stop consonants with shorter, more targetlike VOT values over time. In contrast, they did not 

show much improvement at all in terms of their production of word-medial stops (i.e., 

approximants), at least at the group level. For ease of presentation, these results will be discussed 

separately.  

The present study is one of only a few studies to examine longitudinal changes in 

learners’ pronunciation in a foreign language. Nevertheless, previous research on learners at 

varying levels of proficiency reported that learners produced more targetlike VOT for voiceless 

/p, t, k/ even in the absence of instruction (Kissling, 2013; Nathan, 1987; Reeder, 1998; Zampini, 

1998). The learners in this study were enrolled in basic Spanish at the time of recruitment and 

frequently engaged in collaborative activities in class. This suggests that engaging in activities 

that push learners to practice the L2 in meaningful contexts helps them to acquire the phonetic 
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characteristics of L2 Spanish stops, even when that practice does not explicitly target 

pronunciation. It is important to bear in mind, however, that at least a few learners continued to 

produce English-like VOT values for both /b/ and /p/, and others only improved their VOT 

production for one of the two phones, which speaks to the idea that learning outcomes are highly 

variable, particularly where pronunciation is concerned. To that point, Derwing, Munro & Saito 

(Forthcoming) examined how Russian and Ukrainian39 speakers produced English /p/ over a 7-

year period. As a group, the speakers improved over the course of the study, but individually, 

learners exhibited strikingly different paths of learning. In fact, only 46% of learners improved 

over time. There were also individuals that were targetlike at the outset of the study, and at least 

one individual whose performance appeared to get worse (see also Derwing & Munro, 2013; 

Munro & Derwing, 2008). The results of the present dissertation run parallel to Derwing and 

colleagues’ research. As Figure 24 illustrates, some learners were targetlike on at least one 

dependent measure even on the first administration of the production tasks (e.g., /p/: learner 33; 

/b/: learner 17; /p/ and /b/: learner 39), others who rapidly attained targetlike VOT production 

after only a semester of Spanish instruction, measured from the first data point (e.g., /b/: learner 

33), and still others who did not improve at all (e.g., learners 11 and 51). The fact that 

development varied by phone was in fact borne out at both the individual and group levels. As 

noted, some learners improved on only one phone, and, in quantitative terms, the combined 

growth curve model not only revealed that /p/ and /b/ developed at different rates, but also that 

there was a significant quadratic trend for /p/ targets. 

                                                        
39 In both Russian and Ukrainian, /p/ is realized as an unaspirated or short-lag stop. 
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Figure 24. VOT data for a subset of learners. 

Previous research on adult language learners has shown that L2 speakers may produce 

VOT values that fall between the phonetic norms of the L1 and L2 (e.g., Caramazza et al., 1973; 

Flege & Eefting, 1987, 1988) or VOT values that are (nearly) appropriate for the L2 (e.g., Hazan 

& Boulakia, 1993; Reeder, 1998; Zampini, 1998), though performance depends on a range of 

background variables (e.g., age of learning, language use, contexts of use, etc.). Flege has 

consistently argued that early bilinguals are able to achieve targetlike VOT values in the L2 

because they form a new phonetic category that allows them to correctly perceive and produce 

L2 sounds. However, Hazan and Boulakia (1993) actually found that later bilinguals produced 

more targetlike (i.e. values that were more closely aligned to the monolingual norm) stops than 

earlier bilinguals. The authors investigated French-dominant and English-dominant bilinguals 

who were classified according to whether they had learned the L2 before (earlier group) or after 

(later group) the age of 5. Later French-dominant bilinguals produced more targetlike VOT 

values for English /p/ than earlier bilinguals, and later English-dominant bilinguals produced 
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more targetlike VOT values for French /p/ than the earlier bilinguals. Based on these results, the 

authors concluded that “it appears that there is clear evidence for code-switching in production in 

all categories of bilingual speakers, although the weaker bilinguals may not show a complete 

switch to the monolingual values in their ‘second’ language” (p. 34). Reeder (1998) and Zampini 

(1998) also reported that adult L2 learners who had acquired Spanish predominantly in formal 

settings also produced targetlike VOT values for L2 stops, which suggests that even late learners 

can achieve nativelike production in the L2 given the right set of conditions. By this view, it 

appears that adult learners may even be more likely to achieve the precise phonetic 

characteristics of L2 stops, perhaps because they dissociate the L1 and L2 to a greater degree 

than early bilinguals, for example. At least a few of the learners in the present dissertation 

achieved totally targetlike VOT values. For example, learner 33 produced Spanish /p/ targets 

whose VOT was between 11 and 13 ms throughout the entire study, and he also rapidly achieved 

the lead-lag category for Spanish /b/, producing mean VOT values of -41, -135 and -119 at data 

collection points 3, 4 and 5, respectively.  

In sum, even late learners in formal contexts appear to be able to attain native-like 

pronunciation of L2 stops, at least as far as VOT is concerned. This in turn suggests that the 

basic mechanisms of speech perception and production are available to the speaker throughout 

the lifetime, as Flege has consistently argued. However, the data also partially contradict Flege’s 

claim that only early bilinguals will be able to form a new phonetic category, coming to perceive 

and produce L2 sounds in a native-like fashion. 

Participant 33’s data illustrates that development varied by phone, a finding that also 

emerged in the growth curve analysis. Development was conceptualized both in terms of linear 

rate of change and in terms of phonetic category stability, which refers to whether or not there 
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was a quadratic trend in the data. An initial growth curve model of the overall VOT data 

demonstrated that /b/ developed at a rate of -19.55 ms VOT per semester of Spanish instruction 

whereas /p/ developed at an apparently slower rate of -5.89 ms VOT per semester of Spanish 

instruction. However, the overall analysis did not take into account the significant quadratic 

function for /p/ targets. In fact, an individual growth curve model of the data for /p/ revealed a 

much more substantial rate of change (-23.82 ms VOT per semester of Spanish instruction), 

though linear development eventually gave way to the significant quadratic trend that slowed 

development at a rate of 8.49 ms VOT per semester. Upon visual inspection, there was also at 

least some evidence of a quadratic trend in the VOT data for /b/ targets, but it was not 

significant. The fact that a brief period of disuse affected /p/ more than /b/ suggests that the 

pathway between the lead-lag phonetic category and phonological voicing was more durable 

than that between the short-lag category and voicelessness. In other words, it seems that the 

pathway between short-lag stops and voiceless /p, t, k/ was only just beginning to form, whereas 

the pathway between lead-lag stops and voiced /b, d, g/ was relatively robust. This is probably 

due to the fact that some English speakers do produce lead-lag stops for /b, d, g/, though short-

lag stops are in fact more common. Thus, regardless of whether or not a given speaker actually 

prevoices voiced stops, the speaker has at least been exposed to lead-lag tokens in English. 

Therefore, even at the very outset of SLA, L1 English speakers of L2 Spanish have already 

formed a tentative pathway between the lead-lag category and phonologically voiced stops, a 

pathway that they only need to reinforce over time in order to produce targetlike voiced stops in 

the L2. On the other hand, they have no experience with short-lag stops for /p, t, k/, simply 

because phonologically voiceless stops occurring in word-initial position are exclusively realized 

as long-lag stops in English. Consequently, compared to the pathway between the lead-lag 
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category and /b, d, g/, which already has some level of phonological substance from the very 

moment English speakers set foot in Spanish class, the pathway between the short-lag category 

and /p, t, k/ is totally new, and must be forged over time. This explains why speakers began to 

produce longer VOT values for /p, t, k/ by the last data collection session. Because they had only 

just begun to form an association between the short-lag category and voiceless stops in Spanish, 

that association was only ephemeral and quickly began to recede once they had even a short 

break from Spanish. 

In terms of word-medial stops (i.e. approximants in Spanish), growth curve analyses of 

the C:V intensity ratio data failed to find significant development over time. To be sure, no 

development was expected for /p/ since the phonetics of medial voiceless stops are largely the 

same in both Spanish and English. However, even in a separate analysis of the data for word-

medial /b/, the coefficient for rate of change failed to reach significance (β = 0.01, p > 0.05), 

although the Stress × Time (i.e. rate of change) term did (β = -0.02, p < 0.01). This result 

suggests that word-medial, stressed /b/ actually became more stop-like over time whereas the 

word-medial, unstressed variant maintained very shallow growth over the course of the study. 

Thus, if any development did occur, it seems that participants reinforced their articulation of 

stops in stressed syllables without altering their articulation of stops in unstressed syllables. In 

other words, at the group level, participants actually differentiated word-medial voiced stops by 

producing more stop-like segments in stressed syllables. Needless to say, there was also 

significant inter-individual variation in terms of performance (i.e. how the phonetic factors 

shaped C:V intensity ratio, irrespective of time) and trajectory.  

The fact that learners failed to realize word-medial voiced stops as approximants is 

typical of research on lenition in Spanish (e.g., Face & Menke, 2009; González-Bueno & 
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Quintana-Lara, 2011; Kissling, 2013; Shively, 2008; Zampini, 1994). Although research has 

demonstrated that learners tend to perform best on medial /b/, Kissling (2013) reported that 

learners with intermediate proficiency in Spanish were still producing English-like variants in 

required contexts. Likewise, Face and Menke (2009) reported that fourth-semester (i.e. 

intermediate) learners were only producing fricative or approximant articulations about 40% of 

the time and graduating majors about 65% of the time. These findings suggest that even highly 

proficient learners struggle to master the articulatory characteristics of medial /b, d, g/. 

Nonetheless, Shea and Curtin (2011) reported encouraging findings in their study of learners of 

L2 Spanish at the low- and high-intermediate proficiency levels. They found that the low-

intermediate group appeared to implement lenition by rule, producing similar lenition values for 

stops regardless of phonological environment. On the other hand, the high-intermediate group 

produced lenition values that varied according to the phonological environment in which the stop 

occurred, in line with a native control group.  

Like participants in Shea and Curtin (2011), some learners in the present dissertation 

produced varying levels of lenition as a function of context, though many treated both stressed 

and unstressed syllables similarly. I have argued that participants exhibited idiosyncratic 

sensitivity to phonological environment on the discrimination task; some speakers appeared to 

treat all environments as equal, whereas others were quite sensitive to the context in which the 

stop consonant occurred. The same may be true of the production data. There are then three 

possibilities that one must take into consideration. First, it may be the case that speakers acquire 

subtle phonetic variation in degree of lenition only with experience, as Shea and Curtin (2011) 

suggested. According to this argument, more experienced learners should produce levels of 

lenition that increasingly match the input they receive. On the other hand, it is also possible, as I 
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argue here, that variation in degree of lenition is in fact idiosyncratic insofar as some speakers 

simply appeared to be more sensitive to phonetic context than others, perhaps due to inter-

individual variation in cue weighting, cue sensitivity, and articulatory control. In the present 

dissertation, even speakers with similar levels of proficiency in the L2 performed variably in 

terms of how they produced word-medial stops in stressed and unstressed contexts. Lastly, it 

may be the case that both facts are true; by this view, then, inter-individual variation in both 

articulatory control and sensitivity to phonological environment interacts with the specific 

characteristics of the target language to determine the acoustic characteristics of the L2 segments 

that speakers produce. Regardless of whether or not certain speakers are simply predisposed to 

“pay attention to” phonological environment, learners struggled to replicate the acoustic 

characteristics of word-medial stops. 

RQ2b: What phonetic factors and learner differences predict learners’ ability to 

produce word-initial and word-medial /b/ and /p/ in L2 Spanish?  

  Turning first to VOT, a growth curve model of the overall data revealed that both Age of 

Learning and Previous Experience were significant predictors of the intercept, while the Ideal L2 

Self and Motivated Learning Behavior were related to the slope. Learners whose age of learning 

was greater than the sample mean produced stops with marginally higher VOT values (β = 4.02, 

p < 0.01). Paradoxically, learners who had more previous experience with Spanish also produced 

stops with higher VOT values (β = 3.69, p < 0.05). However, these factors ceased to be 

significant once growth curve models were generated for /b/ and /p/ separately. Thus, the 

significance of those variables was likely driven by a few targetlike learners who had begun 

learning Spanish at an early age and had considerable experience, having taken a number of 

Spanish courses in middle and high school. In terms of the motivation variables, the Ideal L2 
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Self was associated with a slower rate of VOT development, which was also true of the 

discrimination data. Thus, individuals with a stronger ideal self-image relative to the group 

showed less rapid gains in VOT over time (see Figure 10 above). Motivated learning behavior, 

on the other hand, had the predicted effect: higher levels of motivated learning behavior were 

related to a faster rate of learning. On average, each unit of self-reported motivated learning 

behavior above the sample average was associated with a rate of VOT development that was 

1.69 ms VOT faster. The ought-to self-image was not related to performance or development nor 

were stress or task.  

 Curiously, once separate growth curve models were fit to the data for /b/ and /p/, the 

motivation variables ceased to be significant for /p/, but exerted the same effect on VOT 

development for /b/. Task also emerged as a predictor of performance in the growth curve model 

of VOT for /p/. Recall that a significant quadratic growth trend was also evident for /p/, but not 

for /b/. Turning first to the growth curve model of /p/, the significant negative coefficient for 

Task (β = -7.41, p < 0.001) demonstrated that participants produced higher overall VOT values 

on the sentence-formation task since the sentence-reading task was coded as the baseline 

(reading = 0; picture = 1; VOT = intercept + -7.41 × Task). Recall that both the picture and the 

sentence-reading task involved orthography; on the sentence-reading task, participants simply 

read a sentence containing the target character aloud and, on the sentence-formation task, 

participants saw a picture of the character with its name printed below it along with pictures 

representing a verb and a place, combining them to form a coherent sentence (e.g., Pafo juega en 

el bosque; ‘Pafo plays in the forest’). Because both tasks included orthography, the significant 

task effect suggests that participants were able to allocate more cognitive resources to 

pronunciation on the sentence-reading task (i.e. to processing the grapheme-to-phoneme 
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mappings), producing /p/ targets with slightly, though significantly, shorter VOT. Conversely, on 

the sentence-formation task, participants had to allocate some cognitive resources to lexical 

retrieval and morphosyntactic processing, which apparently exerted an influence on their 

pronunciation.  

Previous research examining task type and pronunciation has focused on lenition, 

generally conflating orthography and task-inherent processing demands (e.g., Face & Menke, 

2009; Zampini, 1994). The present dissertation is among the first reports to demonstrate that task 

complexity, operationalized as whether or not a speaker was able to allocate cognitive resources 

to pronunciation, affects VOT production. These task effects appear to come into play during 

speech production. Consequently, it appears that articulatory gestures are not as easily controlled 

and coordinated when processing demands are high, leading to slightly longer VOT values. I do 

not mean to argue that task complexity interferes with lexical access when speakers are 

retrieving the lexical item and deciding what the sounds are that make up that item. Were task 

complexity to somehow make lexical access less precise, then speakers who would normally 

produce short-lag /p/ might produce long-lag /p/ on a cognitively demanding task, indicating that 

the task had interfered with the ability to retrieve and deploy the correct phonetic category. 

The present dissertation sought to investigate the relationship between general motivation 

to learn a foreign language and pronunciation development. Therefore, motivation was 

operationalized via the L2 Motivational Self System (e.g., Dörnyei, 2009), focusing on the selves 

constructs while also eliciting a measure of participants’ self-reported motivated learning 

behavior. In both the combined growth curve model and the model of the data for /b/, a stronger 

ideal L2 self-image was related to a slower rate of VOT development. Though surprising, one 

must keep in mind that motivation is a fluid construct, evolving over time as learners’ language 
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learning goals and needs evolve. As a result, the findings for motivation must be interpreted 

cautiously. Previous research has linked the ideal self-image to intended effort and language 

choice (Dörnyei, 1990; Csizér & Dörnyei, 2005; Dörnyei & Csizér, 2002; Dörnyei & Chan, 

2013). Moreover, Johnson Serafini (2013) reported that the strength of learners’ ideal self-image 

was related to L2 knowledge development, though the relationship depended on type of 

knowledge (i.e. implicit or explicit) and proficiency level. In contrast to the results of this 

dissertation, Johnson Serafini found that there was a positive relationship between the ideal self-

image and L2 knowledge; learners with a stronger ideal self-image developed certain L2 

morphosyntactic structures more rapidly. Because Johnson Serafini was working with a similar 

group of learners, the contrasting results are particularly enlightening in terms of tentative 

relationships between motivation and a range of language skills. They suggest that at lower 

instructional levels, learners may prioritize grammar over pronunciation, which becomes more 

relevant only at more advanced proficiency levels. Indeed, language curricula tend to emphasize 

grammar and vocabulary in the early stages of language learning, which might affect learners’ 

motivation.  

RQ3: What, if any, relationship is apparent between the ability to perceive and produce /b/ 

and /p/ in L2 Spanish across the three tasks employed? 

 Rather than conduct correlational analyses between the discrimination and production 

data40, I adopted a more qualitative approach, comparing development of d’ score to 

                                                        
40 Although past research has employed correlation (e.g., Zampini, 1998), conducting this type of 
analysis forces I to make assumptions about the functional form of the data. First, one must 
decide whether to correlate perception and production at the same points in time or to use cross-
lagged correlations that examine the relationship between perception and production at different 
time points. One might argue that this is more appropriate since the Speech Learning Model 
(Flege, 1995) argues that perception should develop before production. Secondly, I must decide 
what measures to correlate. Taking the present study as an example, d’ is a measure of the ability 
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development of VOT for /p/ and VOT for /b/. In roughly 50% of cases, perception appeared to 

precede production. First of all, learners in the Perception > Production group had excellent 

discrimination of the lead-lag vs. short-lag contrast even at the outset of the study, performing 

nearly at ceiling. For those learners, VOT values declined steadily for both phones, though not 

always at comparable rates; some learners produced both /p/ and /b/ with more targetlike VOT 

values over time, but many learners succeeded in producing only one of the phones with more 

targetlike values over the course of the study. Flege argued that L2 speakers must develop a new 

phonetic category to perceive and produce L2 sounds that are similar to L1 sounds. Otherwise, 

he claimed, the phones would come to resemble one another over time, reflecting a 

representation blending the phonetic properties of the two languages. Although it is impossible to 

speak of causality given the type of analysis undertaken in this dissertation, this appeared to be 

the case for many learners in the Perception > Production group. That is, they discriminated 

Spanish /b/ and /p/ exceptionally well, and many had equally exceptional production skills, but at 

least some of those learners were still developing accurate VOT production in the L2.  

On the other hand, learners in the Perception Only group accurately discriminated the 

stops but showed little improvement in terms of their production. These cases apparently 
                                                                                                                                                                                   
to discriminate the stop consonants; it is a measure of whether learners have created two distinct 
categories to which the underlying abstract representation is linked. The production data does not 
reflect the degree to which learners discriminate the stop consonants in speech, but rather the 
accuracy with which they produce each category. Therefore, correlating a measure of 
discrimination or category distinctiveness to measures of production accuracy is perhaps not 
entirely appropriate. Finally, before such an analysis is even undertaken, decisions about the 
nature of the relationship must be made. According to the SLM, learners must perceive subtle 
phonetic differences between L2 sounds and the similar L1 sounds to which they are equated. 
This entails a perceptual task in which participants discriminate for example, short-lag /p/ and 
long-lag /p/ before they are able to produce a voiceless short-lag stop. But, in the present study, 
participants’ ability to discriminate L1 and L2 sounds was not assessed; rather, I sought to 
evaluate learners’ ability to discriminate the relevant L2 categories, that is, the lead-lag and 
short-lag categories. Based on these observations, an exploratory, qualitative approach was 
deemed more appropriate wherein I compared development of d’, VOT for /p/, and VOT for /b/ 
to see what relationships were apparent in the data.   



 
 

205 

contradicted the hypothesis that once accurate perception develops, accurate production will 

follow. Yet, one must also recognize that VOT production will possibly improve at a later point 

for these individuals. Based on the data, two alternative explanations are plausible. On one hand, 

perhaps perception must be nearly targetlike before any development in production occurs. On 

the other hand, perhaps individuals differ with respect to the very relationship that holds between 

L2 speech perception and production. For some learners, the link between the two domains may 

be quite strong, whereas others may have dissociated the two skills, at least to the extent 

possible. Schneiderman, Bourdages and Champagne (1988) argued that instruction (albeit 

explicit pronunciation instruction, but it is my belief that the same argument may be extended to 

formal language instruction in general, regardless of whether or not it explicitly targets 

pronunciation) disrupts the natural order (i.e. perception before production) of language learning,  

The maintenance of [the predictive relationship between the discrimination and 

production of phones] for the control group contrasts strikingly with the lack of any 

predictive relationships for the post-tests of the treated group…This suggests that the 

explicit training that the treated group received may have indeed been a factor in 

upsetting the relationship between discrimination and production demonstrated in the 

pretest results.” (p. 16) 

Likewise, Hanulíková and colleagues (2012) contended that “it is likely that especially in 

the initial stages of L2 acquisition, perception and production dissociate, and learners approach 

the task of learning these [consonant cluster] sequences with differing strategies” (p. 99). The 

results of the present analysis align well with previous scholars who have called into question 

any simple relationship between L2 speech perception and production. Though perception 

apparently preceded production in some learners, such a relationship did not entail that VOT 
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production became more accurate. In other words, accurate perception may have been a 

necessary but insufficient precursor to the development of L2 production skills, at least as far as 

the L2 stop consonants considered in this dissertation are concerned.  

 On the other side of the spectrum, there was a group of learners for whom production 

appeared to precede perception. Learners in the Production Only group struggled to discriminate 

lead-lag and short-lag stops, performing poorly (and oftentimes erratically) on the discrimination 

task, though they made significant gains in terms of their production of Spanish /b/ and /p/. In 

fact, some of these learners even produced targetlike stops from the beginning of the study. 

There was also a group of learners for whom perception and production appeared to develop in 

tandem (i.e. the Simultaneous group).  

Taking a broad perspective, two patterns emerged from the data. For learners in the 

Perception > Production and Simultaneous groups, perception and production appeared to be 

related. In contrast, for learners in the Perception Only and Production Only, perception and 

production appeared to be quite separate, at least over the duration of the dissertation. In the case 

of the latter, there was typically development of one of the skills without any concomitant 

development of the other. Perhaps a more convincing relationship would be borne out over a 

longer period of study. Consequently, it may be more appropriate to frame the discussion in 

terms of the degree of linking between perception and production. For some individuals, the link 

may be quite strong, whereas for others it may be weaker. Such a possibility implies that even 

the perception-production link itself may be subject to inter-individual variation.   

This claims interfaces with previous research documenting idiosyncratic response 

patterns vis-à-vis the relationship between L2 perception and production. Gass (1984) reported 

that production appeared to lead perception for many learners, “From the results of this study, it 
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would appear that nonnative speaker production is in advance of perception. Learners seem to be 

able to produce /p/’s and /b/’s in a nativelike fashion, while their perception does not appear to 

be like native speaker perception” (p. 71), and Sheldon and Strange (1982) have drawn similar 

conclusions. The notion that perception must precede production derives from L1 acquisition 

where such an order is necessarily the case. But, for L2 learners, this need not be so. Instead, in 

SLA, especially in instructed contexts, it may be more appropriate to view the perception-

production link as a product of learner characteristics and the learning environment. In other 

words, learners have unique goals and concerns in foreign language learning that interact with 

the learning environment and their own neurocognitive abilities to shape not just development 

but also the very relationship between perception and production. By this view, the relationship 

between perception and production is not predetermined, but dynamic. 

One last point that deserves to be addressed is exactly how learners can produce L2 

sounds accurately if they apparently cannot discriminate them. Production is inherently more 

malleable than perception since individuals can attend to articulatory gestures and execute 

explicit articulatory commands given the right information. That is, whereas individuals can 

contemplate how a sound is produced and experiment with different articulatory configurations, 

perception is not so easily verbalized. Simply stated, notions like cue weighting and availability 

are intangible compared to place and manner of articulation41. Another point that augers 

favorably for perception is top-down processing. In most cases, learners do not need to 

discriminate a contrast at the perceptual level in order to apprehend meaning at a semantic level. 

Even for the most robust contrast whose phonemic load is high, context will likely guide the 

                                                        
41 This would of course not be the case if one subscribes to the Motor Theory of Speech 
Perception or the Direct Realist Theory of Speech Perception, according to which listeners 
perceive the intended gestures of speech or the actual gestures of speech, respectively. If one 
perceives speech gestures, then perception is just as easily conceptualized as production.  
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listener to the correct interpretation of the sentence. In fact, processing may bypass the 

phonological level altogether if context is strong enough to select the correct lexical item. As a 

result, the relationship between top-down and bottom-up processing may actually exert an 

influence on the perception-production link. That is, an individual may appear to have poor 

ability to discriminate a contrast simply because he has come to rely primarily on top-down 

processing, although one would not expect this to occur until higher proficiency levels by which 

point the speaker has developed a relatively robust vocabulary and semantic network. In 

conclusion, both language and learner shape perception: the language has a finite number of 

minimal pairs and contrasts to which learners attend in a potentially idiosyncratic manner. 

Therefore, one must bear in mind that foreign language learning is itself a multidimensional 

process that sometimes produces counterintuitive outcomes, particularly concerning 

pronunciation, a complex cognitive and neuromuscular skill. 

Markedness as rate of development and transfer as phonetic category strength  

 Growth curve analyses revealed different rates of VOT development for /b/ and /p/: /b/ 

developed at a rate of -19.55 ms VOT and /p/ at a rate of -23.82 ms VOT per semester of Spanish 

instruction (based on the linear trajectory). For the English-speaking learners of Spanish who 

participated in the present dissertation, it seemed to be more challenging to establish an 

association between the lead-lag category and phonological voicing (i.e. /b/) than it was to 

establish an association between the short-lag category and phonological voicelessness (i.e. /p/). 

Voicing is aerodynamically marked in word-/utterance-initial position for stop consonants 

because closing down the oral tract prevents air from flowing freely through the glottis and out 

the mouth, a necessary condition for voicing. Consequently, for English speakers, producing 

lead-lag /b/ instead of short-lag /b/ should be relatively difficult compared to producing short-lag 
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/p/ instead of long-lag /p/, which may be a move toward less articulatory coordination (e.g., 

Ohala, 1997). This may explain why participants more rapidly attained the short-lag category for 

/p/. Scholars have argued that the lead- and long-lag categories are marked relative to the short-

lag category, drawing upon the aerodynamics of speech production (e.g., Halle & Stevens, 1971; 

Ohala, 1997; Westbury & Keating, 1986). Indeed, Ohala (1997) contended that aspiration 

involves extra laryngeal coordination, irrespective of the exact phonetic implementation it 

receives (e.g., VOT, creaky vowel, etc.). Nevertheless, Vaux and Samuels (2005) posited that the 

long-lag category might actually be less marked because it is more perceptually salient and 

involves less articulatory control. Regarding the latter, they noted that speakers must hit a 

relatively narrow articulatory target (0 to 30 ms VOT range) to produce the short-lag category. In 

contrast, they can make use of a “greater-than” rule whereby they simply need to produce a stop 

whose VOT exceeds 30ms to produce the long-lag category. The data in the present dissertation 

appear to contradict this position. Were the long-lag category unmarked, then learners would 

have either acquired the two categories at roughly the same rate, or may have even achieved the 

lead-lag category more quickly than the short-lag category, especially if the former represents a 

very narrow (and therefore difficult) articulatory target. In terms of individual trajectories, it 

seems that by and large the data is split: at least four speakers (11, 15, 49 and 72) achieved the 

lead-lag category before the short-lag category, and at least six (9, 13, 21, 33, 37 and 41) 

achieved the short-lag category before the lead-lag category. However, one must keep in mind 

that the picture is understandably complex because markedness was not the only force shaping 

participants’ ability to produce L2 stops. Rather, L1 transfer also appeared to play a strong role.   

Based solely on rate of change and the category (i.e. lead-lag production for /b/ or short-

lag production for /p/) first achieved by most speakers, it appears that learners mastered the 
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phonetic facts of short-lag /p/ before lead-lag /b/. Therefore, markedness, conceptualized as the 

aerodynamic constraints on speech production militating against stop consonant voicing, seemed 

to determine learners’ developmental trajectories. Yet, such an analysis only takes into account 

the linear effect. In fact, the quadratic function was equally important for the /p/ data insofar as it 

captured the destabilization of the mapping between the short-lag category and /p/, which was 

evident at the last data collection point.  

If aerodynamic markedness is primarily responsible for linear VOT trajectory, then L1 

transfer is likely responsible for the destabilization of /p/ targets after a period of disuse during 

Winter Break. The association between the lead-lag category and /b/ was apparently much more 

robust than that between the short-lag category and /p/ since the quadratic trend principally 

affected only the latter. This in turn suggests that the lead-lag and short-lag categories are 

qualitatively different at the level of mental representation. Recall that some speakers produce 

lead-lag stops for /b, d, g/ in English. Therefore, even though lead-lag tokens are less common 

and even if many speakers realize voiced stops as short-lag stops, all English speakers have at 

least some experience with lead-lag /b, d, g/. That is, English speakers have at least stored lead-

lag /b, d, g/ tokens even if they do not deploy the lead-lag category in production. In contrast, the 

association between the short-lag category and /p/ is totally novel for English speakers because 

voiceless stops are nearly uniformly realized as long-lag stops when they occur in initial 

position. This phonetic landscape lays the foundation for the observed attrition of short-lag /p/. 

When English speakers begin to learn Spanish, they likely transfer their experience with lead-lag 

/b, d, g/ directly into Spanish. This positive transfer potentially lends instant durability to the 

pathway between the lead-lag phonetic category and phonological voicing. Speakers need only 

to strengthen that association in order to produce lead-lag stops in L2 Spanish. On the other 
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hand, English speakers must build the pathway between the short-lag category and phonological 

voicelessness precisely because they have no experience with that association. There was little 

attrition of lead-lag /b/ after a period of disuse because speakers’ representations linking lead-lag 

stops to voicing were relatively robust. In contrast, short-lag /p/ was only beginning to emerge 

for many learner and was therefore quite ephemeral. As a result, after even a short break from 

Spanish, learners produced longer VOT values, more closely aligned to the long-lag category 

typical of English.  

Beyond the quadratic trend, the range of tokens that participants produced also suggests 

that speakers’ representations of the lead-lag category for /b/ and short-lag category for /p/ were 

quite different. Whereas VOT values for /p/ declined steadily over time, with speakers producing 

rather similar tokens at any given point in time, VOT values for /b/ alternated between lead- and 

short-lag realizations. Standard deviations for /p/ targets were generally below 30 ms42, but 

standard deviations for /b/ targets frequently exceeded 50 or 60 ms for those learners who were if 

producing lead-lag tokens. In other words, participants appeared to shave off VOT gradually in 

increments of a few milliseconds until they achieved the short-lag category, whereas they 

increasingly implemented /b/ as a lead-lag stop, curtailing short-lag realizations. Thus, 

considering linear rate of change, the quadratic trend for /p/, and the differing VOT distributions 

of /b/ and /p/ tokens that speakers produced throughout the study, the present data shed light on 

the elegant interplay between universal aerodynamic factors and L1 transfer in L2 phonology. 

Other studies have reported similar findings, though they were not necessarily interpreted in this 

framework. Investigating how L1 Spanish speakers produced English stops over a year-long 

period, Nathan (1987) found that participants began to produce voiceless stops with longer VOT 

                                                        
42 Though a standard deviation of 30ms may seem large, Flege (1987) reported that a VOT 
window of at least 5 to 15 ms is typical of tokens produced by a given speaker. 
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values, though they did not adjust their production of voiced stops, but continued to produce 

lead-lag stops for /b, d, g/43. Nathan concluded that the Spanish speakers in his study produced 

long-lag /p, t, k/ before short-lag /b, d, g/ because of the perceptual salience of the former. Yet, 

one may also argue that those speakers simply transferred the lead-lag category into English. 

That is, there was no need for the Spanish speakers to alter their realization of voiced stops 

because lead-lag stops also occur in English. Instead, they focused their efforts on producing 

long-lag /p, t, k/ precisely because of the perceptual salience of aspiration, as Nathan argued. 

Simon (2009) put forth a similar argument for L1 Dutch speakers of L2 English, though the same 

logic applies. Future research should endeavor to compare L1 English speakers of Spanish who 

do and do not prevoice /b, d, g/ in English to examine whether or not they exhibit different 

developmental patterns with respect to VOT. 

In conclusion, the present discussion has attempted to trace the role of both aerodynamic 

constraints and L1 transfer on the production of L2 Spanish stop consonants over time, arguing 

that both explain developmental patterns. This demonstrates that phonological theory must not 

only take into account rate of change, but also stability and variation as key indicators of 

pronunciation development. 

Learning phonetics vs. learning phonology: VOT and lenition 

 Phonetic detail relates to what is available to learners. That is, what they are able detect in 

the input, which is naturally shaped by the types of cues to which they are accustomed to 

attending. For L1 English speakers, VOT is a salient cue that they are used to dealing with, 

whereas lenition is not, though it does occur on a phonetic basis in English. Therefore, learners 

                                                        
43 There was some evidence to suggest that they began to produce short-lag stops for /g/. Nathan 
argued that velar articulations (i.e. /g/) are subject to greater devoicing due to a smaller 
supraglottal enclosure.  
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were able to adjust to the phonetic distribution of VOT in Spanish, but they struggled to master 

the phonological properties of lenition. 

 Research on L2 vowel production by Korean-speaking learners of English some of whom 

lived abroad in an English-speaking country (Han, Hwang, & Choi, 2011) and ESL learners 

living in Canada (Munro & Derwing, 2008) has shown that speakers can learn at least some level 

of phonetic detail. But the learners in both of those studies had spent time in an L2 environment 

where they enjoyed significantly more L2 input than the learners in the present study. Moreover, 

both studies involved English vowels. Not only are English vowels widely recognized as 

problematic for L2 learners, but the English vowel system itself is known for its complexity and 

specifically for schwa. On the other hand, the phonetic detail that participants needed to learn in 

the present study involved only voiced consonants in medial positions. This type of detail may be 

more apt to fly under the radar than vowel contrasts, particularly when the vowel system in 

question is renowned in foreign language pedagogy for the trouble it causes learners. Two 

relationships appeared to drive the present data: the interface between phonetics and phonology 

in both English and Spanish and the perceived similarity between English [v] and Spanish [β] as 

reported on the open-ended questionnaire. 

 In terms of the former, first consider English. In English, voiced medial stops undergo 

incipient phonetic lenition, which renders them more fricative-like, particularly in the case of /g/. 

Thus, at some level, learners may have simply attributed lenition in Spanish to the same phonetic 

processes that apply in English, leading them to believe that it is not part of phonology proper. 

This reflects a difference in the phonetics-phonology interface in the two languages. In Spanish, 

lenition is phonologized whereas in English it is phonetic, part of the universal articulatory-

aerodynamic tendency for stops to weaken in medial positions, especially when voicing is 
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present. In fact, voiceless stops in Spanish do weaken to voiced stops in medial positions and 

even weaken further to voiced approximants in casual speech (Hualde, Simonet & Nadeu, 

2011)44. A related issue is the fact that VOT is the primary acoustic cue with which stop 

consonants are associated in English, and a prominent cue in Spanish. Colantoni and Steele 

(2008) have argued that “the acquisition of new segments starts by targeting the most salient 

parameter in the most salient environment” (p. 521). Although they were examining acquisition 

of /r/ in Spanish and French by English-speaking learners, the same criteria may be usefully 

applied to stop consonants. In the present study, word-initial position is the salient environment 

and VOT is the most salient parameter. Thus, it makes sense that learners developed more 

accurate VOT at a stable pace over the course of the study. Lenition, on the other hand, is a less 

salient parameter and, indeed, one with which they are largely unfamiliar taking the L1 as a 

starting point, and word-medial position a less salient position. In other words, VOT on word-

initial stops is more visible than lenition on word-medial stops. Therefore, learners were more 
                                                        
44 Many learners produced medial /p/ targets with partial voicing across the study. Three 
explanations come to mind. On the one hand, because weakened variants of voiceless stops occur 
in native speech, learners may have been exposed to those variants, incorporating them into 
phonetic space and occasionally deploying them in their own production. In fact, there are 
opportunities for learners to interact with native speakers in more casual settings. The university 
offers Spanish coffee hour to afford learners more opportunities to practice speaking Spanish, 
particularly when they are just beginning language courses. By this argument, which draws upon 
the tenets of exemplar-based phonology, learners store all variants of speech in phonetic space 
and select from those variants in producing speech. On the other hand, participants may have 
produced more weakened variants on the more cognitively demanding task, the picture task. That 
is, as previously noted, the picture task is both more casual and requires that learners allocate 
cognitive resources to lexical retrieval and morphosyntactic operations. In that case, lenition of 
voiceless stops in medial positions would be related to processing demands and should diminish 
with time as participants are increasingly able to process language more automatically. Finally, 
participants may have been applying a rule-based approach to lenition that affected both /b/ and 
/p/ equally; as /b/ weakened to an approximant, /p/ weakened to a voiced stop. Individual learner 
data appears to support all of these approaches. For example, participant 23 produced greater 
C:V intensity ratios (i.e., greater degrees of lenition) for unstressed /p/ on the picture task. In 
general, the unstressed condition was associated with greater degrees of lenition for both /p/ and 
/b/, which is to be expected since previous research has reported that more reduction occurs in 
unstressed syllables (e.g., Bybee, 2000, 2002).  



 
 

215 

able to acquire the phonetic facts of VOT rather than those governing lenition, which should be 

learnt later if at all. Some individual learner data supports this hypothesis. For example, 

participant 7, who studied abroad in Quito, Ecuador between data points 2 and 3 or between ½ 

semester of Spanish instruction and 1 semester of Spanish instruction from the onset of the study, 

quickly mastered VOT, and his lenition scores increased gradually though they never passed into 

the range of scores that the bilingual group produced. Han, Hwang and Choi (2011) have argued 

that time abroad is important for the acquisition of phonetic details and this does seem to be the 

case for at least this participant. On the other hand, participant 33 produced nearly targetlike 

lenition values across the study while developing more targetlike production of lead-lag /b/. This 

seems to contradict earlier arguments, but it is important to keep in mind in line with the overall 

tone of this thesis that learners are unique, though they may share many characteristics. Thus, it 

is not surprising that, for one learner, lenition seems to develop after VOT, while, for another, 

the former precedes the latter. 

 Another point to consider is the relationship between [v] and [β] and the distribution of 

phonemes and graphemes in both English and Spanish. English phonology contains both a 

voiced bilabial stop, /b/, which maps to [b, p] and the grapheme <b>, and a voiced labio-dental 

fricative, /v/, which maps to [v] and <v>. On the other hand, Spanish contains only /b/, which 

surfaces as [b] or [β] depending on the environment, and is therefore not predictable based on the 

graphemes <v> or <b>. There is some evidence that learners were trying to puzzle out the 

distribution of the stop and the approximant in Spanish based on the distribution of the 

graphemes as they reported on the open-ended questionnaire. Taking participant 19 as an 

example (for her developmental trajectories, see Figure 25 below), at Time 1 she stated that she 

“paid attention to pronunciation mostly because ‘ll’ becomes ‘y’ and ‘v’ becomes ‘b’. It 
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sometimes makes it hard for me to understand so I focus mostly on that.” She also mentioned 

that both <v> and <b> sound similar in her responses on the open-ended questionnaire at Times 

3 and 5. Examining her data, there is consistent development of both VOT and lenition over the 

course of the study. Perhaps her attention to <v> and <b> lead her to produce more targetlike 

stops both in terms of VOT and lenition. In other words, in attempting to discover the 

distribution of what she expected was [v] and [b] in Spanish, lenition became a salient parameter, 

although she may not have recognized it as such, which helped her to learn the stop-approximant 

alternation in Spanish.  

 

 

Figure 25. VOT and lenition data for participant 19 with linear and quadratic regression lines.  

In conclusion, whether or not phonetic detail remains invisible to speakers depends on the 

phonology of the native and target languages as well as on the individual characteristics of the 

learner. There is therefore no one-size-fits-all explanation to why some learners seem to be more 

apt at acquiring difficult alternations.  

Pronunciation and language learning motivation 

Implication 1: The learning environment affects the L2 selves learners create, which 
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evolve over time as learners’ goals and aspirations change.   

 The current dissertation examined the relationship between L2 pronunciation 

development and various aspects of the L2 Motivational Self System (Dörnyei, 2009), focusing 

on the Ideal and Ought-to L2 Selves while also eliciting a measure of self-reported Motivated 

Learning Behavior. There was a negative relationship between participants’ ideal self-image and 

VOT development: a stronger ideal self-image was associated with a slower rate of change on 

average.  

Though surprising, it appears that learners tend to prioritize grammar and vocabulary at 

lower instructional levels, coming to regard pronunciation as a skill to be acquired later. The 

learning environment, conceptualized broadly as a global imperative to be proficient in one or 

more foreign languages as the world becomes increasingly multilingual and locally as the 

specific location of the university and its curriculum, also contributes to learners’ expectations of 

language learning and the goals they set for themselves. Moreover, learners are facing increasing 

time constraints that require them to be very conscientious in terms of how they allocate their 

time and energy. Consequently, the selves they formulate are informed by the curriculum and the 

view that foreign language proficiency is rooted in certain skills. Therefore, pronunciation 

appears to be excluded from these selves as it is a skill to be polished through study abroad or in 

an upper-level language course once they have solidified grammatical competence in the L2. 

This, in turn, may relate to learners’ pronunciation development in a foreign language.  

 The language learning environment refers broadly to the field of SLA as a whole insofar 

as empirical results are translated into pedagogical practice as well as the language learning 

curriculum at the particular institution where research is taking place. Regarding the former, 

language pedagogy draws heavily upon the communicative model, emphasizing task-based 
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activities that encourage learners to engage in negotiations for meaning and to rely on task-

essential forms. This is undoubtedly a positive development for foreign language pedagogy as a 

whole, though pronunciation has come under fire in the communicative era. Indeed, some 

instructors associate pronunciation-based activities with the typical “drill-and-kill” type phonetic 

exercises typical of the audiolingual method, despite the fact that research has shown controlled 

pronunciation drills to be effective (Baker, 2014). Scholars have noted that pronunciation has 

become a marginalized discipline (e.g., Baker, 2014; Foote, Trofimovich, Collins, & Urzúa, 

2014; Isaacs, 2009; Morin, 2007). In fact, many teacher preparation programs fail to address how 

to teach pronunciation. As a result, instructors oftentimes feel that they lack the necessary 

training to teach pronunciation, even if they would like to address it in their language classes 

(e.g., Baker, 2014, Derwing & Munro, 2009; Foote et al., 2011). In line with this trend, 

participants’ instructors reported that they did not address pronunciation, though they did 

occasionally recast salient pronunciation errors. However, at least one instructor indicated that 

she did teach select topics, focusing on diphthongs, vowels, and the trill /r/.  

Foreign language curricula also tend to deemphasize pronunciation. On the one hand, 

foreign language learning is a complex task, requiring years of intensive study to reach advanced 

proficiency. Given that most students enrolled in a typical language course have about three 

hours of contact a week, administrators, professors, and indeed the students themselves must 

allocate time wisely. As a result, grammar and vocabulary become the emphasis of instruction, 

particularly at lower instructional levels where learners are attempting to develop a basic 

foundation in the L2. Dedicated pronunciation instruction then becomes the purview of an upper-

level phonetics course or a study abroad experience. This configuration may convey to learners 

that pronunciation is somewhat optional insofar as it is not immediately essential to success in 
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the language course nor to success in communicative situations outside of the language 

classroom.  

Instructors call upon learners to participate in a range of activities who then must risk 

losing face or sounding silly in order to develop their language skills. Asking these learners to 

focus on pronunciation may then require them to step even further outside of what is comfortable 

in order to analyze the very way they speak. This may be uncomfortable for some individuals 

since pronunciation has a strong link to identity. At the very least, calling upon learners to 

actively contemplate how they speak is a foreign task insofar as student are not accustomed to 

thinking about pronunciation as a language skill to be acquired like any other. In fact, many 

students may even lack the terminology to discuss pronunciation, preventing them from making 

it an object of study. Consequently, pronunciation comes to constitute a rather invisible part of 

language learning and, indeed, an area that students must tackle on their own should they be 

interested in pursuing a more targetlike accent.  

 In considering the place of pronunciation in foreign language curricula and the goals 

students develop related to it, one cannot ignore the local and global trends in language learning. 

As concerns the former, participants were enrolled in a mid-sized, private university in 

Washington, D.C., the U.S. capital. Needless to say, Washington is an international, 

cosmopolitan hub where many foreigners live and work. Indeed, traveling around the city, one 

hears a range of languages other than English. Therefore, identity becomes a fluid construct in 

D.C., linked to the ever-evolving linguistic and cultural terrain of the city. In such a context, the 

notion of a cosmopolitan, global identity at least coexists with local, regional, or national 

identities linked to one’s native language, making knowledge of one or more foreign languages a 

necessary skill, associated with what Oakes (2013) has referred to as the “global citizenry.” 
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On a national level, foreign language education has gained prominence in recent years. 

Most universities require students to complete at least two years of foreign language study, 

which results in roughly intermediate proficiency in the L2. Of the 26 learners who participated 

in this study, 11 reported that their goal was either to develop basic communicative competence 

(7) or to fulfill the language requirement (4). In fact, one learner reported that she did not think 

she would ever become fluent (#37), whereas another (#33) reported that he hoped to be able to 

communicate effectively even though he did not envision himself using Spanish in his future 

career45. This data demonstrates that many students have opted to learn Spanish because they 

want to be able to hold basic conversations with native speakers when necessary and participate 

in the emerging status of Spanish as a global language, of increasing importance for the U.S. One 

must also bear in mind that the U.S. has traditionally been a relatively monolingual society. 

Consequently, English speakers living in the U.S. perhaps experience a more acute obligation to 

dispel the image of a monoglot culture. Oakes (2013) demonstrated that such a desire (i.e. the 

desire to overcome monolingualism or the perception thereof) can be a powerful motivational 

force for language learners. Dörnyei and Csizér (2002) observed that learners’ motivation may 

wane once a foreign language becomes more of an educational requirement than a personal 

choice, “When people learn a subject because its knowledge is seen as a basic educational 

requirement, then the choice of the subject will become less a function of the students’ personal 

attractions and preferences: they will take up the subject because it seems a prerequisite to 

everyday functioning” (p. 441). This does not mean that learners will not put forth great effort to 

learn the L2. Rather, it suggests that learners may prioritize the most essential skills if they 

                                                        
45 In noting that many learners seek to learn Spanish due to the language requirement or simply because 
they hope to achieve a basic, working proficiency in it, I do not intend to suggest that these learners are or 
will be less successful. In fact, participant 33 was one of the most successful learners even though he did 
not seem to think Spanish would be a prominent part of his career in the future. 
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experience foreign language instruction as a basic educational necessity/requirement and not a 

personal choice. The skills that they choose to prioritize will then be aligned to the curriculum 

(i.e. to instruction and evaluation) and the beliefs they hold regarding language learning. That is, 

in a context where foreign language is a requirement and time is limited, learners may focus their 

efforts on grammar and vocabulary rather than pronunciation. Because Spanish has gained a 

pseudo-lingua franca status in the United States, some individuals may simply be keen to 

develop at least basic proficiency, forgoing more advanced skills such as pronunciation. Indeed, 

the demand for English speakers who have some command of Spanish is growing and will 

continue to grow for the foreseeable future.  

The local and global contexts of multilingualism increasingly require learners to 

undertake foreign language study. The curriculum tends to prioritize grammar and vocabulary 

without much emphasis on or discussion of pronunciation, especially in the initial sequence of 

courses. As a result, learners must strive to align their resources (i.e. time and energy) with the 

core requirements of language study, likely formulating goals and future self-guides related to 

morphosyntactic competence. Even language majors who have decided to pursue Spanish 

language training beyond the requirement may not include pronunciation as a central dimension 

to their self-system. As Dörnyei (2000) argued,  

Interdependent learning situations…require students to balance many goals and tasks 

simultaneously. In these social settings, students may feel that they have to satisfy 

incongruent or even mutually exclusive goals, such as acquiring a new cognitive skill 

(mastery goal), coping with the threat of losing face (well-being goal), pleasing one’s 

friends and pleasing the teacher (social goals). We know very little about how students 

determine goal priority and how they change their learning strategies and goal 
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commitment in function of perceived goal conflict. We also know next to nothing about 

students’ capacity to regulate divergent goals in terms of top-down and bottom-up goal 

processes (movement in their goal hierarchy) and about the tradeoffs that students make 

in terms of investing resources (Boekarts, 1998, p. 21).” (p. 531)  

To give an example, imagine a learner who has limited time to study Spanish. This 

learner has therefore decided he will focus on certain aspects of language learning depending on 

the value authority figures (the syllabus, his instructor, other teachers and administrators, etc.) 

place on them. Thus, he might prioritize mastering the distinction between the preterit and 

imperfect in Spanish (very relevant to language assessments in particular), the difference 

between por and para (literally “for” though semantically they translate into many different 

prepositions in English), and perhaps the subjunctive mood. If this learner then decides that he 

needs to study Spanish to gain enough proficiency to interact with Spanish-speaking clients in 

his future career, he will only attach more importance to those objectives, developing a future 

self-guide that will allow him to polish the grammatical points that he has prioritized. Therefore, 

his ideal self-guide will propel him toward greater L2 competence, but that competence will not 

necessarily be reflected in his pronunciation, which might develop more slowly relative to other 

skills (or his peers who do not place as much emphasis on grammar). This is but one of many 

possibilities. Certainly, some learners prioritize pronunciation, or at the very least notice it and 

become more aware of it, as some of the participants in the present study reported on the open-

ended questionnaire. Moreover, concern for grammar and vocabulary and concern for 

pronunciation and a range of other language skills are not mutually exclusive. Instead, what I 

hope to have demonstrated is that many learners place more emphasis on grammar (for 

example), than pronunciation, which potentially leads to an imbalance in the language learning 
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goals they set. These goals then influence behavior, creating asymmetries in development. 

 

Figure 26. Motivational profiles according to the relative weights of linguistic subdomains.   

As Figure 26 illustrates, the default learner profile may emphasize grammar and 

vocabulary above other skills, though some learners undoubtedly demonstrate concern for other 

areas and therefore conform to different profiles. In fact, the four profiles illustrated below 

emerged in participants’ responses to the open-ended questionnaire. For example, learner 5 

stated, “I genuinely care about all aspects of Spanish, but in particular I want to be able to speak 

Spanish and be understood, as well as understand others speaking in Spanish. Speaking and 

listening are the basics of communication. I want to be able to communicate in Spanish (writing 

is a plus) (Time 3). On the other hand, learner 39 reported that she cared most about how she 

sounded, “I think Spanish is a very pretty language so I care most about how I sound” (Time 1), 

and learner 7 reported a highly integrative cultural goal, “With a language also comes a culture. I 

am a native English speaker, but I want to learn the Spanish language (and culture) so that I may 

immerse myself in a world that can only be seen from the other side. Speaking, writing, accent 

Default Pronunciation Culture Balanced 

Other 

Culture 

Pronunciation 
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[emphasis added], vocabulary, and verbs are all important for that purpose” (Time 1). One must 

also bear in mind that these reports provide only a snapshot of learners’ developmental process, 

despite the year-long duration of the study. Therefore, as they continue on in their language 

careers, their beliefs, attitudes, and self-guides will inevitably evolve to reflect their interests and 

newly formulated goals.  

Comparing the present study with previous research on the L2 Motivational Self System 

provides additional evidence that learners’ ideal self-images tend to emphasize more general and 

more visible language skills at lower instructional levels.  As previously noted, Johnson Serafini 

(2013) found that the Ideal L2 Self was positively associated with L2 morphosyntactic 

knowledge; learners with a stronger ideal self-image performed better on the measures of 

implicit and explicit knowledge that she employed in her dissertation. If type of association 

(positive or negative) is taken as evidence of the types of information that learners have 

incorporated into their ideal self-images, then the positive association between the Ideal L2 Self 

and L2 knowledge and the negative association between learners’ ideal self-image and L2 

pronunciation suggests that they are indeed formulating future self-guides rooted in grammatical 

competence. In a study on highly advanced learners of L2 Spanish, Nagle (2013) reported a 

positive correlation between the Ideal L2 Self and pronunciation accuracy. The Ideal L2 Self 

measure also emerged as a significant predictor of pronunciation accuracy in a regression 

analysis. These results lend support to the hypothesis that pronunciation becomes more relevant 

at higher proficiency levels insofar as learners apparently incorporate it into their motivational 

systems. 

 It bears mentioning that motivation is a fluid, multidimensional construct. Thus, predicted 

relationships between motivation and development or between the selves measures and learners’ 
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self-reported beliefs were not always borne out, though broad patterns were evident. Nearly all 

participants reported that they paid attention to pronunciation and tried to imitate their 

instructors’ pronunciation. However, pronunciation appeared to be a vehicle for vocabulary 

learning in that most learners were concerned with making sure they knew how to pronounce a 

word in order to learn it properly. Of the 26 learners who participated in the present study, 20 

reported noticing pronunciation in class. However, a few learners reported that they focused on 

particular sounds or picked up on regional pronunciation features. For example, participant 5 

stated that she paid attention to her professor’s accent, “My professor this semester has spent 

time in Argentina and you can tell when he speaks because he pronounces ll as sh.” Curiously, 

one learner also reported on differences between his two instructors, “I take notice of the way my 

professors say certain words. My teacher from Spain last semester pronounced her p differently 

than my teacher from Chile. Also, the s is pronounced as th.” Thus, at least a few participants 

zeroed in on very specific aspects of their peers’ and instructors’ pronunciation. In fact, all four 

of the learners who reported noticing finer details of their professors’ accents (5, 7, 19 and 83) 

improved on at least one of the VOT measures. Yet, there was no apparent relationship between 

whether or not a participant cared about pronunciation (defined as how often they listed 

pronunciation, accent, intonation, etc. on the open-ended questionnaire and with which questions 

those terms were associated) and the strength of his ideal self-image. Likewise, linking 

pronunciation to “good” Spanish and being a “strong” Spanish learner/speaker was not 

necessarily related to development. For example, learner 51 said that “good Spanish is being as 

close to sounding like a native speaker [emphasis added] as one possibly can” (Time 1). Despite 

the fact that she associated “good” Spanish with passing as a native speaker, her pronunciation 

did not improve over the course of the study. Participant 51’s ideal self-image was also slightly 
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below the group mean. Participant 5 made a similar claim: “Good Spanish is being 

fluent/passing as a native speaker [emphasis added]. Spending time in a Spanish-speaking 

country is extremely important for this purpose” (Time 2). Unlike participant 51, participant 5 

did improve and also exhibited an ideal self-image significantly above the mean. She also 

reported very detailed learning objectives: “I want to be able to speak conversational Spanish 

with people. I want to be a physician, and I think communication with patients is of utmost 

importance. If I practice in Texas (I’m from Texas) (or if I practice in many other places in the 

U.S.), I’ll need Spanish to communicate effectively with some patients. I plan on taking summer 

classes and hopefully spending time in a Spanish-speaking country this summer. Many medical 

schools offer medical Spanish. I will definitely be taking that!” (Time 2). Comparing the two 

learners, whereas participant 51 reported only vague learning goals which were linked to a weak 

future self-guide, the tangible, career-based goals that learner 5 reported were associated with a 

strong ideal self-image. The same was also true of participant 7, who exhibited a stronger than 

average future self-guide and reported a concrete learning objective: “My main goal is to live in 

a Spanish-speaking country (preferably Spain) and simply not be treated like a stranger to 

society. Ultimately, I want to see the ‘other side’ of the Spanish culture. To reach that goal, I am 

taking Spanish classes at Georgetown and I am working at a Pre-K school where the children are 

ELL (mostly Spanish-speaking English language learners)” (Time 1). It appears that this 

learner’s desire to be considered an insider lead him to formulate a robust ideal self-image, 

envisioning himself interacting with native speakers on a regular basis. These divergent links 

speak to the fact that learners’ belief systems do not always appear to apply to themselves. For 

example, learner 51, who had a strong notion that good Spanish was nativelike Spanish, may 

have thought that she was not capable of being a good Spanish speaker, although she wanted to 
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become proficient. In that sense, good Spanish may have been an abstract, theoretical goal. To 

that point, Ushioda (2011) has argued that we need to focus more on the idiosyncratic properties 

of learner motivation and goal-setting, “A basic limitation of language learning motivation 

theory to date is that it has been primarily concerned with abstract models and with learners as 

theoretical bundles of variables, and not with language learners as people who bring uniquely 

individual identities, histories, goals and intentions and who inhabit complex dynamic social 

realities” (p. 18).  

 The complex relationship between the motivational variables, particularly the ideal self-

image, and the qualitative data, as well as the surprising negative association between the Ideal 

L2 Self and pronunciation development points to the fact that more research is needed in this 

area. Specifically, scholars should endeavor to examine the link between learners’ self-reported 

motivational characteristics, goal-setting, and behavior. From a methodological perspective, 

what are learners actually thinking about when they respond to statements of the type that appear 

on selves questionnaires? From a theoretical standpoint, where does the threshold between 

motivation and motivated learning behavior lie? What is the specific chain of events that drives a 

learner to set goals for language learning, what affects the types of goals that he sets, and why 

are certain goals prioritized over others? These are all important questions that scholars must 

consider moving forward, especially in light of intersecting contexts of learning. 

Recently, researchers have advanced the notion that multiple L2 selves can coexist and 

that these selves may sometimes be in conflict (Dörnyei & Chan, 2013; Henry, 2010, 2011). 

Based on their results, Dörnyei & Chan (2013) argued that “coexisting ideal L2 self-images 

constitute fairly distinct L2-specific visions, which can then interfere with each other both in a 

positive way (e.g., transferable linguistic confidence from one language experience to the other) 
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or in a negative, demotivating manner (e.g., competition for space in the working self-concept)” 

(p. 455). Rather than positing distinct L2 self-images related to each language ability (e.g., 

speaking, pronunciation, grammar, etc.), it is useful to think of the self-concept or self-image as a 

blank template onto which the learner projects specific characteristics. Thus, a learner might 

envision himself speaking fluently, conjugating verbs with ease, and using the subjunctive 

correctly in Spanish, or as someone who interacts with native speakers on a regular basis and has 

a deep understanding of Spanish culture (e.g., learner 7). If motivation is conceptualized as a 

limited capacity resource, then language skills may compete for motivational capital in learners’ 

goal-setting regimes. In this sense, competing language skills are analogous to competing ideal 

self-images. In other words, prioritizing grammar and vocabulary may leave little room for 

pronunciation in individuals’ motivational systems. In terms of pedagogy, researchers must work 

even harder to debunk the idea that pronunciation instruction is incompatible with 

communicative language teaching. In the classroom, instructors must take a more proactive 

approach to pronunciation, working with students to help them to create goals related to 

pronunciation as they do for other language skills. This will serve to raise the visibility of 

pronunciation and dispel some of the baggage it has acquired over the years.  

Implication 2: Self-reported motivated learning behavior is associated with faster VOT 

development.  

Growth curve analysis of the VOT data for /b/ demonstrated that motivated learning 

behavior was associated with more rapid attainment of the lead-lag category; learners who 

reported higher levels of motivated behavior developed lead-lag /b/ at a faster rate. This finding 

coincides with previous results linking motivated behavior to the development of L2 knowledge 

(Johnson Serafini, 2013). The selves survey employed in the present study seemed to tap into the 
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relationship between motivated behavior and formal instruction, capturing learners’ intentions to 

continue to engage in foreign language training (e.g., “If my teacher were to give the class an 

optional assignment, I would certainly volunteer to do it” or “I would like to take more Spanish 

courses at my university in the future”). However, the survey did not include items addressing 

engagement in extracurricular activities as a means to complement classroom time and enhance 

learning. In fact, many learners reported engaging in independent activities to improve their 

Spanish. Participant 7 reported that he was “taking Spanish classes at Georgetown…as well as 

working at a Pre-K school where the children were mostly Spanish-speaking English language 

learners” in order to reach his goal of living in a Spanish-speaking country. After his summer 

study abroad experience in Quito, Ecuador, he also reported that he wanted to develop more 

confidence and that he believed watching movies, learning songs, and talking in class would help 

him to do so. One learner who provided particularly intriguing data was participant 19, who 

scored only slightly above average in terms of her motivated learning behavior (MLB = 3.74). At 

the outset of the study, she reported that her main goal was to be able to hold a conversation with 

Spanish speakers and stated that she would achieve it “by studying words and maybe [emphasis 

added] watching Spanish videos or television (Telemundo).” By the second semester of the 

study, she stated that she wanted to become a fluent speaker and said, “I think I need to apply 

myself more, and do whatever I can and not just the bare minimum in order to accomplish my 

goal.” Thus, there appeared to be some evolution in terms of her goals and thought processes 

related to her efforts to learn Spanish insofar as she appeared to set higher goals for herself and, 

at the same time, acknowledged that she needed to do more to achieve them. This type of 

qualitative data in conjunction with quantitative selves data, elicited via questionnaires or other 

instruments, therefore shed light on the relationship between goal-setting, intentionality and 
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action. Indeed, Dörnyei and Ottó (1998) argued that researchers should adopt a more process-

oriented model of language learning motivation. The data from the present study suggest that 

learners’ self-reports appear to be relatively accurate representations of their behavior, both 

inside and outside of the classroom. The findings also call attention to the fact that many learners 

may set goals and develop intentions that they never put into practice, despite recognizing the 

necessity of taking action (e.g., Participant 19). 

To summarize, learners reporting greater motivated behavior achieved more targetlike 

VOT more quickly than their peers. Some learners who exhibited highly motivated learning 

behavior also reported engaging in extracurricular activities related to Spanish. While none of the 

activities they listed explicitly referenced pronunciation, most involved some form of input, be it 

watching television or movies in Spanish or interacting with native speakers, which likely helped 

them to improve their pronunciation. What is striking about the motivation data is that learners 

reported different levels of motivation and different motivated behaviors, which related to their 

development in sometimes unexpected ways. Participant 7 was highly motivation, and his 

development reflected this fact. On the other hand, participant 33 reported only average 

motivation, yet he improved dramatically, particularly in terms of his production of word-initial 

/b/. Future research should therefore delve further into individual learner histories, examining 

links between intention, action and development.  

Implication 3: The ought-to self-image is not relevant in learning contexts where  

language learning does not act as a gatekeeper.  

Findings related to the Ought-to L2 Self were quite straightforward: learners’ ought-to 

self-image was not related to their ability to discriminate or produce /b/ and /p/ in L2 Spanish. 

Dörnyei and Csizér (2005) observed that “ought-to self-guides have a prevention [original 
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emphasis] focus, regulating the absence or presence of negative outcomes, concerned with 

safety, responsibilities, and obligations” (p. 617). For the learners of L2 Spanish who 

participated in the present dissertation, language learning is generally optional, save the general 

education requirement that most universities have adopted. Such an environment contrasts 

sharply with learning contexts where L2 proficiency acts as a gatekeeper to professional 

development or education46. Therefore, in a context where students are free to pursue a range of 

foreign language and may even choose to stop studying the language after only a few semesters 

of coursework, it is not surprising that the ought-to self-image was not related to participants’ 

pronunciation development. Moreover, there is little possibility that learners studying foreign 

languages in the U.S. feel obligated to improve their pronunciation due to the fact that foreign 

language proficiency is predominantly defined in terms of grammatical competence. Johnson 

Serafini (2013) failed to find a relationship between the Ought-to L2 Self and L2 knowledge. 

Likewise, Dörnyei and Chan (2013) have questioned the ability of ought-to self-guides to 

engender action, “There is, thus, a tentative conclusion emerging form the existing body of 

research that, while externally sourced self-images (i.e., the images that are usually categorized 

under the rubric of the ought-to self) do play a role in shaping the learner’s motivational mindset, 

in many language contexts they lack the energizing force to make a difference in actual 

motivated learner behaviors by themselves” (p. 454). The null findings of the present dissertation 

suggest that the Ought-to L2 Self is relatively unimportant in contexts where language learning is 

not a central factor determining one’s educational or professional success, in line with previous 

research. 

                                                        
46 Although as noted, proficiency in a foreign language is quickly becoming more and more 
important to U.S. citizens’ professional lives, and Spanish has gained particular relevance in 
recent years. 
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Age and experience in adult SLA 

Most research on age effects in phonology has examined whether or not a critical or 

sensitive period exists for pronunciation learning. The typical design for such a study involves 

L2 speech samples from a variety of tasks that native judges rate using a foreign accent scale. 

These ratings are then compared to a native speaker control group. In the present dissertation, 

age and previous experience were included as predictors to control for any potential relationship 

they may have had with learners’ ability to discriminate and produce L2 stop consonants. One 

must also bear in mind that participants represented a truncated sample with respect to both 

variables. Most learners began learning Spanish in high school, around age 14. Nevertheless, 

many of them achieved targetlike pronunciation on at least one of the VOT or lenition 

parameters under consideration. Therefore, the present findings demonstrate that adult L2 

learners are able to achieve targetlike pronunciation given the right set of conditions, at least as 

far as stop consonants are concerned.  

Previous research has on near-native pronunciation attainment has reported on a few 

cases where late learners passed as native speakers (Moyer, 1999; Nagle, 2013). For example, 

Moyer (1999) found that one learner was rated within the native range in her study of advanced 

speakers of L2 German. Like the other participants in the study, he began studying German later 

in life and had completed comparatively little coursework. Nonetheless, he passed as a native 

speaker. Nagle (2013) also reported on two late learners of L2 Spanish that passed as native 

speakers. Thus, age appears to be relatively unimportant for adult language learners compared to 

other predictors such as motivation. 

One last point that bears mentioning is that the present study also failed to find an 

interaction between age and previous experience. I had hypothesized that perhaps earlier learners 
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who had had a substantial amount of previous experience with Spanish would perform better 

than their peers who had begun learning Spanish at a later point, or who had begun learning 

Spanish around the same age but had only taken a year of Spanish in elementary school. That is, 

it may have been the case that early language learning was beneficial only when paired with 

continuous study of the language. This was not the case. Many learners who had taken Spanish 

for several years in grade school produced stops in Spanish with VOT values typical of English. 

Yet, some of them achieved targetlike production after only two semesters of college-level 

Spanish instruction. This in turn suggests that quality of exposure may be more important to L2 

pronunciation development than quantity of exposure (Moyer, 2011).  

What is the learning mechanism and what is being learnt? Approaches to phonological 

development 

 A range of approaches to phonological development have attempted to answer two key 

questions: What is the learning mechanism? And, what is being learnt? Among the most 

prominent are Optimality Theory (Prince & Smolensky, 2004) and, specifically, Stochastic OT 

(e.g., Boersma, 1998; Boersma & Escudero, 2008), which has been applied to L2 data, the 

Native Language Magnet Model (e.g., Kuhl, 2000; Kuhl, Conboy, Coffey-Corina, Padden, 

Rivera-Gaxiola & Nelson, 2008), the Speech Learning Model (e.g., Flege, 1995), the Perceptual 

Assimilation Model (Best, 1995; Best & Tyler, 2007), the Ontogeny Model (e.g., Major, 1986, 

2001), and the Exemplar Model of Lexical Representation (Johnson, 2007; Pierrehumbert, 2001, 

2002, 2003, 2011). Although these approaches differ on a number of parameters, most notably 

theoretical orientation and the relationship between phonetics and phonology, it is fruitful to 

consider how they might account for the data in the present study. That is, how do these 

approaches explain the fact that learners appeared to establish new phonetic categories that they 
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deployed in discriminating and producing word-initial and word-medial /b/ and /p/ in stressed 

and unstressed syllables in L2 Spanish.  

 In Stochastic OT (SOT) (Boersma, 1998; Boersma & Escudero, 2008; Escudero & 

Boersma, 2004), learning is probabilistic as constraints are aligned to production and speaker 

intention: “Listeners create categories (e.g., /ɪ/ and /p/) on the basis of distributional information 

(Boersma, Escudero, & Hayes, 2003), then use these categories to create phonological forms in 

the lexicon (e.g.,  ⎪ʃɪp⎪) and construction constraints in their perception grammar (e.g., ‘74ms is 

not /ɪ/’), and finally optimize their constraint rankings by applying the Gradual Learning 

Algorithm (GLA; Boersma, 1998; Boersma & Hayes, 2001) to their perception grammar, driven 

by recognition in the lexicon” (Escudero & Boersma, 2004, pp. 568–69). In brief, the listener 

optimizes her perception by trying to perceive the segment or, more broadly, the underlying form 

that the speaker intended. If a listener misperceives a form, then context establishes what the 

intended referent was and signals the constraint-based grammar to reorganize itself to avoid a 

similar misperception in the future: “If [a Dutch-speaking learner of Spanish] perceives an 

incoming [kæso] as /kɛsɔ/D, for instance, higher conceptual processing may force the lexicon to 

recognize /kɛsɔ/D as ⎪kɑsɔ⎪D ‘case’. If that happens, the lexicon can ‘tell’ the perception system 

to modify itself in such a way that a /kɑsɔ/D perception becomes more likely in the future” 

(Boersma & Escudero, 2008, p. 279). In an SOT approach to L2 data, the learner uses her 

knowledge of L1 phonemes and representations to create L2 lexical representations, though the 

constraint ranking that she has imported from the L1 inevitably results in misperceptions. When 

this happens, higher-level processing signals the perception grammar that an error has occurred, 

and the perception grammar adjusts itself in small steps over time to approach the constraint 

ranking appropriate for the L2. The amount of plasticity of the system governs the pace of 
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learning (i.e. the degree to which constraint rankings can change. Escudero and Boersma (2004) 

applied this model to specific L2 vowel contrasts that are difficult for learners to perceive, 

demonstrating that the perception grammar (i.e., L2 cue weighting) does indeed reflect the 

phonetic characteristics of vowels specific to particular dialects of L2 English. Likewise, 

Boersma and Escudero (2008) developed a statistical model of how learners might come to 

perceive a smaller L2 vowel inventory.  

 Learners in the present study were only dealing with one perceptual dimension for word-

initial stops, VOT. Applying the principles of Stochastic OT to the data, learners began with a 

continuous set of constraints such as “[VOT = 28 ms] is not /b/” or “[VOT = -71 ms] is not 

/p/”47. According to Full Transfer (Schwartz & Sprouse, 1996; Escudero & Boersma, 2004), they 

began with a copy of the L1 constraint ranking. Because the auditory characteristics of stops 

dictate the constraint ranking, a continuous set of constraints of the form “[VOT < 30 ms] is not 

/p/” outrank constraints of the form “[VOT > 30 ms] is not /p/” for L1 English. The evaluation of 

a form such as /bark/ where [VOT = 18 ms] is straightforward since the constraint “[VOT = 

18ms] is not /p/E” outranks the constraint “[VOT = 18 ms] is not /b/E”. This is not the case in 

Spanish. Although learners are already familiar with the phonological distinction between voiced 

and voiceless stops, the boundary separating the two categories occurs at different points along 

the VOT continuum in English and Spanish. Just as Boersma and Escudero (2008) argued that 

speakers re-use L1 categories in creating L2 lexical representations, gradually restructuring the 

L2 constraint hierarchy to match the target language in order to perceive a smaller L2 vowel 

                                                        
47 Note that Boersma and colleagues posit negatively-worded constraints because they are 
dealing with more than two vowel categories. Positively-worded constraints would not affect 
VOT because there are only two relevant phonological categories, voiced and voiceless stops. 
Nevertheless, it would make little sense to posit negatively-worded constraints for vowels, but 
positively-worded constraints for VOT. Therefore, I follow the authors in formulating the 
former, despite the fact that positively-worded constraints would yield similar results.   
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inventory, learners in the present study re-used the English /p/ and /b/ labels to form 

representations of Spanish words, slowing shifting the L2 VOT boundary towards the location 

between lead-lag and short-lag stops. As the Tableau below illustrates (Figure 27), an English 

speaker listening to English perceives /bark/, which was what the speaker intended. However, in 

Spanish, he perceives /ban/ when [VOT = 12 ms], though the speaker intended /pan/. This is 

because constraints of the form “[VOT = 0…30] is not /p/” are ranked above similar constraints 

for /b/ (e.g., “[VOT = 0…30] is not /b/”). However, due to context, the learner realizes that the 

speaker intended /pan/, so the perceptual system reorganizes itself (indicated by the arrows in the 

Tableau) to avoid similar mistakes in the future. This reorganization is gradual, the cumulative 

product being that the learner’s constraint hierarchy eventually comes to resemble the hierarchy 

appropriate for Spanish.  

In simulations, Boersma and Escudero (2008) demonstrated that even given relatively 

high plasticity and many years of L2 experience, learners will not be able to perceive L2 vowels 

in a completely nativelike manner. Yet, participants in the present study achieved excellent 

discrimination relatively quickly. What might explain these results? First, the present task was a 

discrimination task in which participants listened to canonical VOT values that were not adjacent 

as in a continuous discrimination task. Boersma and Escudero (2008) and Escudero and Boersma 

(2004) designed such a task by manipulating formant, and formant and duration, values at equal 

intervals. Participants then had to judge the stimuli by selecting an appropriate vowel category 

(e.g., /i/ or /ɪ/). The goal of the present study was not to assess the exact location of learners’ 

VOT boundaries. Such a measure would likely have resulted in the type of continuous shifts that 

Boersma and Escudero predicted (i.e. a gradual decline in VOT boundary in Spanish). 

Furthermore, VOT is a single perceptual dimension, whereas vowels require learners to attend to 
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multiple perceptual cues such as duration and spectral characteristics. Because VOT is a single 

auditory dimension, it may be easier to acquire insofar as the constraint hierarchy that governs it 

is not as complex. 

 

Figure 27. Tableau illustrating perceptual reorganization of VOT boundaries in L2 Spanish. 

From an SOT perspective, the learning mechanism is the GLA (Boersma & Hayes, 

2001), and speakers are learning the constraint ranking applicable to Spanish. Constraints are 

continuous. How they are ranked determines the relationship between auditory characteristics 

and phonological categories, “It is the ranking [original emphasis] of these constraints, not their 

presence, that determines what auditory values map to what vowel categories” (Boersma & 

Escudero, 2008, p. 281). Learning occurs in a gradual, probabilistic manner, based on the 

speaker’s experience with the target language and plasticity. Although the present study did not 

aim to assess a Stochastic OT approach to L2 stop consonant learning, which would have 

involved a continuously varying set of VOT stimuli to assess boundary shift, the data appear to 

be compatible with this theory insofar as there was a gradual shift in the VOT values that 

speakers produced. Indeed, if the constraint hierarchy dictates how auditory cues are mapped to 

phonological categories, then in production it determines how speakers map phonological 
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categories to articulatory gestures to produce those cues. Learners produced voiceless stops with 

VOT values that declined gradually over time, approaching values appropriate for Spanish. In 

Stochastic OT, the gradual decline in VOT was the result of constraint re-ranking. Likewise, the 

attested variability in the data is attributable to varying degrees of plasticity, which is in turn a 

function of learner differences. Stochastic OT offers a plausible account of phonological 

development because it admits gradience at two levels: on one hand, constraint re-ranking itself 

is gradient since it occurs in gradual increments over time, and, on the other hand, evaluation 

involves a certain level of noise. 

 Next, let us consider the Native Language Magnet Model (NLM; e.g., Kuhl, 2000; Kuhl 

et al., 2008). According to the NLM, infants are born with an uncommitted perceptual system, a 

system that discriminates all sounds equally well precisely because it has not become attuned to 

any particular language. However, the system quickly adjusts to only those contrasts relevant to 

the native language(s). Kuhl and colleagues have described this process as neural commitment 

during the first year of life, arguing that language experience warps perception. In other words, 

the perceptual system becomes increasingly invested in detecting only the auditory properties 

relevant to the native language, which come to occupy and even warp perceptual space. The 

NLM is in fact a model of statistical learning in speech perception because the infant picks up on 

the properties in the input and the perceptual system reorganizes to accommodate the auditory 

characteristics of phonological contrasts. Unlike SOT and many linguistic theories, the NLM 

posits that speech perception is a general cognitive skill, drawing upon research involving other 

species capable of discriminating VOT and other contrasts. As Diehl, Lotto and Holt (2004) 

summarized, “Exposure to regularities within a natural language is proposed to lead to a 

reorganization of perception in terms of phoneme categories or equivalence classes” (p. 165).  
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 In terms of SLA, Kuhl and colleagues have maintained that learning a second language 

(very) early in life reverses neural commitment under certain circumstances (Kuhl, Tsao & Liu, 

2003), or at least alters the form of neural commitment, delaying its onset or preventing all of the 

neural circuitry from being allocated exclusively to the native language (Kuhl et al., 2008). 

Researchers have applied this model to early bilingualism where infants are learning more than 

one language. In the case of the present dissertation, the question then becomes: how might such 

a model account for adult SLA?  

Adult speakers have had years of experience with the L1, and neural space is all but hard-

wired to L1 contrasts. In an NLM approach, speakers might free up neural space for L2 data or 

reroute some of the circuitry to allow them to apprehend the auditory correlates of L2 contrasts. 

Indeed, Flege (e.g., 1992, 1995) claimed that the perceptual system sharpens and expands to 

accommodate the native language, making it harder for speakers to perceive L2 segments that 

are phonetically similar to L1 sounds. These three approaches, Stochastic OT, the NLM, and the 

SLM, all share certain viewpoints. Escudero and Boersma (2004) argued that Spanish learners of 

Southern English developed a duration contrast to discriminate /i/ and /ɪ/ rather than splitting 

their native /i/ category because Spanish does not make use of duration as a cue. That is, 

borrowing NLM terminology, learners made use of duration because there was no neural 

circuitry linking it to the L1, “We claim, however, that duration is not special: These learners 

start not with one [original emphasis] duration category but with no [original emphasis] duration 

category at all” (Escudero & Boersma, 2004, p. 575)48. This might explain why certain contrasts 

are easier to pick up on than others. English speakers are already hard-wired to attend to VOT 
                                                        
48 However, such an argument does not account for why English speakers have trouble acquiring 
Korean stop consonants (e.g., Francis & Nusbaum, 2002), which differ by VOT and a spectral 
cue. If speakers are able to establish contrasts in space where no contrast is present, then English 
speakers should be able to create spectral categories to distinguish Korean stops. Future research 
should endeavor to apply SOT and statistical models to other types of data.  
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contrasts, though the boundary occurs at a different location in Spanish. Therefore, from an 

NLM perspective, learners in the present study faced the challenge of altering the characteristics 

of the neural circuitry in order to perceive short-lag /p/.   

 Flege’s Speech Learning Model (SLM; 1995) and Best’s Perceptual Assimilation Model 

(PAM; 1995; Best & Tyler, 2007) both deal with L2 phonological development in particular, 

though they address different types of learners. Flege and colleagues have principally examined 

bilingual populations whereas Best intended her model to account for naïve listeners before later 

applying it to language learners. Despite the fact that these models have developed with slightly 

different aims and basic premises, they both describe what happens when adults experience 

foreign language sounds and attempt to categorize them using native language labels. Neither the 

SLM nor the PAM specifies a specific learning mechanism other than the general mechanisms 

and processes available in L1 acquisition (see P1, Flege, 1995), but both models do make 

specific predictions about what sounds or contrasts will be most difficult to acquire depending on 

the relationship they have with L1 categories. According to the SLM, similar sounds are 

challenging because those sounds are similar enough to L1 categories to be classified as an 

instance of that category though they are in fact phonetically distinct. This holds for VOT 

categories since short- and long-lag stops are quite similar but not exactly the same. When 

learners equate an L2 sound to a nearby L1 sound, this process may block category formation, 

and the speaker may eventually produce a variant that falls between the L1 and L2 phonetic 

norms (see H5, Flege, 1995, p. 239). In terms of PAM, the boundary between lead- and short-lag 

stops that learners needed to develop in the current study to perceive and produce L2 stops likely 

constitutes a case of single-category assimilation: “Both L2 phonological categories are 

perceived as equivalent to the same L1 phonological category, but as equally good or poor 
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instances of that category” (Best & Tyler, 2007, p. 29). Best and Tyler also observed that “to the 

extent that a learner could [original emphasis] perceptually attune to this type of L2 

contrast…they would first have to perceptually learn a new phonetic category for at least one of 

the L2 phones before they could establish a new phonological category or categories” (p. 30). 

Therefore, learners need to detect a difference between the L2 phone and the L1 category with 

which it has been equated in order to create a new phonetic category according to the SLM. The 

PAM echoes this claim, but in slightly different terms, stating that learners need to develop a 

new phonetic category in perception before they can move to the phonological level and later 

deploy that category in production.  

 Unlike Stochastic OT, neither the SLM nor the PAM state explicitly the mechanism that 

would allow learners to detect a difference or develop a new phonetic category, though learning 

is clearly related to the creation of such categories. The data in the present study suggest that 

learners did exactly that since they were not only able to discriminate Spanish stops, whose 

distribution along the VOT continuum differs from that in English, but also produce stops with 

near targetlike VOT values. This contrasts with previous SLM research reporting that bilinguals 

produced the intermediate values merging properties from the L1 and L2 (e.g., Flege & Eefting, 

1987, 1988; Flege, Schirru & MacKay, 2003). Compared to bilinguals who acquired an L2 

nearly in tandem with the L1 during childhood, adult learners may be better at isolating and 

compartmentalizing the L1 and L2 phonological systems, though some degree of interaction is 

inevitable. Such isolation would then allow them to produce L2 phones as if they were code-

switching between two phonetic norms or categories (e.g., Hazan & Boulakia, 1993). One 

specific prediction both models do make is that perception should precede production in that the 

speaker must be able to discern a difference between the L2 phone and the nearby L1 category 
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before being able to produce it accurately. Though this was the case for the majority of learners 

in the present study, it was not the case for all learners, which suggests some variability in the 

types of cognitive processes in which learners engage during L2 phonological development. 

Therefore, the data in the present study at least partially confirmed both the SLM and the PAM, 

but it also called into question some of the basic premises of these models, such as the idea that 

perception must lead production in L2 phonological development. 

 One last model to be considered is Major’s Ontogeny Model (e.g., 1986, 2001). The 

Ontogeny Model claims that transfer errors should decrease over time and that developmental 

errors (i.e. errors not attributable to L1 transfer but to universal constraints on phonological 

development) should increase and then decrease. It is not possible to assess this model with the 

current coding of the data given that I would need to examine the distribution of each 

participant’s productions over time rather than the average production over time. Moreover, it is 

unclear what a developmental error would be for L2 stop consonants, particularly stops in initial 

positions49. Yet, the model is mentioned here because some of the claims Major makes and 

indeed his method largely coincide with the present study. In his 1986 study of /r/ and /ɾ/, he 

examined individual learner data over time, emphasizing the fact that learners exhibited 

strikingly different paths of learning that varied by phone. Major’s data is reminiscent of the data 

for perception and production in the present study. Namely, most data conformed to the 

hypothesized pattern, but some data was inconclusive and a small portion of the data appeared to 

contradict the working hypothesis. Based on the variability he observed, Major argued that “the 

substitutions of the subjects demonstrate that foreign accent is not solely by the wholesale 

                                                        
49 Perhaps a phase where participants produce short-lag stops for both phonologically voiced and 
voiceless stops given that by most accounts, the short-lag category is unmarked in stop 
consonant systems. Future analyses of the present data will endeavor to look at the distribution of 
individual tokens over time.  
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transfer of one’s [native language] to the [target language], but rather the role of transfer depends 

on the phenomenon, the stage of the learner, and the interaction of the L1, L2, and IL systems” 

(p. 499). Although Major did not explicitly remark upon the role individual differences may 

play, his claims may be extended to include such variables as motivation and the potential impact 

they have upon language learning. Results demonstrated a link between variables like motivation 

and learners’ rate of VOT development. Likewise, I have argued that such differences not only 

shape development, but they might also shape the very types of processes in which learners 

engage. That is, they may shape the scope and duration of transfer effects and the relevance those 

effects have relative to other processes. In that sense, learner variables might in fact protect the 

learner from engaging in processes that would compromise language learning. Indeed, scholars 

have suggested that motivation serves just such a purpose, though whether or not variables such 

as motivation can influence the very processes of language learning itself is an empirical 

question: “In academic situations action control can be characterized, using Corno’s (1993) 

words, ‘as a dynamic system of psychological control processes that protect [emphasis added] 

concentration and directed effort in the face of personal and/or environmental distractions, and so 

aid learning and performance’ (p. 16), and it is particularly important in prolonged learning 

situations as action control mechanisms help individuals to maintain their priorities in the face of 

temptation and adversity” (Dörnyei, 2000, p. 534). Put another way, one may construe learner 

differences as a set of cognitive and socio-affective mechanisms that help learners to engage in 

the types of behaviors and processes that promote learning while helping them to avoid those 

that do not. Such a conceptualization could apply to notions like transfer or developmental 

errors. In fact, according to a Dynamic Systems Theory approach to language learning (e.g., de 

Bot, Lowie, Thorne & Verspoor, 2013), variables act as attractor and inhibitor states shaping 



 
 

244 

language learning over time. Moreover, these variables influence one another, making learning a 

dynamic process. 

Chapter 6: Conclusion 

Theoretical Contributions 

The relationship between L2 perception and L2 production is (at least partially) 

idiosyncratic 

The present dissertation explored the relationship between the ability to discriminate and 

produce Spanish /b/ and /p/ from a more qualitative perspective, comparing developmental 

trajectories for VOT and d’. Many learners discriminated and produced the stops well, some 

discriminated them well but were still developing their ability to produce them accurately, and 

others produced them accurately but were unable to discriminate them. This suggests that in L2 

phonological development, the relationship between L2 perception and L2 production may be 

somewhat idiosyncratic. Golestani, Price and Scott (2011) argued that certain neuroanatomical 

features predispose individuals to be more capable of discriminating subtle phonetic differences. 

Although the present research did not explore neurocognitive variation in cue weighting, 

articulatory control, and other factors that potentially influence the ability to perceive and 

produce L2 sounds, these factors likely impinge on the link between L2 speech perception and 

production.  

Other researchers have noted that formal instruction disrupts the “natural” relationship 

that holds between the two domains (Schneiderman, Bourdages & Champagne, 1998), though 

previous research has demonstrated that some learners may produce accurate L2 segments that 

they are apparently unable to discriminate (Gass, 1984; Sheldon & Strange, 1992). The present 
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dissertation suggests that we should disavow ourselves of the idea that perception necessarily 

precedes production and instead focus on individual response patterns and the factors that appear 

to give rise to them. In SLA, the natural order simply may not hold, and what is apparently 

“natural” may vary depending on the phonological features and contrasts under consideration.  

L2 data has a unique capacity to shed light on questions of markedness central to 

phonological theory 

L2 data enriches phonological theory because it adds another layer of complexity to the 

discussion of markedness and universal constraints. In L1 acquisition, leaners begin with a 

tabula rasa and build a new phonological system. Thus, the main forces shaping L1 acquisition 

are language-independent aerodynamic and articulatory principles, such as the fact that voiced 

stops are simply harder to produce in certain positions based on the anatomy of the vocal tract 

and the aerodynamics of vocal fold vibration. In contrast, L2 learners begin with a robust native 

phonology. Thus, one must take into account both language-independent articulatory principles 

and learners’ native phonology, particularly since the latter predisposes individuals to attend to 

certain types of cues or to partition the phonetic landscape at a certain point, as with VOT.  

The results of the present dissertation supported the idea that the short-lag category is 

unmarked since learners acquired the phonetic characteristics of word-initial /p/ more rapidly 

than those of word-initial /b/, producing short-lag stops before lead-lag stops based on the linear 

rate of VOT development. Yet, the pathway between the lead-lag phonetic category and /b/ was 

comparatively more stable; whereas learners experienced destabilization of short-lag /p/, 

producing longer VOT values after a period of disuse during Winter Break, their production of 

lead-lag /b/ hardly changed. This asymmetry in phonetic category stability demonstrates that 

participants perhaps activated a pre-existing exemplar for lead-lag /b/, drawing upon their 
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experience with lead-lag variants which are attested in English. Consequently, scholars must be 

careful to adopt a more nuanced approach to phonological development, focusing on a more 

contextualized definition of markedness. The present dissertation examined marked pathways of 

learning and why they were marked, operationalizing markedness as both rate of development 

and category stability. 

There is no single model for phonological development 

 Scholars have striven to come up with a comprehensive model of phonological 

development. At the very least, the field is not ready for such a model; simply put, we need more 

longitudinal data involving different types of learners and different types of phonological target 

structures. Indeed, bilingual populations behave differently than adult learners insofar as the 

phonological systems they create seem to be more interdependent. In this dissertation, I have 

briefly explored a number of prominent models, examining some of the data that has informed 

those models and whether or not they are able to account for the developmental patterns that 

emerged from the longitudinal perspective I adopted to study the acquisition of L2 stops. The 

data partially confirmed parts of all of the models, but contradicted others. This scenario speaks 

to the inherent complexity of phonological development, particularly when multiple languages 

are involved. Consequently, we must embrace that a more comprehensive model of language 

learning will necessarily involve a range of complex subcomponents and interactions between 

them. Indeed, scholars have posited that language learning is most meaningfully conceptualized 

as a dynamic system (e.g., de Bot et al., 2013). Perhaps it would be more fruitful to capture the 

dynamic nature of that system and see how it evolves over time rather than to try to account for 

all subsystems and the exponential interactions between them. 
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Methodological Contributions 

Both accuracy and stability index development in phonological SLA 

 Many L2 pronunciation studies only consider accuracy without much discussion of the 

stability of L2 pronunciation targets. The present dissertation has called attention to the 

importance of data on variability in performance. This holds at two levels. First, learners 

produced word-initial /b/ targets that exhibited a bimodal VOT distribution, falling into both the 

lead- and short-lag categories, contrasting with /p/ targets that declined steadily toward the short-

lag category. Secondly, the lead-lag category for /b/ was more robust in the sense that after a 

month-long language learning hiatus during Winter Break, learners were more successful at 

implementing /b/ as a lead-lag stop than /p/ as a short-lag stop, despite similar developmental 

trajectories. Data on variability therefore brought into clearer focus how the L1 and L2 interacted 

over time to shape learning. Recent approaches to second language acquisition have also 

assigned a central role to variability. A Dynamic Systems Theory of language learning (e.g., de 

Bot et al., 2013) claims that learning occurs precisely when variability increases when learning is 

defined as disruption and subsequent reorganization. That is, a force must act on a stable system 

to destabilize it and cause it to adapt. Consequently, SLA research at large and pronunciation 

research in particular must consider variability in performance over time since it is a key 

indicator of reorganization and learning. 

Longitudinal data illuminates the nonlinearity of pronunciation development 

 Just as Dynamic Systems Theory emphasizes the role variability plays in learning, so too 

does it focus on the fact that systems interact in complex ways that result in non-linear 

developmental paths. In the present dissertation, participants produced longer VOT values for 

/p/, but not for /b/, at the last data collection point, which I captured by incorporating a quadratic 



 
 

248 

effect into the growth curve model of the VOT data. However, one can easily imagine other 

ways in which L2 pronunciation development is non-linear. There could be a trading relationship 

between different articulatory and acoustic parameters if learners first attempt to master salient 

features in salient positions (e.g., Colantoni & Steele, 2008). There may also be a non-linear 

relationship between pronunciation development and development of other aspects of L2 

learning such as oral fluency. As a result, scholars should strive to conduct more longitudinal 

research and to consider a range of developmental domains and the potential interactions 

between them. Furthermore, the relationship between learner differences and development may 

also be non-linear, or individual differences themselves may display non-linearity over time. 

This certainly appeared to be the case for motivation given that participants’ responses to the 

selves survey and the open-ended questionnaire changed over the course of the study. This likely 

reflects language learners’ changing priorities over their language learning careers as well as 

more situated aspects of learners’ motivational systems, rooted in the learning environment. 

Johnson Serafini (2013) reported on the varying relationship between learner differences and the 

development of L2 knowledge at different proficiency levels. In light of the present dissertation 

and increasing efforts to conceptualize language learning as a dynamic process, researchers 

should examine not just linguistic development, but the development of predictor variables such 

as motivation, concentrating on how changes in the latter relate to changes in the former.   

Pedagogical Implications 

Instructors should discuss the importance of pronunciation and motivate learners to 

set pronunciation-related goals 

 In the present dissertation, a stronger ideal self-image was associated with a slower rate 

of VOT development. To explain these results, I have argued that learners likely exclude 
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pronunciation from their motivational systems since the curriculum focuses on grammar and 

vocabulary at lower instructional levels. Thus, learners potentially come to regard pronunciation 

as a skill that they will acquire later in the language learning process, particularly given the time 

constraints they face in an academic setting that is only becoming faster-paced. Simply put, 

learners must align their priorities to the curriculum and to their own goals, which may not 

include pronunciation despite the importance it holds to communication, identity and group 

membership. Therefore, instructors should encourage learners to think about how pronunciation 

fits into their language learning goals by discussing it and incorporating it into daily activities. 

Indeed, pronunciation instruction is not incompatible with communicative language teaching, but 

requires ingenuity to design activities that challenge learners to examine their pronunciation 

within a meaningful context. By raising the visibility of pronunciation in the language classroom 

and foreign language curricula, learners will develop strategies to address it just as they do for 

grammar, vocabulary and other language skills.  

Instruction should target those sounds that do not appear to develop naturally (i.e., 

medial approximants in Spanish) 

 In general participants were able to master the phonetics of VOT for word-initial /b/ and 

/p/ in Spanish, but many did not produce /b/ as an approximant in word-medial position. In other 

words, VOT appeared to develop rather naturally, but lenition did not. This suggests that 

phonetic detail was relatively easy for learner to acquire compared to lenition, a phonological 

alternation. Consequently, pronunciation instruction should focus on sounds or alternations that 

are difficult for learners (e.g. lenition) rather than on segments or features that develop naturally 

(e.g. VOT) over the course of language instruction. 

Nonetheless, a number of learners also struggled to produce more targetlike VOT. 
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Broadly stated, lenition was more challenging than VOT at the group level. However, at the 

individual level, VOT also proved challenging for some individuals. Pronunciation instruction 

should be sensitive to both of these trends, focusing on the perception and production of difficult 

pronunciation features while also providing learners more individualized feedback in targeted 

contexts. In fact, future research should focus on why exactly development occurs naturally for 

some learners but not for others. Finally, instruction should not only take into account whether or 

not a given aspect of pronunciation develops on its own, but also the relative importance of that 

particular feature as well as the goals learners hold. It may be that a feature is not important for 

communication50, or that certain learners strive to attain nativelike command of L2 pronunciation 

even when a feature is not related to intelligibility. Pronunciation is not one-size-fits-all. Thus, 

the form it assumes in the curriculum should not be static. 

Limitations and Directions for Future Research 

 As with any study, it is important to bear in mind a few key limitations in order to 

properly contextualize the results and provide an accurate account of the data. First, to prevent 

the substantial input participants received on the discrimination task from influencing the 

production tasks, participants completed the latter first, working with a set of fictitious referents. 

In order to facilitate the memorization of the target characters, they saw the character as well as 

the name on both the picture and sentence-reading tasks. Numerous scholars have pointed out 

that orthography can influence both perception and production, particularly production of the 

medial approximants in Spanish (e.g., Face & Menke, 2009). Thus, the fact that participants saw 

the name of the character could have biased production. On the other hand, participants did not 
                                                        
50 Yet, foreign accent can have far-reaching effects beyond mere communication. Indeed, 
pronunciation also affects how the speaker is perceived on a more social level, and many 
speakers are aware of the social implications of pronunciation and foreign accent, actively 
avoiding sounding like an American (e.g., Marx, 2002).  
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see the character names on the discrimination task specifically to avoid such effects. It is 

therefore possible that performance on the task improved drastically between the first two 

sessions not because of any true improvement, but because participants had only successfully 

memorized the characters by the second data collection session. Participants completed a 

rigorous training session followed by a vocabulary quiz to ensure that they were totally familiar 

with the characters. Moreover, aberrant response patterns were excluded from analyses to further 

guarantee that results were based solely on participants’ ability to discriminate /b/ and /p/ in 

Spanish. Despite these safeguards, researchers must take care to consider the role orthography 

plays in designing experimental tasks. This is especially the case when the tasks involve nonce 

words that must be memorized, as in the present dissertation.  

 Another key dimension to consider is the target structure itself: /b/ and /p/ as a test-case 

for the development of L2 stop consonants and, more broadly still, L2 segmental development. 

Although the results are by and large generalizable to the development of foreign language stop 

consonant systems in general, the trajectories and the linguistic factors that gave rise to them are 

undoubtedly related to the specific articulatory and acoustic characteristics of the segment(s) in 

question. Therefore, while it is clearly possible to speak of L2 stop consonant development (or 

L2 segmental development) as a broad type of learning that has certain characteristics, there 

must also be variation in path of learning even among highly similar segments (e.g., /b/ and /p/ 

vs. /d/ and /t/) due to the unique phonetic characteristics of each segment and the phonological 

processes that affect them in both the L1 and L2. This is precisely why researchers should 

continue to take a longitudinal approach to pronunciation development, investigating how 

speakers acquire a range of pronunciation features, both segmental and suprasegmental. 
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 In addition to the nature of the experimental tasks and the specification of the target 

structure, one must consider the sample. This study investigated L2 stop consonant development 

among a group of beginning to low-intermediate learners enrolled in Spanish at a private 

university in Washington, D.C. As I have suggested throughout this dissertation, proficiency 

level appears to be intimately tied to the skills learners prioritize insofar as those skills become a 

fundamental aspect of learners’ motivational systems. Likewise, the international, cosmopolitan 

character of the university setting may have also influenced participants’ motivation. Thus, while 

these results likely hold at a broad level, learners’ motivation will undoubtedly vary from one 

learning context to the next, and across proficiency levels. Indeed, even in the present study 

some learners exhibited motivational profiles that were strikingly different from those of their 

peers. Alternatively, one must also recognize that studying individuals engaged in the initial 

phase of language learning also provides a more diverse sample. Indeed, one could conceptualize 

the language learning as developing greater motivational clarity. Whereas novice learners are 

only beginning to formulate language learning objectives, a fact evidenced by the considerable 

evolution of participants’ selves and self-reports over the first two semesters of data collection, 

advanced learners have likely developed a more concrete set of objectives that they are pursuing. 

This is due in part to the fact that they are further along in their university studies and have a 

clearer idea of the career path they hope to pursue. Nevertheless, even at the advanced level, 

participants surely demonstrate a range of motivational types of varying degrees of intensity. In 

sum, the participant sample is not a limitation of the present study, but it is important to bear in 

mind how participant characteristics such as the ones I have discussed here inevitably influence 

outcomes.  
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Both motivation measures employed in the current dissertation relied on learners’ self-

reports. I attempted to triangulate the data by including the selves survey, a quantitative measure, 

as well as the open-ended questionnaire, a more qualitative measure, and by asking participants 

to complete them across multiple waves of data collection. However, due to the problematic 

nature of self-reports, more data would have been informative, particularly behavioral data which 

would have helped to establish stronger links between motivation, intentionality, and learners’ 

habits and practices in the classroom. The relationship between goal-setting, intention and action 

is in fact a hallmark of Dörnyei and Ottó’s (1998) process model of motivation and a subject 

worthy of future exploration.  

Elliot (1995a) reported that participants’ concern for pronunciation, elicited via a Likert-

style questionnaire, was related to their pronunciation accuracy in Spanish. Other researchers 

have also employed similar questionnaires on pronunciation in their designs (e.g., Kissling, 

2012). In order to not draw participants’ attention to their pronunciation during the study, I 

elicited participants’ concern for their pronunciation using a more qualitative and subtle 

approach. Participants filled out an open-ended questionnaire, designed to capture in broad terms 

their goals and beliefs regarding language learning and L2 Spanish in particular. On this 

questionnaire, participants were free to make observations related to their pronunciation, though 

I worded the questions carefully to avoid biasing their responses. Participants also completed an 

exit questionnaire at the end of the study which had two components. On one side, they reported 

on such topics as whether or not they felt they learned anything as a result of the study. On the 

other side of the questionnaire, not visible while they completed the first page, they answered 

questions specifically related to pronunciation (e.g., Do you think it is important to develop 

‘good’ pronunciation in Spanish? Why or why not? What constitutes ‘good’ pronunciation?). 
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Thus, I was able to triangulate their beliefs on pronunciation based on these more qualitative 

measures. Nevertheless, future research should endeavor to include more quantitative measures 

such as the Pronunciation Attitude Inventory (e.g., Elliot, 1995a) to examine relationships 

between general motivation to learn a foreign language and motivation to develop accurate 

pronunciation in that language. Likewise, researchers should also examine how both relate to 

learning, exploring links between motivation, goal-setting, intentionality and behavior. On a 

general level, studying these relationships will only enhance our understanding of the place of 

pronunciation in the foreign language curriculum and the status it holds relative to other 

language skills. 

 Lastly, researchers should strive to adopt more dynamic definitions of variables like 

motivation that inevitably depend on the specific interests of the learner and the context in which 

learning is taking place. To that end, I intend to operationalize motivation as a time-varying 

predictor in growth curve models moving forward and to triangulate motivation using additional 

types of data such as learner interviews. 

Summary and Concluding Remarks 

 A primary goal of this dissertation was to examine longitudinal changes in participants’ 

pronunciation of two Spanish stop consonants, investigating how phonetic factors such as stress 

and learner differences such as motivation shaped L2 Spanish learners’ developmental 

trajectories. On average, participants discriminated /b/ and /p/ quite well. Both Stress and 

Position predicted the estimated initial d’ score, indicating that participants performed better 

when the /b/-/p/ contrast occurred in word-medial and stressed environments. Overall, 

participants experienced the most difficulty discriminating voiced and voiceless stops in the 

word-initial, unstressed environment. Regarding Position, participants needed to shift their VOT 
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boundary toward shorter VOT values in order to discriminate the lead- and short-lag categories 

in word-initial position. That is, they needed to separate the two phonetic categories, both of 

which map to voiced stops in English, in order to restructure their emerging L2 phonological 

system (Best & Tyler, 2007). Many learners already appeared to possess such a system at the 

outset of the study, and many more improved their ability to discriminate the stops over time. 

This dissertation directly compared acquisition of voiced and voiceless L2 stops 

consonants, enriching previous research focusing on acquisition of the latter. The results 

suggested that both accuracy and stability are relevant dimensions of pronunciation development 

since learners developed the short-lag category at a faster rate than the lead-lag category, though 

the lead-lag category was more stable over time. In other words, after a brief period of disuse 

during Winter Break, participants produced longer VOT values for /p/ targets, though they 

generally maintained their production for /b/ targets, indicating somewhat different acquisition 

mechanisms for word-initial stops. Acquisition of the lead-lag category for word-initial /b/ 

appeared to involve the activation of a pre-existing set of traces, creating a relatively robust 

exemplar, whereas acquisition of the short-lag category for word-initial /p/ was dependent on the 

formation of a new association, which proved to be quite ephemeral in the early stages of 

learning. 

Both the Ideal L2 Self component of the L2 Motivational Self System and learners’ self-

reported Motivated Learning Behavior predicted the rate of change of VOT development. On the 

one hand, the strength of learners’ self-image was negatively associated with development; 

learners with a stronger ideal self-image developed at a slower rate on average. On the other 

hand, learners who reported high levels of motivated behavior developed more quickly. 

Regarding the former, students are facing increasing time constraints that require them to 
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allocate their time and energy judiciously. In developing goals and forging a motivational 

system, learner must align their efforts to the curriculum while also taking into account their own 

personal objectives. Given that the language learning curriculum focuses on grammar and 

vocabulary, particularly at lower instructional levels, participants likely developed selves rooted 

in those skills, potentially to the exclusion of pronunciation. By such an account, one may 

conceptualize motivation as a limited-capacity resource. Each language skill then vies for 

motivational capital in order to take priority in learners’ goal-setting hierarchies. For most 

learners, it appears that pronunciation remains relatively unimportant until they have achieved 

reasonable grammatical competence. To encourage learners to examine their pronunciation and 

how it fits into their language learning agendas, instructors must make it a more visible part of 

the language classroom, discussing different aspects of pronunciation, the role they play in 

intelligible communication and how they may influence interlocutors’ beliefs about the speaker.  

A secondary goal of this thesis was to take an enduring object of inquiry and examine it 

in a new light, using new tools. Stop consonants are popular in the field of pronunciation 

research, likely due to their prevalence in world languages and the fact that we understand the 

acoustic and articulatory parameters that govern them quite well. This popularity has allowed 

researchers to examine the interface between phonetics and phonology (e.g., Keating, 1984, 

1985), advancing theory considerably, but it has also perhaps generated a sense of apathy toward 

research on stops. The present dissertation has shown that there is a wealth of data yet to be 

gleaned from examining stop consonant systems, particularly in designs that permit scholars to 

view development in more dynamic terms. Results suggested that learners developed the subtle 

phonetic features that characterize L2 stops, and that some learners were more adept at doing so. 

Likewise, by examining learners’ production of L2 stops at different points in the learning 
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process, the present dissertation brought to light the fact that learners seemed to access a pre-

existing, though potentially dormant, phonetic category in their production of lead-lag /b/, which 

was not subject to the same attrition affected /p/ after Winter Break.  

Lastly, the findings indicate that pronunciation research in particular must take on a more 

multidimensional character in the future in terms of overall design, methods, and variables. 

Scholars must adopt more longitudinal designs, examine development at two levels of 

granularity, drawing inferences based on the group and the individual, and define learning as 

both accuracy and stability. Ultimately, we will only fully understand how pronunciation 

development proceeds and the factors that shape it by embracing the complexity and variability 

inherent to phonological SLA. 
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Appendix A. Language Contact Profile background questionnaire 

(adapted from Freed, Dewey, Segalowitz, & Halter, 2004) 
 
INSTRUCTIONS: Please read the following questions carefully, taking your time to answer 
each of them to the best of your knowledge. 
 
PART I 
(1) Participant ID: __ __ __ 

(2) Sex: ____________ 

(3) Age: ____________ 

(4) Country of birth: ____________ 

(4) Do you have any known speech or hearing impairments? 

(5) What language(s) did you grow up speaking? 

(6) What language(s) do you speak at home? If more than one, please list with whom you 

speak each language 

(7) Age at which you began learning Spanish: ____________ 

(8) Did you visit any Spanish-speaking country(ies) over the summer? If yes, please 

specify where, why (vacation, study abroad, etc.), and for how long for each trip. 

(10) In the boxes below, rate your language ability in each of the languages that you know. 

Use the following ratings: 0 – Poor; 1 – Good; 2 – Very good; 3 – Native/nativelike 

 
Language Listening Speaking Reading Writing 

#Years 

Study 
 

 English       

 Spanish       

 _________       

 _________       

(12) Have you ever practiced or received any training related to your pronunciation in 

Spanish? If yes, please list the type (class, a friend, an audio CD, etc.), focus (the 

Spanish ‘r’ sound, the rolling ‘r,’ etc.) and length of the practice. 

(13) What year are you in school? _______________ 

(14) What is your major? _____________________________________________ 
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PART II 
(1) On average, how often do you communicate with native or fluent speakers of Spanish? 

 0) Never 1) A few times 2) Monthly 3) Weekly 4) Daily 

(2) Use the scale provided to rate the following statements: 

 0) Never 1) A few times 2) Monthly 3) Weekly 4) Daily 

  

In general, I try to speak Spanish to: 

 ___________ My instructor outside of class 

 ___________ Friends who are native or fluent speakers of Spanish 

 ___________ Classmates 

 ___________ Strangers whom I thought were Spanish speakers 

 ___________ Service personnel (e.g., bank tellers, cashiers, restaurant servers, etc.) 

(3) For each of the items below, use the scale provided above to rate each statement 

according to the amount of time you estimate you spent on average doing each activity. 

 ___________ Watching Spanish language television or movies 

 ___________ Reading Spanish language newspapers and magazines 

 ___________ Reading novels or short-stories in Spanish 

 ___________ Listening to songs in Spanish 

(4) Please list any other activities that you commonly do using Spanish.  

(5) Please list any additional activities you have done related to Spanish along the lines of 

the previous questions. 
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Appendix B. Survey for bilingual speakers 

(adapted from Freed, Dewey, Segalowitz, & Halter, 2004) 
 
INSTRUCTIONS: Please read the following questions carefully, taking your time to answer 
each of them to the best of your knowledge. 
 
PART I 
(1) Participant ID: __ __ __ 

(2) Sex: ____________ 

(3) Age: ____________ 

(4) Country of birth: ____________ 

(5) What language(s) did you grow up speaking? 

(6) What language(s) do you speak at home? If more than one, please list with whom you 

speak each language 

(7) Age at which you began learning English: ____________ 

(8) Other than the experience listed in (), have you ever lived in a situation where you were 

exposed to a language other than your native language (e.g. living in a multilingual 

community, exposure through family members, etc.)? If Yes, please give details below, 

if you need additional space, use another sheet: 

  Experience 1 Experience 2 Experience 3  

 
Country/region 

    

 
Language 

    

 
Purpose 

    

 From when to 

when? 
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(9) In the boxes below, rate your language ability in each of the languages that you know. 

Use the following ratings: 0 – Poor; 1 – Good; 2 – Very good; 3 – Native/nativelike 

 Language Listening Speaking Reading Writing Years Study  

 English       

 Spanish       

        

        

  

(10) Did you study English in school in the past at the levels listed below? If no, put 0. If yes, 

list how long in years or semesters where applicable. Please also indicate whether you 

have primarily had native or non-native speaker instructors for each level.  

    Level Years/Semesters of study Native instructors? 

    Elementary School _______________ _______________ 

    Middle School _______________ _______________ 

    High School _______________ _______________ 

    University/College _______________ _______________ 

    Other: ______________ _______________ _______________ 

(11) Have you ever practiced or received any training related to your pronunciation in 

English? If yes, please list the type (class, a friend, an audio CD, etc.), focus and length 

of the practice. 

 
  



 
 

262 

Appendix C. Survey administered to participants’ language instructors 
 
INSTRUCTIONS: Please read the following questions carefully, taking your time to answer 
each of them to the best of your knowledge and as completely as possible. Please type your 
responses in the box next to the question (1–2) or in the box immediately below the question (3–
10). Thank you! 
 
(1) Name: 

(2) Age: 

(3) Where were you born and where did you grow up (list the country or countries)? 

(4) What language(s) did you grow up speaking? 

(5) What other foreign languages do you know? For each language, list when you began 

learning it and how you have learned it.  

(6) What do you focus on in the classroom or what do you primarily emphasize (e.g., 

grammar, vocabulary, pronunciation, etc.)? Please be as descriptive as possible by 

providing specific examples where possible.  

(7) Do you monitor or modify the way you speak in class? What do you do to modify your 

speech? Why? 

(8) How important do you think pronunciation is? Do you think students normally 

pronounce Spanish well? What do you notice about their pronunciation? 

(9) Do you believe Spanish pronunciation should be taught to students? Why or why not? 

(10) If Yes, do you teach it? What do you do? 

(11) Other comments: 
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Appendix D. Response screens from the discrimination task 
 

a. 

 

b. 
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Appendix E. Response screen from the vocabulary quiz 
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Appendix F. Selves survey  

(adapted from Dörnyei, 2010) 
 
In this survey, I would like you to tell me how much you agree or disagree with the following statements 
by simply circling a number from 1 to 6. Please do not leave out any items.  
 

Strongly 
disagree Disagree Slightly 

disagree Slightly agree Agree Strongly agree 

1 2 3 4 5 6 
 
1. I would like to take more Spanish courses at my university in the future.  1 2 3 4 5 6 

2. I would like to spend lots of time studying Spanish. 1 2 3 4 5 6 

3. 
If my teacher were to give the class an optional assignment, I would certainly 

volunteer to do it. 
1 2 3 4 5 6 

4. I am prepared to expend a lot of effort learning Spanish. 1 2 3 4 5 6 

5. I would like to study Spanish even if I were not required to do so.  1 2 3 4 5 6 

6. I would like to concentrate on studying Spanish more than any other topic. 1 2 3 4 5 6 

7. 
If a Spanish course were offered somewhere else in the future, I would like to 

take it.  
1 2 3 4 5 6 

8. I think that I am doing my best to learn Spanish. 1 2 3 4 5 6 

9. Compared to my classmates, I think I study Spanish relatively hard.  1 2 3 4 5 6 

10. I am working hard at learning Spanish. 1 2 3 4 5 6 

11. I can imagine myself writing Spanish e-mails/letters fluently.  1 2 3 4 5 6 

12. The things I want to do in the future require me to use Spanish. 1 2 3 4 5 6 

13. 
I can imagine myself living abroad and using Spanish effectively for 

communicating with the locals. 
1 2 3 4 5 6 

14. I can imagine myself as someone who is able to speak Spanish. 1 2 3 4 5 6 

15. I can imagine myself living abroad and having a discussion in Spanish. 1 2 3 4 5 6 

16. 
I can imagine myself speaking Spanish with international friends or 

colleagues. 
1 2 3 4 5 6 

17. Whenever I think of my future career, I imagine myself using Spanish. 1 2 3 4 5 6 

18. I can imagine a situation where I am speaking Spanish with foreigners.  1 2 3 4 5 6 

19. 
I can imagine myself studying in a university where all my courses are taught 

in Spanish. 
1 2 3 4 5 6 

20. I can imagine myself speaking Spanish as if I were a native speaker of 1 2 3 4 5 6 
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Spanish. 

21. 
I have to study Spanish, because, if I do not, I think my parents will be 

disappointed with me. 
1 2 3 4 5 6 

22. 
Studying Spanish is important to me in order to gain the approval of my 

peers/teachers/family/boss. 
1 2 3 4 5 6 

23. 
Studying Spanish is important to me because other people will respect me 

more if I have a knowledge of it. 
1 2 3 4 5 6 

24. I study Spanish because close friends of mine think it is important. 1 2 3 4 5 6 

25. It will have a negative impact on my life if I don't learn Spanish. 1 2 3 4 5 6 

26. If I fail to learn Spanish I'll be letting other people down. 1 2 3 4 5 6 

27. 
Learning Spanish is necessary because people surrounding me expect me to 

do so. 
1 2 3 4 5 6 

28. My parents believe that I must study Spanish to be an educated person. 1 2 3 4 5 6 

29. 
Studying Spanish is important to me because an educated person is supposed 

to be able to speak Spanish. 
1 2 3 4 5 6 

30. 
I consider learning Spanish important because the people I respect think that 

I should do it.  
1 2 3 4 5 6 
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Appendix G. Open-ended questionnaire on goals, beliefs, and attention 
 
Open-response Questionnaire 
 
¡Hola! Gracias por participar en mi experimento. Please answer the following questions in as 
much detail as possible. Your responses will provide invaluable insight into how learners 
develop comprehension and production skills in Spanish. 
 
1. Please comment on what aspects of Spanish you care most about? For example, speaking, 

writing, being intelligible, how you sound, knowing many words, etc. Why do you care about 
them? 
 

2. When you listen to your teacher and your peers, what aspects of their Spanish do you pay 
attention to? What catches your attention often, if anything? For example, pronunciation, 
cultural information, vocabulary, grammar structures, etc. 
 

3. Have you ever thought that a peer had very strong Spanish? If so, please explain why. 
 
4. What do you try to imitate or learn from your peers’ Spanish? From your teachers’? 

 
5. What is “good” Spanish to you? What do you think is important to be a “good” Spanish 

learner/speaker? 
 

6. What is your main goal in learning Spanish? How do you accomplish that goal? Please 
discuss what you do to achieve the goal both inside and outside of class, if applicable. 
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Appendix H. Exit questionnaire 
Exit Questionnaire 
 
Please answer the following questions in as much detail as possible. Your responses will provide 
invaluable insight into how learners develop comprehension and production skills in Spanish. 
 
Side 1: 
 
1. Have you learned anything as a result of your participation in this study? Please comment on 

anything you may have learned.  
 

2. Due to your participation in this study, has your view on Spanish, that is, any aspect of the 
Spanish language, changed? Please elaborate.  

 
3. As a result of your participation in this study, has your focus in class changed? Do you notice 

anything different in class now? If so, how/what? 
 
Side 2: 
 
4. Do you think your pronunciation has improved since the beginning of this study? If so, why 

and how? 
 

5. Do you think it is important to develop “good” pronunciation in Spanish? Why or why not? 
What constitutes “good” pronunciation? 
 

6. Have you actively tried to improve your pronunciation during this study? If so, what have 
you done? Please describe in as much detail as possible. 
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Appendix I. A trial on the discrimination task 
 

Participant hears: Rupalono come en la plaza (Rupalono eats in the plaza) 

Participant sees: 

 

Correct response: Upper-right quadrant 
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Appendix J. Descriptive statistics of the L2 learner data for Bafo (word-initial, stressed /b/). 
 

 T1 T2 T3 T4 T5 
ID M SD M SD M SD M SD M SD 
3 12 4 9 28 13 48 9 27 -16 2 
5 14 3 -3 37 -10 34 -26 54 11 7 
7           
9 17 8 19 7 9 3 -59 82 -79 95 
11 14 4 11 3 -1 8 10 2 6 3 
13 9 11 10 3 – – – – – – 
15 11 2 7 1 -47 51 -51 53 -25 42 
17 -118 23 -113 34 -125 36 -128 25 -126 81 
19 21 12 -5 39 -20 50 -29 43 -43 67 
21 9 6 12 1 3 24 2 22 13 1 
23 -13 58 -102 51 -121 58 -83 44 -70 67 
25 -30 51 1 36 -62 75 1 26 -9 43 
27 18 2 -4 23 – – – – – – 
31 -18 69 10 1 -18 58 0 37 9 5 
33 9 1 11 2 -41 65 -135 18 -119 17 
35 20 7 15 8 12 4 1 44 14 4 
37 7 5 -1 39 – – – – – – 
39 -41 64 -49 82 -23 82 -76 46 -67 73 
41 6 2 10 3 7 8 – – – – 
43 7 10 9 2 – – – – – – 
45 1 9 -10 54 -35 63 8 3 7 1 
47 -22 66 7 2 -17 42 -31 68 – – 
49 4 28 -19 40 -52 49 -96 24 -91 33 
51 5 1 10 2 -11 51 7 29 4 2 
72 10 2 8 2 2 28 7 1 -8 47 
83 -22 51 4 21 -51 51 -43 46 -46 48 

 

  



 
 

271 

Appendix K. Descriptive statistics of the L2 learner data for Bamuso (word-initial, 
unstressed /b/). 

 

 T1 T2 T3 T4 T5 
ID M SD M SD M SD M SD M SD 
3 0 40 -39 60 4 4 6 5 4 18 
5 14 4 10 3 10 6 6 0 10 2 
7           
9 26 9 20 8 2 25 -94 91 -88 57 
11 21 6 5 29 -27 53 -31 64 -6 48 
13 9 16 5 18 – – – – – – 
15 17 4 7 1 -5 32 -21 35 9 2 
17 -52 42 -61 74 -68 57 -96 25 -96 45 
19 30 19 1 31 -1 26 -4 32 1 26 
21 18 10 15 6 12 1 5 27 14 1 
23 13 26 -21 36 -33 46 -32 56 -61 49 
25 10 23 11 22 -12 37 -22 55 -19 60 
27 20 4 4 21 – – – – – – 
31 -68 72 13 9 -20 59 11 1 1 4 
33 11 2 11 2 -49 51 -120 23 -114 45 
35 21 8 15 5 9 2 16 3 14 5 
37 3 28 -6 42 – – – – – – 
39 -40 55 -70 36 -84 25 -63 54 -72 34 
41 9 3 14 5 9 3 – – – – 
43 15 4 14 5 – – – – – – 
45 12 16 7 1 -32 53 -19 64 5 4 
47 -12 46 11 5 -17 44 17 7 – – 
49 10 16 29 9 -18 37 -45 35 -70 21 
51 -12 31 1 32 -24 54 -3 33 -45 64 
72 3 29 -9 66 -10 42 -57 68 -59 64 
83 -14 50 -15 34 -27 47 -65 37 1 33 
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Appendix L. Descriptive statistics of the L2 learner data for Pafo (word-initial, stressed 
/p/). 

 

 T1 T2 T3 T4 T5 
ID M SD M SD M SD M SD M SD 
3 77 18 55 13 18 19 7 1 9 2 
5 74 9 37 13 19 12 29 13 31 15 
7           
9 59 29 59 48 20 17 21 15 19 8 
11 91 10 88 13 88 10 102 14 104 15 
13 23 13 61 18 – – – – – – 
15 65 8 58 11 58 15 50 9 51 16 
17 51 68 50 29 36 48 26 15 47 40 
19 52 22 31 15 23 12 30 15 43 15 
21 67 26 24 12 20 9 20 7 19 6 
23 55 29 54 17 50 25 26 18 64 33 
25 49 26 32 21 31 31 11 2 27 29 
27 49 19 42 16 – – – – – – 
31 77 33 63 19 57 27 77 21 72 21 
33 12 3 12 1 11 2 12 2 13 1 
35 66 22 60 19 65 14 67 11 57 16 
37 26 7 27 11 – – – – – – 
39 14 7 14 17 8 2 16 12 10 2 
41 8 2 13 4 10 2 – – – – 
43 55 26 55 26 – – – – – – 
45 33 20 20 10 13 5 26 12 27 15 
47 23 22 21 36 12 18 19 27 – – 
49 56 11 73 14 55 15 54 43 59 10 
51 57 16 77 10 68 28 55 20 59 11 
72 78 16 56 26 54 16 36 18 40 10 
83 33 8 28 9 33 8 24 6 36 13 

 
  



 
 

273 

Appendix M. Descriptive statistics of the L2 learner data for Pamuso (word-initial, 
unstressed /p/). 

 
 T1 T2 T3 T4 T5 

ID M SD M SD M SD M SD M SD 
3 71 11 51 13 23 16 15 14 13 2 
5 58 8 25 11 22 11 25 6 28 10 
7           
9 43 17 39 25 16 6 16 56 21 6 
11 75 9 71 16 82 19 100 8 99 16 
13 18 11 32 24 – – – – – – 
15 67 12 60 11 57 12 46 13 52 10 
17 23 17 28 11 14 9 26 23 20 14 
19 75 18 60 20 46 9 46 7 47 7 
21 64 26 27 14 18 5 25 10 29 15 
23 44 19 55 23 49 17 31 23 49 19 
25 69 41 40 15 25 20 25 17 14 10 
27 74 19 50 9 – – – – – – 
31 71 41 58 16 61 13 56 11 44 14 
33 14 5 13 3 9 1 11 2 14 1 
35 54 11 62 9 55 11 63 10 41 14 
37 28 11 25 6 – – – – – – 
39 14 10 8 2 8 2 9 3 11 37 
41 10 4 16 5 11 4 – – – – 
43 59 8 59 9 – – – – – – 
45 21 14 25 19 11 8 23 13 32 6 
47 19 8 15 7 11 4 19 7 – – 
49 64 8 69 11 55 8 46 22 60 10 
51 50 9 63 13 64 9 55 10 50 16 
72 69 11 78 14 66 17 65 25 47 12 
83 28 5 26 9 28 10 29 6 35 7 
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